
Deep Learning with Multi-Dimensional
Medical Image Data

Vom Promotionsausschuss der
Technischen Universität Hamburg

zur Erlangung des akademischen Grades

Doktor-Ingenieur (Dr.-Ing.)

genehmigte Dissertation

von
Nils Thorben Gessert

aus
Henstedt-Ulzburg

2020

i



Gutachter:

• Prof. Dr.-Ing. Alexander Schlaefer

• Prof. Dr.-Ing. Rolf-Rainer Grigat

Tag der mündlichen Prüfung: 17.12.2020

ii



Acknowledgements
The work presented in this dissertation was supported by several other people. First,
I would like to thank my advisor Alexander Schlaefer for the opportunity to conduct
research under his guidance. I was always given the freedom to go into any research
direction and explore my ideas without limitations. Our numerous and long discussions
have always been very fruitful and allowed me to maintain a critical view of the new
research field that I explored in this dissertation. I am very grateful for his mentoring
and guidance which shaped me to be the researcher I am today.

I would also like to thank my co-advisor Rolf-Rainer Grigat for his support, starting
with my master thesis and leading up to this work.

Throughout my time as a doctoral candidate, I was fortunate to work with many
great colleagues and researchers who helped me in the pursuit of my research goals.
My thanks go to my colleague and friend Marcel Bengs with whom I have pursued
many exciting and fruitful research projects. Nights of working together and trips to
insightful conferences have been crucial for the making of this dissertation. I am also
grateful for the support of my colleagues Matthias Schlüter, Sarah Latus, Christoph
Otte, Sven-Thomas Antoni, Omer Rajput, Maximilian Neidhardt, Martin Gromniak,
Stefan Gerlach, and Johanna Sprenger. My thanks also go to Thore Saathoff, Michael
Freude, and Katrin Rausch for their support during the everyday work at the institute. In
addition, I would like to thank my research collaborators Matthias Lutz, Roland Opfer,
Julia Krüger, and David Ellebrecht.

Furthermore, I would like to thank my girlfriend for her continuous support and
encouragement throughout the making of this work. Also, my thanks go to my brother
who initially convinced me to become a researcher in the field of machine learning. Last
but not least, my thanks go to my family and friends.

iii



Abstract
Over the last few years, deep learning methods have shown tremendous success for a
variety of image analysis problems such as classification, object detection, and semantic
segmentation. In the natural image domain, numerous applications have been studied,
including face recognition, vision for autonomous vehicles, and action recognition.
Often, these applications make use of the same image types, which are usually single or
multiple 2D color or depth images. In the medical image domain, deep learning methods
have been explored for a lot of applications such as image registration, disease detection,
and tissue segmentation. However, for many of these applications, the underlying image
data is very different. Various imaging systems are able to provide not only 2D images
but also 1D scans, 3D volumes, or even 4D spatio-temporal data. This raises two major
questions for deep learning applications with medical images. The first question is
which data representation to use for processing. Deep learning algorithms can process
an image volume slice-by-slice or the entire volume at once, where the latter might
be able to capture inter-slice relationships. The second question is what type of deep
learning method should be used for processing the different data dimensions. While
using higher-dimensional data promises more context, the curse of dimensionality makes
model design very challenging due to high computational requirements and exponentially
increasing model parameters that aggravate the risk of overfitting.

In this thesis, we propose new deep learning methods and provide an in-depth anal-
ysis of deep learning applications from a multi-dimensional perspective. First, we
adapt deep learning architectures and propose new models for processing data with
different numbers of dimensions. For spatial data processing, we design a variety of
convolutional neural network (CNN) architectures for 1D up to 4D data. We explore
multi-dimensional transfer learning strategies and neural architecture search for auto-
matically designing higher-dimensional models efficiently. For problems that require
combination of two images, we design Siamese two-path architectures, including a novel
attention-based interaction method. For spatio-temporal data processing, we consider
joint, convolution-based, as well as decomposed methods using both convolutional and
recurrent architectures. In this context, we also propose new convolutional-recurrent
CNN models. Second, we apply these techniques to a variety of applications with
the imaging modalities optical coherence tomography (OCT) and magnetic resonance
imaging (MRI). In the field of computer-assisted interventions, we study pose estimation,
motion estimation, and vision-based force estimation with 1D up to 4D OCT data. For
diagnostic image analysis, we investigate tissue classification, lesion segmentation, and
organ quantification with 1D and 2D OCT data and 2D up to 4D MRI data.

Across multiple applications, we find that CNNs and our new convolutional-recurrent
models consistently outperform previous methods for spatio-temporal data processing,
including 2D, 3D, and 4D data. Furthermore, our Siamese CNNs can be applied
effectively to a broad spectrum of problems requiring the processing of two states. When
choosing a suitable data representation, we provide evidence that higher-dimensional
data appears to be beneficial in most cases, as the additional information and context
compared to lower-dimensional data can be exploited effectively by well-designed deep
learning models. Overall, our results indicate that future work on deep learning-based
medical image analysis should strive towards using higher-dimensional data.
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1 Introduction

1.1 Medical Imaging

Medical imaging has become a fundamental component in patient care, as it assists
medical practitioners in early diagnosis, treatment planning, and during surgical inter-
ventions [67]. Imaging the inside of the human body is a challenging task, as light in
the visible spectrum is largely reflected at surfaces. For overcoming the problem of a
missing line-of-sight, multiple imaging modalities have been introduced for visualizing
the inner structure of objects and organs. A successful and widely adopted approach
is the use of ionizing radiation, which has been applied for radiography and computed
tomography (CT) [203]. Here, the idea is to send ionizing radiation through the body
and detect the residual signal for reconstructing a superimposed image of the body. The
resulting 2D projections and 3D image volumes are used for diagnostic tasks such as
lung screenings [485], pre-operative treatment planning [90], and interventional imag-
ing, for example, for guiding percutaneous interventions [33]. CT imaging has also
been augmented by positron emission tomography (PET), where a radioactive tracer is
introduced to the body for highlighting processes within the body [229]. The imaging
concept can provide fast, high-quality images, however, the ionizing radiation dam-
ages tissue. Therefore, other imaging techniques such as ultrasound (US) [230] using
sound wave scattering and magnetic resonance imaging (MRI) [297] using magnetic
excitation and resonance have been introduced. MRI can be employed for similar tasks
as CT, including diagnostic tasks such as brain lesion detection [60], tumor visualiza-
tion, and tracking [239], and cardiac imaging [53]. While CT is more advantageous
for bone imaging, MRI is a promising approach for non-ionizing imaging in a lot of
applications [245, 332, 569].

Typically, MRI comes with a spatial resolution of a few millimeters and a field of
view (FOV) that covers several organs, depending on the device’s acquisition parameters.
For imaging smaller structures with a micrometer-level resolution, optical methods are
popular, for example, microscopy [494]. When using infrared light instead of light in
the visible spectrum, methods such as optical coherence tomography (OCT) can also
image subsurface structures with a few millimeters penetration depth and without the
use of damaging radiation [207]. OCT is frequently employed for diagnostic tasks in
intravascular interventions [221] and ophthalmology [114], as well as, during surgical
interventions in ophthalmic surgery [121]. As OCT scanning devices can be built in a
space-efficient way, the imaging technique is a promising approach for a lot of diagnostic
tasks and interventions, including lung tissue biopsy [337], skin lesion analysis [145],
and visceral surgery [127]. Different imaging modalities, their penetration depth within
tissue, and resolution are illustrated in Figure 1.1.

In general, medical images are analyzed by experts in their respective fields. This
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Fig. 1.1: An illustration of different imaging techniques, associated with their spatial
resolution and typical imaging depth.

process is time-consuming, often associated with high inter- and intraobserver variability
[128]. During interventions, intraoperative imaging can also be distracting and impose
an additional burden on the surgeon [127]. Therefore, quantitative and automated
medical image analysis has been pursued with the goal of extracting crucial, task-specific
information from images for providing decision support to practitioners. For example,
the field of radiomics is concerned with the extraction of quantitative parameters from
medical images [267]. Also, for more standardized assessment of skin lesions, features
such as border regularity, color, or streaks are often quantified based on medical images
[196].

Traditional, fully automated, medical image analysis pipelines typically consist of
an image pre-processing step, feature extraction, and machine learning-based feature
processing for disease classification, structure segmentation, or regression of a quantita-
tive measure [187]. While continuous progress in research on medical image analysis
has lead to promising approaches, extensive clinical use has been lacking due to limited
accuracy and consistency [78]. Recently, deep learning, an end-to-end machine learning
approach, has lead to major breakthroughs and promises to reshape medical image
analysis, medicine, and patient care [301].
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Fig. 1.2: Example of a conventional machine learning pipeline (top), including pre-
processing, feature extraction, and a classifier compared to a deep learning
model (bottom) where a convolutional neural network directly processes the
image and outputs a prediction. A classification task with a cardiac MR image
is illustrated.

1.2 Deep Learning and Medical Imaging

The traditional pipeline for automated image analysis has been challenged by end-to-end
deep learning approaches, in particular, convolutional neural networks (CNN) [279].
While CNNs have been studied for decades, they remained in a niche role until the 2012
ILSVRC ImageNet classification challenge. Here, a CNN named AlexNet [262] was
presented, which substantially outperformed all existing classical methods that relied on
feature extraction and conventional machine learning. The key difference between the
traditional pipeline and CNN-based image processing is illustrated in Figure 1.2. For
the deep learning pipeline, only minimal pre-processing is applied before the images are
fed into the model, which implicitly learns both feature extraction and classification or
regression simultaneously.

Ever since, deep learning and CNNs have been used for a variety of computer vision
problems, including methods for image classification [91], object detection [173], and
semantic segmentation [312]. These techniques are applied to a variety of practical
problems such as perception for autonomous driving [543], industrial applications [526],
and surveillance [550]. Another major field of application is medical image analysis.
There are hundreds of classification and segmentation problems for the different organs
and diseases affecting the human body [301] as well as applications for computer-assisted
interventions [236].

Lung imaging is a primary application of the common imaging modalities radiography
and CT. CNNs have been frequently used to process 2D chest radiographs with the goal
of nodule detection [311] and classification of different pathologies [446]. Similarly, lung
nodule detection is a frequent task in deep learning-based CT image processing [503].
This is often combined with the task of classifying the detected nodules in terms of
malignancy [206]. Also, the presence of interstitial lung disease is addressed using
CNNs [18].

Another major part of deep learning applications is focused on the brain. Here,

3



1 Introduction

most methods use MRI as the imaging modality. One application is the classifica-
tion of disorders such as Alzheimer’s disease [202], mild cognitive impairment [470],
schizophrenia [585], and autism spectrum disorder [197]. Also, different anatomical
structures are frequently segmented using deep learning methods, for example, white
matter, gray matter, and cerebrospinal fluid [346], brain tumors [375], and lesions [63]
have been segmented using CNNs. Other applications include longitudinal disease
monitoring [240], survival prediction [359], and image reconstruction or image-to-image
translation [591]. Initially, most deep learning approaches used 2D CNNs to process the
MR image volumes slice-by-slice. This was partly motivated by the common slice-wise
MR acquisition strategy and the discrepancy between inter- and intra-slice resolution.
Also, computational and memory requirements increase significantly when processing
3D volumes. More recent approaches have also started using full volumes with 3D CNN
processing [191].

Another frequent application is the eye. Here, color fundus imaging is often employed
for segmenting anatomical structures [599] or the detection of diseases such as diabetic
retinopathy (DR) [386] and age-related macular degeneration (AMD) [65]. The deep
learning models are mostly 2D CNNs that have been adopted from the natural image
domain. OCT is another imaging modality that is frequently applied in this area. Deep
learning models can be used to classify DR and AMD [280] or to segment retinal layers
directly [131]. Also, blood vessel segmentation in OCT angiography has been addressed
with CNNs [125]. Similar to deep learning for brain MRI, most applications process
OCT images slice-by-slice and full 3D approaches are still rare [164].

Cardiac imaging is performed with a more diverse set of imaging modalities. For
the assessment of cardiac function, left ventricle quantification is a problem that is
commonly addressed with US and MRI. 2D CNNs have been used for segmenting
the left ventricle as a pre-processing step for quantification both with US [455] and
MRI [384]. While CT was also used for left ventricle quantification [605], the imaging
modality is more commonly used for coronary artery segmentation [542] and plaque
deposit detection [542] in the context of coronary heart disease. For this problem,
intravascular US [570] and more recently also intravascular OCT [4] are also employed.
In particular, for the latter, deep learning methods are used for the detection of coronary
stents [533] and arterial wall tissue classification [160]. As OCT images consist of
individual depth profiles, deep learning methods have been applied to both 1D depth
profiles and 2D cross-sectional OCT images [255]. Fully volumetric processing has
been addressed for CT images but not for intravascular OCT data.

Other deep learning applications include musculoskeletal image analysis, for example,
in terms of vertebrae localization and segmentation [80], and abdominal image analysis,
for example, regarding kidney [488], liver [89], or prostate segmentation [575].

Besides medical image analysis, deep learning has also found application in computer-
assisted interventions. While the field is generally smaller, there have been numerous
successful applications in the context of intraoperative imaging. Here, deep learning
methods can extract important information from the live images and provide immediate
feedback to the surgeon. One application is the segmentation or detection of tissue
structures in endoscopic videos, for example, for polyp detection [47]. Another deep
learning application is the detection and segmentation of surgical tools in video data
[424]. This can be used in the context of feedback during surgery or surgical skill
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1.3 Research Questions

analysis [10]. Another recent application is vision-based force estimation [179]. As
mechatronic force sensor integration into surgical setups can be difficult, vision-based
force estimation has been studied using deep learning methods [27]. Most of these
applications are designed for processing a real-time stream of 2D images or 3D volumes.
Therefore, deep learning methods for computer-assisted interventions have to deal with
the challenge of 2D, 3D, and 4D spatio-temporal data analysis.

Summarized, deep learning has found tremendous success in medical research. There
is a vast amount of potential deep learning applications in the areas of medical image
analysis and computer-assisted interventions. While there have been a lot of deep
learning applications, there are still a lot of open image processing problems that could
be improved by the use of deep learning methods. Also, for applications where deep
learning has found initial success, there are still significant challenges that need to be
addressed.

1.3 Research Questions
There are multiple ways of grouping work on deep learning for medical image analysis,
for example, by their particular method, imaging modality, or anatomical region. Another
aspect that is commonly neglected but takes a vital role in many applications is data
dimensionality. Medical images are often volumetric, and many acquisition devices
offer a temporal stream of images. As a result, many problems are multi-dimensional,
with data representations ranging from 1D depth profiles to 4D spatio-temporal streams
of volumes.

Previously, the most common problem regarding multi-dimensional data represen-
tations was the choice between 2D and 3D data processing. For visual assessment,
medical images, even if volumetric, are often viewed in 2D, slice-by-slice. Most early
deep learning approaches for popular imaging modalities such as MRI or CT have also
used slice-by-slice processing [63, 593]. However, recently, more and more full 3D
approaches emerged with the goal of exploiting inter-slice context in full 3D volumes.
Many approaches have demonstrated that considering full 3D, inter-slice context is
beneficial for CNNs [81, 141, 231, 301, 339, 376, 575].

Similarly, early machine learning approaches for OCT image analysis have processed
individual 1D depth scans, usually focusing on tissue scattering patterns [134, 308].
While OCT’s light scattering is often tissue-specific [557], 1D depth scans can be
ambiguous and spatial relationships cannot be captured. Therefore, in recent years,
machine learning methods have been increasingly used with 2D data representations
that also capture spatial context [2, 131, 171, 282, 305, 397].

Thus, data dimensionality has started to play a significant role for several medical
image analysis problems. Promising results presented for 2D and 3D MRI, or 1D and 2D
OCT data open up questions for other data representations that have not been addressed
so far.

For example, for MRI, there are other multi-dimensional aspects that have not been
addressed frequently. Cardiac MR images are typically acquired as a sequence of
2D slices, covering an entire cardiac cycle. For function assessment, left ventricle
quantification is required where parameters can be directly derived from individual 2D
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overlayed image volume renderings.

slices or they can be estimated considering the entire 3D spatio-temporal sequence [561].
This leads to the question of whether temporal context could allow for more consistent
estimates.

Another open problem is longitudinal image analysis for tracking disease progression
in the context of multiple sclerosis lesion activity [50]. Here, two 3D volumes or an
entire 4D sequence of MR volumes needs to be analyzed to derive changes in the brain.
Deep learning with 4D data has found few applications, and it is still largely considered
an open research problem [88]. Thus, there is a need for more extensive analysis of
different MRI data representations and their value for deep learning problems.

The imaging modality OCT also comes with a lot of different multi-dimensional
data representations, see Figure 1.3. Fundamentally, OCT images consist of 1D depth
profiles. Thus, in the context of tissue analysis, early approaches analyzed 1D intensity
images to find patterns for tissue identification [496]. By acquiring multiple 1D depth
profiles at neighboring locations, 2D images can be constructed, which are used in
clinical practice for assessment of tissue layers [486]. Following the idea from CT and
MRI applications that higher-dimensional context might be useful, 2D deep learning
techniques have emerged for retina images [416] and intravascular images [3]. For needle
insertion scenarios, OCT can also be employed where time series of 1D depth profiles
are acquired. While individual 1D profiles have been processed with deep learning
models [368], it is still unclear whether temporal context and thus 2D spatio-temporal
data is useful. With more advanced scanning procedures, 3D image volumes can be
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Fig. 1.4: An illustration of the curse of dimensionality and kernel dimensions. We show
kernel sizes for different data dimensions where each dimension has a size of
11, as employed in the popular architecture AlexNet [262].

constructed. While finding application in intraoperative imaging [76], 3D deep learning-
based processing has rarely been used. Thus, multi-dimensional OCT deep learning
problems with an intraoperative context, including pose and motion estimation [276],
as well as force estimation [367], remain open problems. Advancements in Mhz OCT
devices have even enabled 4D spatio-temporal data generation [537], which could
provide even richer context and has not been made use of so far. As a result, there are
many opportunities for the use of multi-dimensional OCT data.

As a result, there are numerous multi-dimensional deep learning problems for MRI and
OCT data that lack an analysis from a multi-dimensional perspective. When addressing
such a problem, there is typically a choice between different data representations that
can range from 1D to 4D data. This choice is accompanied by the design of a suitable
deep learning method that deals effectively with the data structure.

Historically, deep learning model design for medical image analysis is heavily in-
fluenced by methods proposed in the natural image domain where deep learning for
images originally emerged [301]. This becomes evident in the extensive use of 2D
CNNs that have been originally designed for 2D natural images [451]. This has been
largely successful for a lot of medical image analysis problems [301, 447]. Thus, from a
multi-dimensional perspective, the question is how to extend common 2D deep learning
methods to other data representations.

Moving to lower data dimensions, 1D data does not offer much context, but it comes
with the advantage of being computationally cheap. Thus, 1D data is interesting in terms
of real-time applications, for example, for computer-assisted interventions. Furthermore,
deep learning methods that are computationally expensive otherwise might be easy to
employ on 1D data.

Moving towards higher-dimensional deep learning models is particularly challeng-
ing as the curse of dimensionality becomes a significant problem. For a CNN, the
number of trainable parameters increases exponentially, which leads to a severe risk
of overfitting due to overparameterization, see Figure 1.4. Therefore, model design
for higher-dimensional data requires a particular focus on efficiency in terms of the
number of trainable parameters. At the same time, computational resources and memory
usage become critical as processing high-dimensional data is very cost-intensive. Thus,
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higher-dimensional deep learning model design is complicated, which might be one of
the reasons why it has not gained more traction so far, despite promising results being
reported [231]. For example, 3D CNN design has been previously referred to as "a
nightmare" [327]. Overall, high-dimensional deep learning model design remains a
challenging problem for medical image analysis.

Summarized, multi- and high-dimensional data are a promising opportunity to make
use of relevant context. However, the optimal choice of data representations is often un-
clear, and deep learning model design is challenging, in particular for high-dimensional
data. This results in two principal research questions addressed in this thesis:

1. Which data representations should be used for deep learning-based multi-dimensional
medical image processing?

2. Which deep learning methods can be designed and used for processing specific
data representations?

These research questions are very fundamental and broad in nature, requiring an
analysis of different applications and imaging modalities to obtain general insights.
Therefore, throughout this dissertation, we address these two research questions for the
imaging modalities OCT and MRI in the context of several different applications. We
propose multiple novel deep learning approaches and architectures for multi-dimensional
image data. Our methods undergo extensive empirical evaluation in different application
scenarios for addressing the two research questions in an application-specific context
and for gaining a broader understanding and generalizable insights on multi-dimensional
deep learning.

1.4 Primary Contributions
In this work, we propose several novel deep learning methods and apply them to
various open multi-dimensional deep learning problems with regard to our two research
questions. First, we adapt and introduce deep learning methods for different types of
multi-dimensional medical image data. Second, we apply the adapted and our proposed
methods to biomedical applications where data dimensionality is a key problem that has
not been addressed so far. We perform extensive and systematic experiments to validate
our adapted and proposed methods across multiple application scenarios.

1.4.1 Multi-Dimensional Deep Learning Methods
1D, 2D, 3D, and 4D CNNs. Convolutional neural networks are the most common
method for machine learning-based image processing. Typically, they are applied to
2D images as it is a frequent practice in the natural image domain. As a first step, we
design CNNs for 1D OCT image data and explore their capabilities in processing lower-
dimensional data. As processing lower-dimensional data is cheap, we explore automized
architecture search on 1D image data and the resulting architecture’s transferability to
higher dimensions. Moving to 2D data and 2D CNNs, we consider both the typical
case of 2D spatial data processing as well as 2D spatio-temporal data processing where
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convolution operations also process the temporal dimension. Next, we extend spatial
2D CNNs to 3D. Previously, there have been hardly any spatial 3D CNNs, in particular,
none for regression problems and OCT data. Therefore, we adopt several concepts
such as Inception [476], ResNet [193], and ResNeXt [553] to design 3D CNNs for 3D
image data. As an alternative, we consider the immediate extension of existing 2D CNN
architectures to 3D. We enable this approach by proposing a multi-dimensional transfer
learning strategy with weight scaling for reusing 2D kernels in a 3D CNN. Finally, we
also design 4D CNNs for processing 4D spatio-temporal data, a field that is mostly
unexplored. We design several different 4D variants that perform efficient processing of
the spatial and temporal data dimensions in different ways.

2.5D and 3.5D CNNs. There are many different learning problems where there are
exactly two different states or representations that need to be processed. If each of these
states is 2D or 3D in nature, we refer to the problem as 2.5D or 3.5D, respectively. In
the natural image domain, a particular class of CNNs has been presented for this type
of problem, called Siamese CNNs [508]. Here, the idea is to learn similar features for
similar images, for example, for matching tasks. We adapt and extend this concept
for biomedical learning problems with two 2D or 3D input images. We exploit image
similarity with shared processing paths and explore how much parameter sharing or
individual learning is beneficial with this type of architecture. Furthermore, we study
the properties of feature fusion and propose a novel attention-guided interaction method
for improved information exchange between the two paths.

Recurrent-Convolutional Models. Spatio-temporal processing can be performed
using convolutions both for spatial and temporal data dimensions. Another class of
methods that is suitable for temporal processing is named gated recurrent neural networks
[200]. Here, temporal dependencies are learned in a recurrent fashion where relevant
information within the sequence is preserved through gating and a state. Previous
methods have used CNNs for extraction of feature vectors for each image in a spatio-
temporal sequence, which is then processed by recurrent models [108]. We extend this
approach by using convolutional gated recurrent units (cGRU) instead, followed by a
CNN. Thus, instead of aggregating information from an abstract feature vector, we fuse
local information in the initial spatio-temporal sequence while preserving the spatial
data structure. We successfully apply this approach for 2D, 3D, and 4D deep learning
problems, showing promising results. Based on this idea, we also propose an architecture
with cGRU units between encoder and decoder for 4D segmentation problems. Here, we
also aggregate temporal information using cGRUs while preserving spatial context for
decoding into a segmentation map.

A selection of our proposed 4D deep learning methods is shown in Figure 1.5.

1.4.2 Multi-Dimensional Deep Learning Problems
All our adapted and proposed deep learning methods are tied to one or multiple biomedi-
cal applications. For each application, we study the effects of using data representations
with different dimensionality. Here, we briefly describe the different problems and our
respective insights, followed by our generalized insights.

OCT Fiber-Based Force Estimation. Precise placement of needles is a challenge in
several clinical applications, such as brachytherapy or biopsy. Forces acting at the needle
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Fig. 1.5: Overview of our central method contribution to 4D deep learning: Top, we
show several 4D deep learning architectures that we propose for regression
problems, including 4D CNNs (RN4D, facRN4D) and recurrent-convolutional
models (RN3D-GRU, cGRU-RN3D). Bottom, we show our cGRU-RN3D-U
architecture for segmentation problems with 4D input data.

cause tissue deformation and needle deflection, which in turn may lead to misplacement
or injury. Hence, many approaches to estimate the forces at the needle have been
proposed. However, integrating sensors into the needle tip is challenging, and a careful
calibration is required to obtain good force estimates. For this purpose, we propose a
fiber-optical needle tip force sensor design using a single OCT fiber for measurement.
The fiber images the deformation of an epoxy layer placed below the needle tip which
results in a stream of 1D depth profiles. We study different deep learning approaches to
facilitate calibration between this spatio-temporal image data and the related forces. For
this application, we apply 1D and 2D CNNs, as well as convolutional-recurrent models,
finding that the latter are most effective for the problem.

OCT-based Tissue Classification. A common tissue classification task is the seg-
mentation of different layers in the human retina. Diseases such as diabetic retinopathy
lead to the accumulation of fluids in between retina layers, requiring continuous mon-
itoring of the retinal layer structure. Most approaches use CNNs for processing 2D
cross-sectional images using custom, hand-crafted architectures [416]. We investigate
whether improved 2D CNN architectures can be found with the concept of neural archi-
tecture search. As this method is computationally costly, we study whether searching
for architectures in the space of 1D CNN models using depth profiles is effective. We
demonstrate that architectures found on 1D data transfer well to higher-dimensional 2D
data.

Similar to retina imaging, OCT tissue classification in coronary arteries is primarily
performed using 2D cross-sectional images and 2D CNNs. Here, the goal is to detect
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plaque deposits within the arterial walls in order to guide treatment decisions for prevent-
ing stenosis or rupture of vulnerable plaques. Here, we consider 2D Cartesian and 2D
polar data representations for processing with a 2D CNN. Also, we extend the 2D data
problem to 2.5D by combining the two data representations. The two representations are
processed by one of our 2.5D Siamese CNN architectures. We find that Cartesian data
representations appear to be preferable if enabled by data representation-specific data
augmentation. Furthermore, we show that combining two data representations leads to
improved performance.

MRI-Based Left Ventricle Quantification. Another 2D learning problem on tissue
data is left ventricle quantification, where clinically relevant parameters are extracted
from 2D cardiac MR images. Although the entire relevant anatomical structure is
available in a single frame, neighboring temporal frames within the cardiac cycle might
allow for more consistent estimates. In this context, we study the use of 2D spatial and 3D
spatio-temporal CNNs. In particular, we employ our multi-dimensional transfer learning
technique for immediate transfer of architectures to higher dimensions. Furthermore, we
propose a segmentation-based regularization scheme to improve geometric left ventricle
parameter estimation.

OCT-Based Pose and Motion Estimation. Another deep learning problem that is
often addressed with 2D images and 2D projections is pose estimation. Here, the goal
is to derive an object’s pose from several images or 2D projections. We extend this
problem to 3D using spatial 3D OCT volumes and several new 3D CNNs. We find
that the additional volumetric information is more beneficial than simply using 2D
projections, encoding 3D space. When performing tasks such as tracking or motion
compensation, entire motion vectors need to be estimated instead of just individual
poses. First, we address this problem in 3.5D with two 3D OCT volumes, processed
by our Siamese CNN models. Second, we extend this approach to a full 4D problem,
employing our proposed 4D CNN architectures.

OCT Volume-Based Force Estimation. Besides pose and motion estimation, force
estimation is an important task for computer- and robot-assisted interventions. In contrast
to needle-based force measurement, volume-based force estimation is performed with an
external imaging modality. Here, we investigate the use of OCT as an imaging modality.
Similar to OCT-based pose estimation, we first demonstrate that 3D volumetric data
representations are preferable over 2D projections for deep learning-based estimation.
Second, we extend this problem to full 4D spatio-temporal deep learning, finding that the
use of 4D data is preferable. Moreover, we find that encoding lower-dimensional data
representations in a higher-dimensional space improves force estimation performance.
This indicates that higher-dimensional processing might often be preferable.

MRI-Based Multiple Sclerosis Lesion Activity Segmentation. 4D data is also
relevant for the problem of longitudinal tracking of disease progression. We address
this problem in the context of lesion activity segmentation, where the change in brain
lesions between two MRI scans needs to be detected. First, we address this problem
with our 3.5D Siamese CNNs using the two MRI scans as the model input. Here, we
employ our attention-guided interaction modules for effective information exchange
between the two states. Then, we extend the problem to 4D using our architecture with
cGRU units between encoder and decoder that is depicted in Figure 1.5. We demonstrate
that attention-based interaction modules improve performance and that they produce
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interpretable attention maps. Also, we find that full 4D processing is beneficial in this
application scenario.

Across all our applications, we find that our proposed cGRU-CNN-based approaches
are effective for dealing with spatio-temporal data ranging from 2D to 4D. Similarly, our
architecture with a cGRU between encoder and decoder shows promising results for 4D
data processing in the context of segmentation problems. For CNNs, we explore different
ways of architecture design, including adaptation, custom design, and automated learning.
We find that each approach is viable in different contexts, as learning and adapting is
more suitable for lower-dimensional data, and custom design is required for higher-
dimensional data. For Siamese CNNs, we find that the extent of shared data processing
is application-specific and that attention modules are useful for exchanging information
between two states. Regarding the choice of data representations, we find that using
higher-dimensional data is effective across all our applications. Our deep learning models
effectively exploit the additional context and consistency provided by the additional
data dimensions. Our insights confirm and extend the current trend of processing
full 3D image volumes instead of just slices. In particular, our insights and proposed
architectures for 4D deep learning appear to be promising for biomedical applications
where high-dimensional image data is available.

1.5 Outline
This dissertation is structured as follows. In Chapter 2, we address medical image
data representations and image processing basics. First, we introduce the two imaging
modalities OCT and MRI and their different data representations. Second, we explain
the basics of medical image processing that are relevant for image-based deep learning
methods.

In Chapter 3, we introduce deep learning basics. We start with the fundamentals of
statistical learning and the concept of generalization. Then, we describe neural networks
and their extensions for images and sequential data. We explain gradient-based neural
network training and regularization techniques for achieving a better deep learning model
performance. We introduce recurrent and convolutional neural networks for processing
temporal and spatial data.

In Chapter 4, we adapt and propose multiple deep learning approaches and models
for multi-dimensional medical image data. First, we propose convolutional neural
networks in the context of 1D, 2D, 3D, and 4D problems along with multi-dimensional
transfer learning and neural architecture search. Second, we introduce new Siamese
deep learning models for processing 2.5D and 3.5D data, including an attention-based
mechanism. Third, we adapt and propose new recurrent-convolutional models. In this
chapter, we describe abstract architectures, without a specific implementation.

In Chapter 5, we introduce the different application scenarios we consider. We outline
their development in the scientific literature over the years and the use of different data
representations. Then, we highlight open questions that have not been sufficiently studied
in the literature. Finally, we consider work that is concerned with multi-dimensional
deep learning in the context of applications that we do not consider in this thesis.

In Chapter 6, we present our experimental results for the different applications we
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present in Chapter 5. For each application, we show implementations of our adapted
and proposed architectures that we describe in Chapter 4. First, we consider lower-
dimensional 1D and 2D deep learning in the context of force estimation and tissue
classification. Second, we show results for 2D and 3D data representations for MRI-
based left-ventricle quantification and OCT-based pose estimation. Third, we consider
3.5D data and the extension to full 4D data for OCT-based motion, longitudinal lesion
activity segmentation, and OCT volume-based force estimation. For each application,
we discuss problem-specific insights.

In Chapter 7, we discuss the findings for our applications in a broader context. We
consider both the aspect of data dimensionality and deep learning methods for multi-
dimensional data.

In Chapter 8, we summarize our key contributions, outline and discuss future work,
and conclude the dissertation.
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2 Medical Imaging Fundamentals

In this chapter, we describe relevant fundamentals of imaging and image processing
for this dissertation. While deep learning methods have replaced a lot of conventional
image processing techniques, many image processing concepts are part of a typical
deep learning pipeline. First, we briefly introduce the imaging modalities and their
data representations that we use throughout this thesis. Second, we outline basic image
processing techniques and their application to medical images.

Over the years, numerous imaging modalities have been introduced to image the
human body [67]. Physical principles such as ionizing radiation, sound wave scattering,
magnetic resonance, and optical scattering are able to reveal different types of tissue
and bones at varying scales and resolutions. Ionizing radiation is employed in imaging
systems such as X-ray, CT [203], and PET [229]. While providing high-quality images
and short acquisition times, ionizing radiation can be damaging. Therefore, imaging
techniques such as US [230] and MRI [297] are also frequently employed. Also, for
high-resolution surface imaging, optical methods using the visible light spectrum are
applied, for example, for microscopy [494]. Other optical methods, such as OCT, rely
on infrared light to also capture subsurface properties [207].

In this thesis, we focus on the two imaging modalities OCT and MRI. OCT can
provide high-resolution images with a micrometer-level resolution, however, its field-of-
view is usually limited to several millimeters. MRI, on the other hand, usually comes
with millimeter-level resolution, and its field-of-view can cover multiple organs. Thus,
OCT and MRI can be used for studying different types of spatial data dimensions. For
each imaging technique, we describe the process of image formation that leads to the
different data representations we employ.

2.1 Image Data Representations

2.1.1 Optical Coherence Tomography
Fundamentals. Optical coherence tomography is an imaging modality that makes use
of low coherent near-infrared light to acquire depth information in a region of interest
(ROI). It is based on the principle of interferometry and functions similar to a Michelson
interferometer. A low-coherence light source emits a beam that is split up in two, such
that a part of the beam hits a reference mirror, and the other part hits the ROI. Light
is reflected back from the reference mirror and the ROI, interferes, and finally hits a
detector. Inside the ROI, light is usually partially reflected at multiple surfaces along the
beam’s direction. When the reference arm’s light and the reflected light from the ROI
travel the same distance, positive interference occurs, which is characterized by a high
intensity at the detector [136]. In order to acquire a full 1D depth image (A-Scan), the
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Fig. 2.1: Simplified depiction of the SD-OCT principle. Arrows represent light beams.
Own elaboration based on [207]. The spectral image fS(n)(n) can be trans-
formed to an intensity image fI(d).

reference arm length needs to be changed continuously in standard time-domain OCT
(TD-OCT). A 2D scan can be acquired by repeatedly acquiring A-Scans at different
lateral locations, resulting in a 2D image (B-Scan). Adding another lateral scanning
direction leads to 3D volumes (C-Scans) [207]. Typically, lateral scanning is performed
by using mirrors, redirecting the light beam. Finally, 4D image sequences can be
acquired by repeatedly acquiring 3D volumes over time.

Besides TD-OCT, Fourier domain OCT (FD-OCT) has been proposed. One of its vari-
ants is spectral-domain OCT (SD-OCT) which recently gained popularity. This method
does not require a moving reference arm, as a broadband light source is used to capture
information at different depths. The recombined signal is captured by a spectrometer
and a line scan camera. A Fourier transform directly results in a depth profile. This
leads to much higher A-scan rates and an improved signal to noise ratio [285]. SD-OCT
systems typically use a wavelength of 800 nm to 900 nm, which allows for an imaging
depth of a few millimeters [61]. A simplified setup for SD-OCT acquisition is shown in
Figure 2.1.

Swept-Source OCT (SS-OCT) represents another FD-OCT method for OCT image
acquisition. Here, the light source is a tunable swept laser that emits light at a single
wavelength at each point in time. The laser sweeps across a large range of wavelengths
over time, which are captured by a single photodetector. SS-OCT uses longer wave-
lengths above 1000 nm, which is higher than SD-OCT and allows for deeper tissue
imaging. Also, higher acquisition speed can be achieved easier with SS-OCT [76]. On
the other hand, SS-OCT’s spatial resolution is limited due to the limited amount of
wavelengths that can be scanned [12].

Axial and Lateral Resolution. An important property of OCT is the independence of
axial and lateral resolution. For FD-OCT, the axial resolution is, in principle, determined
by the bandwidth and central wavelength of the light source. Assuming a Gaussian
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Fig. 2.2: Profile of the Gaussian beam, following [61]. The depth of focus is defined by
2z0 and the waist size W0 determines the lateral resolution.

spectrum, the axial resolution is given by

∆la = 2 log(2)λ2
b

π∆λb
(2.1)

where λb is the central wavelength and ∆λb is the bandwidth [61]. In practice, OCT
systems offer an axial resolution of up to 2 µm [12].

The imaging depth along the axial direction is limited by the light’s penetration depth
and the physical limitations of the detector. For example, for SD-OCT, the imaging depth
is determined by the spectral range that can be captured by the spectrometer with a finite
number of pixels. Following the Nyquist-Shannon theorem, the spectrometer’s spatial
grid should be spaced by half the axial resolution in order to avoid aliasing effects [61].
Assuming that the bandwidth ∆λb is sampled by Nλ pixels, the maximum imaging depth
is given by

zmax = λ2
b

2∆λb
Nλ

. (2.2)

The lateral resolution, on the other hand, depends on the light beam characteristics
and the focused spot size. Typically, a light beam is modeled by a Gaussian beam model,
which is defined by its waist size W0, the Rayleigh range zo, and radius of curvature [61].
A model of the beam’s intensity profile is shown in Figure 2.2. The depth of focus is
defined by 2z0, which resembles the axial depth with sufficient beam collimation. The
beam’s profile with respect to the axial direction has its minimum radius at W0, which is
also referred to as the spot size and determines the lateral resolution for this model.

Temporal Resolution. OCT system’s temporal resolution is often measured by their
A-Scan rate. Typical SD-OCT systems offer an A-Scan rate of 40 kHz to 100 kHz
[12]. While these frequencies allow for fast A-Scan and B-Scan acquisition, real-time
volumetric imaging is still difficult, especially if techniques like A-Scan averaging are
applied to improve image quality. Thus, newer systems also offer A-Scan rates in the
MHz range [252], which allow for fast volumetric imaging [449].

Speckle Noise. An important property of OCT systems is the phenomenon of speckle.
Speckle results from random interferences of waves that are mutually coherent, which
were reflected on or inside the ROI [433]. In OCT images, it appears as a granular
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Fig. 2.3: B-Scan of the human eye [134] with granular speckle noise.

structure with no relation to the actual texture of the structure it was reflected from. An
example is shown in Figure 2.3.

Speckle constitutes an issue to be considered as it reduces image quality. It is
difficult to filter out, but some techniques such as averaging help reducing its negative
influence [478]. For some applications, speckle can be useful as it remains almost
constant for small movement in the OCT volume. It can be used for tracking tasks where
frame to frame comparisons are made [167].

Multi-Dimensional Data Representations. Overall, OCT systems naturally provide
1D A-Scan data. For scanning at a target location, optical fibers can be used. Due to
the fiber’s small size, they can be integrated into small instruments such as needles
to provide image guidance and information during an intervention [294]. Acquiring
several 1D scans over time results in 2D spatio-temporal data, often also referred to as
an M-Scan. Examples for A-Scan and B-Scan data are shown in Figure 2.4.

Alternatively, scan heads containing adjustable mirrors enable lateral scanning and
thus spatial 2D and 3D image data acquisition. Example images for this type of data
acquisition are shown in Figure 2.5. This type of data is typically used for imaging of
the eye, for example, to detect and track disease progression of age-related macular
degeneration, diabetic retinopathy, or retinal dystrophies [7]. By repeating the scan
head’s scan pattern over time, 3D spatio-temporal data (a sequence of B-Scans) or 4D
spatio-temporal data (a sequence of C-Scans) can be acquired. Spatio-temporal OCT
data is often used for angiography, which allows imaging of the retina’s microvasculature
[479].

Another method of data acquisition is employed for intravascular OCT (IVOCT),
which is used to scan coronary arteries from the inside of a catheter [58]. Here, an
OCT catheter is inserted into a target artery using a guiding catheter and a guidewire. A
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Fig. 2.4: Example for a 1D A-Scan (left) and a 2D M-Scan (right) consisting of multiple
A-Scans. An OCT fiber images an epoxy layer which is capped by a metal
layer. The epoxy layer is deformed over time. See Gessert et al. [162] for
details.

Fig. 2.5: Examples for a 2D B-Scan (top) and 3D C-Scan (bottom). In the B-Scan, the
A-Scan direction is indicated. In the C-Scan, the B-Scan direction is indicated.
The images show a pig’s ex-vivo heart valve.
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Fig. 2.6: The scanning setup for IVOCT data acquisition. A schematic drawing of a
scanning device (a) and a cross section of the acquisition pattern (b) is shown.
Due to simultaneous rotation and pullback the pattern in (b) results in a helix.

rotating probe with a prism close to the catheter’s tip emits the infrared light and captures
the back-scattered light. During acquisition, the probe rotates and is pulled back while
continuously acquiring A-Scans. The acquisition process is depicted in Figure 2.6.

This scanning strategy results in a long M-Scan, however, the spatial locations of
the A-Scan’s point of acquisition form a helix pattern. Thus, image reconstruction is
required for assigning A-Scans to their respective spatial locations. A simplified method
of reconstruction is to cut the M-Scan into consecutive B-Scans. The cutting points
can be determined based on rotation frequency and A-Scan acquisition frequency. The
resulting B-scans are usually referred to as the polar representation, as the 2D image’s
coordinates are the imaging depth d and angle θ. Using a coordinate transform with
x = d cos(θ) and y = d sin(θ), the polar images can be transformed into Cartesian space.
This results in 2D cross-sectional image slices of the artery that are easier to interpret
for a clinical practitioner. An entire 3D volume can be reconstructed by stacking the
Cartesian 2D slices. All three data representations are shown in Figure 2.7.

Note that this type of image reconstruction is a simplified approximation. When
cutting the M-Scan into B-Scans, we assume that the rotation frequency is significantly
faster than the pullback speed. In this way, we can disregard the helix pattern and assume
that the starting point of a single rotation approximately coincides with the ending point.
Also, when reconstructing the 3D volume, we assume that all scans are acquired along
some center line. In reality, the catheter is subject to bending and movement, which
is not reflected in this type of reconstruction. An additional external catheter tracking
technique such as digital subtraction angiography (DSA) [99] or magnetic particle
imaging (MPI) [272] can be used to obtain more accurate 3D volume reconstructions.

Summary. OCT allows for diverse applications with subsurface imaging on a mi-
crometer scale with a centimeter-level FOV. Different scanning techniques and high
acquisition frequencies lead to a variety of data representations ranging from 1D to
4D image data. There are different 2D data representations, including spatio-temporal
data, cross-sectional B-Scans, and polar and Cartesian representations. While sharing
the same underlying imaging principle, these data representations come with different
properties and potentially different requirements for deep learning-based processing. A
summary of all data representations is given in Table 2.1.
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(a) Polar image representation. (b) Cartesian image representation.

(c) Volume rendering.

Fig. 2.7: The different data representations of IVOCT images.

Tab. 2.1: Overview of the different OCT data representations.

Acquisition Type Dimensionality Typical Application

Single Fiber
1D Spatial

Surgical Guidance
2D Spatio-Temporal

Scan Head

2D Spatial
Tissue Imaging

3D Spatial
3D Spatio-Temporal

Angiography
4D Spatio-Temporal

Catheter
2D Spatial (Polar)

Intravascular Imaging2D Spatial (Cartesian)
3D Spatial
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2.1.2 Magnetic Resonance Imaging
Fundamentals. MRI is an imaging modality that makes use of magnetic fields and radio
waves to visualize the human body. The underlying physical principle of MRI is called
nuclear magnetic resonance (NMR), which is based on the interaction of atomic nuclei
with a magnetic moment [187]. Nuclei with an odd number of protons and neutrons
exhibit a non-zero spin Qs which is associated with a magnetic dipole moment that is
given by

µd = γgQs (2.3)

where γg is the nucleus-specific gyromagnetic ratio. Typical nuclei for MR applica-
tions include hydrogen 1H, carbon 13C, sodium 23Na and Phosphor 31P. For MRI, the
most important nucleus is hydrogen, which is very common in the human body, for
example, in water and also larger molecules such as proteins and lipids. In addition,
hydrogen’s gyromagnetic ratio of of 26.752 rad/Ts is large compared to other nuclei.

Without any external magnetic field, hydrogen’s spins are isotropically distributed.
Once an external magnetic field is applied, the spins precess into two different orienta-
tions along the direction of the magnetic field, which are associated with different energy
levels (Zeeman effect) [71]. For hydrogen, the two spin orientations can be parallel and
antiparallel and their respective occupation numbers np and nap, for a steady-state, can
be described with a Boltzmann distribution as

np
nap

= exp(−2|µd||B0|
kBTB

) (2.4)

where kB is the Boltzmann constant, TB the temperature, andB0 describes the external
magnetic field [452]. As the occupation numbers for both orientations are different, the
vector sum of the nuclei’s magnetic dipole moments results in a magnetization M , which
is in parallel to the external field B0. A stronger external field leads to a larger difference
in occupation numbers and, thus, a larger, measurable magnetization M , which is why
clinical MRI devices typically rely on powerful magnetic fields with 1.5 T to 3.0 T.

The parallel spin orientation is referred to as the fundamental state with a lower energy
level, and the antiparallel spin orientation is called the excited state with a higher energy
level. The difference in energy levels is given by

∆El = γ
hp
2π |B0| (2.5)

where hp is the Planck constant. Nuclear magnetic resonance occurs if the energy
∆El is added to the system. An excitation pulse with energy

Erad = hp
2πω0 (2.6)

leads to the transition from the fundamental state into the excited state. The excitation
pulse is an alternating magnetic field, and its frequency ω0 is chosen such that the
resonance condition

ω0 = γ|B0| (2.7)
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is met. The excitation pulse deflects the measurable magnetization vector M by an
angle θE . Typical scenarios include a deflection by 90◦ with an α-Pulse and 180◦ with a
β-Pulse. After deflection, the spins start to fall back into the initial steady-state, which
is referred to as relaxation. In addition, the spins start to precess along the external
magnetic field’s orientation. The spins rotating in phase start to dephase, which leads
to a second transversal relaxation process. The measurable magnetization along the
external magnetic field’s orientation Mz is referred to as the longitudinal magnetization.
The measurable magnetization perpendicular to the external magnetic field’s orientation
Mxy is referred to as the transversal magnetization.

The longitudinal and transversal relaxation processes show different behavior in
different tissue types, which allows for differentiation in the final MR images. Based on
the superposition principle, the two processes’ superposition is undisturbed. Longitudinal
relaxation, which is also called T1 -relaxation, refers to the process of Mz returning to
its original steady state. During the process, energy is emitted, which is equivalent to the
difference in the energy levels between the excited and the steady-state. For an α-Pulse,
the longitudinal magnetization is defined as

Mz(t) = M∞(1− exp(− t

T1 )) (2.8)

where M∞ = M(∞) is the magnetization in steady-state and T1 is the relaxation
time. The time T1 describes the time that is required for Mz to reach 63 % of M∞. An
example of two longitudinal relaxation processes is shown in Figure 2.8. The relaxation
processes also illustrate how the intensity and contrast of MR images with different
sampling time points can differ. When sampling at ts = 100 ms, the first process shows
a higher measurable magnetization. When sampling at ts = 500 ms, the second process
shows a higher magnetization and the difference between the processes is smaller.

The transversal relaxation process is also called T2 -relaxation, which is the process
of the rotating spin’s dephasing after excitation with a pulse. In contrast to longitudinal
relaxation, no energy is emitted during the process. After excitation with an α-Pulse, the
spins rotate along the axis of the external magnetic field with the resonance frequency
ω0. Due to the interaction of the spin’s local magnetic field, the spins start dephasing in
the xy-plane, which is perpendicular to the external magnetic field’s orientation. Finally,
the spins are isotropically distributed in the xy-plane with a measurable magnetization
of Mxy = 0. This process is described by

Mxy = M0 exp(− t

T2 ) (2.9)

where M0 = Mxy(0) and T2 represents the transversal relaxation time. M0 is equal
to the magnetization Mz at the time of excitation. Example T2 -relaxation processes are
shown in Figure 2.9. Again, the intensity which is derived from magnetization is very
different for different sampling time points. In biological tissue, T2 times are generally
shorter than T1 times as the dephasing processes are much faster than the recovery of
the longitudinal magnetization Mz.

In addition, T2 -relaxation processes are often the sum of multiple exponential pro-
cesses in biological tissue. This can be observed in fat tissue or at tissue borders if
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Fig. 2.8: Two examples of longitudinal relaxation processes are shown. Vertical lines
represent sampling time points. Marks represent the sampling points.
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Fig. 2.9: Two examples of transversal relaxation processes are shown. Vertical lines
represent sampling time points. Marks represent the sampling points.
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multiple tissue types are present in a single voxel. This is also referred to as the partial
volume effect. This type of process is defined as

Mxy =
ksup∑
i=1

M i
0 exp(− t

T2i ) (2.10)

where ksup is the number of superimposed processes.
Imaging Modalities. Based on the physical properties of relaxation processes, differ-

ent modalities with different weighting can be produced. For this purpose, relaxation
processes are induced inside the tissue, and the magnetization is measured at predefined
echo times TE .

When using spin echo sequences, T2 -relaxation processes are triggered. With a short
TE time, proton density-weighted images are created whose intensity is largely governed
by the proton density in the current volume element. With a longer TE time, measured
signals are more affected by T2 -relaxation characteristics, thus, the obtained images are
called T2 -weighted images.

Images governed by T1 -relaxation processes can be obtained by using inversion
recovery or saturation recovery sequences which induce an excitation angle of θE = 180◦
or θE = 90◦, respectively. Sampling with a short TE leads to T1 -weighted MR images.
For some applications, a gadolinium-based contrast agent is used to enhance, for example,
active tumor borders of a glioblastoma.

To visualize and distinguish different tissue types in MR images, relaxometry is
employed where tissue-specific parameters such as T1 - and T2 -relaxation times are
determined. Afterward, by choosing a specific TE time and repetition time TR, certain
tissue types can be enhanced or suppressed. The repetition time TR is the period to wait
between excitation pulses. For example, fluid-attenuated inversion recovery (FLAIR)
is a T1 -weighted method where fluids such as cerebrospinal fluid are suppressed by
choosing suitable times TE and TR.

2D and 3D Spatial Data. The following description is based on Sprawls et al. [462].
For image acquisition, target regions need to be specifically excited and spatially resolved.
MRI acquisition is typically performed in a slice-wise manner. As a first step, a slice
is selected in the human body using selective excitation. Here, gradient coils are used
to target a specific slice. The gradient coils are an additional component in the MRI
scanner that creates a gradient vector, which results in a change of the magnetic field
along its orientation. Thus, along with the gradient vector’s orientation, the magnetic
field strength changes, and therefore, the resonance frequency ω0 of the tissue inside
the magnetic field changes as well. As a result, different ω0 encode different spatial
locations and can be specifically targeted by adjusting the excitation pulse frequency
accordingly. Given a resonance frequency ω0, associated with the main magnetic field
B0, the location-dependent resonance frequency is given by

ω(x, y, z) = ω0 + γ(Gxx+Gyy +Gzz) (2.11)

whereG is the magnetic field strength of the gradient coils in each direction. Assuming
slice selection along the z-axis, an excitation frequency ωi shifts the slice position by
ωi−ω
γGz

. Accordingly, slice thickness is determined by the excitation pulse’s bandwidth with

25



2 Medical Imaging Fundamentals

M

Selective Excitation

ω

Selected
slice

Patient

Phase Encoding

Gradient
changes in
each cycle

Excitation pulse
is applied

Frequency Encoding

Echo event
signal is received

Spins

Fig. 2.10: A single MR imaging cycle is depicted. The three events happen in succes-
sion. For each imaging cycle, a different phase-encoding gradient is applied.
M refers to magnetic field strength. Different colors imply magnetic field
gradients along different spatial dimensions.

∆z = ∆ω
γGz

. By adjusting the gradient vector’s orientation, arbitrary slice orientations can
be achieved.

After slice selection, the other gradient directions are used to resolve the slice spatially.
For this purpose, phase and frequency encoding are used. After a selected slice is excited,
a phase-encoding gradient is applied, which causes the magnetic spin along a spatial
dimension to have different phases. Thus, the received signal will have components with
different phases that can be associated with a spatial location. After phase encoding,
the slice’s second spatial dimension is encoded by frequency. Similar to the slice
selection process, a gradient is applied along an additional direction. The change in
the magnetic field leads to different resonance frequencies that can be associated with
a spatial location. All steps of the acquisition process are shown in Figure 2.10. First,
slice selection is performed by turning on a gradient for a short time. Now the spins
are in an excited state. Then, the phase-encoding gradient is turned on for a short time
period. Last, when the excited tissue emits the signal that is measured by the receiving
coil, the frequency-encoding gradient is turned on. This imaging cycle produces a single
row for the final 2D image. Thus, for a 2D image with Ncol columns, the imaging cycle
has to be repeated Ncol times. For each repetition, the phase-encoding gradient is set
differently to capture a different spatial location.

A full 3D volume is obtained by acquiring multiple slices. The process can be sped up
by a technique called multi-slice imaging. Here, the next slice is already excited while
the previous slice is still undergoing phase- and frequency-encoding. Another method
for 3D volume acquisition is called 3D imaging. Instead of exciting a selected slice, the
entire volume is excited without applying a selection gradient. Then, phase-encoding
is used for slice selection. In this process, all three gradient directions are used instead
of two for slice-wise acquisition with selective excitation. While 3D imaging requires
longer acquisition times, phase-encoding-based slicing allows for thinner slices.

After acquisition, the MR image is encoded in a spatial frequency domain, also
referred to as k-space. The final Cartesian image can be reconstructed with a 2D Fourier
transform. Example 2D and 3D MR images are shown in Figure 2.11.

3D and 4D Short-Term Spatio-Temporal Data. An important drawback of MRI is
its long acquisition time. Still, some imaging techniques allow for capturing short-term
temporal processes. A typical method is cardiac cine MRI, which is used for imaging of
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Fig. 2.11: An MRI scan of the human brain is shown. Left, a 2D slice is shown. Right, a
3D rendered volume is shown.

Fig. 2.12: An example of 3D spatio-temporal cardiac cine MRI data. From left to right,
different phases of the cardiac cycle are imaged. Four images from a whole
sequence of 20 images are shown.

the cardiac cycle in order to assess function and diagnose heart diseases. To enable faster
acquisition, specialized gradient-echo techniques such as TrueFISP [75] are employed,
which are characterized by very short TE and TR values. Still, the acquisition of a full
slice during a phase of the cardiac cycle is infeasible as the imaging cycle needs to be
repeated several times, see Figure 2.10. Therefore, electrocardiography (ECG) is used
for retrospective gating. Both the MRI and ECG signal are acquired simultaneously
over several cardiac cycles. After the acquisition, the MRI signals can be assigned to the
respective cardiac phase using the ECG signal. The entire procedure can be completed
within a breath-hold of the patient [23]. Often, this procedure is used to acquire a single
slice over time, which results in 3D spatio-temporal data. If the entire heart needs
to be imaged, the procedure needs to be repeated several times, which results in 4D
spatio-temporal data. An example of 3D spatio-temporal cardiac cine MRI data is shown
in Figure 2.12.

The same acquisition technique can be used for phase-contrast cine MRI which allows
for imaging of blood flow in the human body [322]. The method relies on the fact
that changes in the MRI signal phase along a magnetic gradient are proportional to
blood flow velocity. When extending the method to 3D spatial data ("4D flow MRI"),
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Fig. 2.13: An example of longitudinal 3D spatio-temporal MRI data of the human brain.
From left to right, scans taken several months apart are shown.

Tab. 2.2: Overview of the different MRI data representations.

Acquisition Type Dimensionality Typical Application

2D/3D Imaging
2D Spatial

Tissue Imaging
3D Spatial

Cine MRI
3D Spatio-Temporal

Cardiac Imaging/Blood Flow
4D Spatio-Temporal

Longitudinal

2.5D Spatio-Temporal

Disease Tracking
3D Spatio-Temporal
3.5D Spatio-Temporal
4D Spatio-Temporal

acquisition becomes more difficult. Often, radial k-space acquisition is used, and due to
long acquisition times, respiratory gating is additionally required [322].

3.5D and 4D Longitudinal Spatio-Temporal Data. Besides short-term temporal
analysis, MRI is employed for long-term longitudinal analysis. A typical application
is tracking disease progression for multiple sclerosis [60]. Here, individual MRI scans
are acquired several months or years apart. In terms of the acquisition, there are no
specific challenges, however, the individual time points can differ a lot due to different
acquisition parameters, different scanners, or other major changes between the long time
intervals. Often, only two volumes from two time points are compared to which we
refer as longitudinal 3.5D spatio-temporal data. If more than two time points are part
of the analysis, we refer to the data as longitudinal 4D spatio-temporal. If 2D slices
instead of 3D volumes are used for longitudinal analysis, the data is referred to as 2.5D
and 3D, respectively. An example for longitudinal 3D spatio-temporal data is shown in
Figure 2.13.

Summary. MRI is an imaging technique with a lot of different medical applications,
which are also often associated with different data representations. Typically, 2D slices
are acquired, which can be combined to form 3D image volumes. Similar to OCT, spatio-
temporal data is also a common occurrence. However, both short-term and longitudinal
spatio-temporal data are used. While both are similar in structure, the meaning of the
temporal dimension is very different, which might affect deep learning-based processing
methods. An overview of the presented data representations is shown in Table 2.2.

28



2.2 Image Processing

2.2 Image Processing
In this section, we briefly address fundamentals of classic image processing that are
relevant for this thesis. Image processing techniques are typically applied to 2D and 3D
spatial image data or the spatial dimensions of a higher-dimensional data representation.
After the acquisition, medical images typically undergo preprocessing for subsequent
visualization and assessment by a medical expert or for further automatic processing.
The goal of image preprocessing can be alignment by image registration or improvement
of image quality in terms of contrast or the reduction of artifacts. In a classic, automatic
processing and assessment pipeline, images are typically preprocessed first. Then,
relevant features are extracted from the images with advanced processing techniques and
finally, a machine learning model is trained with the features to provide an assessment
of the image. Deep learning methods have replaced this pipeline with end-to-end
models that directly process the images to provide an assessment. Still, a lot of deep
learning applications benefit from classic image (pre-)processing. Also, many processing
techniques are based on filtering, which is the basic operation of image-based deep
learning methods. The following description is based on Handels et al. [187], unless
indicated otherwise.

2.2.1 Point Operators
Point operators are one of the most simple types of image processing techniques, often
also referred to as point processes [96]. Here, a function transforms every pixel of on
image where every output pixel only depends on the corresponding input pixel and
potentially some global information. In general, an image processing function mI

operates on a discrete intensity image function fI : RNd → R with

gI(x, y) = mI(fI(x, y)) (2.12)

where gI(x, y) is the output image function, if we assume an image dimension of
Nd = 2. Common point operators are addition and multiplication:

gI(x, y) = apfI(x, y) + bp (2.13)

where ap and bp are often referred to as control parameters for contrast and brightness.
In the context of deep learning applications, the two point operators are often used
for image normalization or standardization. For normalization, the image’s intensities
are scaled to a range of 0 to 1. For this purpose, we set ap = 1

max(fI)−min(fI) and

bp = − min(fI)
max(fI)−min(fI) . Normalization can be useful to map images to a fixed range,

for example, a color range for natural images or a distance range for depth images.
When standardizing an image, its mean is mapped to 0 and its standard deviation is
mapped to 1. Here, we set ap = 1

σ
and bp = −µ

σ
where σ is the standard deviation

of fI and µ is the mean value of fI . For gradient-based neural network training it is
often desirable to estimate σ and µ over all images in the dataset as it improves the
optimization process [176].

Another application in the context of deep learning is the use point operations for data
augmentation, a process that can be described as artificially generating additional image
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data. Here, the values ap and bp are chosen randomly to generate new images gI(x, y)
that represent slight variations of the original image fI(x, y).

Contrast and brightness of an image can also be improved by intensity histogram
equalization. Here, the idea is to redistribute the intensities in an image such that the
entire intensity range is covered evenly. First, we consider the intensity histogram hI of
an image fI which is defined as

hI(iI) = NiI

NI

(2.14)

where NI is the total number of pixels, NiI is the number of pixels with discrete
intensity iI and 0 < iI < imax . Next, we calculate the cumulative histogram cI with:

cI(iI) =
iI∑
j=0

hI(iI) (2.15)

Now, for each pixel in the original image, given by intensity image function fI , we
can look up its new value cI(iI) using the pixel’s intensity iI . The result is an image
where areas of low intensity show increased intensity while areas of high intensity appear
slightly darker, leading to an overall more balanced image. While this is mostly helpful
for visualization, the method has also been applied as a preprocessing technique for deep
learning methods with medical images [298].

2.2.2 Filtering and Local Operators
Local operators are a broad class of image processing techniques, that are characterized
by considering local neighborhoods when processing images. Local operators make use
of masks that are applied to each pixel location (x, y) in an image. The masks take nm
surrounding pixel locations into account in each image dimension in order to compute
the pixel value at location (x, y) in the output image. The mask can be applied efficiently
to each pixel location in the image using a convolution operation. Here, the output
image’s intensity function is computed by

gI(x, y) =
nm∑

i=−nm

nm∑
j=−nm

fI(x− i, y − j)mI(i, j) (2.16)

where fI is the input image’s intensity function and mI ∈ R(2nm+1)×(2nm+1) is the
mask which also referred to as a convolution kernel. The process of a convolution can
be pictured by the mask being slid over the input image while performing computations
at each pixel location. This process is visualized in Figure 2.14.

Convolutions are problematic at the image border as there are no immediate, sur-
rounding pixels available for computation. This can be circumvented, for example, by
ignoring border pixels and only performing computations where the entire neighborhood
is available. In this way, the output image fI is of size (nh − 2nm)× (nw − 2nm) given
an input image of size nh×nw with height nh and width nw. If the output image needs to
have the same size as the input image, padding techniques can be applied. Padding can
be performed by periodic repetition of the image or by adding zeros, which resembles
using a reduced neighborhood for performing computations at the image border. Note
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Fig. 2.14: Visualization of a convolution operation on a 2D image. The blue arrow indi-
cates a shift of the convolution kernel on the input image which corresponds
to a shift of the pixel location in the output image.

that convolution kernels can also by anisotropic by having a size of (2n1
m−1)×(2n2

m−1)
with n1

m 6= n2
m. While this is not typical for filtering applications such as smoothing and

edge enhancement, filtering operations used in deep learning models can use different
filter sizes for data dimensions with different properties.

Filtering of 2D images with convolution kernels can be easily extended to 3D spatial
data with images of size nh × nw × nd with kernels of size (2nm − 1)× (2nm − 1)×
(2nm−1), where nd is the image’s depth dimension. Applying filter operations to higher-
dimensional data, for example, 4D spatio-temporal data, is also feasible but uncommon
for classic image processing. However, convolving over the temporal dimension is
common in deep learning approaches.

Smoothing Filters. Typical, local filtering applications are image smoothing and
noise suppression. Here, local variations in the image’s pixel values are reduced by
filtering. Smoothing is also called low-pass filtering and removes high-frequency compo-
nents from the image. Typical filters for smoothing include the mean filter, the Gaussian
filter, and the median filter.

The mean filter computes the mean value over the region covered by the filter’s mask.
The mask is defined as

mM
3×3 := 1

9

1 1 1
1 1 1
1 1 1

 (2.17)

for a mask of size 3× 3. The reduction in local pixel value variation can be quantified
by making the simplifying assumption that the distribution of values in the local region
can be described by a normal distribution N (µ, σ2). In this case, the local pixel value
variation is described by the standard deviation σ. After applying the mean filter, the
pixel value distribution is given by N (µ, σ2

vm
). Thus, the variation has been reduced by a
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factor of
√
vm where vm = (2nm + 1)2. This demonstrates that the level of smoothing

depends on the kernel size nm. A downside of mean filtering is its sensitivity to outliers,
which can cause smears in the filtered image. Also, mean filtering dampens edges, which
makes images appear less sharp.

The Gaussian filter tries to overcome the problem of dampened edges by relying on
a 2D Gaussian distribution for the mask values for a 2D spatial image. The expected
values µx and µy and the covariance values σ2

xy and σ2
yx are set to zero. The variances

along x and y direction are both set to a value σ2. Thus, the final distribution is given by

MG(x, y) = 1
2πσ2 exp(−x

2 + y2

2σ2 ) (2.18)

which can be approximated by a discrete binomial distribution. Thus, the final mask
for Gaussian filtering is defined as

mG
3×3 := 1

16

1 2 1
2 4 2
1 2 1

 (2.19)

for a mask of size 3× 3. This type of mask puts a higher weight on the center pixel
value, which preserves more image information. In particular, edges are not dampened
as strong as during mean filtering.

In contrast to mean and Gaussian filters, the median filter is a nonlinear filter that
cannot be computed with a convolution operation. Here, at each pixel location, the
median is computed over the mask region of size (2nm − 1) × (2nm − 1). Thus, the
output image gI is computed by

gI(x, y) = Median
(xi,yj)∈mmed(x,y)

{fI(xi, yj)} (2.20)

where mmed(x, y) is the set of pixels in the region around coordinates (x, y). The
operation sorts all pixel values within the mask and selects the middle value for the
output image. In this way, outliers in terms of extreme pixel values are removed from the
image. At the same time, in contrast to mean filtering, edges are largely preserved within
the output image. This image processing method is particularly useful for reducing
speckle noise in OCT images.

Edge Enhancement. Edge filters are used to enhance and highlight edges in 2D
and 3D spatial images. For medical images, this can be useful for visualization or
segmentation tasks where different image regions, for example, tumor tissue and healthy
tissue, are separated by edges or borders. Within images, edges are characterized by
large local changes in image intensity. Thus, the intensity gradient should show a local
maximum around the edge. Assuming an intensity of fI(x, y) at pixel location (x, y) in
a 2D spatial image, the gradient is given by

grad(fI(x, y)) = ∇fI(x, y) =
(∂fI(x,y)

∂x
∂fI(x,y)
∂y

)
(2.21)

assuming fI is continuous. For an Nd-dimensional image, the gradient is a vector of
length Nd pointing along the direction of steepest ascent. Therefore, the gradient vector
is perpendicular to the edges.
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The second derivative of fI(x, y) also provides information on edges as it approaches
zero when the gradient reaches a local maximum. The second derivative is given by:

∇2fI(x, y) =
∂2fI(x,y)

∂x2
∂2fI(x,y)
∂y2

 (2.22)

For the detection of all edges in an image, filter masks need to be defined, which are
convolved with the image. Since digital images are discrete, the gradient or second-order
derivative of fI needs to be replaced with a discrete approximation. One approach is
to use a difference approximation for the gradient where only the neighboring pixel is
considered. Here, the approximation is defined as

∂fI(x, y)
∂x

≈ fI(x, y)− (fI(x− 1, y)
x− (x− 1) = fI(x, y)− fI(x− 1, y) (2.23)

∂fI(x, y)
∂y

≈ fI(x, y)− fI(x, y − 1) (2.24)

for the gradient in x and y direction, respectively. This operation can be applied to
every image pixel by convolving the image with a filter mask

mDx
3×3 :=

 0 0 0
−1 1 0
0 0 0

 (2.25)

for obtaining gradients along the x direction. The difference operator my
D is defined

analogously. By applying the filter masks independently to an image, gradient approxi-
mations along the x and y directions are obtained. For visualizing a gradient image, the
pixel-wise gradient magnitude

|∇fI(x, y)| =
√

(∂fI(x, y)
∂x

)2 + (∂fI(x, y)
∂y

)2 (2.26)

can be calculated and plotted as a gray-valued image.
A similar method for gradient approximation is using symmetric difference operators.

For the x direction, the symmetric difference operator is defined as:

mSDx

3×3 :=

 0 0 0
−1 0 1
0 0 0

 (2.27)

Compared to the normal difference operator, edges appear wider with this approach.
However, thin edges with pixel-level width cannot be displayed properly. A disadvantage
of both approaches is that not only edges but also noise is amplified.

The Prewitt and Sobel operators approach this problem by incorporating noise suppres-
sion based on mean and Gaussian filtering, respectively. Both operators are symmetric.
For detecting edges along the verticle direction, the operator is defined as

mPx
3×3 := 1

6

−1 0 1
−1 0 1
−1 0 1

 (2.28)
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for the mean filtering-based approach (Prewitt) and

mSx
3×3 := 1

8

−1 0 1
−2 0 2
−1 0 1

 (2.29)

for the Gaussian filtering-based approach (Sobel). The filters can be defined similarly
for the horizontal or diagonal directions. For a filter that is independent of the direction,
a combined filter can be used. For the Sobel operator, the combined filter is defined as
mS := max{|mx

S|, |m
y
S|, |m

/
S|, |m

\
S|} where the last two filters are diagonal filters.

Another approach for edge detection is to make use of the fact that the second
derivative of the intensity function fI(x, y) approaches zero at edges. Assuming a
continuous function fI , we observe

|∇2fI(x, y)| = ∂fI(x, y)
∂x

+ ∂fI(x, y)
∂y

= 0 (2.30)

in case of on edge in the image. This approach is utilized for the Laplace operator,
where the second-order derivative is discretely approximated in a local region around
the current image point. For the x direction, we obtain

∂fI(x, y)
∂x

≈ (fI(x+ 1, y)− fI(x, y))− (fI(x, y)− fI(x− 1, y)) (2.31)

= fI(x+ 1, y)− 2fI(x, y) + fI(x− 1, y) (2.32)

when considering the immediate neighboring pixel locations. By considering more
neighbors in the approximation, we can obtain a kernel

mL
3×3 =

−1 −1 −1
−1 8 −1
−1 −1 −1

 (2.33)

for the size 3 × 3. When filtering an image with the Laplace operator, edges are
represented by zero values. Thus, for visualization, the image has to be binarized first
by assigning pixels with values close to zero to the value one while all other pixels are
set to zero. Also, both edges and homogeneous areas within the image are close to
zero after filtering with the Laplace operator. Thus, a lot of image points are detected
which do not belong to any edges. Therefore, the Laplace operator is often employed in
conjunction with other filters, which reduce noise beforehand. For example, a Gaussian
filter [323] and a symmetric exponential filter [73] have been proposed for application
before Laplace filtering.

Image Downsampling and Upsampling. Often, it is also desirable to change the
resolution of an image. Since deep learning methods are often computationally expensive
and require a lot of memory, using smaller input images is often required. For this
purpose, downsampling methods based on filtering can be used. Conceptually, the
image is first filtered with a low-pass filter for removing high frequency components
(smoothing), which could cause aliasing effects otherwise. Then, the image is resampled
by only selecting every rth pixel or voxel for the output image. This process can be
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performed with a single strided convolution where the filter being slid over the image is
only used for computing an output at every rth location. Here, the convolution is defined
as

gI(x, y) =
nm∑

i=−nm

nm∑
j=−nm

fI(rx− i, ry − j)mI(i, j) (2.34)

for a stride of r. Typical filters for downsampling include the Gaussian filter introduced
above, a bilinear, or a bicubic filter. The bilinear and bicubic filters are based on linear
and cubic interpolation. They consider a 2×2 and 4×4 neighborhood, respectively. Thus,
the bicubic filter usually leads to a better smoothing effect and is therefore frequently
employed. Trilinear and tricubic interpolation are the corresponding approaches for
volumetric images.

Downsampling is also frequently applied inside of deep learning models for resizing
images during processing, typically with a stride of r = 2. Instead of a handcrafted
filter such as a Gaussian or bicubic filter, the filter’s parameters are learned from data.
In some cases, it is also desirable to upsample an image to a larger resolution. While
this is often not desirable for the input images, some deep learning models upsample
the images while processing them. For upsampling, the image is resized to the desired
resolution, and the missing (new) pixels’ values are filled by interpolation, for example,
by convolution with an interpolating filter. Here, the same filtering concepts as for
downsampling can be used, which includes bilinear and bicubic interpolation.

2.2.3 Image Alignment

Image alignment through registration algorithms is an important problem in medical
image analysis. Often, several images of the same or several patients are aligned for
visualization and direct comparison. For this purpose, different images with different
coordinate systems need to be transformed into the same coordinate system. This can
be performed for several scans of the same patient at different points in time, which
allows for longitudinal comparison, for example, for monitoring disease progression.
In the context of deep learning with a longitudinal sequence of images, alignment is
also important as the underlying convolutional operations initially exploit local context.
Thus, ensuring that local context matches between time points should improve the
methods’ performance. Another example is the alignment of images of the same patient
acquired with different imaging techniques, often referred to as multi-modal image
fusion. This can be relevant for the use of, for example, different MR imaging modalities
in deep learning models. Also, registration between patients is relevant in the context of
visualization and comparison. While alignment between patients can be helpful for deep
learning models, it is also possible to force models to learn invariance towards incorrect
patient alignment through data augmentation techniques.

During image registration, a fixed image fIF : RNd → R is aligned with a moving
image fIM : RN ′d → R using a transformation treg : RNd → RN ′d with Nd, N

′
d ∈ {2, 3}.

This is an optimization problem where treg is chosen such that fIM (treg(xc)) becomes
similar to fIF (x) for all image coordinates xc, measured by a similarity metric.

In general, registration algorithms can be categorized through three properties. The
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first property is the image dimensionality. Typically, there are 2D-2D, 2D-3D, and
3D-3D registration methods. 2D-3D can be relevant for the alignment of preoperative
3D CT scans with intraoperative 2D US or X-ray images. 2D-2D and 3D-3D registration
are relevant for longitudinal alignment or multi-modal registration. The second property
is the type of information that is used for registration. Typically, landmarks, curves
and surfaces, or voxels are used for registration. For landmarks, curves, and surfaces,
prior detection or segmentation of the relevant features for registration is required.
Third, registration methods can be categorized by being parametric or nonparametric.
Parametric methods include rigid, affine, and perspective transforms, which perform a
global transformation of the moving image. Nonparametric transforms can also consider
local deformation in the images to be registered.

In the context of this thesis, rigid transformations are particularly relevant. Here,
the moving image is rotated and translated to match the reference image. Thus, we
assume that the transformed objects in the image are rigid. Here, the transformation
treg : R3 → R3 transforms a coordinate vector xc = (x, y, z)T with a rotation matrix
Rrot = (rij)i,j=1,...,3 ∈ R3×3 and a translation vector s = (sx, sy, sz)T ∈ R3:

treg(xc) = Rxc + s (2.35)

The rotation matrix Rrot is defined by three rotation angles αrot , βrot and γrot which
form the rotation matrix by:

Rrot = RαrotRβrotRγrot with (2.36)

Rαrot =

1 0 0
0 cosαrot − sinαrot
0 sinαrot cosαrot

 (2.37)

Rβrot =

 cos βrot 0 sin βrot
0 1 0

− sin βrot 0 cos βrot

 (2.38)

Rγrot =

cos γrot − sin γrot 0
sin γrot cos γrot 0

0 0 1

 (2.39)

(2.40)

Thus, the entire rigid transformation is defined by the six parameters αrot , βrot , γrot ,
sx, sy and sz. An example application in the context of this thesis is the alignment
of several longitudinal MRI scans for multiple sclerosis lesion activity segmentation,
see Figure 2.15. Here, the images were taken several months apart, and in each case,
different acquisition parameters such as slice orientation were chosen for acquisition.
Thus, the images need to be rotated and shifted for proper alignment. Another example
of rigid image registration is the task of motion tracking and compensation, for example,
in the context of intraoperative motion compensation with OCT. Here, patient or surgical
tool movement causes a shift or rotation. Image registration can be used to estimate the
translation and rotation between and initial image and an image acquired after shift or
rotation. In this thesis, this task is also addressed using deep learning methods.
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Fig. 2.15: An example of longitudinal 3D spatio-temporal MRI data, both unregistered
(top) and registered using rigid registration (bottom). For the unregistered
images, a slice along the slice acquisition orientation is shown.

Other parametric registration methods extend the rigid registration by additional de-
grees of freedom. For an affine transformation, shearing is also covered. The matrix
R ∈ R3×3 is no longer a pure rotation matrix, and all its nine entries are parameters, lead-
ing to a total of twelve parameters. For a perspective transform, perspective distortions
are also considered, which leads to 15 parameters in total.

Nonparametric registration methods are useful if local deformation between the fixed
and the moving image also need to be covered. This can be useful for intraoperative
scenarios where soft tissue is being deformed and a preoperative scan needs to be
registered to an intraoperative imaging modality. Also, the registration can be used to
estimate motion fields from spatio-temporal image data or perform atlas-based image
segmentation. For a nonparametric registration, the transformation treg is characterized
by a displacement field ud : RNd → RNd which shifts the original coordinate vector xc:

treg(xc) = xc − ud(xc) (2.41)

In order to find a plausible deformation field ud, regularization is also required when
formulating the optimization problem. Thus, the optimization problem can be defined as

minDreg[fIF , fIM ◦ treg] + λregRegl[t] (2.42)

where Dreg is a distance metric Regl is a regularization method. λreg is a weighting
factor. The regularization method is chosen based on the specific problem. Regular-
ization is also an important part of deep learning methods and is discussed further in
Section 3.3.5. Note that registration itself is a problem that can be solved using deep
learning methods. This problem is not addressed in this thesis. An overview of these
techniques is given by Haskins et al. [189].
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All registration methods are applied by solving an optimization problem where a
distance metric Dreg and sometimes a regularization term Regl are part of a loss function
to be minimized. The distance metric Dreg depends on the information being used for
registration. In the case of voxel-based registration, a typical example is the sum of
squared intensity differences which is defined as

SSDreg :=
N∑
i=1

(fIF (xic)− fIM (treg(xic)))2 (2.43)

whereN is the number of voxels in the image. This distance metric is useful if the two
images’ intensities are within the same range, for example, for monomodal registration
of longitudinal MRI scans. This condition is likely not fulfilled, for example, in case
of different imaging modalities being registered. For this purpose, mutual information
can be used instead. The mutual information MI between the moving and the fixed
image is defined by the entropy H of the two images’ intensity distribution and their
joint intensity distribution

MI = HfIF (xc) +HfIM (treg(xc)) −HfIF (xc),fIM (treg(xc)) (2.44)

where the images’ entropy of the intensity distribution is, in general, given by

Hi1I
= −

a1∑
l=1

p(i1I(l)) log(p(i1I(l))) (2.45)

Hi1I ,i
2
I

= −
a1∑
l=1

a2∑
j=1

p(i1I(l), i2I(j)) log(p(i1I(l), i2I(j))) (2.46)

where i1I(l) and i2I(j) are the pixel intensities with amplitude sets a1 and a2, respec-
tively. The probabilities p(i1I(l)), p(i2I(j)) and p(i1I(l), i2I(j)) can be estimated based on
the relative frequency of the intensities i1I(l) and i2I(j). In contrast to the sum of squared
differences metric, the goal is to maximize mutual information which leads to more
similar images.

Summary. Although deep learning methods perform end-to-end image processing,
image processing and preprocessing techniques are still relevant. Point operators can
be used for simple image transformations such as normalization. Convolution-based
filtering is the fundamental principle behind most deep learning methods for images.
Here, a kernel is swept over the image which reveals specific properties that depend on
the type of kernel. In traditional image processing, kernels are defined for highlighting
features such as edges or to smooth images. For preprocessing, medical images often
have to be aligned where registration methods can be employed.

38



2.3 Summary

2.3 Summary
For imaging the human body, a lot of imaging modalities have been introduced, including
CT [203], PET [229], US [230], MRI [297], microscopy [494] and OCT [207]. MRI is an
imaging modality with a resolution in the millimeter range, allowing for imaging organs
or whole body parts. OCT, on the other hand, uses infrared light for imaging smaller
structures with a micrometer-level resolution. While covering different application
scenarios, both imaging techniques share the property of multi-dimensionality. MRI
is often acquired as 2D slices, forming 3D volumes when stacked. Also, temporal
sequences, for example, for imaging the cardiac cycle or longitudinal analysis form
3D or 4D spatio-temporal data. OCT data acquisition can also be performed in very
different ways. While a basic OCT image is a 1D depth profile, scanning mechanisms
can enable 2D up to 4D data acquisition. Thus, both MRI and OCT come with many
multi-dimensional data representations, opening up challenges and opportunities for
deep learning-based processing.

Although deep learning methods represent an end-to-end approach that covers both
image processing and feature extraction, image preprocessing still plays an important
role. Simple point operators are useful for normalization or standardizing images
before a deep learning model processes them. Local operators have been employed for
conventional image processing, for example, for noise reduction or edge enhancement
using handcrafted filter matrices. The concept can also be used for resizing images,
which is often performed as a preprocessing step. In addition, filtering is the basis of
image-based deep learning methods, which are introduced in the following section. The
key difference is that the filter matrices are automatically determined based on statistical
learning instead of handcrafting. Typically, the filters are also used for resizing the
processed images inside the deep learning model. Before images are fed into a deep
learning model, alignment can be necessary, for example, through rigid registration for
longitudinal image analysis. Also, the concept of registration is used for pose or motion
estimation in the context of intraoperative navigation, which is addressed by new deep
learning approaches in this thesis.
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In this chapter, we introduce deep learning, a subfield of machine learning. First, we
address fundamentals by explaining how deep learning models learn from data, the
concept of generalization, and the associated problem of model design and optimization.
Second, we introduce neural networks, the most common type of deep learning models.
Third, we describe two variations of neural networks, namely convolutional neural
networks for spatial data processing and recurrent neural networks for temporal data
processing. Fourth, we outline how deep learning models are trained in practice, and we
introduce regularization, a key concept for training neural networks. Last, we explain
typical deep learning tasks, their model architecture requirements, and loss functions.

3.1 Problem Definition
Machine learning and deep learning algorithms are often described as algorithms that
learn from data [15]. Formally, a deep learning algorithm can be described by a task TM ,
performance PM , and experience EM . The algorithm learns from EM with respect to
TM , such that PM improves with experience EM [343].

There are a variety of possible tasks TM that can be addressed with deep learning.
Some of the most common tasks are classification, regression, and segmentation. For a
general deep learning problem, a function fM needs to solve the task

fM : Rd1×d2×···×dn → Rd̂1×d̂2×···×d̂m (3.1)

where di ∈ {d1, ..., dn} and d̂i ∈ {d̂1, ..., d̂m} are spatial or temporal data dimensions.
The function fM is also referred to as a deep learning model. The model’s input is
x ∈ Rd1×d2×···×dn and the target is y ∈ Rd̂1×d̂2×···×d̂m . In practice, a deep learning model
fM approximates y with predictions ŷ = fM (x).

Having defined the task TM with Equation 3.1, we need a performance PM to evaluate
how well the algorithm solves the task. We obtain performance PM with

PM = JP (y, ŷ) (3.2)

where JP is a performance measure that takes a model prediction ŷ and actual target
value y as its inputs.

Next, the experience EM is required for training a deep learning algorithm. Typically,
deep learning algorithms experience a complete dataset Xtrain = {x1, ..., xm} withNtrain
examples. In this thesis, we consider supervised deep learning algorithms that experience
datasets where examples are also paired with a target value y, leading to a dataset with
tuples Xtrain = {(x1, y1), ..., (xm, ym)}.
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Based on these concepts, we can train a deep learning model fM , parameterized by a
set of adjustable weights wM , to solve task TM . We solve the optimization problem

w∗M = arg min
wM

1
Ntrain

Ntrain∑
i=1

JP (yi, fM (xi, wM , hM )) (3.3)

where hM are hyperparameters of the deep learning model. We discuss their role
and selection in the following section. Often, solving the optimization problem given
in Equation 3.3 is referred to as model training. The next step is to define the model’s
real-world performance, which is referred to as generalization.

3.2 Generalization, Model Design, and
Hyperparameters

The goal of a deep learning algorithm is to produce a model that performs well on inputs
that were unobserved during training. This concept is usually referred to as generalization
[324]. In the previous section, we referred to a single training dataset Xtrain , which was
experienced by the model through optimization. To assess generalization, we also need
to consider a validation set Xval and test set Xtest with Xval * Xtrain , Xtest * Xtrain ,
and Xval * Xtest . The validation set Xval is used to fit hyperparameters hM . We assess
the model’s performance with respect to the test set Xtest , as it indicates how well the
model did learn the task. The performance on the training set Xtrain reflects how well the
algorithm fits the parameters wM to the training dataset. While providing no indication
about generalization, the training performance is relevant to observe the training process
itself and ensure that the model optimization process leads to the desired goal.

In the medical image analysis domain, datasets are often limited in size. Splitting of
a validation and test set, for example, based on random sampling, could induce a bias.
By chance, the test set might be chosen in a way such that generalization performance
is over- or underestimated. To overcome this problem, cross-validation (CV) has been
proposed. In its most common form, kCV -fold CV, the entire dataset is partitioned into
kCV subsets. Then, kCV different deep learning models are trained where each uses
kCV − 2 subsets for training, and the remaining two subsets are used for validation and
testing. If kCV is the number of examples in the datasets, the method is referred to as
leave-one-out CV.

The reason why generalization can be achieved is still part of current research [507]
and not part of this thesis. In this thesis, we are concerned with deep learning model
design for finding models that empirically generalize well for deep learning tasks. De-
signing deep learning models is the problem of finding a suitable set of hyperparameters
hM . The hyperparameters define the hypothesis space of the deep learning model. The
hypothesis space is the set of all possible functions that are considered for solving
the optimization problem given in Equation 3.3. The selection of hM , and thus, the
hypothesis space determines the capacity of a deep learning model. Capacity describes a
deep learning model’s ability to fit complex functions [176]. A model with low capacity
is only able to fit simple functions, such as linear regression models. A model with high
capacity is also able to fit complex nonlinear functions.
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Formally, finding a suitable set of hyperparameters extends the optimization problem
given in Equation 3.3 to the bilevel optimization problem:

h∗M = arg min
hM

1
Nval

Nval∑
i=1

J1
P (yi, fM (xvi , wM , hM )) (3.4a)

subject to wM ∈ arg min
wM

1
Ntrain

Ntrain∑
i=1

J2
P (yi, fM (xtr

i , wM , hM )) (3.4b)

Here, we have xvi ∈ Xval and xtr
i ∈ Xtrain . Note that the upper and lower optimiza-

tion problem in Equations 3.4a and 3.4b, respectively, can have different performance
measures J1

P and J2
P . Also, the upper optimization problem aims to minimize the error

for the validation data, while the lower optimization problem minimizes the error for
the training data. The test dataset is not part of the optimization problem to provide a
performance estimate on unseen data.

Solving the upper optimization problem in Equations 3.4a is often infeasible due to
high computational requirements. Nevertheless, there are several optimization methods
that deal with the problem efficiently. A simple solution is to perform a grid search over a
predefined subset of possible parameters ĥM ⊂ hM . A downside of this approach is high
computational effort if ĥM is not chosen to be very small. However, prior knowledge on
the parameter’s behavior can be used to set up a reasonable subset ĥM for the search.

When trying to reduce the necessary number of iterations for optimization, other
techniques such as random search [46] and Bayesian optimization [456] have been
introduced. In general, grid search is the most common method for hyperparameter
optimization, as a lot of prior knowledge can be integrated when setting up the grid. As
a result, choosing potential hyperparameters is the major engineering part that needs to
be performed when employing deep learning methods.

If the choice of hyperparameters and thus the model’s capacity is not optimal, the
model often exhibits behavior that is referred to as underfitting and overfitting. Un-
derfitting describes the issue when a model is not capable of fitting to the data, which
results in a high training error, for example, when trying to use a linear model for a
nonlinear task. Overfitting occurs when a model fits the training data perfectly, usually
also including noise, leading to a large difference between training and test error and,
overall, a large test error. Underfitting can occur for models with low capacity, while
models with high capacity tend to overfit data.

Often, the terms bias and variance are used in conjunction with under- and overfitting.
Bias is an error made by a model due to incorrect assumptions in the learning algorithm
[254]. An example is the assumption of a linear relationship for a nonlinear problem.
Variance is an error made by a model that also captures small variations such as random
noise instead of the target relationship [254]. An example is a high fluctuation of
predictions from a nonlinear model that was used for a simple linear problem. Therefore,
underfitting with low capacity relates to a high bias problem with large deviations from
the true value. Overfitting comes with a high variance problem as predictions for the test
set are likely to deviate a lot. The relationship between training and test error, overfitting
and underfitting, capacity, and bias and variance are shown in Figure 3.1.

43



3 Deep Learning Fundamentals
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Fig. 3.1: The relationship between training and test (generalization) error, overfitting
and underfitting, capacity, and bias and variance. With increased capacity, bias
tends to decrease while variance increases. Up to the point of optimal capacity,
both training and test error decrease. Here, the model’s capacity is still in the
underfitting zone. Once the optimal capacity is passed, the model enters the
overfitting zone, and the test error begins to increase while the training error
decreases further. Based on Goodfellow et al. [176].

Adjusting a model’s capacity by choice of hyperparameters alone is often difficult
in practice. Therefore, other methods, such as regularization, can be used to control a
model’s capacity. Here, a model’s capacity is chosen to be large with a large hypothesis
space, and regularization techniques are used to limit the model’s tendency for overfitting.
In a general model, a regularizer Ω(wM ) adds a penalty to a model’s weight such that
parameter selection of a training algorithm is handicapped. The optimization problem
given in Equation 3.4 is therefore extended to

h∗M = arg min
hM

1
Nval

Nval∑
i=1

J1
P (yi, fM (xvi , wM , hM )) (3.5a)

subject to wM ∈ arg min
wM

1
Ntrain

Ntrain∑
i=1

J2
P (yi, fM (xtr

i , wM , hM )) + λwΩ(wM ) (3.5b)

where λw is a weighting parameter that trades off the regularization and the model’s
ability to fit the training data. Thus, instead of including or excluding functions from
the hypothesis space, regularization more gradually forces a tendency towards a type of
function. We introduce typical regularization methods in Section 3.3.5.

Summarized, a deep learning model’s generalization capability is measured by an
independent test set. For achieving good generalization performance, the model needs to
be designed appropriately by selecting suitable hyperparameters hM . Hyperparameters
are chosen based on performance on a validation set that has no overlap with the training
and test set. The selection of hyperparameters influences a model’s capacity. If the
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model’s capacity is too low, a bias error can occur, and the model could underfit the
training data. If the model’s capacity is too high, a variance error can occur, and the
model could overfit the training data. Regularization methods can also be employed to
control a model’s capacity.

3.3 Neural Networks

Neural networks first emerged in the 1950s [411]. Ever since, neural networks have
undergone continuous development but remained a niche field due to limited generaliza-
tion capabilities for practical problems [119]. Recently, neural networks have gained a
lot of attention due to significant performance improvements that have come close to
human-level performance [129, 341, 515].

In this section, we introduce different types of neural networks that form the basis
of the deep learning methods that we employ in this thesis. We start with standard,
fully-connected neural networks (FC-NN), which are typically used with feature vectors.
Second, we introduce CNNs, which are neural networks for processing spatial image
data. Third, we address recurrent neural networks (RNNs) that are frequently employed
for processing temporal data.

3.3.1 Fully-Connected Neural Networks

Feedforward or fully-connected neural networks are a popular and versatile machine
learning method. They form the basis for many advanced neural network methods such
as convolutional or recurrent neural networks. An FC-NN consists of several artificial
neurons, a mathematical model inspired by biological neurons in the brain [324]. The
model has a number of weighted inputs that are summed up, and if the value surpasses
a threshold, it is activated, also called firing. The firing is modeled by an activation
function, such that a neuron’s output is described as

oNN = ga(xᵀwM + bM ) (3.6)

where ga is the activation function. The vector x ∈ Rd1 is an input feature vector,
wM and bM are learnable model parameters, also referred to as weights and biases.
A simple activation function ga is a step function for representing the firing process.
However, since neural networks are usually trained with gradient-based methods, other
activation functions are used whose gradient is well-defined. Typically, sigmoid-shaped
functions have been used instead. While sigmoid-shaped functions have a well-defined
gradient around inputs with magnitudes close to zero, the gradient vanishes for inputs
with a huge magnitude. Therefore, in modern FC-NNs, rectified linear units (ReLU) are
preferred due to several advantageous properties [223]. The ReLU function is defined as
ga(z) = max{0, z}. It is a nonlinear function but still piece-wise linear, which preserves
some important properties of linear models, such as easy optimization with gradient-
based methods [175]. Since this function always outputs 0 for z ≤ 0, gradient-based
optimization has no effect for inputs with values below zeros. Therefore, extensions to
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Fig. 3.2: A neural network with an input layer x one hidden layer with activations of
type ReLU and an output layer with a linear activation function. Black lines
represent learnable weights.

ReLU were introduced for this case by introducing a variable αReLU , such that

ga(z) = max{0, z}+ αReLU min{0, z}. (3.7)

Parametric ReLU is an example where αReLU is considered to be a trainable pa-
rameter [192], which promises to improve performance without a significantly higher
computational cost.

Multiple, stacked, artificial neurons form a single-layer neural network. In case
the activation function is a step function, it is also called a perceptron. Due to the
disadvantages outlined above, perceptrons are rarely used, and neural networks with
other activation functions are often preferred. A neural network now computes

oNN = ga(wM x + bM ) (3.8)

where x ∈ Rd1 is the input feature vector, wM ∈ RdNN×d1 is a weight matrix and
bM ∈ RdNN is a bias vector. The output oNN ∈ RdNN is now a vector instead of scalar.
The number of neurons dNN is also called the width of the neural network. According to
the universal function approximation theorem, such a network is capable of modeling
a large set of functions [201]. This implies that any machine learning task should be
solvable using such a network, however, it is not guaranteed that we find that function
when fitting the model to data.

The neural network can be extended further by adding more layers. Assume that
Equation 3.8 represents a single layer f 1

M . Adding layers corresponds to computing
the function oNN = f 3

M (f 2
M (f 1

M (x))) for lmax = 3 layers. Often, adding more layers
significantly improves the network’s performance [177]. Layers between the input and
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the output are referred to as hidden layers. If f 3
M is the neural network’s last layer,

oNN corresponds to the model output ŷ. An FC-NN with one hidden layer is shown in
Figure 3.2. When more than one hidden layer is present in the model, it is referred to as
a deep learning model.

3.3.2 Convolutional Neural Networks
CNNs are a modified version of FC-NNs that are specifically designed for processing
image data x ∈ Rd1×d2×···×dn instead of feature vectors x ∈ Rd1 . CNNs gained initial
attention for digit recognition in 1998 [279]. With a quick increase in computing
power over the last decade, training large scale CNNs became feasible, and, in 2012
Alex Krizhevsky popularized deep learning with outstanding results at the ImageNet
classification competition [262]. Here we explain the characteristics of convolutional
layers which make deep learning models very effective for image processing.

Moving from fully-connected layers, as given in Equation 3.8, to convolutional layers
is motivated by the concepts of sparse connectivity and parameter sharing [176]. Classic
NNs contain several neurons in a layer where each neuron is connected to every input
with individual weights. Considering a 2D image or 3D volume input, this leads to
millions of weights per layer and thus an increased risk of overfitting, as described in
the previous section. To overcome this issue, neurons are reduced to only have a smaller
receptive field v ∈ Rk1×k2×···×kn with ki < di. Hence, they are only connected to a small
portion of the input.

A next step is to enforce parameter sharing among all neurons in a layer. Thus, the
same parameters K ∈ Rk1×k2×···×kn are used for every receptive field v. This reduces the
number of parameters even further. The motivation for this is our goal to learn similar
features in every region of the input, for example, the detection of edges in an image.
As a result, we obtain a kernel K instead of a weight matrix wM . Before, the layer’s
operation was a matrix multiplication of the inputs with the weight matrix.

Now, we can picture the operation as the kernel being slid over the input which
resembles the mathematical operation of a discrete convolution which was introduced
in Section 2.2.2. As a result, the convolutional layer is closely related to classic image
processing with local operators. We introduced several different kernels for tasks such
as smoothing or edge detection. Here, we learn the kernels from data instead. Thus,
there is no need to handcraft kernels based on, potentially flawed, assumptions about
which properties in an image are important for a learning problem.

In the general case, a convolutional layer l receives a tensor xl−1 ∈ Rd1×d2×···×dn×nl−1
c

from a previous convolutional layer. Here, nc is the number of input channels. In case
of the first convolutional layer of a CNN and an RGB image, n1

c = 3. The kernel
K ∈ Rk1×k2×···×kn×klc is used to produce nlc = klc new feature maps. This results in an
output tensor xl ∈ Rd1×d2×···×dn×nlc . To produce nlc new feature maps, klcn

l−1
c individual

convolutions are performed within one convolutional layer. For the example of an RGB
image xl−1 ∈ Rd1×d2×nl−1

c , the convolution operation is defined as

(K l ∗ xl−1)(q1, q2, qc) :=
k1∑
i1

k2∑
i2

nl−1
c∑
ic

K(i1, i2, ic)x(q1 + i1, q2 + i2, qc + ic) (3.9)
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Layer 1
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Fig. 3.3: Receptive fields of kernels over three layers. The deeper layer is indirectly
connected to a larger receptive field, allowing for more abstract feature learning.

for klc = 1. Note Equation 3.9 actually describes a cross correlation. A cross
correlation is equivalent to a convolution with the same, flipped kernel. Also, note that
in the following, we also refer to the size of a kernel K ∈ Rk1×k2×klc with k1 × k2 × klc,
following conventions in the deep learning literature.

Each location (q1, q2, qc) corresponds to a receptive field vq1,q2,qc . By visiting only a
subset of receptive fields vr1q1,r2q2,qc with rj ∈ N we obtained a strided convolutional
layer. Again, this corresponds to the strided convolution we introduced for image
processing, see Section 2.2.2. Thus, we downsample the layer’s output xl by a factor of
rj in each dimension j.

The convolutional layer can be extended to the general case with Nd dimensions. The
discrete convolution operation for Nd dimensions is defined as

(K ∗ x)(q1, . . . , qn) :=
∑
i1

· · ·
∑
in

K(i1, . . . , in)x(q1 − i1, . . . , qn − in) (3.10)

which can be employed for a general convolutional layer, as given in Equation 3.9.
While the mathematical extension to arbitrary dimensions is straight-forward, high-
dimensional CNNs are difficult to design, which we address in Section 4.

Another important property of CNNs is the stacking of local receptive fields. Sliding
the same filter over an input implies that only local properties can be captured. However,
deep CNN architectures also allow for learning more abstract features, as the field of
implicitly grows when stacking more layers. This is visualized in Figure 3.3.

In Section 2.2.2, we also addressed the problem of border effects for convolutions. A
receptive field’s location close to an image border is restricted by the kernel size. Thus,
the maximum number of receptive fields uvj for dimension j is given by

uvj ≤
dj − kj
rj

+ 1. (3.11)

Thus, the size of output tensor xl for each axis j is at most dj − kj + 1 for rj = 1,
which leads to shrinking tensor dimensions when stacking convolutional layers. In some
cases, this behavior is tolerated or desired. This mode of operation is referred to as
VALID convolutional layers [176]. If we aim to keep the size dj of all dimensions
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constant across layers, we can employ zero padding with pdj zeros added around the
tensor’s border in all tensor dimensions dj . We obtain

uvj ≤
dj + 2pdj − kj

rj
+ 1 (3.12)

such that pdj can be chosen to adjust the new tensor’s size. For rj = 1 we can keep
the image size constant with:

pdj = kj
2 . (3.13)

This is referred to as SAME convolutional layers [176].
After the convolution operation in a layer, a nonlinear activation function is applied to

the output xl, similar to standard FC-NNs. Afterward, another operation called pooling
is often applied. This operation reduces the spatial dimensions of a layer’s feature map
by grouping a region of the feature map with a summary statistic [176]. Usually, max
pooling [594] is used which selects the largest value from a receptive field. Thus, we
obtain

vl = max(vl−1). (3.14)

Other choices can be an average pooling operation or a more recent approach such as
stochastic pooling [582]. Still, the standard approach in state-of-the-art architectures is to
use max pooling over a 2×2 or 2×2×2 region for the 3D case [475]. Max pooling comes
with the advantage of introducing small-scale invariance towards minor translations.
Assuming pixels shift inside of the pooling region, the max pooling operation will still
output the same maximum value. While this is a desirable property for some applications,
pooling operations can also be effectively replaced by convolutional layers with a stride
of rj = 2. This has been studied extensively with the result that CNNs without pooling
operations can achieve similar or better performance with convolutional layers using
a stride of rj = 2 instead [463]. Thus, both approaches have been frequently used in
practice.

Convolutional layers, including kernels, an activation function, and pooling, form the
basis of a CNN. Usually, there are several consecutive convolutional layers that can be
seen as a feature extraction stage, which is followed by an output layer where the standard
FC-NN structure with matrix multiplications is used once again to produce a prediction
vector. When moving from convolution-based processing to matrix multiplications, the
feature tensor needs to be reshape into a vector. Thus, before entering the output layer,
the feature tensor xl ∈ Rd1×···×nlc is flattened to x̂l ∈ Rd1...nlc . This can be problematic if
the dimensions dj are large as the output layer will have a large number of parameters.
A typical approach to overcome this is problem is global average pooling (GAP). Here,
we apply an averaging pooling operation with a receptive field of size vl−1 ∈ Rd1×···×dn

to the final feature tensor xl [299]. In this way, the output layer’s number of parameters
is substantially reduced.

The concepts we introduced so far would allow for construction of a CNN for image-
based learning problems. However, from a practical perspective, a lot of hyperparameter
choices are still unclear. As outlined in Section 3.2, hyperparameter optimization

49



3 Deep Learning Fundamentals

Conv 1× 1 Pool

Concat

xl

Conv 3× 3

Conv 3× 3

Conv 1× 1

Conv 3× 3 Conv 1× 1

Conv 1× 1

xl+1

Fig. 3.4: Example for an Inception layer, based on [475].

is extensively influenced by search space design of the deep learning engineer. For
example, the number of layers, the choice of klc at each layer and the size of K appear to
be arbitrary. Therefore, Simonyan et al. [450] introduced several fundamental design
principles in their VGG CNN model which are still relevant and applied today. Simonyan
et al. suggest that using kernel sizes kj = 3 for all dimensions is the optimal choice for
CNNs. Larger kernels have the advantage of covering a larger, local region, allowing for
more context to be taken into account. However, considering Figure 3.3, we can observe
that stacking multiple layers also leads to a larger implicit receptive field. As a result,
a convolutional layer with kernel sizes kj = 5 can be represented by two layers with
kernel sizes kj = 3. While reducing the number of parameters, for example, from 25 to
18 for the 2D case, this also allows for more nonlinearities being introduced in between
layers which should allow the CNN to learn more abstract features [450]. Furthermore,
Simonyan et al. suggest to use an initially small number of output feature maps klc in
the first convolutional layer. Then, klc is doubled every time the spatial dimensions are
reduced. In this way, architecture design is simplified as only the initial feature map size,
the number of layers, and spatial reduction stages need to be defined.

Additional architecture design principles have been introduced with the Inception
(IN) architecture [476]. Here, the idea is to split a single convolutional layer into parts.
Consider the output feature map xl of a layer in a CNN. In an Inception layer, this
output is fed into several different convolutional layers at the same time. The outputs
of these layers are concatenated back together to one output. This is motivated by the
idea to extract features at different scales from the same input. The different layers in
the Inception layer can be convolutions with different kernel size or pooling operations
with stride rj = 1. An example for an Inception layer is shown in Figure 3.4. This
architecture was introduced in an improved iteration of the Inception architecture [475].
Note, that a convolutional layer with kj = 1 for the spatial dimensions is placed in
front of convolutional units. This serves the purpose of dimensionality reduction in the
number of feature maps of the original input. This ensures that the computational effort
does not become too large. Moreover, one branch contains two consecutive layers with
spatial kernel sizes kj = 3, following the idea of VGG [450]. Several Inception-like
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Fig. 3.5: Illustration of the ResNet principle. Left, two normal, consecutive convolutional
layers are shown. Right, a typical ResNet block with two convolutional layers
and a residual connection is shown.

layers have been introduced so far. While working well in practice, a downside of this
concept is the extensive manual architecture engineering that is required.

ResNets (RN) are another concept that is crucial for architecture design. He et
al. [193] observed that there was a general trend towards deeper networks with more
layers. However, there is a limit for the number of layers that is effective in a CNN model,
and for deeper versions, test performance goes down. At some point, the degradation
problem occurs. Here, very deep networks show both a higher test and training error
than shallower versions. Thus, the deep networks do not fit the data well, indicating that
the optimization process does not work well. He et al. proposed residual connections
inside the network as a solution. We assume that several convolutional layers should
learn a target mappingH at layer l. Instead, we can also learn a mapping:

H(xl) = F(xl) + xl. (3.15)

Here, the key assumption is that a mapping F is easier to learn as the network is
only required to learn a residual or some small deviation from xl instead of a full
mapping. The implementation of this idea can be realized using a skip connection, see
Figure 3.5. In practice, residual connections have been proven to be very effective,
enabling very deep and higher-performing CNNs. Almost all modern CNN architectures
utilize residual connections in some way.

Summarized, CNNs generally consist of multiple convolutional layers, activation
functions, pooling, and an output layer. A generic architecture overview is shown
in Figure 3.6. Most modern architectures follow this concept and largely focus on
improving the structure of the convolutional blocks.

3.3.3 Recurrent Neural Networks
As discussed in the previous section, CNNs can also be used to process temporal
dimensions using convolution operations. As an alternative, recurrent neural networks
have also been introduced, which are specifically designed for processing sequential
data. Processing sequences of examples is necessary for tasks where the learning target
cannot be derived from a single example, for example, when trying to forecast the
movement of an object. One approach could be to consider all previous examples as
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Fig. 3.6: An example of a full CNN architecture for a 2D input image of size 224× 224.
The initial convolutional block typically consists of several convolutional layers.
The other convolutional blocks can be ResNet blocks, Inception blocks or other
variants.

the input for a neural network. However, this approach can be very inefficient due
to the large number of model parameters required, similar to processing an image
with an FC-NN. Therefore, RNNs have been developed with the core idea of sharing
parameters for several computations within a sequence. Often, sequences represent
temporal data where each example within the sequence corresponds to a time point ti.
While most applications include temporal sequences, the only necessary assumption for
RNN applications is that the sequence follows some order [176].

In the following, we will assume that some type of time series is being processed. In
general, an RNN processes a sequence xi = {xti−nt , . . . , xti} of length nt. We refer to ti
as the current time step that comes with history of nt − 1 predecessors. At a time step ti,
we compute

hti = fM (hti−1 , xti , wM ) (3.16)

where hti is the RNNs internal state at time step ti and wM are the RNNs parameters.
The RNN computes the next state hti using a previous time step hti−1 , the current
sequence example xti , its weights wM , and some function fM . In a typical RNN
application, we try to predict future values from a history of data xi. Here, hti can be
interpreted as a compressed representation of previous information contained in xi. As
xi is often a long sequence with a lot of examples, hti is chosen to be limited in size
such the only the most relevant information for the task at hand can be stored.

The transforming function fM can be chosen in different ways. In a typical RNN, fea-
ture vectors xti and states hti−1 are transformed using matrix multiplications, similar to
FC-NNs. To produce usable outputs oti , an additional transformation of hti is performed
at each time step. Thus, for an example RNN we compute
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Fig. 3.7: An example of an RNN, both in its single-node representation (left) and its
finite unrolled representation (right). For the single-node representation, the
black box at the recurrent connection indicates a delay of one time step. Note
that for the unrolled representation, the computations at all time steps share
parameters.

ati = Whhti−1 +Wxxti (3.17)
hti = ga(ati) (3.18)
oti = Wohti (3.19)

where ga is an activation function and matrices W ∈ wM are the learnable model
parameters. These computations can be visualized in two different ways, see Figure 3.7.
One way is to represent the computation by a single node with a recurrent connection.
Another way is to unfold the RNN into a computation graph where the computations
for a finite set of time steps are depicted. While the single node is closer to a physical
representation of an RNN, for example, in a biological neuron, the unfolded version
explicitly shows all the computations that are involved. The unfolded version is limited
in terms of the number of time steps which represents realistic computations. In practice,
an RNN is trained with truncated sequences using the unfolded graph representation.

Note that Equation 3.19 is just one option for RNN design. State, input example,
and output can be connected in arbitrary ways, which allows for designing specialized
RNNs for different applications. Furthermore, matrix multiplications are not necessarily
required. Some RNN extensions are designed to deal with image-like data by performing
convolution operations instead of matrix multiplications [556].

One important aspect of RNNs is the design of their output. Following Equation 3.19,
we can produce a prediction at every time step. Some tasks do not require an output at
every time step, for example, when predicting only a current or future estimate at the
final time step ti in an unfolded RNN. Here, previous examples only serve as a source of
information for the current output, and we are not interested in outputs of previous time
steps. This is important for training RNNs as we only create a loss signal for learning at
the RNN’s final time step.

A major shortcoming of RNNs is their ability to deal with very long sequences and
long-term dependencies. Assuming that a prediction at the final time point ti depends
on an input example from the past, transferring the information through multiple time
steps in the state hti can be difficult. The state hti undergoes a transformation where its
values are multiplied with the same weight matrix multiple times. If values in hti are
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Fig. 3.8: An example of an LSTM cell [200]. Blue blocks indicate a neural network
layer with learnable weights. White blocks indicate element-wise operations.
σ(x) refers to a sigmoid activation function.

smaller than 1, chained multiplications will eventually pull the value to zero, and if the
values are larger than 1, they will explode. While exploding values can be avoided with
sigmoid-like activation functions, values will saturate instead. In the case of saturation,
the vanishing gradient problem occurs, which prevents RNNs from training effectively.
The problem of long-term dependencies in long sequences has been extensively studied,
for example, by Bengio et al. [41] and Hochreiter et al. [199].

One approach for overcoming this problem are gated RNNs. Here, the idea is to create
connections between time steps which do not result in vanishing or exploding gradients.
Hochreiter and Schmidhuber [200] implemented this idea using self-loops within the
RNN block, which allows the gradient to flow within the network for a long time. This
RNN model is termed long short-term memory (LSTM) cell, see Figure 3.8. A core part
of the LSTM is its cell state cti , representing the LSTM’s self-loop. The cell state can
remain the same for a long time as it is only manipulated by element-wise multiplications
or additions. Changes to the cell state, for example, for adding or removing information,
can be introduced through gates.

Gates are neural network layers with a sigmoid-like activation function ga. The first
gate is the forget gate, which controls what kind of information is kept in the cell state
and what is removed. If the gates’ activations are zero, the element-wise multiplication
will remove said values from the cell state. If the activations are one, they pass through
unchanged. The update gate computes

fgti = σ(Wfhhti−1 +Wfxxti) (3.20)

where we consider a similar input and state transformation as in Equation 3.19. Next,
new information can be added to the cell state with the input gate. First, a new candidate
cell state ĉti is computed using another neural network layer. Typically, this layer uses a
tanh activation function. Here, any activation function can be used as the output values
do not directly affect the cell state cti . Next, another gating layer determines which parts
of the candidate state are kept for addition to the previous cell state cti−1 . Thus, for the
input gate, we compute
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Fig. 3.9: An example of a GRU cell [87]. Blue blocks indicate a neural network layer
with learnable weights. White blocks indicate element-wise operations. σ(x)
refers to a sigmoid activation function.

inti = σ(Wihhti−1 +Wixxti) (3.21)
ĉti = tanh(Wihhti−1 +Wixxti). (3.22)

Thus, the new cell state cti is computed by

cti = fgticti−1 + inti ĉti . (3.23)

Finally, the LSTM’s output needs to be computed. Here, the output is the new cell
state cti transformed with a tanh activation. Then, an output gate computes which values
are kept within the transformed cell state:

oti = σ(Wohhti−1 +Woxxti) (3.24)
hti = oti tanh(cti). (3.25)

Many different LSTM variants have been introduced where the gating process is
slightly modified. A very popular modification are gated recurrent units (GRUs) [87].
They are slightly more efficient than standard LSTMs as they combine the input and
forget gate into a single update gate. Furthermore, the cell state ĉti and the hidden state
ĥti are fused into a single representation. The GRU performs the following computations:

zti = σ(Wzhhti−1 +Wzxxti) (3.26)
rti = σ(Wrhhti−1 +Wrxxti) (3.27)

ĥti = tanh(Whhhti−1 +Whxxti) (3.28)

hti = (1− zti)hti−1 + ztĥti (3.29)

A visual interpretation of a GRU cell is shown in Figure 3.9. Note that the GRU only
uses three instead of four neural network layers. Also, the fused hidden representation
reduces the model’s memory footprint. These advantages have made GRUs a popular
alternative for LSTMs in a lot of tasks.
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3.3.4 Training Neural Networks

Training neural networks follows the optimization problem given in Equation 3.5, where
a loss function JP is minimized by adjusting the network’s parameters wM given a
training dataset Xtrain . While the different neural network architectures can have a
very different internal structure, their parameters can be chosen by solving the same
optimization problem.

In general, the optimization problem for neural networks is non-convex [278]. There-
fore, optimization is difficult due to the presence of local minima in the loss landscape.
The optimization problem for neural networks is usually solved using a type of gradient
descent [278]. First, the network’s parameters wM are initialized, typically with small
values sampled from a normal distribution. More advanced initialization strategies are
discussed by Glorot et al. [174] and Sutskever et al. [473].

Then, the gradients of wM with respect to the loss function ∇wMJP (wM , xi, yi) are
obtained using the average loss value over the entire training dataset. All trainable
parameters wjM at training iteration j are updated by the rule

wjM = wj−1
M − αlr

1
Ntrain

Ntrain∑
i=1
∇wMJP (wj−1

M , xi, yi) (3.30)

where αlr is the learning rate which controls by how much the current parameters
are updated. This step is repeated several times until the value of the loss function JP
converges to a small value.

The gradients are computed using the back-propagation algorithm [420]. The algo-
rithm computes the gradients of the network’s parameters in an iterative fashion where
the neural network and its operations are interpreted as a computational graph. First,
forward-propagation is performed where we obtain ŷi = fM (xi, wjM ). During forward-
propagation, all intermediate outputs of operations in the network’s computational graph
are stored. Then, the gradient of each parameter and each operation in the network is
computed. Here, the partial derivative of every operation with respect to each of its inputs
is required. Starting at the loss function’s value, all partial derivatives can be computed
iteratively using the chain rule and the values obtained by forward-propagation. A more
detailed description is given by Rumelhart et al. [420] and Goodfellow et al. [176].

After having obtained the gradients of the network’s parameters, the update can be
performed. For this algorithm, we usually use the complete training set for each update
step. All training samples are propagated forward into the network and the gradient
updates are performed with respect to the average of all their errors. In practice, this is
usually not possible as all intermediate layer outputs have to be stored in memory. In
case of images as the input, the memory requirements become very large. For higher-
dimensional 3D and 4D data, in particular, a different procedure is necessary. One
approach is to only use a small batch Btrain ⊂ Xtrain of all available training examples
for each update, which is called mini-batch stochastic gradient descent (SGD) [56].
Strictly speaking, SGD only assumes one example in each update iteration; however,
using a mini-batch of input examples is still computationally feasibly and promises
faster convergence [176]. For mini-match SGD, the update rule for trainable parameters
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Algorithm 1 The generic SGD algorithm for a variable batch size Nb and variable
learning rate.

Require: α0
lr : Initial learning rate

Require: w0
M : Initial parameters

Require: JP (wM , x, y): Loss function
Require: A(αlr , j): Learning rate update function
j ← 0
while wM not converged do
j ← j + 1
Sample Btrain ⊂ Xtrain
gt ← 1

Nb

∑
(x,y)∈Btrain ∇wMJP (wM , x, y)

wjM = wj−1
M − αj−1

lr gt
αjlr ← A(αj−1

lr , j)
end while
return wM

is given by

wjM = wj−1
M − αlr

1
Nb

Nb∑
i=1
∇wMJP (wj−1

M , xi, yi) (3.31)

where Nb is the batch size. Using a single sample per update with Nb = 1 can still be
advantageous as it often leads to a better generalization error. The small batch size is
assumed to have a regularizing effect as it adds noise to the gradient [539], which can
help avoiding local minima. However, this requires very long training times as parallel
computation for multiple examples cannot be exploited.

The learning rate αlr is an important hyperparameter with a lot of influence on the
final training result. Generally, the learning rate’s magnitude is a trade-off between the
choice of larger values for faster convergence and smaller values for better convergence
to a minimum and reduced risk of overshooting the target. Therefore, larger values are
more appropriate in early stages of training where larger steps can be made without an
elevated risk of missing out a minimum. In later stages, when the parameter values are
closer to a minimum, smaller learning rates are preferred to make sure the minimum is
not skipped. This motivates an adaptive learning rate. Often, an exponentially decaying
learning rate is used such that

αlr = αlr0d
Ni/Ndc
dc (3.32)

where αlr0 is the base learning rate, ddc the decay rate, Ni the number of iterations,
and Ndc the decay steps. It is also possible to reduce the learning rate in fixed steps,
which would resemble Equation (3.32) with an integer division in the exponent. These
techniques promise to provide better convergence than a fixed learning rate [219]. Some
more recent adaptations of SGD also incorporate an adaptive learning rate directly into
the algorithm [581]. Summarized, the SGD algorithm for neural network training is
given by Algorithm 1.

57



3 Deep Learning Fundamentals

Algorithm 2 The Adam algorithm. The parameter ε is added for numerical stability.

Require: α0
lr : Initial learning rate

Require: w0
M : Initial parameters

Require: J(wM , x, y): Loss function
Require: A(αlr , j): Learning rate update function
j ← 0
µ0 ← 0
var0 ← 0
while wM not converged do
j ← j + 1
Sample Btrain ⊂ Xtrain
gt ←

∑
(x,y)∈Btrain ∇wMJP (wM , x, y)

µj = β1µ
j−1 + (1− β1)gj

var j = β2var j−1 + (1− β2)g2
j

µ̂j = mj

1−βj1
ˆvar j = varj

1−βj2
wjM = wj−1

M − αj−1
lr

µ̂j√
ˆvarj+ε

αjlr ← A(αj−1
lr , j)

end while
return wM

SGD is the basis of more advanced techniques which have been introduced for shorter
training times and improved convergence properties. One of the most popular methods
is Adam, which is an algorithm for stochastic objective functions that is based on first
and second order statistical moment estimates [250]. Here, the objective function is
stochastic in the sense that it is evaluated at different subsets of data at different points
in time while training a neural network. Gradient updates in each training iteration are
performed with several steps.

First, the gradients wjM are obtained with respect to the objective function at iteration
j with parameters wj−1

M . The gradients are used to update the first and second order
statistical moment estimates of the gradient, the mean µj and variance var j . In this
way, gradient information from previous updates is still considered in the current update.
Before being used for the gradient update, the mean and variance estimates are corrected
for their bias. Two parameters β1 and β2 decay the estimates, thus limiting the influence
of previous updates. A learning rate αlr controls the step size. This leads to the improved
procedure given by Algorithm 2.

This method promises to perform well as different parameters are individually updated
through the adaptive moment estimates. The algorithm is based on the popular methods
RMSprop [489] and AdaGrad [116] and outperforms both in most scenarios, as shown by
Kingma et al. [250]. More recently, adjustments and improvement have been introduced
for Adam. For example, Nadam [113] also incorporates Nesterov momentum [355]
into the algorithm and Radam [304] proposes a rectified estimation of the gradients’
variance.
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3.3.5 Regularization
Regularization describes methods that try to prevent overfitting in a model, as explained
in the context of generalization in Section 3.2. There is a vast amount of regularization
strategies. In many cases, techniques related to deep learning have an additional regular-
izing effect, although their primary purpose is focused on something else. Therefore,
regularization is a loose term that can refer to a lot of different techniques. Goodfellow
et al. define regularization as "any modification we make to a learning algorithm that is
intended to reduce its generalization error but not its training error" [176].

Conventional regularization techniques usually enforce explicit regularization. A
common method is to impose a penalty on the neural network’s weights, which is added
to the loss function

Ĵ(wM , x, y) = JP (wM , x, y) + λwΩ(w′M ) (3.33)

where λw trades off parameter fitting to the data and regularization. Note that wM is
the set of all parameters and w′M the set of regularized parameters with w′M ⊆ wM . One
of the most popular penalty choices is the L2 norm, also referred to as weight decay,
which is given by

Ω(w′M ) = 1
2‖w

′
M‖2

2. (3.34)

Similarly, the L1 norm penalty is given by

Ω(θ) = ‖w′M‖1. (3.35)

Both approaches behave differently. TheL2 norm keeps weights at smaller magnitudes
by adding a term to the gradient that scales with the weight’s value. Therefore, larger
weights that deviate a lot from zero are penalized more. The L1 norm, on the other
hand, always contributes a constant term. This leads to the L1 norm enforcing sparsity
in the weights and driving some of them to zero. This property can be used as a feature
selection mechanism [356].

Another approach that is typically employed is the use of early stopping. When
training a model, the validation and training error will initially both go down as the
model is fitted to the data. At some point, if the model capacity is large enough, the
model will start overfitting, and the validation error starts to increase [387]. Thus, a
simple algorithm can be used to save the current best model and stop training when
the validation error keeps increasing for several iterations. The regularizing effect is
achieved by limiting the parameter space to which the model can extend [52]. Assuming
a bounded gradient, a learning rate, and a certain number of iterations before we stop,
the model’s parameter space volume around the initial parameter set w0

M is limited. In
fact, early stopping limits a model’s capacity similar to the L2 norm [176].

A technique already introduced in the context of convolutional and recurrent neural
networks is parameter sharing which also imposes a regularizing effect. While a norm
constraint forces parameters to be close to zero, another approach is to force parameters
to be similar to each other, where the extreme case is to force them to be equal. This
is motivated by the idea that we often search for the same kind of features in different
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regions of an input. Therefore, CNNs and RNNs already have an in-built regularization
effect.

Another popular method is the use of model averaging or ensemble methods. For this
approach, multiple models are trained, and their outputs are aggregated, for example,
by calculating a weighted average of the models’ outputs [334]. Given a set of trained
models FM = {f 1

M , . . . , f
Nen
M } with Nen trained models, we obtain the new ensemble

prediction with

ŷen = Een(FM (x)) (3.36)

where Een aggregates individual model predictions, for example, by averaging. This
usually leads to better performance compared to a single model, however, the perfor-
mance is traded off for significantly higher computational costs as several models have
to be trained and evaluated.

The methods presented above have been introduced before the emergence of deep
learning, but they are still relevant and effective in today’s models. In addition, more
recently, methods have been introduced which were designed for modern deep learning
architectures.

Dropout was introduced by Hinton et al. [198] as a computationally efficient method
to regularize FC-NNs. The basic idea is to randomly drop hidden units by setting layer
outputs to zero during training with a probability of pd to keep weights from co-adapting
too much [464]. Thus, when setting a hidden unit to zero, its connections to the following
layer all contribute a value of zero. This corresponds to sampling a network out of a set
of potential networks in each training iteration, where all networks share the same set of
parameters. For a single-layer network with dNN neurons, a new network is sampled
from 2dNN possible networks at each training iteration. For evaluation after training,
this would lead to an ensemble of 2dNN networks that need to be evaluated. Following
Equation 3.36 with averaged aggregation, we need to calculate

ŷen = 1
2dNN

2dNN∑
i=1

f iM(x). (3.37)

As this is computationally infeasible, the weight scaling inference rule can be used
instead. Here, all neurons are scaled with the dropout probability, which is an ap-
proximation of evaluating the entire ensemble. Thus, only a single model is required,
which makes the method very efficient while also showing considerable performance
improvements across different tasks [464].

Dropout inspired other methods that follow the idea of stochastic model averaging. For
example, DropConnect does not set entire units to zero but drops only some connections
between input and output units [517]. Typically, these methods are used for FC-NNs,
but they have also found applications with CNNs and RNNs. For CNNs, we can set
pixels or voxels within a feature map to zero instead of setting hidden units to zero.
Alternatively, Tompson et al. proposed that dropping entire feature maps instead of
individual pixels is more beneficial for CNNs [490]. As neighboring pixels are usually
strongly correlated, single pixel dropout does not enforce independence but only scales
the gradient by the dropout probability. Thus, preventing co-adaptation between entire
feature maps is deemed preferable for CNNs [490].
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Similarly, vanilla dropout is not optimal for RNNs. Introducing dropout within
recurrent cells has been shown to be ineffective as long-term information appears to be
lost [578]. Therefore, most approaches only applied dropout to the input and output of
the RNN, not to recurrent connections within cells [378]. Another popular approach
found that dropout can be applied effectively if the same dropout mask is used for all
recurrent steps within a training step [144].

Batch normalization [214] is a technique that accelerates training while also pro-
viding a regularizing effect. The main problem addressed by batch normalization is
called internal covariate shift. When training deep networks, intermediate layer outputs
and gradients tend to vary significantly. As gradients depend on surrounding layer
outputs and weights within the computational graph, different changes surrounding
different weights make the decision for a single learning rate difficult. Therefore, it
would be desirable to keep all intermediate layer outputs and gradients in a similar range.
For an FC-NN, Ioffe et al. suggest normalizing the output of each neuron in a layer
independently such that

x̂lj =
xlj − E[xlj]√

Var[xlj]
(3.38)

where xl is the layer’s output for the j th neuron in layer l. The mean and variance
estimates are calculated over the mini-batch Btrain ⊂ Xtrain in each training step. As a
result, layer outputs depend on the current batch composition and other examples in the
batch. This would lead to inconsistent results during inference. Therefore, the calculated
means and variances are saved as moving averages during training and applied as a fixed
normalization during inference.

After a batch normalization layer, the network’s capacity can be reduced. For example,
for a sigmoid activation function, the normalized values would always reside within
the function’s linear region between 0 and 1. To avoid this problem, a trainable linear
transformation layer is added after normalization. The transformation is defined as:

x̃l = γlM x̂l + βlM (3.39)

where γM
l and βM

l are learnable parameters in layer l. Ioffe et al. suggest to include
the batch normalization layer directly in front of activation functions within an FC-NN.
Note that the mean subtraction eliminates the bias variable that is usually present. The
bias is implicitly included again with the transformation in Equation 3.39.

In practice, batch normalization has become a core component of almost all deep
learning models. The normalization significantly enhances the training process with
well-conditioned gradients, leading to both faster convergence and better performance.
Usually, networks using batch normalization can be trained with a larger learning rate
while still converging correctly. In addition, the technique comes with an implicit
regularizing effect. The mean subtraction and division by variance are a source of noise
added to the data, which varies with each batch. Thus, in each training epoch, training
samples are transformed differently, given that batches are assembled randomly. This
forces the model to be more robust towards distorted inputs. Therefore, Ioffe et al.
suggest to tone down other regularization measures such as L2 regularization or dropout
as batch normalization does already provide sufficient regularization.
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When applying batch normalization with CNNs and RNNs, modifications are re-
quired. For CNNs, the typical approach is to apply batch normalization across the batch
dimension and all spatial image dimensions. Thus, each feature map within the network
is normalized independently [214]. For RNNs, recurrent batch normalization has been
introduced where batch normalization layers applied both to the input transformation
and the hidden state transition [94]. There are no batch normalization layers for the cell
state update in order to keep the long-term gradient flow untouched.

Over the years, several improvements for batch normalization have been proposed. For
example, batch re-normalization addresses the problem of batch size dependence [213].
Here, additional parameters are introduced to obtain better results for small batches.
Furthermore, instance normalization has been proposed where each example in a batch is
normalized independently [498]. Thus, the method also works well for a batch size of 1,
where batch normalization cannot be applied. Group normalization is another extension
of batch normalization for small batch sizes [548]. Here, feature maps within the network
are split into different groups, and each group is normalized independently. While
batch normalization is still the standard normalization method for most applications,
instance normalization, and group normalization are particularly well suited for higher-
dimensional data where batch sizes need to be small due to the exponential increase in
memory requirements.

Data Augmentation is a regularization method that addresses overfitting by changing
the network inputs instead of the network itself. Typical data augmentation strategies
apply a transformation φ(x) to an image x, for example, rotation, which allows for
generating new, artificial examples. While this can be interpreted as a way to generate
additional data, its actual purpose is to force a deep learning model to become invariant
towards the transformation φ(x). If we show the same image with different rotations to
the network while the image’s label stays the same, the network should learn to ignore
rotations and achieve robustness towards that transformation. In terms of regularization,
this means that we can keep the network from overfitting to a particular pose and
orientation for the example of rotations.

As a result, we can design data augmentation strategies that transform inputs in
a way that is not relevant to the learning task at hand. For example, if we want to
classify a disease based on an image of a lesion, the pose is likely not relevant, and
data augmentation by rotation could be beneficial. However, if we want to determine an
object’s pose within the image, rotations are likely detrimental as the object’s pose is
changed. Therefore, data augmentation strategies need to be carefully designed for each
application.

Besides rotation, flipping, scaling, and shear are popular data augmentation strategies.
In the natural image domain, brightness and contrast, as well as color adjustments, are
popular. Random cropping is another technique related to data augmentation. Here, the
idea is to crop a small part out of a larger image for model training. In this way, the
model only observes a part of the input image at a time. This can prevent overfitting to
image background or clutter, which is not relevant for the learning task. For application,
we need to ensure that the most relevant part of the image is still contained in the crop.

In general, data augmentation strategies are only applied during training and not
evaluation, where performance is judged based on real images. As model evaluation
should be deterministic, random cropping needs to be replaced, for example, by taking
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a single center crop from the image. As an alternative, multi-crop evaluation can be
used where we take Ncrops crops x̃j from the image x, evaluate them individually with
the trained model, and then aggregate the result. Calculation is performed similar to
Equation 3.36, except the same model is evaluated on different image patches. Thus, for
multi-crop evaluation, we calculate

ŷmc = 1
Ncrops

Ncrops∑
j=1

fM(x̃j). (3.40)

Similar to ensembling, this approach usually improves robustness and performance,
however, it is traded off for an increased computational effort.

3.3.6 Machine Learning Tasks
In the previous sections, most aspects of deep neural network design and training have
been covered. Here, we briefly discuss how neural network models differ at the output
for different learning tasks. The three most common learning tasks are classification,
segmentation, and regression.

Classification. The most common deep learning problem for medical diagnosis
tasks is classification. Here, the network needs to distinguish between one or more
classes. In terms of network design, a common deep learning model uses a structure
as described in Section 3.3.2, where the network input is gradually resized by several
consecutive layers until a GAP layer is reached. Afterward, a fully-connected output
layer needs to map features to classes. To obtain a categorical output that matches the
classification problem, a one-hot approach paired with a softmax activation function can
be used. One-hot encoding is an approach where Nc classes are represented by a vector
oclass ∈ RNc , which is chosen as the size of the output layer. While Nc classes could
also be represented by a scalar that takes value from 0 to Nc − 1, the one-hot encoding
enables us to formulate the classification problem in terms of approximating our target
data distribution. By applying the softmax function

softmax(x) = exp(x)∑Nc
j=1 exp(xj)

(3.41)

to the output of our last layer, we obtain an approximation of a probability distribution
over all target classes. Now we can formulate a loss for approximating our target
distribution by using the negative log-likelihood, also called cross-entropy between
training data and deep learning model’s prediction distribution. For the binary case with
two classes, the cross-entropy loss is defined as

JCEB := −(y log(ŷ) + (1− y) log(ŷ)) (3.42)

where ŷ is a softmax model output. Similarly, for the multi-class case, the cross-
entropy loss is defined as

JCEM := −
Nc∑
j=1

y log(ŷ). (3.43)
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Tab. 3.1: Example of a confusion matrix for binary classification where class A is the
positive class and class B is the negative class.

Ground-Truth
Class A Class B

Prediction
Class A TP FP
Class B FN TN

Note that softmax is used to approximate distributions with mutually exclusive classes.
For some classification problems, an example can belong to multiple classes at the same
time. Here, the model outputs can be mapped to probabilities by individually scaling
them using a sigmoid function.

For evaluation, the cross-entropy is usually not employed as it is difficult to interpret.
Instead, metrics such as accuracy, sensitivity, specificity, precision, and F1-score are
often used. These metrics are defined as

Acc := TP + TN
TP + TN + FN + FP (3.44)

Sens := TP
TP + FN (3.45)

Spec := TN
TN + FP (3.46)

Prec := TP
TP + FP (3.47)

F1 := 2 PrecSens
Prec + Sens (3.48)

for the case of binary classification. True positives (TP), true negatives (TN), false
positives (FP), and false negatives (FN) can be derived from a confusion matrix, as
shown in Table 3.1. These can be extended to a multi-class problem with a one-vs-all
approach. The accuracy provides an indication of how often a model classifies an
example correctly in relation to all examples available. Due to class imbalance, this
metric can be misleading, for example, if one class is more common than the other
classes. For this purpose, sensitivity and specificity can provide more information.
Intuitively, the sensitivity indicates how well a model detects a class. A high sensitivity
is often traded for a lower specificity as a model that finds class A very consistently,
while often classifying examples of class B as class A, has a high sensitivity and a
low specificity. The F1 -score is a more balanced metric as it combines precision and
sensitivity in a single metric.

Segmentation. In many medical applications, the goal is not to assign a class to an
image but to segment different structures within the images. For example, for multiple
sclerosis, lesions in the brain need to be segmented in MRI scans. Thus, the model
input is an MRI image, and the output is a classification of every pixel or voxel, which
corresponds to a segmentation map. As given in Equation 3.1, the output needs to
be spatially resolved. Thus, CNN architecture design needs to be different for this
task. Encoder-decoder models are a popular approach for this problem, which were
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Fig. 3.10: An example for a segmentation task using an encoder-decoder CNN.

popularized by U-Net [409]. An example structure, including the input image and the
output segmentation map, is shown in Figure 3.10.

In terms of the network structure, the encoder processes the image similar to a normal
CNN. This results in a compressed representation that captures important information
in the image. Then, the decoder upsamples this representation until it reaches the same
spatial size as the input.

Segmentation is similar to classification as we perform a pixel- or voxel-wise classifi-
cation. Therefore, the loss functions JCEB and JCEM can be applied to every pixel or
voxel output independently, which is averaged into a final, scalar loss value. A problem
that commonly occurs is a severe imbalance between classes within the image. For
example, for multiple sclerosis, most of the voxels in the image belong to the background
class, and only a few correspond to the foreground class. Therefore, other loss functions
have been developed. A popular approach is the dice loss function [339]. Here, we
minimize a variant of the Sorensen-Dice coefficient [107, 461] which is defined as

JDB := 1− yŷ + ε

y + ŷ + ε
− (1− y)(1− ŷ) + ε

2− y− ŷ + ε
(3.49)

for the binary classification case where ε is a small scalar for numerical stability. For
the multi-class case, the generalized dice loss is more popular, which is defined as

JDM := 1− 2
∑Nc
j=1 αjyj ŷj∑Nc

j=1 αj(yj + ŷj
(3.50)

where αj are class weightings, often chosen as the inverse volume of class j [97, 467].
The dice coefficient is also commonly used as an evaluation metric for segmentation tasks.
Besides dice coefficient variants, classifications metrics such as accuracy, sensitivity,
and specificity are often used as metrics for evaluating segmentation problems.

Regression. For a regression task, the goal is to predict a continuous value instead of
a binary or nominal output. While digital processing requires discretization, the outputs
for a regression task are much more fine-grained. In terms of network design, we can
use architectures similar to those used for classification problems. Only the output layer
needs to be changed where we employ linear neurons without an activation function.
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A suitable loss function for this problem punishes the amount of deviation from the
true value. A popular example is the mean squared error (MSE) which is defined as

JMSE := 1
Nb

Nb∑
i=1

(yi − ŷi)2 (3.51)

where Nb is the number of examples being evaluated. Squaring the error leads to
increased punishment of large deviations from the desired value, which can help faster
convergence. As an alternative, the mean absolute error (MAE) can be used which is
defined as

JMAE := 1
Nb

Nb∑
i=1
‖yi − ŷi‖ (3.52)

where Nb is the number of examples being evaluated. As the MSE gives more weight
to outliers, the MAE can lead to different results after optimization. The MAE is also
useful as a metric for evaluation as it reflects the deviation from the target values without
a squared distortion.

Another useful metric for evaluation is Pearson’s correlation coefficient (PCC). The
PCC is defined as

PCC :=
∑Nb
i=1(yij − ȳj)(ŷij − ¯̂yj)√∑Nb

i=1(yij − ȳj)2
√∑Nb

i=1(ŷij − ¯̂yj)2
(3.53)

where Nb is the number examples being evaluated, ȳj is the mean predicted value
for output j and ¯̂yj is the mean target value for output j. This metric provide a relative
estimate of how similar predictions and targets are without depending on a unit. As an
alternative, the MAE can be normalized to achieve independence from the target’s unit
and range. When dividing the MAE by the target’s standard deviation, we obtain the
relative MAE (rMAE) [55].

Regression is a typical task for deep learning applications in the context of computer-
assisted interventions, for example, for force estimation, pose estimation, or tracking.
For diagnostic tasks, regression is employed for estimating quantitative tissue parameters
such as the size of the left cardiac ventricle.

3.4 Summary
In this chapter, we introduced the fundamentals of neural networks and deep learning.
Deep learning is a method to learn an unknown function from data. While optimization
is used to find deep learning model parameters using a training dataset explicitly, the
overall goal is to achieve generalization. This property describes a model’s ability to
perform well on new data that was not part of the training process. The deep learning
problem can be extended to a bilevel optimization problem, where hyperparameter
selection is incorporated as well. The hyperparameter search space is usually designed
by a domain expert and depends on prior knowledge.

Neural networks are the basis of most modern deep learning methods. In their standard
version, fully-connected neural networks learn a nonlinear transformation of a feature
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vector for predicting an example’s class or a continuous value. The feature vector’s
nonlinear transformation is comprised of linear matrix multiplication, where matrix
entries are learnable parameters, followed by a nonlinear activation function such as a
rectified linear unit.

Medical images are difficult to process when represented by a feature vector. There-
fore, neural networks have been extended for directly processing images using convo-
lutions instead of matrix multiplications. Here, the convolution’s filters are learnable
parameters. Also, medical image data can have a temporal component, for example,
in terms of a series of images capturing a process, including motion or several images
for longitudinal analysis. For this type of data, recurrent neural networks are often
used. Temporal information is aggregated through recurrent connections and sequen-
tial processing. In particular, gating mechanisms are effective for capturing long-term
information within sequential data.

Neural networks are typically trained using a labeled training dataset and gradient
descent. The neural network’s parameters are optimized such that they minimize a loss
function. In general, this optimization process is difficult as the problem is nonconvex,
and the actual goal of generalization is not explicitly captured in the process. Recent
gradient descent algorithms such as Adam improve the optimization procedure by using
adaptive learning rates and exponential moving averages of the gradients’ statistical
moment estimates. Regularization methods such as dropout, batch normalization, and
data augmentation can also be used to improve generalization. For learning tasks such
as classification, segmentation, and regression, different loss functions and evaluation
metrics are used for assessing generalization performance.
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4 Multi-Dimensional Deep Learning
Methods

In this chapter, we adapt and propose a plethora of methods for deep learning-based
medical image analysis in the context of multi-dimensional data and different data
representations. A method’s suitability for multi-dimensional data can be characterized
by two requirements. First, the method needs to be scalable to lower and higher
dimensions, for example, for considering multiple spatial data dimensions. Second,
the method needs to be well-tailored to the different dimension’s characteristics. For
example, spatial, short-term temporal, and long-term temporal dimensions might benefit
from a different treatment. As a result, deep learning methods that are used for exploring
multi-dimensional data characteristics need to be both adaptable and well-tailored for
the problem at hand.

The first set of methods we consider are multi-dimensional CNNs. Traditionally,
CNNs have been used for 2D natural image data. As described in Chapter 2, the
discrete convolution can be easily extended from 1D to 4D, making CNNs very versatile.
Yet, architecture design is very challenging as naive extensions from lower to higher
data dimensions are accompanied by substantial increases in model parameters and
computational cost. We address this problem by careful handcrafting of architectures,
automated architecture search, and multi-dimensional transfer learning strategies. While
useful for many different problems, convolutions are not immediately suitable for small
data dimensions that are part of 2.5D or 3.5D data. For this purpose, we propose different
types of Siamese-like CNNs that can be applied to a large set of problems where one
of the dimensions only encompasses two samples. In particular, we introduce a novel
attention-based information exchange mechanism for two-time point data. Furthermore,
CNNs treat all data dimensions equally, which might not be optimal in some cases. For
this reason, we consider recurrent-convolutional models that process the temporal data
dimension differently, using learnable gating mechanisms. In this context, we propose a
novel convolutional-recurrent model that demonstrates promising results across multiple
applications.

Throughout this chapter, we describe general architecture concepts that are not neces-
sarily tied to a specific implementation or application. We implement these concepts for
different applications in Chapter 6.

4.1 1D, 2D, 3D and 4D CNNs
Convolutional neural networks have been studied extensively for medical image analysis.
As elaborated in Chapter 5, a key component that is missing is a multi-dimensional
perspective. In other words, how should CNNs be transferred between different data
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dimensions? We propose a number of methods to address this question, starting at 1D
and 2D CNNs. Due to the low data dimensionality, we propose an automatic search
strategy to obtain suitable architectures that are effective both for 1D and 2D data. The
largest amount of CNNs are designed and proposed for 2D data, as this is the standard
natural image dimensionality. Therefore, we address the question of how to extend
2D CNN concepts to 3D next. Here, we also propose a multi-dimensional transfer
learning approach, which allows for effective architecture reuse in higher dimensions.
Last, we consider the extension of 3D CNNs to 4D, which is a field that has hardly been
addressed.

4.1.1 Neural Architecture Search on Low-Dimensional Data
Designing CNNs for lower-dimensional 2D image data has been addressed extensively.
Also, the reduction to 1D is straightforward as one dimension can be removed from all
mathematical operations. Moving from 2D to 1D also leads to lower computational
requirements and fewer trainable model parameters. Thus, 1D and 2D CNN design for
medical learning problems is generally not problematic as 2D approaches can be readily
adapted from the natural image domain. However, the property of being computationally
cheap opens up new opportunities for CNN model design that could also benefit more
challenging, higher-dimensional problems.

Manual feature engineering has been largely replaced by deep learning approaches
for numerous medical, image-based learning problems over the last few years. As most
CNN architectures are designed manually, there has been a shift from handcrafting
features to handcrafting architectures. CNNs themselves are often difficult to design, and
it is unclear what kind of architecture is suitable for which learning problem. Thus, the
next intuitive step is to move from handcrafting architectures to learning architectures.

In Chapter 3, we introduced the bilevel optimization problem given in Equation 3.4.
Formally, the design choices for the architecture can be considered a subset hAM ⊂ hM
of hyperparameters that need to be selected. As described in the previous chapter, the
machine learning engineer usually chooses hyperparameters hAM .

Approaches for learning hAM are often termed neural architecture search (NAS).
Typical NAS approaches include grid search, genetic algorithms, bayesian optimization,
or random search [232]. Recently, reinforcement learning (RL) methods have been
proposed where a recurrent controller is trained to predict an architecture’s structure by
maximizing the architecture’s expected validation performance as a reward [602]. This
approach has been successful for 2D image classification problems, however, the amount
of computing resources required are often enormous [303, 603]. Early NAS approaches
required thousands of GPU hours for learning an architecture with 2D image data [377].

The concept of NAS is very promising for the medical image domain as there is a vast
amount of imaging modalities and learning problems that require architecture design.
However, the time and resource requirements of NAS are problematic for medical image
data, which is often 3D or 4D in nature [291].

We propose an efficient NAS approach for segmentation with multi-dimensional
medical image data. To overcome long architecture search times, we perform the search
on lower-dimensional data, which leads to shorter search times. Then, we transfer
the learned architecture to the higher target dimension. So far, NAS approaches have
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Fig. 4.1: The baseline segmentation architecture for 1D and 2D image data, shown for
the example of retinal layer segmentation. We employ ResNet blocks as the
main processing units. nc is the base number of feature maps that is doubled
every time we downsample. /2 indicates that the original images’ spatial
dimensions have been reduced with a stride of r = 2.

largely been explored in the natural image domain, not for medical learning problems.
Therefore, we propose a strategy for typical U-Net-like [409] architectures, where we
learn the submodules within the architecture at each level. Given the relatively cheap
computational requirements for the processing of lower-dimensional data, we investigate
the approach for 1D and 2D image data and the task of medical image segmentation.

Baseline Model. As a baseline we use a U-Net-like model, as described in Sec-
tion 3.3.6. The model takes a 1D or a 2D image as its input and predicts a segmentation
map with the same size as the input. For the long-range connections, we use summation,
following [575]. Inside the network, we use ResNet [193] blocks, which we introduced
in Section 3.3.2. Convolutions use a kernel size of 3, following Simonyan et al. [450],
and extensions from 1D to 2D are performed by extending all kernels isotropically by
an additional dimension. At each level, we employ one or several ResNet blocks. Thus,
the architecture shown in Figure 4.1 is a slightly modified U-Net with ResNet blocks
and summation for the long-range connections.

Neural Architecture Search. We follow the general framework of neural architecture
with a recurrent LSTM controller and a reinforcement learning-based approach for
learning new architectures [602]. The general idea of this concept is shown in Figure 4.2.
The controller is an RNN-based architecture that provides probabilistic predictions of a
CNN architecture in a sequential way. The controller’s parameters are denoted as wcM .
Given the controller’s predictions, a single architecture is sampled with probability pa.
This child architecture is constructed, and its parameters wmM are trained for the task to
be solved. After convergence, the child CNN’s performance is determined by a reward
metric R on a validation set. This metric is used to scale the policy gradient of pa, which
can then be used for updating the controller’s parameters wcM .

In detail, the goal of training is to maximize the controller’s expected reward which is
defined as

JP (wcM ) = EP (a1:T ;wcM )[R] (4.1)

where a1:T is a set of actions that can be taken by the controller. The reward R is
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LSTM Controller

Module

Child CNN

Train child
→ Compute reward metric

Sample an Architecture

with probability p

Gradient of p

scaled by reward

Fig. 4.2: The general concept of neural architecture search with a recurrent LSTM
controller and reinforcement learning is shown.

not differentiable with respect to wcM , therefore a policy gradient method needs to be
used. The REINFORCE method proposed by Williams [538] provides an empirical
approximation of the gradient:

∇wcM
JP (wcM ) ≈ 1

m
∇wc logP (at|a(t−1):1;wcM )(Rk − be) (4.2)

Here, be is an exponential moving average of previous architecture’s reward metrics,
which is used for reducing variance during training. Nsample is the number of architec-
tures that are sampled by the controller and trained to convergence afterward. T is the
number of possible actions and thus represents the number of hyperparameter choices
available to the controller.

While this concept has led to architectures that outperformed all handcrafted alterna-
tives at that time [602], the procedure is very costly. For every controller update, Nsample
CNN architectures need to be trained from scratch until convergence. To overcome this
problem, efficient neural architecture search (ENAS) [377] has been proposed. The key
idea behind the improvement is that child CNN architectures are not retrained from
scratch at every iteration, but the trained weights are kept instead. Controller and child
CNN are trained in an interleaved way where each is trained for one epoch while the
other one’s weights remain fixed. This strategy reduces computational effort by a factor
of 1000 and has also led to competitive architectures [377]. In terms of implementation,
this method is more challenging as all possible model configurations need to be imple-
mented simultaneously. Given the current action a, the architectures connections are
rerouted, and individual operations are activated or deactivated. Throughout the entire
search process, all possible architectures and their weights are maintained.

ENAS U-Net. Next, we propose ENAS U-Net, an adaptation of the ENAS framework
[377] for image segmentation tasks with a U-Net. To keep computational effort bounded,
we simplify the architecture search space by keeping the general U-Net structure fixed
and only learning new module blocks, similar to the micro search space in ENAS.
The input/output and downsampling/upsampling convolutional layers also stay fixed.
Considering our baseline architecture in Figure 4.1, we now learn a module block that
replaces the ResNet block. For the module block search space, we let the controller learn
the properties of several cells, where each cell contains 2 subcells. The cells’ output
is the summation of the subcells’ output. For each subcell, the controller defines its
input, which is the module input or another cell’s output, and its operation. Similar to
ENAS, we allow five basic operations for the controller to choose from: convolutions
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Fig. 4.3: An example module block prediction by the current controller is shown. The
controller sequentially predicts both the connectivity and operations within the
module block (top). The connectivity can be visualized by a directed acyclic
graph (bottom left). The final implementation of the module block at layer l is
shown right.

with kernel size 3 or 5, average- and max-pooling with kernel size 3 and the identity
transform. We explore search scenarios with different numbers of cells to learn. Our
controller setup for an example prediction of a module block is shown in Figure 4.3.
Overall, we carefully engineer our search space to be small such that search times remain
within a reasonable bound.

Training Strategy. We perform simultaneous training of model and architecture
parameters as follows. First, an initial U-Net architecture is sampled based on random
initialization. This architecture is trained by gradient descent for one epoch using a
training set. Then, the current model weights are fixed, and the controller is trained for
one epoch using a dice score reward, computed from a reward training set. Training
is performed by following the REINFORCE algorithm described above. Then, the
controller weights are fixed once again, a new architecture is sampled from the controller,
and normal model training is performed using the training data set. Thus, the training
procedure follows an interleaved schedule where all parameters are reused in each
epoch. After training for Ne epochs, we fixed all weights and sample Nsample candidate
architectures from the controller. Each architecture is evaluated on a validation set. The
best-performing model is selected based on its validation performance. This model is
trained from scratch with randomly initialized parameters, and finally, it is evaluated
on a test set. In contrast, the baseline U-Net model is trained on the training set for
Ne epochs. The hyperparameters for the baseline U-Net model are selected based on
validation set performance. Finally, the model is evaluated on the test set. The training
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set, reward training set, validation set and test set are disjoint.
We explore both searching for architectures on 1D data and 2D data. Thus, for both

searches we obtain architecture hyperparameters h1D
M and h2D

M respectively. After the
search, we evaluate the architecture found with a search on 1D data both as a 1D and as
a 2D CNN architecture. We consider the machine learning models:

f 1D
M (hRN

M ) :Rnd → Rnd (4.3)

f 1D
M (h1D

M ) :Rnd → Rnd (4.4)

f 2D
M (hRN

M ) :Rnw×nd → Rnw×nd (4.5)

f 2D
M (h1D

M ) :Rnw×nd → Rnw×nd (4.6)

f 2D
M (h2D

M ) :Rnw×nd → Rnw×nd (4.7)

where hRN
M are the architecture hyperparameters of the baseline model with Res-

Blocks. As described above, the 1D CNN found by ENAS U-Net is extended to 2D
by isotropically extended all mathematical operations of the CNN to 2D. Architectures
found through NAS are always trained from scratch.

Summary. Lower-dimensional CNNs, in particular, 1D CNNs come with the ad-
vantageous property of being computationally cheap. This makes architecture design
comfortable as existing 2D architecture from the natural image domain can be easily
adopted. At the same time, the low computational requirements open up a new path
for architecture design by automatically learning the architecture’s structure with an
additional optimization level. Typically, neural architecture search is severely limited
by its immense computational requirements of up to thousands of GPU hours. We
explore a neural architecture search strategy that is particularly efficient by searching
on low-dimensional data before extending architectures to higher dimensions. This
approach is promising for the medical imaging domain, as there are many problems that
require problem-specific architecture design. Therefore, we propose an adaptation of the
ENAS framework for segmentation problems, the most common problem in the medical
image domain.

4.1.2 Extending 2D CNNs to 3D
When moving to higher data dimensions with CNNs, architecture design becomes
more difficult as the natural increase in model size and trainable parameters becomes
problematic. Automatically searching for CNN architectures becomes more difficult
or even infeasible. Therefore, a lot of applications require handcrafted architecture
design when using higher-dimensional data. One approach for architecture design is
taking successful 2D CNN architecture concepts from the natural image domain and
extending them to 3D. Thus, while taking inspiration from other architecture concepts,
architecture hyperparameters hAM ⊂ hM are chosen by the machine learning engineer.
In the following, we explore this approach and propose multiple 3D CNN architectures
processing 3D spatial data x ∈ Rnh×nw×nd that can be employed for multi-output
regression or classification problems.

The complete 3D CNN consists of several convolutional layers that represent a feature
extraction stage and an output layer for regression or classification. Our principle
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Fig. 4.4: The generic architecture we employ for our 3D CNNs. We show input volumes
and targets for the example of position estimation from an OCT volume. The
initial part, intermediate volume sizes, and the output part are identical for
every architecture. The modules are individually designed for each specific
architecture. All modules start with a convolutional block that reduces the
spatial dimension by half with a stride of 2.

network design is shown in Figure 4.4. After the volumetric input, some initial layers
follow, which are identical for all architectures we build. Immediately after the first
layer, we halve the input’s spatial dimension. We employ convolutional layers with
stride two instead of the typical max pooling layer, following the idea of simplistic
design [463]. Then, groups of architecture-specific layers follow, which we refer to as
modules. At the module input, the first layer always reduces the input size by half in all
spatial dimensions. Every architecture comes with two modules, representing our main
feature extraction stage with the most model parameters and the largest influence on
performance. After two modules, we apply global average pooling to reduce the current
feature volume to a feature vector. This approach acts as a regularization, as described
in Section 3.3.2. The feature vector is fed into the output layer that predicts the target
for the respective task.

For the modules in Figure 4.4, we employ different types of architectures to explore
how well 2D CNN design concepts transfer to 3D. Each model introduces a different
additional property that leads to our design of IN3D, the main architecture we propose
for 3D data processing. To maintain a fair comparison, we try to keep the architectures
similar with respect to the number of trainable parameters (4 000 000) and features
learned.

To keep architecture design straight forward, we follow previous design principles
from the 2D domain. Simonyan et al. [450] showed that smaller kernel sizes are
preferable for CNNs, which is why we only employ 3× 3× 3 filters for feature learning
and 1× 1× 1 filters for changing feature map sizes. Moreover, we increase the number
of feature maps in our modules each time the spatial feature dimensions are halved.
Additionally, we employ batch normalization before every activation to reduce the
covariate shift [214]. The activation functions are of type ReLu [175].

RN3D-A is an architecture that we base on state-of-the-art 3D segmentation CNNs
such as [81, 575] to provide a meaningful comparison to our other models. Several
blocks of this architecture are joined to modules, as shown in Figure 4.5. As described
in Section 3.3.2, residual connections are frequently used in the 2D image domain with
numerous variations [475, 576] and recently the concept was employed for 3D prostate
segmentation [81]. Therefore, we see this model as a baseline architecture, reflecting
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Fig. 4.5: The architecture of the RN3D-A and RN3D-B model is shown. For RN3D-A,
each module contains two residual blocks where the first block in each module
reduces the spatial dimension by half and increases the feature map dimension
by a factor of two. Conv 33 indicates a filter size of 3× 3× 3. nc is the number
of feature maps in a block or layer.

the application of 2D design principles in the 3D image domain. Note that this model is
expensive regarding its number of parameters as it does not employ downsampling in
the number of feature maps, which is introduced next. Therefore, the network comes
with a smaller depth to maintain a similar amount of parameters.

RN3D-B is a model that extends the concept of residual blocks from RN3D-A by
adding 1× 1× 1 convolutions for downsampling and upsampling of the feature map
dimension, as shown in Figure 4.5. Often, this idea is described as a bottleneck. Fur-
thermore, the method should be distinguished from spatial downsampling, which acts
on the images’ width, height, and depth and helps to build more abstract features rep-
resentations. Reducing the feature map dimension follows the idea of dimensionality
reduction, which assumes that most of the input’s information can be preserved in a
lower-dimensional embedding. This concept was also used in the original 2D ResNet
architecture [193]. However, to our knowledge, it has not been employed for 3D CNN
learning tasks. This concept is particularly important for costly 3D CNNs as this method
reduces the number of parameters and computational effort of the model. Note that this
design principle allows for a deeper model with more layers than RN3D-A.

We propose IN3D as a new 3D CNN architecture which is inspired by Inception-
ResNet [475]. We make use of the previous models’ properties and additionally introduce
the concept of multi-path convolutional blocks, as shown in Figure 4.6. As outlined in
Section 3.3.2, the multi-path approach is motivated by the idea of feature extraction at
different scales, which is expected to yield more representative features [476]. Note
that this architecture is difficult to design, in particular, as more design choices need
to be made. We address this problem by simplifying IN3D without taking away its
core concepts. Compared to [475], we employ a single type of Inception module with
the same number of feature maps for all filters in each path. Compared to our other
models, we individually choose each block’s width, and we augment the architecture
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Fig. 4.6: The architecture of the IN3D model is shown. Each module contains four and
five residual blocks, respectively, where the first block in each module reduces
the spatial dimension by half and increases the feature map dimension by a
factor of two. Conv 13 and 33 indicate filter sizes of 1× 1× 1 and 3× 3× 3,
respectively. The final 1× 1× 1 convolution in each inception block recovers
the original feature map size. nci is the number of feature maps in a block or
layer.

with long-range residual connections.
The idea of long-range residual connections is inspired by Yu et al. [575], where

connections between the same feature map stages are applied in a U-net-like [409]
encoder-decoder network. We adapt this idea by transferring features between different
feature map scales. For comparison, we also use the original idea of U-net for feature
transfer [409]. While residual connections perform an addition operation when features
are fused, U-net concatenates the features to a larger feature map. For the latter, we
perform a subsequent 1× 1× 1 convolution that reduces the feature map size back to the
original size after concatenation. In this way, the network can learn which combination
of high- and low-level features is needed. The idea behind this approach is that a lot of
tasks require both local and global features. Both skip connection approaches are shown
in Figure 4.7.

RX3D is similar to the Inception idea with a multipath architecture that is inspired
by [554], see Figure 4.8. The key idea is to utilize all of the above models’ ideas with
simplified design principles. The multiple paths idea from Inception is adopted by
splitting up the single convolution path from RN3D-B. The number of paths is referred
to as cardinality ncd which is considered the key hyperparameter to choose for this type
of architecture [554]. The resulting architecture is easy to tune as all paths are identical
compared to Inception, where each path is carefully tuned individually. Therefore, the
key difference between RX3D and IN3D is a simpler architecture design for the former.

Summary. We propose four different architectures for 3D spatial images and regres-
sion or classification problems. RN3D-A with residual blocks is a baseline as it is similar
to previous 3D CNNs [575]. For RN3D-B, we introduce the use of downsampling in the
feature map dimension for more effective feature representation with the same amount

77



4 Multi-Dimensional Deep Learning Methods

Conv 13 n2
c/2

Module, n2
c

BN, ReLU

Input, n1
c

ReLU

Output, n2
c

b
b
b

+

Conv 13 n2
c

Module, n2
c

BN, ReLU

Input, n1
c

Pool

Output, n2
c

b
b
b

Concat, n1
c + n2

c

Fig. 4.7: Two types of long-range connections for the modules of IN3D are shown.
Left, the transfer of features between stages is shown with a concatenation
of features from different levels. Right, feature transfer through a long-range
residual connection is shown. nc1 denotes the number of input feature maps, nc2

the number of output feature maps from the module. Pool indicates 2× 2× 2
average pooling to match the module’s spatial dimensionality reduction. Conv
13 indicates 1 × 1 × 1 convolutions for adjustment of the number of feature
maps. For the residual connection, the convolution is applied with a stride of
two to match the module’s spatial dimensionality reduction.

of parameters. We augment IN3D further with multi-path blocks and long-range residual
connections for improved performance. Lastly, RX3D shows how a network with little
design effort compares to our similar but carefully tuned IN3D architecture. These
architectures highlight how different design principles affect performance. Compared to
the automated architecture learning approach for 1D data, our approach for 3D CNNs
requires a lot of architecture engineering. This is traded off for more control in the design
process, interpretable architecture variations, and computationally efficient models.

4.1.3 Multi-Dimensional Transfer Learning
While carefully handcrafting efficient architectures for 3D deep learning is a viable
approach, there are some downsides such as significant engineering effort. Another
downside is the difficulty of employing transfer learning, which is very popular in the
medical image analysis domain [447]. Here, the idea is to copy a 2D CNN architecture
that was trained for a task in the natural image domain and (partially) retrain it for a target
task in the medical image domain. As natural image datasets are generally large, the
pretrained model often learned very generic feature representations that can be effectively
reused for a different task. In this type of setting, we reuse architecture hyperparameters
hAM ⊂ hM that have been chosen for other problems. For 3D deep learning problems,
this concept is difficult to use as 3D image data is rare in the natural image domain. One
approach for enabling transfer learning in 3D or higher data dimensions is to transfer 2D
architectures to 3D by reusing weights. In the following, we propose an approach for
this type of multi-dimensional transfer learning for 2D spatial and 3D spatio-temporal
image data.

2D CNN Approaches. Similar to the extension of spatial 2D CNNs to 3D, we
consider a regression or classification task where images are assigned to a category or
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Fig. 4.8: The architecture of the RX3D model is shown. Each module contains four and
five residual blocks, respectively, where the first block in each module reduces
the spatial dimension by half and increases the feature map dimension by a
factor of two. Conv 13 and 33 indicate filters sizes of 1× 1× 1 and 3× 3× 3,
respectively. nc is the number of feature maps in a block or layer.

continuous values are regressed from the image. Instead of designing efficient 2D and 3D
CNNs based on existing architecture concepts, we directly make use of already proposed
architectures. As outlined in the previous section, this approach is generally problematic
for medical image analysis tasks, as medical datasets are usually much smaller and there
is a substantial risk of overfitting. This problem can be partially circumvented by making
use of transfer learning. Here, the CNN is pretrained on the ImageNet dataset, which
contains 1 200 000 images that have to be classified into Nc = 1000 classes. Then, the
CNN is trained for the target task. For this purpose, the CNN’s last layer is removed and
replaced by a layer with the target number of outputs.

We consider a pool of pretrained CNN architectures, including the previously intro-
duced ResNet [193], ResNeXt (RX) [553] as well as the newer architectures DenseNet
(DN) [208] and Squeeze-and-Excitation Networks (SE) [205]. The DenseNet model is
focused on efficiency even more than previous architectures, as it relies on heavy feature
reuse in each block. The idea of this architecture is to use all features from previous
layers for current layer l. The output of the lth layer is computed as

xl = H([x0, x1, ..., xl−1]) (4.8)

whereH is the layer’s transformation, including convolutions. In this way, the output
feature maps of all previous layers are reused. This allows for overall significantly
smaller feature maps and a reduced number of parameters. Due to this structure,
the number of feature maps grows linearly with a growth rate gk. Furthermore, the
architecture uses compression layers in between dense blocks in order to keep the feature
map sizes low. A 1 × 1 convolution downsamples the feature maps by a factor ncred .
This architecture also makes use of bottlenecks, as described for the ResNet model in
the previous section.
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Fig. 4.9: The DenseNet and the SENet architecture are shown. FC-σ is an FC-layer with
a sigmoid activation function. Note that the original implementation of SENet
uses a bottleneck with 2 FC-layers to keep the number of trainable parameters
in a moderate range [205].

The SENet principle is an architecture augmentation that can be added to any existing
design principle such as ResNets or DenseNets. The proposed SE-blocks perform a
recalibration of a CNN’s feature map. In a normal convolutional layer, new feature
maps are computed by individually convolving each previous map with a separate filter,
followed by averaging. Thus, the combination is implicit by summation. Instead, SE-
blocks explicitly learn a reweighting of a layer’s feature maps. First, the feature maps
are pooled into a feature vector with spatial GAP. Then, a sigmoid FC-layer performs
a nonlinear transformation of the feature vector. The same-sized output vector is then
multiplied with the original feature tensor, thus, reweighting each feature map. For large
feature map sizes nc, the authors also use a bottleneck-like setup for the FC-layer where
two subsequent FC-layers with nc/ncred neurons and nc neurons, respectively, are used.
The DenseNet and SENet architecture principle are shown in Figure 4.9.

3D CNN Approaches. As a next step, we propose an extension of the previously
described state-of-the-art 2D CNNs to 3D for a 3D spatio-temporal learning task. Thus,
instead of processing a single 2D image, the CNN receives a temporal sequence of
2D images. While the data is higher-dimensional, the 3D image tensor still consists
of the same 2D images. This property opens up the idea of directly reusing 2D CNN
architectures for 3D data. The straightforward extension can be performed by extending
each convolutional kernel isotropically with an additional dimension. The identical
architecture also opens the opportunity to perform multi-dimensional transfer learning.
Thus, we propose to initialize each 3D kernel with its 2D counterpart by copying the 2D
kernel multiple times. In detail, the 3D convolutional kernels are initialized by copying
the 2D kernels that were pretrained on ImageNet of size K2D ∈ Rkh×kw×kc exactly kd
times into the new kernel of size K3D ∈ Rkh×kw×kd×kc . Intuitively, this should work
well as a 3D convolution on a 3D stack of 2D slices now has the same effect as applying
several, stacked 2D convolutions to the 3D image stack.

However, the copied weights still need to be rescaled. Considering an individual
voxel’s value îvj = 1 being computed by a 3D kernel that is convolved over a tensor
only containing the value 1, the resulting voxel value would be îvj = khkwkd. With
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Fig. 4.10: Overview of our approach. We use both 2D CNNs with 2D slices (top) and
3D CNNs with temporally stacked slices (bottom). Both are initialized with
pretrained weights from ImageNet. The initial and Conv2D/Conv3D blocks
have a different structure based on the respective architecture.

2D processing and no inter-slice processing, the resulting value would be îvj = khkw.
During the initial phases of training, this would lead to exploding values. To recover
consistent value ranges, we therefore multiply the 3D kernels’ weights by a factor
1/kd. We show that the proposed 3D extension approach in Figure 4.10 for the example
application of LVQ. Here, the 2D image data consists of spatial 2D MRI slices, and the
3D spatio-temporal data consists of a temporal sequence of 2D MRI slices throughout a
cardiac cycle. We also employ our method for transfer learning with weight initialization
in the context of Siamese CNNs, which we introduce in the next section.

The 3D CNN input is of size x ∈ Rnt×nh×nw where nh and nw are the sizes of the
spatial slice dimensions and nt is the number of temporal slices. Throughout the entire
network, we do not change the temporal dimension as we produce nt predictions for
nt input slices in a single forward pass. For this purpose, we replace the linear output
layer by a convolutional layer with kernel size 1, which is able to handle arbitrarily-sized
inputs.

Table 4.1 shows different CNN architectures in their 2D and 3D configuration and
the associated memory requirements and trainable parameters. Notice that our carefully
handcrafted 3D CNNs introduced in the previous section came with 3 to 6 million
parameters while the straightforward extension performed here leads to 10 to 20 times
the number of parameters. Also, the memory requirements often exceed currently
available hardware, where the most commonly used GPUs have a memory size of 11 GB.
Due to the huge increase in memory and computational requirements, we only consider
3D variants of the smaller CNNs in our pool.

Summary. We propose a method for straightforward extension of 2D spatial CNNs to
3D spatio-temporal CNNs. As outlined in the previous section, this approach leads to sub-
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Tab. 4.1: Overview of several different CNN architectures for the extension from 2D to
3D. We show the number of trainable parameters nparams in million as well as
memory requirements (Memory) in gigabytes for a batch size of Nb = 10 and
a temporal dimension of nt = 10.

2D 3D
nparams (M) Memory (GB) nparams (M) Memory (GB)

DN-121 6.969 3.16 11.26 15.29
DN-161 26.51 5.78 39.47 27.88
DN-169 12.59 3.74 18.57 18.07
SE-RN-50 26.07 3.27 48.72 16.02
SE-RN-101 47.31 5.05 90.02 24.64
SE-RN-152 64.80 7.21 124.0 35.22
SE-RX-50 25.54 4.14 28.39 20.31
SE-RX-101 46.93 6.31 52.29 30.81
SENet 113.1 11.21 170.2 54.49

stantial increase in memory, computational requirements, and trainable parameters. We
try to overcome the problem of increased trainable parameters with a multi-dimensional
transfer learning approach where we copy pretrained, scaled 2D kernels into a 3D CNN.

4.1.4 Extending 3D CNNs to 4D

The next step we consider is the extension of 3D CNNs to 4D. Intuitively, this is
similar to the extension from 2D to 3D, with the addition that all issues are aggravated.
Computational costs and memory requirements are even higher. For example, extending
a 2D CNN with nparams parameters to 4D by isotropically expanding the kernels would
lead to an architecture with n2

params parameters. Thus, carefully designed solutions
are required. Thus, similar to handcrafted 3D CNN architecture design, architecture
hyperparameters hAM ⊂ hM are manually selected. Furthermore, current deep learning
frameworks lack native support of deep learning tools such as 4D convolutional layers.
In this work, we consider several different approaches for extending CNNs to 4D. We
start with an extension where we employ normal 4D convolutions. Then, we build a more
efficient variant using factorized convolutions. Finally, we take a different approach
to the extension problem by considering multi-path architectures. These methods can
be employed for 4D data, which typically consists of a temporal sequence of image
volumes: x ∈ Rnt×nh×nw×nd .

CNN4D. For this architecture, we replace 3D convolutions by their 4D counter-
part. The mathematical extension of a discrete convolution to Nd dimensions is
described by Equation 3.10 in Chapter 3. In a 4D convolutional layer, the kernel
K l ∈ Rkt×kh×kw×kd×kc of layer l is applied to feature maps xl−1 ∈ Rnt×nh×nw×nd×nc ,
excluding the batch dimension. nt is the size of the temporal dimension, nh, nw, and nd
are the spatial extent of the feature map, and nc is the channel dimension of the feature
map. Currently, there are no native 4D convolution operations available in standard
environments such as PyTorch and Tensorflow. To keep the 4D convolution as efficient
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as possible, we implement a custom version in Tensorflow, which uses the native 3D
convolution operation inside of two loops. The operation can be described as

(K l ∗ xl−1) =
kt∑
i

nt∑
j

Conv3D(K l(i), xl−1(j)) (4.9)

with correct padding and a stride of one assumed. Based on this layer, we build differ-
ent implementations of 4D CNNs. This includes a ResNet-based RN4D architecture and
a DenseNet-based DN4D architecture. Both architectures share a similar structure with
an initial feature map size of dcinit that is doubled each time the spatial dimensions are
reduced by a convolutional layer with stride 2. As nt is usually small for most of our
problems, the temporal dimension is not reduced by strides.

facCNN4D. A more efficient variant of RN4D or DN4D can be constructed by making
use of factorized convolutions. In each ResBlock or DenseBlock, each convolution is
split into two convolutions with spatial kernels K l

S ∈ R1×kh×kw×kd×kc and temporal
kernels K l

T ∈ Rkt×1×1×1×kc . This modification leads to a reduced number of parameters
and decomposes spatial and temporal computations. Thus, the architecture is more
efficient but does not have the same representational power as a CNN4D model as the
decomposed convolutions can only represent separable 4D kernels.

MP-CNN4D. Instead of decomposing spatial and temporal processing in every sin-
gle layer, as performed for facCNN4D, we can also decompose spatial and temporal
processing globally. For MP-CNN4D, we first perform spatial processing for several
layers while reducing all spatial dimensions. Then, the smaller 4D tensor is once again
processed by a 4D CNN. In this way, costly 4D spatio-temporal processing is only
performed after the spatial dimensions have been reduced already.

In detail, spatial processing is performed by using a multi-path 3D CNN where each
path processes one 3D volume within the sequence individually. For efficiency, all
3D CNN paths share their weights. Intuitively, learning the same features for each
volume should be effective as the volumes should share a lot of similarities. Afterward,
higher-dimensional temporal dependencies can be captured by the 4D CNN.

Summary. Our three 4D CNN architecture concepts are shown in Figure 4.11 for a
ResNet architecture. Overall, 4D CNNs are very challenging to design as their high-
dimensional nature requires a large amount of memory and computational resources.
Also, an extension by an additional dimension with normal convolutional layers would
lead to very high numbers of parameters, risking overfitting. Therefore, we also consider
two more efficient variants of 4D CNNs. The first variant employs decomposed spatial
and temporal convolutions in each layer throughout the entire network. The second
variant splits spatial and temporal processing globally by performing spatial processing
first to obtain spatially smaller feature maps. Then, the smaller volume sequence can be
processed by a 4D CNN for still capturing full 4D spatio-temporal context.

4.2 2.5D and 3.5D CNNs
Siamese CNNs. A lot of deep learning applications in biomedical research come with
data that cannot be assigned to 2D or 3D data as one of the data dimensions is very small,
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Fig. 4.11: The three 4D CNN concepts we propose for 4D spatio-temporal data. Here,
we show the concepts in combination with ResBlocks. Each architecture
receives a sequence of volumes as input. T+S GAP refers to GAP over the
temporal and spatial dimensions. Red indicates spatial processing, green
indicates temporal processing, and yellow indicates joint processing.

usually with a size of two. In this case, the data is referred to as 2.5D or 3.5D if 2D or
3D images from two states or two time points are used. Thus, input examples have a
size of x ∈ R2×nh×nw×nd for the case of 3D volumes. An example is the detection of
disease progression between two images taken at two different time points. Intuitively,
considering 2.5D data as 3D does not appear reasonable when using CNNs as convolving
over a dimension of size two with a kernel size k ≥ 2 simply results in a fully-connected
structure. Instead, another intuitive approach is to treat the two states similar to colors.
Here, the two states can be stacked in the CNN’s input channel dimension. We will
demonstrate that this approach can be seen as a special case of a class of Siamese CNNs
that we propose.

Originally, Siamese CNNs were introduced in the natural image domain for tasks
such as person tracking [277, 580]. The idea is to use two parallel CNNs where each
path processes one image. At some point, the two processed data representations are
fused, for example, in a loss function that expresses similarity between the two input
images. There are a lot of different possibilities for modifying this concept and adapting
it for different applications. Next, we introduce a Siamese CNN, where we consider
different fusion strategies for the two paths, parameter sharing, and transfer learning for
this particular type of architecture.

Our Siamese CNN architecture is shown in Figure 4.12. Siamese CNN architectures
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Fig. 4.12: The Siamese CNN architecture we propose. The model takes two images
representing two different states as input. We consider both 2D and 3D images
with 2D and 3D CNN variants. In the initial part, the two images are processed
independently up to a fusion point fn. At this point, the feature maps are
aggregated and processed jointly. We consider different fusion points. Here,
fn = 3 is shown. At the output, GAP is applied to the remaining feature maps,
and an FC-layer leads to the output. ResBlock refers to residual blocks.

take two images to be processed as input [277]. Then, the images are initially processed
independently by the same set of learnable filters. At a fusion point, the feature maps of
both images are aggregated and processed jointly by the remaining network layers [109,
580]. We consider the fusion point fn as a hyperparameter that we study. Performing
fusion early in the network relates to the assumption that the two images are very similar.
The most extreme case is feature fusion at the input, by stacking the two states in the
channel dimension. Conversely, late fusion is required if the two images are dissimilar
and need to be processed individually first.

For fusion itself, we also consider several different operations. Straight-forward fusion
techniques include pixel or voxel-wise summation and addition. Concatenation along
the feature map dimension is another option where the combination of the two paths’
features can be learned. The concatenation of the two paths is defined as follows. For
path 1, consider a feature map tensor f 1

m ∈ RNb×nh×nw×nd×n1
c where Nb is the batch

size, nh, nw, nd, are the feature maps’ height, width, and depth and n1
c is the number

of feature maps. The tensor f 2
m is designed similarly. Thus, the concatenated tensor

f 3
m = f 1

m‖f 2
m has a shape of f 3

m ∈ RNb×nh×nw×nd×n1
c+n2

c . In our case, this doubles the
number of feature maps, which is why we keep the number of feature maps constant in
the following spatial reduction block in the network. This keeps the overall feature map
sizes within the network at a reasonable level, despite the concatenation.

Regarding general network design, after the initial convolution in the network, we
employ blocks derived from different architecture concepts such as ResNet or DenseNet.
For spatial reduction within the network, we employ convolutions with a stride of 2.
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For most tasks, we consider a purely contracting architecture that outputs a vector for
classification or regression. Here, the spatial dimensions are repeatedly reduced up to a
GAP layer, followed by an FC-layer. For segmentation tasks, we also consider Siamese
architectures with an encoder-decoder structure. This is detailed further in the next
section.

Siamese architectures can also be challenging in terms of computational and memory
requirements, in particular, for 3.5D data. One way to overcome this issue is to follow
the approach of carefully designing efficient architectures, as we outlined for the case
of extending 2D CNNs to 3D, and for the design of 4D CNNs. Thus, architecture
hyperparameters hAM ⊂ hM are chosen by the machine learning engineer. The other
approach we proposed is to utilize standard architectures and overcome the immense
increase in model size by transfer learning. This resembles our multi-dimensional
transfer learning strategy where we reuse most architecture hyperparameters hAM ⊂ hM
from the original architecture.

This approach can also be adopted for Siamese CNN design. For example, we can
make use of a standard ResNet or DenseNet model and transform it into a Siamese
architecture. For this purpose, we clone the initial part of the CNN, before the fusion
point. After the fusion point, we use a single path of the rest of the original CNN.
The CNN part before the fusion point does not need to be adjusted, besides cloning
for obtaining two parallel paths. However, after the fusion point, if concatenation is
employed, the original model changes slightly as twice the number of features need to be
processed. A majority of the network’s weights can be kept identical after concatenation
by immediately reducing the number of feature maps back to the size of the original
pretrained reference architecture.

Still, the convolutional layer that downsamples the feature map dimension after the
concatenation needs to be adjusted for effective transfer learning. This layer performs
downsampling along the feature map dimension with a kernel size of 1 along all spatial
dimensions. Consider two spatial 2D feature maps before concatenation from the
two path, each with shape f 1

m ∈ RNb×nh×nw×n1
c and f 2

m ∈ RNb×nh×nw×n1
c . Thus, the

downsampling convolution’s weight tensor has the shape ws ∈ R1×1×2n1
c×n2

c where n1
c

is the downsampled feature map size. We assign the original, pretrained weight tensor
of shape wo ∈ R1×1×c1×n2

c both to the sliced tensor of shape w1
s ∈ R1×1×1...n1

c×n2
c and

w1
s ∈ R1×1×n1

c ...2n1
c×n2

c . We show that this initialization does have a significant impact on
performance.

Attention-Guided Interactions. The described architecture concept for regression
and classification tasks is also applicable to segmentation problems with encoder-decoder
architectures. Here, an intuitive approach is to use the point between encoder and decoder
as the fusion point fn. For the fusion point, we also consider different methods, including
subtraction, addition, and concatenation. Another modification is the use of long-range
connections, which are typical for segmentation architectures. Here, every long-range
connection also needs to be augmented by a fusion strategy, similar to the normal fusion
point.

In contrast to regression or classification problems, predicting a segmentation map
requires accurate spatial correspondences between the two input images as spatially
consistent outputs need to be generated. We hypothesize that an additional focus
on relevant, corresponding regions could improve the learning problem. Therefore,
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Fig. 4.13: The Siamese CNN architecture we propose for segmentation problems. The
interaction modules are shown in Figure 4.14.
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Fig. 4.14: The three types of attention-guided interactions we employ are shown. After
the convolutions, a sigmoid activation function is applied.

we also incorporate targeted information exchange between the encoder paths, see
Figure 4.13. For this purpose, we propose a trainable attention-guided interaction
block, which controls information flow between the two paths. Inspired by squeeze-and-
excitation [205, 418], and spatial attention [522], the attention module learns a map that
suppresses spatial locations to guide the network’s focus on salient regions. We consider
blocks at three different locations in the network and propose three different variants for
information exchange, see Figure 4.14.

For the first block, each path guides the other path’s focus independently (attention
method A). Consider features maps f 2

m and f 1
m of size fm ∈ Rnh×nw×nd×nc at layer l

of each path. nh, nw, and nd are the spatial feature maps sizes and nc is the number of
feature maps at layer l. We compute the attention map for the first path as

a1 = σ(conv(f 1
m)) (4.10)

where σ is a sigmoid activation function and conv is a 1× 1× 1 convolutional layer
with learnable weights w1

M . The map a1 is of size a1 ∈ Rnh×nw×nd×nc and multiplied
element-wise with f 1

m. Following the concept of residual attention [522], we finally add
the modified feature map to the original feature map f 1

m. Thus, we obtain

f̂ 1
m = a1 � f 1

m + f 1
m. (4.11)
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In this way, the information in the original feature maps is preserved while the
attention maps provide additional focus to relevant regions. The attention map for path 2
and f 2

m is computed symmetrically.
For the second block, we use both attention maps f 2

m and f 1
m for the computation of

both attention maps (attention method B). Thus, we concatenate both feature tensors
along the last dimension and compute

a1 = σ(conv(f 1
m‖f 2

m)) (4.12)

with weights w1
M . The attention map has the same dimensions as the ones computed

for attention method A. Similar to method A, we use residual attention. We multiply
the attention with the original feature map fm1 and add the original feature map to the
result. The map a2 is computed similarly with weights w2

M .
Third, we consider a jointly learned attention map a1 = a2 (attention method C). We

perform the same computation as for method B and share the weights w1
M = w2

M . In
this way, method C is more efficient in terms of the number of parameters, but the two
paths receive attention towards the same regions.

Summary. Several application scenarios we consider throughout this work come with
2.5D and 3.5D image data. For processing this type of data, we propose Siamese CNN
architectures, which we adopted from the natural image domain. These models process
the two images individually up to a fusion point, where we consider both the position of
the fusion point and the fusion method as important hyperparameters. We employ this
architecture for regression, classification, and segmentation problems. For the latter, we
also introduce attention-guided interaction blocks for improved information exchange
between the two images’ processing paths and an effective focus on relevant image
regions.

4.3 Recurrent-Convolutional Models
CNN-GRU. Often, high-dimensional data is a combination of spatial and temporal
dimensions. For the natural image domain, videos typically have a shape of x ∈
Rnt×nh×nw×nc where nc = 3 is the RGB color channel. While convolutions can be
used for any type of data dimension, recurrent architectures, that we introduced in
Section 3.3.3, have also been shown to be particularly effective at processing temporal
dimensions. The original design of RNNs is meant for time series that are sequences of
feature vectors x ∈ Rnt×nc where nc is the feature vector’s length. Thus, they are not
suitable for multi-dimensional data, where we have to deal with sequences of spatial
images.

The conventional approach for this problem was to use feature extraction methods to
obtain a feature sequence from individual images. This approach has been extended to
the deep learning domain by using a CNN as the feature extractor [108]. Here, a CNN is
trained on individual 2D images x ∈ Rnh×nw×nc , for example, for a conventional image
classification task. Then, the CNN is used for the target spatio-temporal sequence by
performing forward passes through the CNN for the individual images in the sequence.
Typically, the features after the CNN’s GAP layer, before the classification layer, are
extracted from the forward pass of each image. As a result, we obtain a sequence of
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Fig. 4.15: The RN2D-GRU model we employ, which is inspired by typical CNN-RNN
models for video processing in the natural image domain [380]. S GAP refers
to spatial GAP. σ and tanh refer to dense neural network layers with sigmoid
and tanh activation function, respectively.

feature vectors x′ ∈ Rnt×n′c , encoding the spatio-temporal sequence x ∈ Rnt×nh×nw×nc .
The sequence x′ is now used to train a conventional RNN architecture for a target task
such as action recognition or tracking.

An extension of this approach is to train a single deep learning model in an end-to-
end fashion instead of pretraining the CNN for a different task [380]. The concept is
shown in Figure 4.15. Here, the CNN and the RNN architecture are directly connected
after the CNN’s GAP layer. The full architecture takes the full spatio-temporal tensor
x ∈ Rnt×nh×nw×nc as the input. Each of the nt CNN paths processes one image
x ∈ Rnh×nw×nc . Typically, all CNN paths share parameters as we expect the individual
images in the sequence to have similar spatial features and intend to focus inter-frame
relationship learning on the temporal RNN part of the model. In practice, this can be
implemented by using a single CNN that processes all images in the sequence in parallel
through the batch dimension. Thus, with a batch dimension of size Nb, the single-
path CNN processes multiple sequences x ∈ RNb×nt×nh×nw×nc as a reshaped tensor
x̂ ∈ RNbnt×nh×nw×nc . Notice that this approach is similar to our proposed MP-CNN4D
architecture in the previous section, except that we replaced the GAP layer and RNN
with a full spatio-temporal convolutional processing block.

Both the CNN and the RNN part of this architecture concept can follow any design
principle. For example, the CNN can be based on a ResNet, Inception-V3, or DenseNet,
and the RNN can be a vanilla RNN, an LSTM, or a GRU. Throughout this thesis, we
generally employ ResNet- or DenseNet-based CNNs for the spatial processing part
and a GRU for the temporal processing part. For other multi-dimensional problems,
RN2D-GRU can be converted to an RN1D-GRU or RN3D-GRU for sequences of 1D
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Fig. 4.16: The cGRU-RN2D model we propose. S GAP refers to spatial GAP. σ and tanh
refer to convolutional neural network layers with sigmoid and tanh activation
function, respectively. Note, that the use of convolutional layers instead of
dense layers is a key difference to RN2D-GRU shown in Figure 4.15.

images or 3D volumes, respectively, when using a ResNet basis.
cGRU-CNN. As a next step, we extend the idea of using both CNNs and RNNs in

an architecture. Most approaches for processing videos rely on the concept introduced
previously, where a CNN is followed by an RNN. This is largely motivated by the idea
to obtain abstract feature representations first and then to find temporal relationships
between these abstract representations. While this is a reasonable approach for tasks
such as action recognition, obtaining abstract representations of the spatial images first
might not be optimal for other tasks. Consider a problem where temporal information
is available, but not strictly necessary, for example, in the context of force estimation.
Here, a temporal history of previous images largely serves the purpose of obtaining
more consistent estimates from a sequence of images instead of a single estimate. Thus,
capturing small, local variations in the full spatio-temporal sequence might be preferable
over searching for context between abstract feature vectors.

This motivates the idea to reverse the order of processing steps for combined CNN and
RNN architectures. We propose to let an RNN architecture perform temporal processing
first, producing a single aggregated spatial representation for further processing by the
CNN. Taking the example from the previous section where a video is being processed,
the RNN architecture receives a sequence x ∈ Rnt×nh×nw×nc and produces an aggregated
spatial representation x′ ∈ Rn′h×n

′
w×n′c . Notice that this requires the RNN architecture

to be able to perform spatial processing in order to keep the spatial structure intact
for subsequent CNN processing. This can be enabled by utilizing convolutional RNN
modules which have been proposed for weather forecasting [556]. In that work, the
author exchanged the conventional dense neural network layers, that act as the gates, by
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convolutional layers for an LSTM model. We apply this approach to the more efficient
GRU architecture. As a result, the computations performed by this cGRU are described
by

zti = σ(Kz ∗ hti−1 + Lz ∗ RBN (xti))
rti = σ(Kr ∗ hti−1 + Lr ∗ RBN (xti))
cti = tanh(Kc ∗ (rtihti−1) + Lc ∗ RBN (xti))
hti = zticti + (1− zti)hti−1

(4.13)

where hti is the hidden state, xti is the input, K and L are filters, ∗ denotes a
convolution, σ denotes the sigmoid activation function, and RBN (.) denotes recurrent
batch normalization [94]. In most applications, we also employ recurrent dropout [378] at
the cell input with probability pdi and at the cell output with probability pdo. Combining
this cGRU with a ResNet-based CNN results in our final architecture cGRU-RN2D,
which is shown in Figure 4.16 for the example of 3D spatio-temporal data. Similar
to RN2D-GRU, this architecture can be applied in a multi-dimensional context by
converting RN2D into a RN1D or RN3D for sequences of 1D images or 3D volumes,
respectively.

The idea of using convolutions in the processing gates of a recurrent unit can also be
directly applied to our CNN-GRU model. To form a CNN-cGRU model, we swap the
order of the GAP layer and the GRU layers. Thus, the cGRU layers receive the input
x′ ∈ Rnt×n′h×n

′
w×n′c and produce an output x′′ ∈ Rn′h×n

′
w×n′′c . Then, the GAP layer is

applied to obtain a feature vector x̂′′ ∈ Rn′′c that is processed by the output layer for
producing a prediction.

cGRU-CNN-U. In Section 4.2, we discussed 2.5D and 3.5D architectures in the
context of segmentation problems where a segmentation map is derived from two input
images. For problems such as MS lesion activity segmentation, an entire temporal
sequence of input volumes can be available, instead of just two volumes representing
two states. Taking care of sequence processing can also be performed with recurrent
models, integrated into a U-Net-like CNN architecture.

Following the idea of fusion between encoder and decoder leads to the architecture
depicted in Figure 4.17. Here, the model receives an input of size x ∈ Rnt×nh×nw×nd×nc .
Then, nt encoder paths process the nt volumes individually, similar to the RN2D-GRU
model. Again, parameter sharing can be enabled by processing the individual image
volumes as part of the batch dimension.

After the encoder, all nt volumes are aggregated using a recurrent architecture. As
the volumes are spatial in nature, we use cGRUs once again in order to preserve the
spatial structure for the decoder. Thus, one or several cGRU layers receive the input
x′ ∈ Rnt×n′h×n

′
w×n′d×n

′
c and output a single spatial representation x′′ ∈ Rn′h×n

′
w×n′d×n

′
c .

Then, x′′ is processed by a normal decoder that upsamples the representation into the
final segmentation prediction ŷ ∈ Rnh×nw×nd .

Another aspect that is unique for segmentation architectures that needs to be consid-
ered is the presence of long-range connections in the architecture. Thus, a multi-time
point encoder feature tensor needs to be connected to the single spatial representation in
the decoder. Here, we opt for the same strategy as for the connection between encoder
and decoder by using cGRUs for temporal fusion in each long-range connection before
the decoder.
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Fig. 4.17: The cGRU-CNN-U model we propose. The model takes a sequence of
volumes as input and predicts a single volumetric segmentation map. All
convolutional layers used 3D convolutions in this case.

Here, we described the cGRU-CNN-U for the case of a sequence of volumes. Thus, all
convolutional layers employ 3D convolutions for spatial processing. In our applications
we employ ResNet blocks within the architecture.

Summary. Multi-dimensional medical image data usually comes with several spatial
dimensions and a temporal dimension. While convolutions can be universally used
for any type of dimension, recurrent concepts such as LSTMs have been shown to be
effective for temporal processing. Thus, multi-dimensional spatio-temporal data can be
processed by joint CNN and recurrent architectures. For this type of architecture, we
consider several different variants. First, we design a model that follows design principles
from the natural image domain with a CNN, followed by recurrent GRU. Second, we
proposed a cGRU-CNN concept where spatially consistent, temporal processing and
aggregation is performed first, followed by spatial processing. Third, we apply this
concept to segmentation problems and propose a cGRU-CNN-U concept where a cGRU
aggregates a temporal sequence produced by an encoder, followed by a decoder that
processes and predicts a single, spatial representation.

4.4 Summary
Overall, we propose a large number of deep learning methods that can be employed for
different tasks where multi-dimensional aspects are relevant. We start with CNNs, the
most common type of deep learning model for image processing. The majority of CNNs
is designed for standard 2D image data. Thus, we first address the problem of moving
from 2D models to 1D. In terms of computational and memory requirements, this step is
not complicated, as 1D architectures are very lightweight. This opens up the option to
implement an optimization procedure where we automatically search for the optimal
CNN architecture. We study this idea in the context of image segmentation, where we
search for a U-Net’s building blocks using neural architecture search.

The next challenging step is to move from 2D standard architectures to 3D models for
processing 3D image volumes. Here, the extension is not trivial as the higher dimensional
convolutions require more computational power, and the increase in trainable parameters
for capturing higher-dimensional context also increases the risk of overfitting. Our
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first approach to this problem is careful architecture engineering, where we design 3D
CNN extensions for four different architecture concepts we adopted from the 2D image
domain. Our second approach to this problem assumes that the issue of computational
requirements is solvable by better hardware. Thus, we address the remaining risk of
overfitting with a multi-dimensional transfer learning strategy. Here, we directly use
pretrained models from the 2D domain and isotropically expand all their 2D operations
to 3D. This process is enabled by a weight rescaling strategy that ensures consistent
feature ranges for the higher-dimensional computations. As a next step, we also extended
3D CNNs to 4D. This encompasses the same problems as for 2D to 3D extensions in an
even more severe way. Thus, we take the route of architecture engineering and propose
three different 4D CNNs variants that use full 4D convolutions and efficient alternatives
such as factorized convolutions.

Not all image data can be assigned to, for example, 2D or 3D image data in a
meaningful way if one of the data dimensions is very small. Often, input data only
consists of two states captured by two images. For this type of 2.5D and 3.5D image
data, we propose Siamese two-path architectures that we adapt from the natural image
domain. For this type of architecture, we study concepts such as early and late feature
fusion, different fusion strategies, and modifications that enable transfer learning. For
3.5D segmentation problems, we also propose attention-guided interaction modules
between processing paths.

Last, we also consider recurrent architectures that are particularly suited for processing
temporal data. A lot of multi-dimensional learning problems have a spatio-temporal
data structure and thus, one temporal dimension that needs to be processed. Therefore,
joint CNN and RNN architectures can be designed that perform spatial processing with
convolutions and temporal processing with recurrent modules. In the natural image
domain, CNN-RNN concepts are popular where a CNN produces abstract, spatial
representations that are processed by an RNN. We extend this concept by performing
temporal processing first with a convolutional RNN module that produces a single spatial
representation for CNN processing. This follows the idea of aggregating a sequence,
where all elements are very similar, into a single representation before extracting abstract
features. We also extend this concept to segmentation problems, where we propose
an encoder-decoder architecture with recurrent aggregation of volumes in a temporal
sequence.

An overview of all deep learning architectures and some of their implementations in
this thesis is given in Table 4.2. Next, we introduce the different application scenarios,
where we apply the architecture concepts described in this chapter.
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Tab. 4.2: An overview of all architectures we employ, example implementations, and
their respective properties and application task. Tasks include regression or
classification (R./C.) and segmentation (Seg.). The keyword custom indicates
that the model is a custom implementation.

Data Dim. Implementation Description Task

C
on

vo
lu

tio
na

lN
eu

ra
lN

et
w

or
ks

1D RN1D Custom ResNet R./C.
RN1D-U Custom ResNet-based U-Net Seg.
ENAS1D-U Custom U-Net found by ENAS Seg.

2D RN2D Custom ResNet R./C.
IN2D Custom Inception R./C.
RN2D-50 Adapted ResNet50 [193] R./C.
DN2D-121 Adapted DenseNet121 [208] R./C.
SENet2D-154 Adapted SENet154 [205] R./C.
RN2D-U Custom ResNet-based U-Net Seg.
ENAS2D-U Custom U-Net found by ENAS Seg.

3D RN3D-A Custom ResNet w/o bottlenecks R./C.
RN3D-B Custom ResNet w/ bottlenecks R./C.
IN3D Custom Inception R./C.
RX3D Custom ResNext R./C.
DN3D-121 Adapted DenseNet121 [208] R./C.
SE-RN3D-101 Adapted SE-ResNet101 [205] R./C.
facRN3D Custom ResNet w/ factorized convolutions R./C.
RN3D-U Custom ResNet-based U-Net Seg.

4D RN4D Custom ResNet R./C.
DN4D Custom DenseNet R./C.
facRN4D Custom ResNet w/ factorized convolutions R./C.
MP-DN4D Custom multi-path DenseNet R./C.

Si
am

es
e

M
od

el
s 2.5D TP-RN2D-50 Two-path CNN based on ResNet50 [193] R./C.

TP-DN2D-121 Two-path CNN based on DenseNet121 [208] R./C.
3.5D TP-DN3D Custom two-path DenseNet R./C.

MP-DN3D Custom multi-path DenseNet R./C.
TP-RN3D-U Custom two-path ResNet Seg.
MP-RN3D-U Custom multi-path ResNet Seg.

R
ec

ur
re

nt
-C

on
vo

lu
tio

na
lM

od
el

s 2D RN1D-GRU Custom ResNet-based CNN-GRU R./C.
RN1D-cGRU Custom ResNet-based CNN-cGRU R./C.
GRU-RN1D Custom ResNet-based GRU-CNN R./C.
cGRU-RN1D Custom ResNet-based cGRU-CNN R./C.

3D RN2D-GRU Custom ResNet-based CNN-GRU R./C.
RN2D-cGRU Custom ResNet-based CNN-cGRU R./C.
cGRU-RN2D Custom ResNet-based cGRU-CNN R./C.

4D RN3D-GRU Custom ResNet-based CNN-GRU R./C.
RN3D-cGRU Custom ResNet-based CNN-cGRU R./C.
cGRU-RN3D Custom ResNet-based cGRU-CNN R./C.

94



5 Application Scenarios and Previous
Work

In this chapter, we introduce the application problems that we address throughout this
thesis. We start by reviewing previous work and its development over time, where
we focus on the use of data representations and machine learning methods. Then, we
highlight aspects and open questions concerning data representations and deep learning
that have not been sufficiently addressed in the literature so far.

First, we discuss the problem of vision-based force estimation. We address both
image-based force estimation with higher-dimensional data representations as well
as needle-based force estimation approaches with low-dimensional data. Second, we
review work on OCT-based tissue segmentation and classification regarding the two
major clinical applications of OCT, ophthalmology and intravascular imaging of the
heart. Third, we address left-ventricle quantification, another deep learning problem that
is focused on the heart as an anatomical region. Fourth, we examine the problems of
pose and motion estimation with deep learning methods and higher-dimensional data.
Fifth, we introduce the longitudinal disease tracking problem of multiple sclerosis lesion
activity segmentation. Finally, we review work on multi-dimensional deep learning
that is not associated with any of our application problems. We conclude the chapter
by highlighting general trends and open questions across all applications and imaging
modalities.

5.1 Vision-Based Force Estimation

5.1.1 2D and 3D Image-Based Force Estimation
Vision-based force estimation is primarily motivated by the idea of estimating forces
without the need for a mechatronic force sensor, for example, for robot-assisted inter-
ventions. Robot-assisted minimally invasive surgery (MIS) has become increasingly
popular as it addresses various shortcomings of conventional MIS [540]. Robotic sys-
tems allow for motion scaling, tremor compensation, and more degrees of freedom for
tool movement, which improves precision and reduces physical trauma [263]. However,
these systems often lack force feedback [105], which would be helpful in controlling
the instrument-tissue interaction during surgery. Typically, haptic feedback is generated
on the patient side with haptic sensors, such as force sensors [101]. The information is
fed back to a haptic interface that delivers the information to the human operator, for
example, as vibrotactile or kinesthetic feedback [333]. One of the key challenges of
generating reliable haptic feedback is accurate sensing of the forces at the patient [361].
Lack of haptic feedback may lead to complications, increased completion time, or

95



5 Application Scenarios and Previous Work

severe injuries [369]. Although various approaches to realize force feedback have been
proposed, the problem is still considered an open research challenge [37].

One approach is to directly incorporate force-sensing devices into the robotic setup
[388]. The devices can be placed inside or outside of the patient. If the device is placed
outside the patient, for example, in between tool and robot, only indirect measurement is
possible. In addition to the forces at the tool tip, forces acting on the tool, for example,
due to friction, are measured, which cannot be separated [133]. When placing the device
closer to the tool-tissue interaction point, for example, inside the tool tip, problems such
as sterilization and biocompatibility arise [457].

Due to these shortcomings, vision-based force estimation procedures have been
proposed. Vision-based force estimation is the task of estimating forces that are acting
on tissue, only based on images that are typically provided by RGB-D cameras. This
problem was initially not considered as a spatio-temporal data processing problem as
early methods relied on deformable template matching methods [179] for finite element
modeling techniques [233]. The methods were largely motivated by applications to
microassembly and biomanipulation of individual biological cells [310]. Similarly,
following methods relied on mechanical deformation models [247, 249, 360]. Kim
et al. considered the problem of haptic feedback in MIS [247]. Based on a-priori
material knowledge and geometric estimates from camera images, the interaction forces
between a tool and material were estimated. Noohi et al. considered the problem of
estimating deformation from a monocular endoscopic camera without the use of a known,
undeformed template [360]. Another research direction in vision-based force estimation
is to use machine learning instead of explicit deformation modeling. Gremninger et al.
proposed to learn forces based on handcrafted features [178]. Karimirad et al. applied
this approach to biological cell microinjection using geometric image features and a
fully-connected neural network [235]. Mozaffari et al. applied this idea to a laparoscopic
surgery scenario and estimation of tool-tissue interactions force [351]. Here, geometric
features were also used in conjunction with an adaptive neuro-fuzzy inference system.

More recently, the temporal dimension has been integrated into force estimation
models by using handcrafted features derived from stereoscopic camera images in
recurrent models [29]. This has been extended by the use of LSTM models [27, 28].
Using spatio-temporal data follows the idea of tracking tissue deformation over time,
which provides a more reliable estimate than a single-shot measurement during surgery
where the tissue is in continuous motion. Naeini et al. also employed a temporal
approach for estimating grip forces by using dynamic vision sensors and time-delay
neural networks [353]. Spatio-temporal approaches were extended by Marban et al.
[321], where a 2D CNN extracts spatial features that are then fed into an LSTM. Gao
et al. [147] use both a 2D CNN to learn spatial features from RGB images as well as
PointNet [389] to process point clouds derived from depth images. Features from both
networks are fed into an additional CNN for temporal processing. Thus, the approach
takes 3D information into account by using depth, however, an explicit 4D problem
is avoided. Kim et al. took a similar approach using 3D CNNs for spatio-temporal
processing of RGB videos [246]. The authors employed factorized convolutions [472]
for more efficient processing. Another approach utilized 2D CNNs followed by LSTMs,
augmented by a sequential spatial and channel-wise attention mechanism [445]. The
method applies attention modules, similar to squeeze-and-excitation attention [205],
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5.1 Vision-Based Force Estimation

while considering both the current and the previous frame for calculating the attention
map. The method was applied to several phantoms that are not related to medical
applications.

While most methods rely on RGB and depth cameras, Otte et al. proposed to use
OCT as an imaging modality [367]. Here, classical feature extraction is performed
from an undeformed reference image and an image showing deformation by a tool.
These features are fed into a conventional machine learning model. A recent approach
took a classification approach to force estimation with simulated 2D OCT images and
fully-connected neural networks [335]. Spatio-temporal deep learning approaches have
not been presented for OCT-based force estimation so far. In contrast to depth imaging,
OCT can provide volumetric images with a resolution of a few micrometers, which
allows for capturing the inner structure of tissue. The volumetric OCT image can also
reflect tissue compression. Here, the question arises whether deep learning with 3D
volumetric images provided by OCT is advantageous over learning from 2D depth maps,
which have been used in the natural image domain. Besides 2D and 3D spatial data
representations, the temporal dimension is still an open problem. In particular, the benefit
of past OCT images for a current estimate is unclear. Furthermore, when considering a
temporal sequence of 3D volumes, the challenging problem of 4D spatio-temporal deep
learning arises. Also, using temporal information opens up the question of short-term
force prediction. Assuming some non-random deformation and force patterns over
time, forces should be predictable, given a history of data. Predicting forces could
enable safety mechanisms for robot-assisted interventions [184,188] as large force value
increases could be detected earlier.

Summarized, vision-based force estimation was originally addressed with mechanical
models. Early machine learning approaches made use of handcrafted features extract
from images or videos. More recently, deep learning methods have been applied to
different 2D spatial and 3D spatio-temporal image data representation using natural
RGBD images. Also, OCT has been proposed as an alternative imaging modality that
can also image subsurface tissue compression. For OCT, there has been no work on deep
learning-based force estimation. Also, a concise comparison of multi-dimensional data
representations is still missing, and deep learning with 4D data has not been addressed.
Furthermore, force prediction has not been studied so far. In this thesis, based on
our previous work [154, 155], we address these shortcomings of vision-based force
estimation with OCT and deep learning.

5.1.2 Needle-Based Force Estimation
The problem of needle-based force estimation is also related to vision-based force
estimation. As a lot of needle-based force estimation methods rely on simple depth
measurements or 1D depth images, needle-based force estimation generally deals with
low-dimensional data. Nevertheless, the problem comes with interesting problems
regarding different lower-dimensional data representations.

For minimally invasive procedures such as biopsy, neurosurgery or brachytherapy,
needle insertion is often utilized to minimize tissue damage [6]. To facilitate accurate
needle placement, needle steering, image guidance, and force estimation [484] can
be used. Accurate measurement of the forces affecting the needle tip is of particular
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interest, for example, to keep track of the needle-tissue interaction and to detect potential
tissue ruptures, or to generate haptic and visual feedback [362]. Therefore, various
force-sensing solutions for needles have been proposed. A simple approach is to place a
force sensor externally at the needle shaft, which would allow for the use of conventional
force-torque sensors. However, during insertion, large frictional forces act on the needle
shaft, which mask the actual tip forces. Therefore, forces acting on the needle shaft
either need to be decoupled from the force sensor, or the force sensor needs to be
placed at the needle tip [237]. This complicates building force sensors as they are
usually constrained to a few millimeters in width [406], which is particularly difficult
for mechatronic force sensors [190, 237]. For these reasons, fiber optical force sensors
have been developed, which are often smaller, biocompatible, and MRI-compatible [38].
In particular, sensor concepts using Fabry-Pérot interferometry [38, 466] or Fiber Bragg
Gratings [265, 395, 410] have been proposed. Su et al. built an opto-mechanical
sensor based on a Fabry-Pérot interferometer where changes in force are reflected
in an interference signal that is captured by a photodetector [466]. The sensor was
calibrated, but no further practical experiments were performed. Beekmans et al. built
on this concept and designed and calibrated several different needle-based force-sensing
designs [38]. Fiber Bragg Gratings are another approach for optical force-sensing [395].
Here, Bragg gratings are introduced to a fiber, which cause partial reflections of light
passing through the fiber. Changes to the fiber, such as an external force, cause a
wavelength change that can be detected and correlated to the external force. Kumar et al.
built a needle-based force sensor using this concept and validated it in several insertion
experiments [265].

Summarized, all these methods have shown promising calibration results, however,
manufacturing and signal processing can be difficult when different temperature ranges
and lateral forces need to be taken into account. Also, the proposed fiber-optical methods
typically rely on very low-dimensional data with a few features obtained from an optical
signal and point estimates without a spatial and temporal component. Thus, using
a higher-dimensional signal that is rich in information has not been explored so far.
Furthermore, calibration methods are generally simple and potentially limited in their
capability of capturing nonlinear behavior. Based on our previous work [161, 162], we
address these aspects by building an OCT-based needle tip force estimation mechanism.
OCT allows for moving from scalar signals and features to higher-dimensional 1D and
2D spatio-temporal data that we process with different deep learning models.

A summary of relevant literature on vision- and deep learning-based force estimation
in the context of data dimensionality is provided in Table 5.1.

5.2 OCT-Based Tissue Classification

There are two major clinical application fields for OCT-based tissue classification. First,
OCT is frequently used in ophthalmology and focused on the classification and seg-
mentation of structures within the human eye. Second, IVOCT is used for intravascular
imaging. Here, classifying diseased tissue is important for guiding treatment decisions.
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Tab. 5.1: Overview of related work on vision-based force estimation with deep learning
methods. The data types can be feature vectors (FV), RGB(D), or OCT images,
including a temporal (T) component.

Reference Application DL Method Data Type

Gremniger et al. (2003) [178]
Material deformation
and microgripping FC-NN FV

Karimirad et al. (2014) [235]
Biological cell
microinjection FC-NN FV

Mozaffari et al. (2014) [351]
Laparoscopic surgery,
phantom data ANFIS FV

Aviles et al. (2014) [29]
Robot-Assisted MIS,
phantom data RNN FV-T

Aviles et al. (2015) [28]
Robotic-Assisted MIS,
phantom data LSTM FV-T

Aviles et al. (2017) [27]
Robotic-Assisted MIS,
in-vivo animal data LSTM FV-T

Naeini et al. (2019) [353] Generic tactile sensing TDNN FV-T

Marban et al. (2019) [321]
Robotic-Assisted MIS,
phantom data CNN-LSTM

RGB-T
& FV-T

Gao et al. (2018) [147]
Robotic-Assisted MIS,
phantom data,
and tissue data

CNN RGBD-T

Kim et al. (2018) [246]
Generic tactile sensing,
phantom data CNN RGB-T

Shin et al. (2019) [445]
Generic tactile sensing,
phantom data CNN-LSTM RGB-T

Otte et al. (2016) [367]
Robotic-Assisted MIS,
phantom data FC-NN

FV
(OCT)

Mendizabal et al. (2019) [335]
Robotic-Assisted MIS,
phantom data FC-NN

FV
(OCT)
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5.2.1 Ophthalmology

In ophthalmology, typical tissue classification tasks include detection of AMD, DR, or
glaucoma. Most eye diseases affect the retina in some way, which is why retina layer
segmentation is also a common problem that is solved as a preprocessing step, followed
by a more detailed examination [393].

Disease Classification. The first methods for OCT-based disease classification in
ophthalmology relied on handcrafted feature extraction and conventional machine
learning methods. Farsiu et al. obtained features by first segmenting the retina semi-
automatically [134]. Then, features such as layer thickness and volume were calculated
and used in a generalized linear model for disease classification. Sugmk et al. took a
similar approach by using layer segmentation first, followed by the detection of drusen
material [468]. Then, a binary classifier was applied for differentiating diabetic macular
edema and AMD. Deng et al. relied on Gabor filter banks that undergo a nonlinear
transformation as their features [102]. Then, several histograms are computed and
concatenated from the filtered regions using different scales and orientations. Finally,
the features are fed into random forests, SVMs, and FC-NNs for classifying the OCT
images into AMD and normal cases. Another approach used unsupervised clustering
for obtaining few descriptive image patches in a feature extraction stage [511]. These
patches are used to build patch occurrence histograms for all training images that are then
used for supervised classification with a random forest. Wang et al. obtained features
based on linear configuration patterns, extracted from multi-scale OCT images, building
feature pyramids [531]. Afterward, correlation-based feature selection was applied,
followed by different classification models. These models included sequential linear
optimization, naive Bayes, SVMs, FC-NNs, and random forests. Other work was more
focused on diabetic macular edema in the context of DR [546]. For example, Alsaih et
al. performed feature extraction with histogram of oriented gradients and local binary
pattern, followed by principal component analysis for dimensionality reduction [16].
The authors used linear and kernel SVMs, as well as random forests for classification.
Lemaitre et al. took a similar approach, extracting features both from 3D OCT volumes
and 2D patches [286].

More recently, deep learning methods have been applied to OCT-based retinal disease
classification. Ravenscroft et al. bridged the gap between handcrafting features and
deep learning-based feature learning by using a CNN for feature extraction [398]. Then,
learned feature maps are transformed into feature vectors by using histograms. A
typical classification stage using SVMs, FC-NNs, or random forests follows. Rasti et al.
relied on an end-to-end approach when using CNNs for AMD classification [397]. To
improve performance, the authors used CNNs with multiple input scale resolutions in an
ensemble. A more recent approach by Rong et al. applied extensive data augmentation
by generating multiple surrogate images using denoising and a masking process [408].
The performance was improved by averaging over multiple surrogate images. Serener et
al. distinguished dry and wet AMD using different standard models from the natural
image domain, such as ResNet and AlexNet [437].

Very recently, Wu et al. proposed a modified CNN for classification of several retinal
diseases using an attention mechanism that should focus on critical regions within OCT
slices [545]. Also, a preprocessing mechanism for noise reduction was employed before
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CNN processing. Wang et al. proposed a CNN architecture for AMD classification
where a DenseNet-like structure is employed [521]. Additionally, features from multiple
scales within the network are pooled to a global feature representation for the final
classification. Das et al. followed a similar approach and also found that using features
from multiple scales improves AMD classification performance [98]. Qiu et al. applied
the idea of self-supervised iterative refinement training to AMD classification [390].
Here, during the CNN’s training stage, a part of the training data is relabeled by the
model, followed by training on the newly obtained labels. Saha et al. took a different
approach to AMD classification by learning typical clinical biomarkers with a CNN
instead of the typical disease labels [421]. An et al. explored transfer learning in the
context of classifying wet and dry AMD, where they found that a model pretrained
on typical AMD detection is well suited for the more fine-grained task [17]. A new
approach by Yoo et al. proposed to combine OCT with the modality color fundus
imaging for improved AMD classification [571]. The authors used a CNN for each
modality to extract a feature vector that is then fed into a random forest classifier.

Overall, the number of deep learning approaches for retinal disease classification has
been growing, particularly in very recent years. Conventional approaches considered very
low-dimensional context as they relied on a few features, extracted from A-Scans. With
the emergence of deep learning, almost all recent approaches perform 2D B-Scan-based
processing. However, there are no studies considering a multi-dimensional perspective
or comparing different data representations. Also, there are many different handcrafted
architectures, and often, it is unclear which architecture concept is preferable.

Retinal Layer Segmentation. Similar to early approaches for disease classification,
earlier methods for retinal layer segmentation relied on conventional computer vision
methods, often paired with classic machine learning methods. Koozekanani et al.
addressed retinal boundary segmentation of 2D OCT images using edge detection and a
Markov model [256]. Another approach relied on A-Scan-based processing, where the
individual intensity profiles were thresholded to obtain a segmentation of four retinal
layers [217]. Similarly, Shahidi et al. made use of intensity peaks within A-Scans to
segment several retinal layers [440]. Lu et al. made use of additional preprocessing and
noise-filtering before applying edge detection for layer segmentation [316]. Cabrera et
al. made use of a deformable model instead, which can also be used for the segmentation
of fluid-filled regions and lesion around the retina [137]. The idea of higher-dimensional
data processing was also introduced for classical methods by Garvin et al. [151]. Here, a
graph was constructed based on detected edges in a 3D OCT volume and an optimization
process to enforce surface smoothness. This was also applied to particular difficult
cases with serious pigment epithelial detachments [443]. A similar idea was pursued
by Mishra et al., where the rough location of retinal layers is determined first, followed
by a refining stage [342]. Yazdanpanah et al. propose an energy-minimizing active
contour approach that should deal particularly well with OCT images corrupted by high
levels of noise [567]. The use of classical machine learning methods for retinal layer
segmentation was proposed by Lang et al. [268]. Here, a random forest classifier was
trained to predict each pixel’s retinal layer class. This was followed by a boundary
refinement algorithm to output the final segmentation.

The emergence of deep learning methods in the medical image domain also led to
applications for OCT-based retinal layer segmentation. One of the first approaches to
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employed deep learning was presented by Fang et al. [131]. In this work, CNNs were
fused with a graph search method. First, retinal boundaries were predicted by a 2D patch-
based CNN predicting the layer class of the patches’ center pixel. Second, a graph search
constructed the final segmentation using the CNN’s predicted probabilities. Ben-Cohen
et al. also employed CNNs for retinal layer segmentation [40]. A key difference to Fang
et al. is the prediction of an entire segmentation map instead of patch-wise processing.
In particular, Ben-Cohen et al. show that predicting segmentation maps outperforms the
patch-based approach. Roy et al. proposed a CNN with an encoder-decoder structure for
segmented 2D OCT B-Scans into nine retinal layers [416]. The authors demonstrated
significantly improved performance both over conventional segmentation methods and
early deep learning-based methods. Schlegl et al. used a similar CNN architecture
for segmenting macular fluid regions within 2D OCT images [427]. Shah et al. also
employed CNNs for retinal layer segmentation, however, they proposed a different
model output scheme [439]. Instead of predicting a segmentation map, the authors’
model output is a vector of layer positions that produced more plausible outputs than a
standard encoder-decoder model. A study by De Fauw et al. demonstrated the clinical
applicability of deep learning-based OCT image analysis on a very large dataset [100].
First, a CNN is used for layer segmentation. Here, a 2D approach is employed where
several neighboring 2D OCT slices are fed into the CNN, and the central 2D slice is
segmented at the model output. Afterward, a classification model also performs a disease
diagnosis and outputs a treatment recommendation. Another approach incorporated
uncertainty estimates into a CNN model by making use of the concept of Bayesian
Deep Learning [435]. In terms of implementation, the authors rely on Monte Carlo
dropout [143] for uncertainty quantification.

Very recent methods for retinal layer segmentation have introduced more incremental
improvements to the overall task. Orlando et al. focused on segmenting the photore-
ceptor layer in particular [366]. The authors also relied on Monte Carlo dropout for
uncertainty estimation. Masood et al. compared several conventional segmentation
approaches to deep learning for choroid layer segmentation [325]. While the deep
learning model did not come with any methodological innovation, substantial perfor-
mance improvement over conventional methods was demonstrated. Matovinovic et al.
differentiate themselves from other work by making use of transfer learning for 2D OCT
image segmentation [326]. The authors made use of a CNN pretrained on the ImageNet
dataset as the model’s encoder. The approach outperformed the use of an encoder with
standard random weight initialization. Ngo et al. took a very different approach where
they went back to classic feature extraction, followed by an FC-NN that regresses the
retinal boundaries [357]. The authors argue that the approach is more data-efficient
and robust to noise than conventional deep learning approaches. The authors show
that they outperform earlier encoder-decoder models for retinal layer segmentation.
Another recent approach performed joint prediction of segmentation maps and boundary
regression for improved performance over several state-of-the-art methods [195].

All in all, for retinal layer segmentation, high-dimensional data processing was
adopted early with classic methods as 2D, and 3D context was considered to extract
smooth layer boundaries. However, deep learning approaches that followed did not
make use of this concept. Most methods for retinal layer segmentation use 2D OCT
slices as their model input with few exceptions utilizing 2.5D or 3D by incorporating
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Tab. 5.2: Overview of related work on OCT-based retina disease classification and layer
segmentation with deep learning methods. All methods employed 2D OCT
B-Scans or few stacked neighboring slices (2.5D). Method distinction is largely
based on model variations. Seg. refers to segmentation, and Reg. refers to
regression.

Reference Application DL Method
Ravenscroft et al. (2017) [398] AMD CNN & RF/SVM
Rasti et al. (2017) [397] AMD CNN Ensemble
Rong et al. (2018) [408] AMD CNN & Surrogate Images
Serener et al. (2019) [437] Wet/Dry AMD Standard CNNs
Wu et al. (2020) [545] AMD CNN & Attention
Wang et al. (2019) [521] AMD CNN & Multi-Scale
Das et al. (2019) [98] AMD CNN & Multi-Scale
Qiu et al. (2019) [390] AMD CNN & Self-Supervision
Saha et al. (2019) [421] AMD Biomarkers CNN
An et al. (2019) [17] Wet/Dry AMD CNN & Transfer Learning
Yoo et al. (2019) [571] AMD 2 CNNs & RF
Fang et al. (2017) [131] Retina CNN & Graph Search
Ben-Cohen et al. (2017) [40] Retina Enc-Dec CNN
Roy et al. (2017) [416] Retina Enc-Dec CNN
Schlegl et al. (2018) [427] Macular Fluid Enc-Dec CNN
Shah et al. (2018) [439] Retina CNN Boundary Reg.
De Fauw et al. (2018) [100] Retina & AMD Two-Stage CNN
Sedai et al. (2018) [435] Retina Bayesian CNN
Orlando et al. (2019) [366] Photoreceptor Bayesian CNN
Masood et al. (2019) [325] Choroid Layer CNN
Matovinovic et al. (2019) [326] Retina CNN & Transfer Learning
Ngo et al. (2019) [357] Retina FC-NN
He et al. (2019) [195] Retina CNN Seg. & Reg.

neighboring slices. A lot of effort is put into architecture design and the proposition of
novel architectures. Similar to eye disease classification, different data representations
are usually not compared, and the role of data dimensionality is not addressed. In
this thesis, extending our previous work [166], we address retinal layer segmentation
from a multi-dimensional perspective. In particular, we try to overcome handcrafting
architectures, which has been extensively used both for retinal layer segmentation and
disease classification by introducing an efficient NAS approach for ophthalmic OCT
data.

A summary of Deep learning approaches for retinal layer segmentation is given in
Table 5.2.
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5.2.2 Cardiovascular Imaging

The second major clinical application of OCT is cardiovascular imaging for tissue
classification, treatment planning, monitoring, and assessment of stent apposition. A
single IVOCT volume acquisition procedure, as outlined in Chapter 2, leads to hundreds
of up to thousands of cross-sectional images showing the artery and devices such as stents.
The assessment of these images requires extensive training of the interventionalist. Also,
the vast amount of images acquired in a single pullback cannot all be reviewed by the
practitioner during clinical routine. Therefore, various approaches for automatic IVOCT
data analysis have been proposed. For example, various approaches for automatic lumen
segmentation for treatment planning have been proposed [319, 344, 348, 415, 493, 570].
Also, methods for stent detection and automated assessment of potential malapposition
have been proposed [315, 493, 495, 518, 519, 533].

Another important task that could be automatized is tissue characterization for guiding
treatment decisions. Similar to tissue characterization and classification in retinal OCT
imaging, early approaches for IVOCT tissue analysis relied on classical image processing
and computer vision. The general feasibility of inferring plaque characteristics from
IVOCT data has been addressed by correlating the images to histology data [564].
IVOCT has been used to measure the thickness of fibrous caps in the arterial wall
to assess the risk of ruptures and potential subsequent myocardial infarction. For
example, Wang et al. used a semi-automatic approach to segment the fibrous cap with
a dynamic programming approach [532]. Zahnd et al. employed a similar approach
and demonstrated that cap thickness can be measured in a semi-automatic way [577].
More recently, Guo et al. extracted features such as local binary patterns from IVOCT
imagesm which were used in an SVM for classifying the luminal and abluminal cap
layers [180]. Furthermore, calcified plaque regions have been quantified as they can
increase the risk of stenosis [340]. Mehanna et al. investigated OCT’s capability of
quantifying calcified plaques by registering cryo images to IVOCT volumes [331]. The
author’s found that IVOCT is able to depict plaque volume and borders accurately.

For automatically detecting plaques, many methods relied on the backscattering and
attenuation coefficient of the OCT signal. For example, Xu et al. developed a physical
model of the tissue’s light-scattering properties for estimating the backscattering and
attenuation coefficients [557]. They found notable differences for these features when
estimated for fibrous, lipid and calcified plaque regions. Van et al. found similar
results for estimating the attenuation coefficient of individual A-Scans in the IVOCT
images [506]. Vermeer et al. proposed an improved scattering model for estimating
the attenuation coefficient at each pixel in an A-Scan [512]. These approaches were
extended by Gargesha et al., where the scattering parameters were estimated from
small subvolumes instead of individual A-Scans [150]. Recently, Lui et al. provided a
statistical analysis that demonstrated that scattering parameters and similar measures are
useful features for distinguishing different plaque regions [308]. Other approaches have
investigated automatic classification methods using texture and optical properties as
features. For example, Ughi et al. extracted the attenuation and backscattering coefficient,
as well as texture and geometric features, from IVOCT image pixels for classification
with a random forest [496]. A similar approach was pursued by Abdolmanafi et al. [5].
Celi et al. perform tissue layer segmentation based on pixel intensities, followed
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by a semi-automatic search for regions with fibrous, lipid, and calcified plaque [77].
Furthermore, the segmentation of calcified plaque regions has been proposed using
k-means clustering and random forests [21].

More recently, deep learning methods have found application for tissue classification
in IVOCT images. Early work on deep learning-based IVOCT plaque classification
relied on a CNN as a feature extractor [4]. The authors performed extensive pre-
processing, followed by patch-based classification of individual pixels in the IVOCT
images using the CNN AlexNet. The 2D IVOCT images were processed in their polar
representation. After end-to-end training, the authors extracted the learned features from
the CNN, which were then used for training conventional classifiers such as SVMs and
random forests. The authors also considered transfer learning with AlexNet [262] being
pretrained on ImageNet, which they found to lead to improved performance. Comparison
to conventional feature extraction, for example, focusing on texture, demonstrated
that CNN-based features lead to better performance. This work was extended by
considering multiple different deep learning architectures for feature extraction [3]. For
improved performance, ensembling methods, and feature fusion from multiple sources
were considered. Xu et al. took a similar approach to the task of vulnerable plaque
detection [560]. Instead of polar images, the authors trained their CNN on the Cartesian
representation. Also, the authors employed extensive data augmentation. In terms of
architectures, the authors employed AlexNet, different versions of VGG, and Inception.
He et al. directly relied on end-to-end CNN-based classification with a custom CNN
design [194]. The authors used the Cartesian B-Scan representation as their model input.
Another approach directly performed segmentation of calcified plaque regions using
the encoder-decoder architecture SegNet [31] as their CNN model [365]. For more
consistent outputs, the authors also applied a post-processing strategy where very small
predicted plaque regions were removed. Kolluru et al. took a very different approach
using a 1D CNN that processes and classifies individual A-Scans [255]. This approach
lead to partially noisy results as the CNN is lacking context from neighboring A-Scans.
The authors addressed this problem with conditional random fields for post-processing.

Most recent approaches for IVOCT-based plaque classification have moved to end-to-
end deep learning approaches. Gharaibeh et al. considered both lumen segmentation and
calcified plaque segmentation using the SegNet [31] CNN architecture [171]. The authors
employed a specialized data augmentation strategy for the polar image representation,
where crops were taken arbitrarily across the original M-Scans. The authors employed
this approach in the context of finite element modeling for treatment planning and
stent apposition in the artery [170]. Another segmentation approach employed both
SegNet [31] and DeepLabV3+ [83] for segmentation of different plaque types [282].
The authors also employed conditional random fields for smoothing the predicted
segmentation maps. In addition, the authors provided a comparison to previous A-
Scan-based approaches using 1D CNNs and demonstrated that using 2D polar images
improves the performance significantly. Similarly, Liu et al. employed an encoder-
decoder architecture for segmenting several different tissue types in Cartesian IVOCT
images [307].

Besides encoder-decoder models for segmentation, several approaches employed
patch-based approaches, usually classifying the center pixel. Cheimariotis et al. relied
on a pretrained AlexNet CNN model for patch-wise classification of polar IVOCT image
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crops [79]. The crops were obtained from extensively pre-processed images, which also
included lumen flattening. A similar approach was taken by Ren et al. using the VGG
CNN model [401]. A major difference is the use of rectangular image crops instead
of quadratic crops. Also, the authors proposed to fuse RGB and local binary pattern
image representations in the CNN’s input channel. An approach by Athanasiou et al. is
based on pixel-wise classification with a CNN that processes IVOCT B-Scans in their
Cartesian representation [22]. In contrast to other approaches, the authors first apply a
pre-processing technique where normal tissue is detected. Then, abnormal tissue regions
are classified by the CNN. Liu et al. largely employed an established pipeline using
IVOCT B-Scans in their polar representation and CNNs for classification of different
plaque types [305]. The authors demonstrated performance improvements by employing
an ensemble of CNNs. Zhang et al. presented an approach where CNN-based features
and handcrafted features are fused, similar to previous approaches [586]. However, the
authors investigated the simultaneous use of IVOCT and intravascular ultrasound.

Lee et al. took the previous approach of using 1D CNNs for A-Scan processing
combined with handcrafted morphological lumen features [283]. Both feature sources
are combined with a random forest classifier. The authors found that the combination
of features appears to improve performance. Furthermore, the authors employed an
active learning approach to improve the quality of noisily labeled data. Another recent
approach by Abdolmanafi et al. relied on the established approach of using a CNN
for extraction and a random forest for classification [2]. A difference to previous work
is the extended task of performing both plaque detection and, in case a pathological
tissue region is found, plaque classification. An approach that fundamentally differs
from all other approaches was present by Luo et al. [318]. Here, a deep reinforcement
learning framework was proposed where an agent learns to track a plaque region across
consecutive slices along an IVOCT pullback. Overall, deep learning has been extensively
applied for IVOCT-based tissue classification. In particular, very recently, a multitude of
approaches has emerged.

Summarized, IVOCT-based plaque classification started with low-dimensional fea-
tures extracted from A-Scans, similar to the development in ophthalmology. Newer
deep learning methods began to use full 1D A-Scan information to overcome manual
feature engineering. Most recent deep learning methods employ either 2D polar or 2D
Cartesian data representations, which are also most commonly used in clinical practice.
While both 2D data representations have been studied, a systematic comparison between
the two data representations is still lacking. In particular, there is no analysis of data
representation-specific techniques such as data augmentation and the effectiveness of
transfer learning with different representations. Thus, for IVOCT-based deep learning, a
systematic analysis of IVOCT’s most important two data representations is still missing.
As a part of this thesis, following our previous work [157, 159, 160], we address these
shortcomings with an in-depth analysis.

An overview of deep learning applications for IVOCT tissue classification is given in
Table 5.3.
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Tab. 5.3: Overview of related work on IVOCT-based plaque classification and detection
with deep learning methods. Method distinction is largely based on model
variations and data representations. The data representation can be polar or
Cartesian (Cart.).

Reference DL Method Data Representation
Abdolmanafi et al. (2017) [4] CNN & RF/SVM 2D Polar
Xu et al. 2017 [560] CNN & SVM 2D Cart.
Abdolmanafi et al. (2018) [3] CNN & RF/SVM 2D Polar
He et al. (2018) [194] CNN 2D Cart.
Oliveira et al. (2018) [365] CNN 2D Cart.
Kolluru et al. (2018) [255] CNN 1D
Gharaibeh et al. (2019) [171] CNN 2D Polar
Gharaibeh et al. (2019) [170] CNN 2D Polar
Lee et al. (2019) [282] CNN 2D Polar
Liu et al. (2019) [307] CNN 2D Cart.
Cheimariotis et al. (2019) [79] CNN 2D Polar
Ren et al. (2019) [401] CNN 2D Polar
Athanasiou et al. (2019) [22] CNN 2D Cart.
Liu et al. (2019) [305] CNN 2D Polar
Zhang et al. (2019) [586] CNN 2D Polar
Lee et al. (2020) [283] CNN & RF 1D
Abdolmanafi et al. (2020) [2] CNN & RF 2D Polar
Luo et al. (2019) [318] CNN & RL 2D Cart.
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5.3 OCT-Based Pose and Motion Estimation
Intraoperative applications are another field where OCT can be employed. Here, OCT
systems can be used to provide 2D [120, 122, 270, 465], 3D [49, 66, 123] and also
4D [76, 513] visualizations for the surgeon. Besides visualization, OCT can also be
employed as a sensory system to provide information on surgical tool poses or tissue
motion. Pose and motion estimation are traditionally not solved with OCT systems,
but conventional tracking and computer vision approaches. Pose or motion estimation
of surgical and patients is a typical problem in many clinical scenarios, for example,
minimally invasive surgery (MIS) [57], transcranial magnetic stimulation [404] or motion
compensation for visualization systems [587].

For pose estimation and tracking, common commercially available optical and elec-
tromagnetic (EM) tracking systems reach an accuracy of 0.2 mm to 1 mm [260]. For
optical tracking, a mean tracking error of 0.22 mm has been achieved for clinical se-
tups [126]. EM tracking operates without a line of sight but generally reaches lower
accuracy with a typical root mean square error of 1 mm [139]. While these tracking
systems are frequently employed, their tracking accuracy or marker size can represent a
limitation for some small-scale MIS scenarios such as ophthalmic surgery, cochleostomy
or neurosurgery.

One class of approaches tries to overcome this problem using machine learning and
computer vision techniques instead of large markers. In particular, CNNs have been
used for pose estimation in the natural image domain with RGB-D images. Usually, the
goal is to infer an object’s pose from an image without using any tracking markers that
are attached to the object. One of the first approaches was presented by Wohlhart et al.,
where a semantic descriptor was learned that separates image patches by object type and
pose [541]. Object recognition and pose estimation are performed by a nearest neighbor
search, which matches an image patch to a training sample based on their descriptors.
The pose estimation is coarse and highly dependent on the density of training samples
in the pose space. Krull et al. took an analysis-by-synthesis approach for 6D pose
estimation in RGB-D images [264]. Rendered and observed image representations are
fed as channels into a 2D CNN to predict an energy function value that is related to the
target pose. Kehl et al. employ CNNs in an unsupervised fashion on RGB-D patches for
feature learning and subsequent 6D pose estimation [241].

More recently, Zeng et al. addressed pose estimation by first segmenting the objects
of interest [584]. Then, predefined model shapes are fit to the segmentation maps for
6D pose estimation. A self-supervised learning scheme is employed to avoid extensive
manual data annotation. Xiang et al. propose an end-to-end learning approach where
their model PoseCNN directly predicts objects’ position and orientation within the image
[549]. The authors design a multi-task CNN that performs semantic segmentation of
several objects, predicts each object’s center point, and regresses the object’s orientation
as a quaternion. The authors also proposed a specialized loss function for estimating
the rotation of symmetric objects. Another approach addressed pose estimation by
predicting object’s bounding box corners using a modified version of the object detection
framework YoloV3 [399] where the usual 2D image bounding boxes are replaced by
3D boxes that can be used for 6D pose estimation [487]. An approach by Wang et al.
refined 6D pose estimation by rendering the known object and iteratively matching it
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to the real image [295]. Wang et al. propose a method where RGB images and point
clouds are fused in a deep learning model for pose estimation of known objects [520].
Depth and color information, are fused on a pixel level and following networks perform
a per-pixel prediction of potential object poses and probabilities, followed by a selection
of the most likely object poses. An iterative refinement procedure follows this process
for improved pose estimates.

A problem related to pose estimation is the task of motion estimation. Tracking
multiple subsequent poses can be described as motion. Motion is typically described
by temporal changes between images, for example, with a motion vector or an entire
motion field. Traditionally, motion estimation is addressed with methods such as optical
flow [317] where pixel-wise motion between frames is estimated, template matching, for
example, using phase correlation [601], or feature-based matching, for example, using
image descriptors such as SIFT [314]. For these problems, deep learning has also been
frequently employed in the natural image domain.

For example, learning optical flow has been addressed using a deep learning model
called FlowNet [110]. Here, the authors process two subsequent frames with two parallel
CNN paths. Features from the two paths are fused using a correlation layer. After a
typical encoder path, a decoder path upsamples the network’s feature maps, leading
to a final prediction of optical flow. The method is trained in a supervised manner,
using artificially generated data. FlowNet2.0 improved the proposed method using an
improved training schedule and multiple stacked FlowNets for large motion [212]. To
overcome the shortage of training data, Ren et al. proposed an unsupervised training
scheme where the training loss is calculated by warping the moving frame onto the
fixed frame, based on the predicted optical flow, using a photometric loss function [402].
Another approach extended this method using a spatial pyramid to capture multiple
scales and large motion within the network [394].

Another typical motion estimation problem in computer vision is ego-motion estima-
tion, for example, for simultaneous localization and mapping. This problem has also
been addressed using CNNs. Costante et al. employ a CNN that takes a pre-computed
dense optical flow representation, encoded as an RGB image, as its input and computes
the 6D camera motion vector [95]. The model is trained in a supervised manner using
the MSE loss. Zhou et al. extended this approach in an unsupervised manner [592].
First, a CNN is used to predict a depth image from a target frame. Then, a second CNN
that uses three consecutive frames as its input predicts the relative pose change between
the target frame and its neighboring frames. The depth map and the relative poses are
used to map the neighboring frames onto the target frame. Then, similar to unsupervised
optical flow estimation, the photometric loss is used for training. Yin et al. extend this
approach by simultaneously estimating optical flow and ego camera motion from several
consecutive frames [568].

The field of human pose and motion estimation is also extensively studied in computer
vision. This research area is specifically targeted at the pose and motion of human
body parts, which is not immediately related to the problem of object pose and motion
estimation, as required for medical interventions. Therefore, this field is not discussed in
this thesis. A recent, comprehensive overview is given by Sarafianos et al. [423] and
Wang et al. [525].

Machine learning and computer vision-based techniques for pose and motion esti-
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mation have also gained popularity in clinical applications [57]. In MIS environments,
pose estimation is used for tracking of surgical tools or patients from endoscopic RGB
videos. Allan et al. performed tracking and 3D pose estimation of surgical tools from
videos using linear Kalman filters [13]. Recently, CNNs have been applied for the
localization of tools in robot-assisted MIS surgery [424]. Here, the authors employ a
model based on Faster RCNN [400] for the localization of surgical tools. The network
makes use of both RGB images and pre-computed optical flow. Jin et al. followed a
similar approach, also relying on Faster RCNN for its object detection pipeline from 2D
RGB images [227]. Moreover, Garcia et al. employ fully convolutional networks for
real-time segmentation and tracking of tools [149] from 2D RGB images. To overcome
the long processing times of their CNN, the authors build a pipeline where the last
available segmentation is rigidly registered to the current frame for providing continuous
segmentation masks. Laina et al. propose a method for simultaneous segmentation and
tool joint localization of surgical tools [266]. For the effective integration of the two
approaches, the localization problem is formulated as a heatmap regression problem
such that the network can share parameters for predicting a segmentation map and a
regression map. Similarly, Du et al. address 2D instrument pose estimation by predicting
a dense heatmap of tool joint positions within the image [115]. Their CNN model also
uses 2D RGB images and covers multiple different tools.

While most approaches for surgical tool detection and pose estimation rely on 2D,
frame-wise processing, tasks such as surgical workflow analysis or phase classification
require temporal context for capturing motion. The CATARACTS challenge resulted
in multiple approaches for tool annotation in surgical videos [11]. Here, instead of
localizing tools, the goal is to detect the presence of a tool for potential workflow
analysis. While most approaches relied on frame-wise detection, one approach took a
spatio-temporal approach by extracting features from 2D images using a CNN, followed
by temporal processing using RNNs. Explicit processing of full 3D spatio-temporal
data has been performed by Colleoni et al. for surgical tool tracking [93]. The authors
employed a 3D CNN for processing short RGB video sequences. Jin et al. also process
3D spatio-temporal data using a CNN followed by an LSTM for the task of surgical
phase classification [228]. Chen et al. pursued a similar approach, augmented by
unsupervised pretraining using generative adversarial networks [85]. Funke et al. also
employ a CNN, followed by an LSTM [142]. A difference to other approaches is the use
of several different self-supervised pretraining techniques before fine-tuning the network
in a supervised fashion for surgical phase classification.

Motion estimation is also a relevant problem for image-guided interventions where
respiratory motion occurs. Typically, an additional tracking method provides surrogate
motion estimates which are correlated to the actual organ movements. Alternatively,
image-based motion estimation can be performed where typical approaches use de-
formable registration methods [54], which is related to methods such as optical flow.
Deformable medical image registration has been addressed using deep learning methods.
For example, Yang et al. predict a dense deformation field using an encoder-decoder
CNN that takes the moving and the fixed 3D MR image as the input [565]. The model is
trained in a supervised fashion using a ground-truth from a different, slower registra-
tion algorithm. Also, a refinement process is applied after predicting the deformation
field. Sentker et al. took a similar approach for registering 3D CT images [436]. The
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authors also incorporated an uncertainty estimation using Monte Carlo dropout. Wu
et al. proposed an unsupervised approach where a convolutional auto-encoder is used
to obtain a low-dimensional feature representation of medical image volumes [544].
Then, deformable registration is performed using a feature-based registration method.
Another approach learns unsupervised deformable image registration in an end-to-end
fashion [514]. Here, the idea is to use the deformation field predicted by a CNN to
warp the moving image onto the fixed image and then use a similarity metric as the
model’s loss function. This concept is related to unsupervised optical flow estimation,
as proposed by Zhou et al. [592].

For the imaging modality OCT, pose and motion estimation have also been addressed
in different application contexts. For laser cochleostomy, an OCT-based pose estimation
framework has been proposed [590]. Artificial landmarks are carved into the patient’s
cochlea with a laser which are used for relative movement tracking. The high accuracy
results imply the usability of OCT data for pose estimation and tracking. Moreover,
tracking of a ROI has been performed with maximum intensity projections (MIPs)
and handcrafted feature registration [276]. Again, this approach leverages 2D depth
representations instead of full volumetric information. Irsch et al. considered the
problem of OCT-based motion compensation and employed an algorithm for tissue
motion estimation from 1D A-Scans [215]. Another approach investigated high-speed
OCT imaging for tracking and performed OCT-based motion estimation using phase
correlation [428]. Deep learning approaches for OCT-based motion estimation have
been rare so far. Laves et al. investigated the feasibility of learning optical flow using
2D maximum-intensity projections [275]. The use of full 3D volume information was
not addressed.

Summarized, deep learning-based pose estimation and motion estimation has been
frequently addressed in the natural image domain. There are deep learning methods
for predicting an object’s 6D pose in a 2D RGB image. Also, motion estimation has
been addressed in the context of deep learning-based optical flow estimation or for the
prediction of a motion vector for ego-motion estimation. While considering temporal
context, the methods typically make use of two or three neighboring frames in a video,
which puts the approach into a 2.5D category in terms of data dimensionality. In
the medical image domain, pose estimation is relevant in the context of surgical tool
detection and pose estimation where CNNs are used with 2D RGB images. Motion is
relevant for surgical workflow analysis, where 3D spatio-temporal methods are employed.
The problem of respiratory motion estimation is addressed as a registration problem
between two 2D or 3D images. For the imaging modality OCT, there are a few classic
approaches for pose and motion estimation. A deep learning approach using 2.5D data
representations has been proposed, however, there is no use of full 3D volumes or even
4D spatio-temporal data. In this thesis, based on our previous work [164], we address
OCT-based pose estimation with a focus on 2D and 3D spatial data representations.
Furthermore, we focus on OCT-based motion estimation and extend the problem to 3.5D
and 4D data, while also considering motion forecasting [44, 156].

An overview of deep learning methods for pose and motion estimation in the medical
domain is given in Table 5.4.
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Tab. 5.4: Overview of related work on deep learning-based pose and motion estimation
in medical applications. Method distinction is largely based on the application
context, deep learning method, and data representation. OF refers to optical
flow images.

Reference Application DL Method Data Rep.

Sarikaya et al. (2017) [424] Tool detection Faster RCNN
RGB
& OF

Jin et al. (2018) [227] Tool detection Faster RCNN RGB
Garcia et al. (2016) [149] Tool detection CNN segmentation RGB

Laina et al. (2017) [266] Tool pose
CNN segmentation
& heatmap regression RGB

Du et al. (2018) [115] Tool pose CNN heatmap regression RGB
Al et al. (2019) [11] Workflow CNN & RNN RGB-T
Colleoni et al. (2019) [93] Workflow 3D CNN RGB-T
Jin et al. (2017) [228] Workflow CNN-LSTM RGB-T

Chen et al. (2018) [85] Workflow
CNN-LSTM
& GAN RGB-T

Funke et al. (2018) [142] Workflow
CNN-LSTM
& Pretraining RGB-T

Yang et al. (2017) [565] Registration
CNN
& Supervised 3D MRI

Sentker et al. (2018) [436] Registration
CNN
& Supervised 3D CT

Wu et al. (2015) [544] Registration
CNN
& Unsupervised 3D MRI

de Vos et al. (2019) [514] Registration
CNN
& Unsupervised
& End-to-End

3D MRI

Laves et al. (2019) [275] Optical Flow
CNN
& FlowNet 2.5D OCT
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5.4 MRI-Based Left Ventricle Quantification
Left ventricle (LV) quantification from medical image data is often employed for assess-
ment of cardiac function and for diagnosing diseases [234]. Relevant LV indices include
the myocardium and cavity area, three LV cavity dimensions, six regional wall thickness
(RWT) parameters, and the cardiac phase (systole and diastole). In clinical practice,
additional measures such as ejection fraction are often calculated. Different imaging
modalities can be used for quantification, including echocardiography, cine MRI, and
cardiac CT. While echocardiography is frequently employed, it is limited in terms of
image quality, and the result is operator-dependent [385]. Currently, cardiac MRI is con-
sidered the gold standard for LV quantification, and cardiac CT is considered as a viable
alternative [253]. Independent of the imaging modality, LV indices are usually obtained
by manual segmentation of the myocardium, which is time-consuming and associated
with a high intra- and inter-observer variability [469]. Also, the problem is challenging
due to the high variability of cardiac structure between patients and deformation during
the cardiac cycle. Therefore, a lot of automatic LV segmentation and quantification
methods have been proposed. In terms of data dimensionality, LV quantification can
be considered a 2D image processing problem if individual image frames within the
cardiac cycle are processed. Since function assessment requires observation across the
entire cardiac cycle, the problem can also be considered to be 3D spatio-temporal. The
problem can be extended to full 4D spatio-temporal data when using full volumetric
data, which has been shown to be advantageous for echocardiography and leads to better
volume estimates [269]. Similarly, 4D cardiac MRI has found clinical application [300].

For echocardiography, early methods for LV segmentation relied on semi-automatic
methods to obtain a model of the left ventricle that is deformed over time [152]. Similarly,
Caiani et al. proposed a method where initial, manual markings of the endocardial
border are tracked over time [70]. Another method models the LV as a cubic hermite
spline [453]. To account for deformation over time, the model can be translated, rotated,
and scaled, and each control point can be varied to enable local deformation. A Kalman
filter is used for tracking the LV deformation over time. More recently, deep learning
approaches have been presented for LV segmentation from echocardiography images.
For example, Chen et al. address the problem using fully convolutional 2D CNNs
[82]. Specifically, they try to overcome the general problem of noisy borders and
artifacts in ultrasound image segmentation with a cross-domain approach. The authors
hypothesize that building a CNN that solves multiple ultrasound segmentation problems
simultaneously should achieve better generalizable performance. The author’s CNN
consists of a domain-independent, initial processing path which is split into different
paths for the different segmentation problems. The authors demonstrate that joint
learning improves LV segmentation performance. Smistad et al. also investigate 2D
CNNs for LV segmentation [455]. The authors try to tackle the problem of limited
annotated data availability with a student-teacher approach. First, the authors obtain
automated segmentations with a basic Kalman-based method, proposed in [453], for a
larger dataset including images without expert annotations. The CNN is trained using
these annotations and compared to the Kalman method, showing improved performance
for the Hausdorff distance.

Oktay et al. propose anatomically constrained neural networks for several tasks,
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including LV segmentation from echocardiography images [363]. Here, the idea is
to incorporate anatomical priors such as shape into the learning process. First, an
autoencoder is trained to learn a lower-dimensional representation of the label map.
An additional CNN path ensures that the representation can be predicted from the
original intensity images. Then, during training of the segmentation network, predicted
segmentation masks are again encoded by the fixed encoder part of the autoencoder. The
calculated representation is compared to a representation of the ground-truth mask using
the L2 loss. This loss is also used for training the segmentation network. The authors
found that this strategy improves LV segmentation performance. Jafari et al. focused
on the temporal aspect of echocardiography data by employing a 3D spatio-temporal
segmentation method [220]. The authors design a convolutional and recurrent model
that first encodes individual frames into a lower-dimensional representation. Then,
a bidirectional convolutional LSTM also performs temporal processing across slices.
Finally, a decoder outputs individual segmentation masks for each image. The authors
also consider temporal information by including an additional input path that processes
pre-computed optical flow images between frames. In another work, Smistad et al.
performed left ventricle segmentation using a fully convolutional architecture while
focusing on the aspect of real-time processing [454]. The CNN processed the 2D
images frame-by-frame. Recently, Azarmehr et al. compared several different CNNs
for segmenting the LV from echocardiography images [30]. The authors found that the
original U-Net architecture [409] without any modifications outperformed other newly
proposed methods.

For cardiac MRI, initial LV segmentation and quantification methods relied on con-
ventional image processing techniques such as deformable templates, active contour
models, and level sets. Lee et al. proposed a segmentation method where region growing
with iterative thresholding was employed for segmentation of the LV endocardium,
followed by segmenting the epicardium using an active contour model [281]. Paragios
employed a level set method for LV segmentation where local and global constraints,
as well as temporal consistency, are introduced to the problem [370]. Kaus et al. build
a deformable model for LV segmentation using prior knowledge from an annotated
dataset [238]. Multiple similar approaches have been introduced, which are reviewed
and discussed by Ngo et al. [358]. Ngo et al. also proposed a method where a traditional
level set method is fused with a deep learning approach.

In recent years, deep learning methods have been employed frequently for MRI-based
LV segmentation and quantification. For obtaining LV indices, one approach is to
segment the myocardium with a CNN and calculate relevant metrics afterward. For
example, Avendi et al. combined several 2D CNNs and deformable models [26]. The
first step of their method is to detect an ROI around the heart, which is extracted from
the entire cardiac MR image using a CNN. Next, the authors train a segmentation model
to obtain the general shape of the myocardium. Then, an energy minimization strategy is
used to adjust the predict segmentation’s contour for improved performance. Finally, the
LV area is derived from the obtained segmentation mask. Note that the method did not
perform full LV quantification by calculating all relevant indices. Yang et al. also employ
a two-step approach where a CNN first detects a bounding box around the heart [566].
Then, a U-Net model performs segmentation of the LV cavity. The authors also compare
several different U-Net variations. Romaguera et al. directly segment the LV cavity
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from MR images using a fully convolutional CNN, without a distinct decoder in their
model [407]. They compare to several classic approaches for LV segmentation and
present a slight performance improvement. Another approach performs LV segmentation
in polar instead of Cartesian image space [480, 481]. First, the authors use a CNN to
locate the center of the LV cavity. Then, the image is transformed into polar space, and
a second CNN predicts the inner and outer border of the myocardium. Poudel et al.
considered the 3D spatio-temporal learning problem by also considering neighboring
slices [384].

Similar to the work by Jafari et al. for echocardiography [220], an encoder-decoder
architecture, augmented by recurrent units, is employed. The authors demonstrate
performance improvements over classic approaches and a slice-wise processing method.
Mortazi et al. performed segmentation of multiple cardiac structures, including the LV,
using multiple planar views of the heart [349]. The authors also compared MRI- and CT-
based segmentation, finding similar performance. A very different approach was pursued
by Mo et al. where an agent traverses the MR image to build up the contour of the LV
cavity [345]. In an iterative process, patches are sampled from the MR image, which are
processed by a CNN that predicts a velocity vector. This vector is used to sample the next
patch for processing. Using the Poincaré map, the authors develop a stopping criteria for
the trajectory generation process. The authors demonstrate performance improvement
over conventional segmentation methods. A recent approach by Hu et al. combined
deep learning with a conventional contour optimization algorithm based on dynamic
programming [204]. First, a CNN predicts the rough contour of the endocardial and
epicardial border. Then, several refinement steps follow to adjust the two borders. The
authors also rely on a polar image representation for their post-processing procedure. A
recent study by Tao et al. investigated the performance of CNN-based LV segmentation
and LV indices calculation when using training data from different devices and different
centers [483]. In general, performance improved significantly when using a multi-center
and multi-device dataset for training.

As an alternative to LV segmentation and subsequent calculation of relevant indices,
the values can be directly regressed from the 2D MR slices. This was proposed by Xu et
el. [562] and found a wider application afterward. Here, the authors employed a 2D Auto-
Encoder CNN for the extraction of relevant features. On top of the network, the authors
stacked a small CNN for indices regression from the output of the Auto-Encoder. The
authors compared their method to conventional feature extraction paired with random
forests for direct indices regression, demonstrating a performance improvement. In an
extension of their work, Xu et al. also considered temporal context by using a CNN
as a feature extractor from individual slices, which was followed a recurrent neural
network for aggregating temporal context [561, 563]. An additional auxiliary output
was used to also predict the current cardiac phase. As a total of eleven LV indices have
to be predicted for full quantification, the authors proposed a multi-task relationship
learning scheme for capturing the correlation and dependence of the different indices.
A similar approach was pursued by Li et al., where a multi-task relationship loss was
employed [292]. Here, the authors did not explicitly incorporate temporal information
and determined the cardiac cycle based on a polynomial fit to the predicted cavity area
size. Jang et al. proposed to perform direct indices regression using 2D and 3D spatio-
temporal CNNs [222]. In particular, the authors also design a CNN that uses alternating
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2D and 3D convolutions for more efficient processing. They find a slight performance
improvement when employing CNNs with 3D convolutions.

Other methods have combined segmentation and regression, for example, by regress-
ing indices from a segmentation with an end-to-end model [528]. Here, the authors first
pretrain a CNN for segmentation of the LV myocardium. Then, an additional CNN is
plugged onto the model’s output that processes the predicted segmentation maps and
regresses the LV indices. The authors claim substantial improvement over previous
direct regression methods. Xu et al. compared direct indices regression and calculation
of indices from predicted segmentation masks [558]. The authors found that calculation
from segmentation maps appears to be beneficial. When jointly predicting a segmenta-
tion map and LV indices, performance is higher than for regression only but lower than
segmentation map-based calculation. Also, the authors find that incorporating temporal
information using LSTMs slightly improves the performance. Khened et al. went
one step further and built a full pipeline for cardiac disease classification [244]. First,
the authors used a CNN for segmentation of cardiac structures including myocardium.
Then, the authors extracted LV indices as a set of features from the segmentation maps.
Finally, several different conventional classifiers are trained with these features to predict
different heart diseases.

Summarized, there has been extensive research on left ventricle segmentation and
quantification. Early approaches relied on classic image processing for segmenting the
myocardium and calculating LV indices afterward. Recently, deep learning methods
have become very popular for the problem. Some methods from the imaging modality
echocardiography share similarities with approaches for cardiac MRI. In terms of data
dimensionality, almost all deep learning approaches operate on 2D slices, although some
conventional methods have proposed spatial 3D processing techniques. This is likely tied
to a lack of public datasets with full 3D annotated volumes [562]. However, the temporal
dimension plays an important role both for segmentation and direct quantification.
Several approaches have demonstrated that using fused convolutional and recurrent
models or 3D CNN architectures can improve indices estimation. However, a major
challenge that remains is the shortage of annotated data. While most medical image
analysis applications have adopted transfer learning for this problem, this aspect is still
missing for LV quantification. In particular, solutions for transfer learning with 3D
spatio-temporal architectures have not been proposed. In this thesis, extending our
previous work [163], we address the problem of data shortage and transfer learning
with multi-dimensional data. In particular, we focus on extending 2D spatial to 3D
spatio-temporal CNNs while making use of the advantages of transfer learning.

An overview of deep learning methods for LV quantification and segmentation is
provided in Table 5.5.

5.5 MRI-Based Multiple Sclerosis Lesion Activity
Segmentation

Multiple sclerosis is an inflammatory disease of the central nervous system, which leads
to disability, mostly in young adults. MS is characterized by lesions in the central
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Tab. 5.5: Overview of related work on deep learning-based LV segmentation (Seg.) and
quantification (Quant.). Methods are generally differentiated by application,
method, and data representation employed. DM refers to a conventional de-
formable model approach. PM refers to the Poincaré map. DP refers to dynamic
programming. Class. refers to the task of cardiac disease classification.

Reference Application DL Method Data Rep.
Avendi et al. (2016) [26] LV Seg. CNN & DM 2D MRI
Yang et al. (2016) [566] LV Seg. 2 CNNs 2D MRI
Romaguera et al. (2017) [407] LV Seg. CNN 2D MRI

Tan et al. (2018) [481] LV Seg. 2 CNNs
2D MRI
Polar

Poudel et al. (2016) [384] LV Seg. CNN-LSTM 2D+T MRI
Mortazi et al. (2017) [349] LV Seg. CNN 2.5D MRI
Mo et al. (2018) [345] LV Seg. CNN & PM 2D MRI

Hu et al. (2019) [204] LV Seg. CNN & DP
2D MRI
Polar

Tao et al. (2019) [483] LV Seg. CNN 2D MRI
Xu et al. (2017) [562] LV Quant. CNN 2D MRI
Xu et al. (2018) [561] LV Quant. CNN-LSTM 2D+T MRI
Li et al. (2018) [292] LV Quant. CNN 2D MRI
Jang et al. (2018) [222] LV Quant. CNN 2D+T MRI

Wang et al. (2019) [528]
LV Seg.
LV Quant. CNN 2D MRI

Xu et al. (2018) [558]
LV Seg.
LV Quant. CNN-LSTM 2D+T MRI

Khened et al. (2019) [244]
LV Seg.
LV Quant.
Class.

CNN 2D MRI
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nervous system. To track disease progression in the brain, MRI is often used. The
FLAIR sequences show lesions as high-intensity regions, which allow for quantification
of the disease progression [414]. To derive quantitative parameters like lesion number
and volume, lesion segmentation is required. Obtaining segmentation maps is typically
performed manually and represents the current gold standard [148]. As manual seg-
mentation is time-consuming and error-prone [118], several semi- and fully-automated
methods have been proposed for lesion segmentation from MRI scans.

Similar to other application fields, early approaches relied on conventional image
processing methods. Van Leemput et al. proposed a probabilistic model for classifying
individual voxels in MR images, learning a representation of healthy tissue using
Gaussian Mixture Models (GMM) [504]. Then, lesion material is characterized by being
outliers in this trained model. For more abstract parameters such as lesion load, the
authors found a high correlation to lesion load, calculated from manual segmentation
maps. However, a comparison of lesion maps between the automated method and expert
annotations demonstrated substantial differences. A similar approach was pursued
by Ait-Ali et al. where the GMM was obtained with a trimmed likelihood estimator
[8]. Lesions and healthy tissue were distinguished by using the Mahalanobis distance
based on the idea of distinguishing lesion voxels as outliers from the learned healthy
representation. Other approaches proposed improvements to this strategy, for example,
using Hidden Markov chains [62] and a mean shift algorithm [328]. Shiee et al. perform
both MS lesion segmentation and general brain segmentation using an atlas-based
method [444]. Schmidt et al. proposed a conventional approach that is still popular
[430]. Here, thresholding is employed for obtaining initial lesion belief maps from
several MR imaging modalities. Then, a region growing algorithm is used to obtain
final segmentation maps. A similar approach was presented by Roura et al., where
thresholding and several refinement steps were employed [413].

Besides unsupervised methods and modeling lesions as outliers, supervised ap-
proaches using conventional classifiers have been proposed. For example, Warfield
et al. used a k-NN classifier paired with a registration algorithm [534]. Tissue clas-
sification is followed by matching the classified tissue regions to an Atlas of normal
scans using elastic registration, repeated for several iterations. Zijdenbos et al. used a
conventional fully-connected neural network for classifying MS lesions in a voxel-wise
manner [598]. Input features consisted of different MR imaging modalities and addi-
tional brain tissue information (white matter, gray matter, or cerebrospinal fluid). Wu
et al. also employed a k-NN classifier combined with a template-based segmentation
approach [547]. Another approach by Akselrod et al. first performed segmentation of
anatomical regions [9]. Then, a large number of handcrafted features is extracted from
image volumes and segmentation maps for voxel-wise classification with ensembles of
decision trees. A comprehensive overview of further techniques is provided by Garcia et
al. [148].

Segmenting lesions in MRI scans can be considered a step within the full pipeline
of MS treatment. For monitoring disease progression, lesion activity between two
longitudinal MRI scans (baseline and follow-up) is the most important marker for
inflammatory activity and disease progression in MS [372]. Lesion activity is defined
as the appearance of new lesions and the enlargement of existing lesions [330]. This
problem is particularly challenging as new lesions can be small, and changes are often
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subtle. So far, most methods for MS lesion segmentation have only considered lesion
segmentation for a single MRI volume. Thus, lesion activity is often derived from
two independent segmentation maps, which is associated with high variability and
inconsistencies [287]. Therefore, other approaches made use of information from the
MRI volumes instead of lesion maps only. For example, image differences have been
used to detect new lesions. Battaglini et al. took a subtraction between baseline and
follow-up scan, masked by an initial segmentation of white matter tissue [34]. Then,
thresholding is used to obtain an initial lesion mask that is improved further using shape,
extent, and intensity constraints. Ganiler et al. relied on a very similar procedure,
including thresholding of the difference images [146]. The authors identified several
challenges and problems of image subtraction methods, including registration errors,
inconsistent temporal properties, such as blood flow, and cerebrospinal fluid flow, image
noise, and partial volume effects.

Other approaches have relied on deformation fields. For example, Rey et al. first
performed rough alignment using a rigid registration, followed by a non-rigid registration
for obtaining a 3D displacement field [403]. Based on the directions in the vector field,
shrinking and enlarging lesions can be characterized. However, this approach is limited
to tracking changes of existing lesions and is not suitable for detecting new ones. Cabezas
et al. used both difference images and a deformation field for the detection of lesion
activity [69]. An initial lesion map is obtained by subtraction and thresholding. The map
is then refined using features obtained from the deformation field. The authors reported
improvements over purely deformation field-based or thresholding-based approaches.
A supervised learning approach was introduced by Sweeney et al. [474]. The authors
extracted features from difference images and the follow-up scan, which are used to train
a logistic regression model. Salem et al. extended the idea of difference and deformation
field fusion with a supervised learning approach [422]. Features are extracted both
from subtraction images and deformation fields, which are then fed into a logistic
regression model for voxel-wise classification of lesion activity. A recent approach by
Cheng et al. also considered local context around lesions between scans and multi-scale
information [86]. In this way, the authors obtain additional, handcrafted features for
training a logistic regression model for voxel classification.

Deep learning methods for the problem of MS lesion segmentation have primarily
been considered for the task of individual scan segmentation. An early approach
relied on restricted Boltzmann machines (RBM) for deep learning-based unsupervised
pretraining [572]. The features obtained from this step are used for classification with a
random forest. A large body of methods was presented in the context of the ISBI 2015
longitudinal lesion segmentation challenge [74]. While a majority of methods relied
on the conventional methods introduced above, several deep learning approaches were
presented. For example, Vaidya et al. relied on an ensemble of patch-based 3D CNNs
using sub-sampling and sparse convolution operators for voxel-wise classification [500].
Also, Ghafoorian et al. used a patch-based CNN for voxel-wise classification, however,
using 2D patches and 2D convolutions [168].

Brosch et al. relied on 3D CNNs with an encoder-decoder structure [64]. The authors
used stacked RBMs for pretraining their encoder in a supervised manner. It is notable
that this was one of the first approaches using dense prediction instead of voxel-wise
prediction. Another method used a patch-based approach for voxel-wise segmentation
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with 3D CNNs [502]. The authors proposed a cascaded approach where the output of
one CNN is fed to another CNN for additional refinement. Birenbaum et al. used 2D
CNNs and incorporated 3D context by using multiple orthogonal views [50, 51]. Also,
the authors considered multiple time points with a multi-path architecture where features
extracted from multiple time points are concatenated for voxel-wise prediction of a single
scan’s lesion map. Roy et al. employed a 3D CNN for voxel-wise classification while
putting more emphasis on the different MR imaging modalities [419]. The authors design
a multi-path architecture for initial, individual processing of each modality, followed by
concatenation for feature fusion. An important deep learning method for brain lesion
segmentation was proposed by Kamnitsas et al. [231]. Here, the authors considered
both 3D CNNs for volumetric processing and 2D CNNs for slice-wise processing,
demonstrating the advantage of using full volumes. Also, the authors incorporate multi-
scale context in their network by using several processing paths. Predicted segmentation
maps are additionally refined using conditional random fields.

Aslani et al. avoid full 3D convolutions by using a multi-branch approach with
different orthogonal views and individual pathways for different MR imaging modalities
[20]. The authors also consider multi-resolution context using skip connections between
layers. Another recent approach by Nair et al. used an encoder-decoder 3D CNN for
segmentation and focused on the aspect of uncertainty estimation [354]. The authors
employ Monte Carlo dropout to obtain probabilistic predictions and use several measures
of uncertainty, including sample variance, entropy, and mutual information. The authors
find that high uncertainty is correlated with incorrect predictions, helping to improve
performance for small lesions. Valverde et al. considered the problem of domain
adaption of trained CNNs for MS lesion segmentation [501]. They propose a supervised
adaptation strategy for different datasets, for example, using different scanners. Here,
a pretrained CNN is adapted by retraining only the last fully-connected in a CNN for
voxel-wise classification.

Some approaches have also considered unsupervised and semi-supervised deep learn-
ing approaches for MS lesion segmentation. For example, Baur et al. explored several
auto-encoder 2D CNN approaches for segmenting anomalies such as MS lesions by
learning a healthy representation of the brain [35]. The authors found that probabilistic,
spatial, latent representations improve the segmentation task. Another approach by Atla-
son et al. used an auto-encoder 2D CNN with specialized output layers for unsupervised
lesion segmentation [24, 25]. The authors trained the auto-encoder for normal image
reconstruction, however, before the last layer, a softmax layer is added, which forces the
network to partition the image into different maps. The authors observed that some of
these maps correspond to high-intensity lesions such as MS lesions. Another method
by Baur et al. combines unsupervised and supervised learning for MS lesion segmenta-
tion [36]. First, an auto-encoder is trained in an unsupervised manner for anomaly-based
lesion detection. Then, another encoder-decoder CNN is trained for supervised lesion
segmentation using both labeled data and unlabelled data with predictions obtained from
the auto-encoder as an artificial ground-truth. Fenneteau et al. take a self-supervised
approach for MS lesion segmentation [135]. First, the authors train a 3D CNN for an
artificial localization task as a pretraining step. Here, the CNN regresses the x, y, and z
location of an image crop within the entire image. In this way, representative features
should be learned that help to improve performance for the actual task. Second, the
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Tab. 5.6: Overview of related work on deep learning-based MS lesion segmentation.
Methods are generally differentiated by method and data representation. Dense
refers to dense prediction of lesion segmentation maps and voxel-wise refers to
the patch-based approach where each model forward pass predicts one voxel’s
class.

Reference DL Method Data Rep.
Yoo et al. (2014) [572] RBM (voxel-wise) 2D
Vaidya et al. (2015) [500] CNN (voxel-wise) 3D
Ghafoorian et al. (2015) [168] CNN (voxel-wise) 2D
Brosch et al. (2016) [64] CNN (dense) 3D
Valverde et al. (2017) [502] CNN (voxel-wise) 3D
Birenbaum et al. (2017) [51] CNN (voxel-wise) 2.5D-T
Roy et al. (2018) [419] CNN (voxel-wise) 3D
Kamnitsas et al. (2017) [231] CNN (dense) 3D & 2D
Aslani et al (2019) [20] CNN (dense) 2.5D
Nair et al. (2020) [354] CNN (dense) 3D
Valverde et al. (2019) [501] CNN (voxel-wise) 3D

Baur et al. (2018) [35]
CNN (dense)
Unsupervised 2D

Atlason et al. (2019) [24]
CNN (dense)
Unsupervised 2D

Baur et al. (2019) [36]
CNN (dense)
Semi-supervised 2D

Fenneteau et al. (2020) [135]
CNN (voxel-wise)
Self-supervised 3D

authors initialize the encoder of an encoder-decoder architecture with the pretrained
weights from the self-supervision task. This second architecture is trained for normal
MS lesion segmentation.

As a result, a large number of methods have been presented for MS lesion seg-
mentation of individual scans. Early methods relied on classic image processing and
conventional machine learning techniques. Similar to other applications, end-to-end
deep learning methods have largely taken over the field. However, lesion activity seg-
mentation has largely been addressed using conventional image processing methods or
classical machine learning approaches with voxel-wise classification. Thus, in terms
of data representations, the MS lesion segmentation problem has only been addressed
as a 2D or 3D learning problem without consideration of temporal 3.5D or 4D con-
text. In this thesis, we present the first approach for deep learning-based lesion activity
segmentation [153, 158]. We consider both the 3.5D and full 4D learning problem.

An overview of all related deep learning-based MS lesion segmentation approaches is
given in Table 5.6.
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5.6 Deep Learning with other Multi-Dimensional
Problems

While we cover a large number of OCT and MRI applications in the context of multi-
dimensional deep learning, there are other problems for the two modalities with relevant
deep learning approaches to consider. Also, for other imaging modalities such as CT
and US, there are several multi-dimensional problems that share similarities with MRI
and OCT.

For OCT, another important multi-dimensional problem is OCT angiography (OCTA).
This imaging modality is used to visualize blood flow with a primary application in
ophthalmology. Retinal blood flow in larger vessels can be detected and quantified using
the Doppler shift, i.e., the phase shift between consecutively acquired A-Scans [529].
This has been applied to the task of detecting patients with diabetic retinopathy [530].
Wang et al. observed that patients with diabetes showed lower than normal blood
flow in retinal vessels [530]. This has also been extended to blood flow quantification
in microvessels using high-speed OCT [225]. The authors computed decorrelation
angiography using eight consecutive 2D intensity B-Scans with decomposition into four
spectral bands. The averaged, decorrelated angiography frames were averaged, and,
based on slice-wise processing, a 3D angiography volume was obtained. A maximum
intensity projection along the depth dimension provided an en face visualization of
blood flow in the optic disc. Also, the authors demonstrated that blood flow calculated
from the angiography images could serve as a marker for glaucoma detection. Moult
et al. extended this idea to the problem of detecting AMD in patients [350]. Here,
the authors also computed angiograms using the decorrelation of intensity B-Scans
repeatedly acquired at the same spatial location. As a result, most conventional methods
treated the problem of angiography as a 3D spatio-temporal problem by processing
entire OCT volumes in a slice-wise fashion.

More recently, deep learning methods have been proposed in the context of OCT
angiography. Guo et al. focused on the segmentation of vascular structures in en
face OCT angiograms, which can provide information on the presence of diabetic
retinopathy [181]. The authors avoided the spatio-temporal problem by calculating the
angiography images using conventional methods. First, the superficial vascular complex
in the retina was obtained from manual segmentation. Then, angiograms were calculated
in the relevant areas using intensity images and decorrelation. A maximum intensity
projection then provides a 2D en face view of the angiogram, which is segmented by a
conventional 2D CNN. The authors employ an encoder-decoder architecture which also
considers multi-scale context. The authors extended this approach by using additional
inputs to the 2D CNN [182]. Besides the en face maximum intensity projection of
the angiogram, the authors also use a maximum intensity projection of the normal
OCT intensities and a depth image encoding the retinal thickness at each pixel location,
obtained by retinal layer segmentation. Thus, the authors also consider additional spatial
information in the problem but do not explicitly process the spatial depth dimension
or the temporal dimension. Lauermann et al. proceeded similarly when addressing the
problem of OCT angiogram quality assessment [274]. Deep learning-based temporal
processing is not considered, as pre-computed angiography images are directly fed to a
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CNN for classification.
OCT angiography was addressed very differently by Liu et al., who tried to estimate

OCT angiograms from a time series of OCT images, thus explicitly formulating a spatio-
temporal deep learning problem [309]. Ground-truth angiograms were automatically
obtained by using an algorithm that considered both intensity-based decorrelation and
phase difference. Then, a CNN was trained, which received four B-Scans taken at the
same spatial location as the input and predicted an angiogram at that location. The four
time points were processed by stacking in the CNN’s channel dimension. Interestingly,
the authors report an improved signal-to-noise ratio over the method that was used
for generating the ground-truth. In a follow-up study, Jiang et al. investigated several
different CNN methods for OCT angiogram generation [226]. This includes single-
and multi-path models, an encoder-decoder CNN, and a generative adversarial network.
Also, the authors tried adding additional phase information for improved angiogram
prediction. The authors found that adding phase information significantly improves
several measures for image quality assessment.

The problem of visualizing and assessing blood flow can also be tackled with MRI,
usually using phase-contrast (PC) MRI [373] or arterial spin labeling [257]. Note that
this type of imaging is particularly focused on blood flow itself, not blood flow as a
surrogate for brain activity, as performed for functional MRI (fMRI). Cerebral blood
flow has been visualized using MRI for generating 3D perfusion maps [104]. Flow
maps were deemed useful for assessing blood flow and arterial stenosis. Blood flow
measurements have also been employed for assessing cardiac function. Furthermore,
Jerosch et al. demonstrated the feasibility of measuring blood flow from MR images
[224]. While blood flow images can be processed and visualized in 2D or as 3D spatio-
temporal images, 4D flow estimation, and visualization have been shown to improve
the assessment procedure [505]. One problem with perfusion maps is the high presence
of noise and a low signal-to-noise ratio. Therefore, several conventional methods for
image denoising have been proposed. For example, Bibic et al. employed a wavelet-
domain filtering approach, showcasing improved performance over conventional spatial
denoising [48]. Liang et al. extended this approach by also employing non-local means
filtering [296]. Also, a spatio-temporal approach was proposed using low-rank total
variation [132]. Recently, deep learning approaches have been presented for this problem.
For example, Kim et al. took an image-to-image translation approach [248]. Here, a
CNN was trained to reconstruct a high-quality perfusion image, obtained from multiple
measurements, based on a lower-quality image from fewer measurements. The authors
demonstrated improved image quality compared to the perfusion images from fewer
images. The authors employed a slice-wise 2D CNN for this problem. An extension was
presented by Pinto et al [381]. Here, the authors augmented a 2D CNN approach with a
signal model for improved denoising performance. An approach by Xie et al. proceeded
similarly with a different 2D CNN architecture [551]. Overall, MRI processing related
to blood flow is largely performed on 2D slices.

Additional multi-dimensional deep learning problems arise for the imaging modality
fMRI. Here, blood flow is used to derive functional activity and creating a mapping of the
brain [140]. As fMRI is able to capture functional activity, it can be used to detect and
classify neurological brain disorders such as Alzheimer’s disease (AD), autism spectrum
disorder (ASD) and attention deficit hyperactivity disorder (ADHD). Similar to other
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detection and classification problems, initial methods for these kinds of problems utilized
conventional machine learning methods. Khazaee et al. constructed a connectivity
matrix using a parcellation of the brain into multiple different functional regions to
build a graph of brain functionality and extracted features from that graph. After using
feature selection, a Naive Bayes classification model was trained for differentiating
healthy, AD, and patients with mild cognitive impairment (MCI) [242]. This method
was extended by using multivariate Granger causality analysis for building a directed
graph representing functional brain regions [243]. Similar approaches have been pursued
for the classification of ASD. For example, Iidaka et al. calculated correlation matrices
from fMRI and used correlation features for training a probabilistic neural network
model [211]. Correlation features were computed by taking several hundred different
ROIs, averaging the spatial regions, and then calculating the correlation between the
different times series. This formes a correlation matrix to be used as a feature source. Plitt
took a similar approach and compared multiple different conventional machine learning
methods for the task [382]. For ADHD, Park et al. also created a connectivity graph for
deriving features from fMRI [371]. The features were then used for classification with an
SVM. Deshpande et al. employed similar methods in combination with FC-NNs [103].

Recently, deep learning methods have taken over for classification tasks based on
fMRI data. An early deep learning methods was proposed by Saraf et al. for AD
classification [425]. The authors decomposed the 4D fMRI time series into 2D slices
which were individually classified by a 2D CNN. Suk et al. used convolutional auto-
encoders to extract discriminant features from fMRI data. [471]. Then, an HMM was
used to provide an estimate of AD, modeled as a hidden state. A similar approach was
presented by Zeng et al. [585]. Here, the authors first computed connectivity features,
which were then used with an auto-encoder to obtain a compressed latent representation.
The representation was then used for classification with a linear SVM. A method by Zou
et al. combined both structural and functional MRI images with a spatial 3D CNNs [604].
The fMRI data was reduced to a 3D volume by computing voxel-wise features from the
time series, which were stacked into the CNN’s input channel. A similar approach was
proposed by Qureshi et al., where 4D times series were aggregated into 3D volumes by
removing noisy components from the time series [392]. Li et al. took a straightforward
approach for aggregating 4D fMRI into a 3D volume by calculating mean and standard
deviation across the time dimension and stacking both features into the model’s channel
dimension [293].

Dvornek et al. shifted the focus from aggregation into a spatial representation to
temporal processing [117]. The authors took the time series extracted from multiple ROIs
and, instead of computed correlation features as performed for conventional methods,
directly processed the time series using LSTMs. Recently, in a preliminary study, we
proposed full 4D deep learning for fMRI-based ASD classification [43]. We employed
both spatial 3D CNNs processing a volume obtained by a statistical summary and 4D
CNNs, as well as our novel cGRU-CNN3D architecture. We demonstrated that full 4D
spatio-temporal processing led to the best performance. Another very recent method by
Mao et al. combined multiple 4D deep learning methods for ADHD classification [320].
The authors used several parallel processing paths with a 3D CNN followed by LSTMs,
a full spatio-temporal 4D CNN, and a 3D CNN followed by temporal pooling. The
method was applied to AD classification. As a result, current deep learning methods for
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fMRI data already make use of high-dimensional data processing.
The imaging modality CT is similar to MRI in terms of its data dimensionality. While

image acquisition is usually performed for obtaining 3D image volumes, the processing
is often also performed in 2D or using 2.5D projections. Also, temporal information
can be involved, leading to up to 4D spatio-temporal data. Being one of the most
widely used imaging modalities, CT comes with a vast amount of literature related to
multi-dimensional deep learning problems. Here, we focus on the most relevant and
prominent applications.

Typical tasks where CT imaging is employed include lung nodule detection, lung
disease detection, and cardiac assessment. For long nodule detection, conventional
methods have relied on frameworks using an algorithm for rough nodule detection,
followed by false positive reduction. For example, Murphy et al. performed initial
lung nodule detection by using the shape index and curvedness features [352]. Then,
two stages of k-NN classification were used to reduce the false positive rate. Features
were largely shape-based, including measures for nodule size, shape, dimensions, and
sphericity. Other conventional approaches were similar, for example, Messay et al. used
intensity thresholding and morphological operations for segmentation and detection of
nodule candidates [336]. Then, a set of shape and intensity features is used to classify
nodules using a Fisher linear discriminant classifier. For the classification of various lung
diseases, conventional methods relied on 2D patch-based approaches, feature extraction
from patches, and conventional machine learning methods. Uppaluril et al. computed
gray level co-occurrence matrices for features, employed several texture features, and
also used the geometric fractal dimension as a feature for the training of a Naive Bayes
classifier [499]. Song et al. extend this approach by adding Gabor filter-based LBP
features and HOG features to their pool of features for classification [460]. Classification
is performed with a modified k-NN approach. One problem that can be tackled by cardiac
CT is the detection of calcifications within coronary arteries. A classical approach by
Isgum et al. used multi-atlas segmentation, thresholding, and 3D connected components
to obtain candidates for calcifications around the heart [216]. Then, intensity and texture
features were used for voxel-wise classification using multiple classifiers, including
k-NN and an SVM. Another approach by Xie et al. used an initial segmentation to
detect the heart and coronary arteries [555]. Then, filtering and thresholding were used
to detect calcifications. Classic image processing and 4D CT has mostly been studied
in the context of respiratory motion for radiation therapy [535] and modeling of the
heart [338].

Similar to other medical imaging applications, deep learning methods recently gained
traction for CT image processing. For long nodule classification, Setio et al. propose
a deep learning-based system where nodule candidate detection is performed by a
conventional method, followed by false positive reduction using several 2D CNNs [438].
The authors take a multi-view approach by selecting nine different planes, where each is
processed by a different CNN, followed by prediction fusion. A more recent approach
directly detects lung nodules from CT scans using CNNs [552]. The authors employ
Faster R-CNN [400] for nodule detection in 2D CT slices. The nodule candidates are
then processed by multiple 2D CNNs, each receiving a different 2D view. In another
approach, full 3D volume processing was performed [597]. Here, the authors first employ
an extension of the object detection framework Faster R-CNN to 3D for candidate nodule
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detection. Then, a second, multi-path CNN is employed for nodule classification. Finally,
the features learned from the second CNN are used to train gradient boosting machines
to obtain the final classification.

For lung disease classification, Anthimopoulos et al. also rely on a conventional
patch extraction system. Then, patches are classified using a conventional 2D CNN
[18]. In a large-scale study, Walsh et al. used pre-segmented axial 2D CT slices for
classifying multiple diseases [516]. The 2D slices were processed by a standard 2D
CNN. More recent methods also employed 3D CNNs with 3D crops from full CT
images [383]. The authors compared several 3D CNN variations but did not perform
a comparison to 2D slice-wise approaches. For coronary calcification detection, an
early deep learning approach relied on patch-wise classification where patches were
detected using thresholding and morphological operations [290]. Then, several 2D CNN
classified patches in terms of the presence of coronary calcifications. The different
CNNs receive different orthogonal 2D views as the input. Lessmann et al. extended this
approach by also using a 2D CNN for initial candidate selection in a full axial 2D CT
slice [289]. More recent methods have also moved to full 3D CT image processing. For
example, Ghanem et al. used 3D CT angiography images for detecting calcifications
within a segmented coronary artery tree [169]. Very recently, deep learning-based 4D CT
processing has also emerged, mostly, in the context of image-to-image translation and
image reconstruction. Leemput et al. derived non-contrast CT images from 4D spatio-
temporal perfusion CT images using fused recurrent-convolutional networks [284]. This
is motivated by reduced radiation exposure for patients being treated in the context of
acute stroke. Also, Clark et al. reconstruct high-quality 4D cardiac CT images from
undersampled 4D CT data using a 4D encoder-decoder CNN [92]. Summarized, over
the years, deep learning-based CT processing has moved towards higher-dimensional
data processing, moving from slice-wise 2D processing to volumetric processing. While
4D CT is available for some problems, applications are still rare.

Given that CT images are widely employed, there are additional, more subtle methods
improvements that have been proposed for different CT applications. An overview of
deep learning methods for CT image data is given by Litjens et al. [301] and Halder et
al. [185].

US is more closely related to OCT and offers similar data representations as OCT,
ranging from 2D to 4D data representations. The multi-dimensional aspect of US
is mostly relevant for applications including echocardiography, disease detection and
classification, and fetal US imaging. A frequent application for disease detection is breast
cancer. Similar to all other previously discussed imaging modalities and applications,
early methods for automated breast cancer detection and classification relied on a
conventional pipeline with feature extraction and classic machine learning models [172].

Over recent years, this was replaced by deep learning methods, mostly processing 2D
US images with CNNs [306]. Han et al. first demonstrated the effectiveness of CNNs
for breast lesion classification [186]. The authors made use of the Inception architecture
for classifying lesions based on small 2D image crops around the lesion. The authors
observed significant performance improvement over the use of classic features and SVMs.
This approach was extended by Byra et al. where transfer learning from the ImageNet
dataset was explored [68]. While transfer learning with CNN fine-tuning substantially
improved performance, the authors also found that a color conversion strategy of the

126



5.6 Deep Learning with other Multi-Dimensional Problems

2D US images to artificial color channels improved performance further. One way to
incorporate higher-dimensional information into the problem is the use of shear-wave
elastography. Here, temporal information in terms of velocity information can be used
to derive 2D elastography maps. This 2D encoding of higher-dimensional data has also
been used for cancer detection in breast US using 2D CNNs [595]. The use of full 3D US
volumes is more common for other applications such as fetal US imaging. For example,
Looney et al. performed placenta segmentation in 3D US volumes using a 3D CNN [313].
The authors relied on a multi-scale 3D CNN architecture that was previously employed
for brain MRI. Another approach addressed the problem of abdomen segmentation in
fetal US [432]. The authors performed initial segmentation using a multi-scale 3D
CNN. Then, the segmentation maps were used in a traditional model-based segmentation
algorithm to obtain improved segmentation borders. While 4D US can be acquired by
obtaining 3D scans over time, deep learning methods explicitly processing this type of
data are rarely found. Philip et al. used 4D US images of the heart, however, processing
was applied on individual 3D volumes in the temporal sequence [379]. Thus, there are
few US applications moving towards higher-dimensional data, but most methods still
rely on 2D slice-wise processing.

Overall, US is widely applied in clinical practice due it safe, cheap, and fast imaging
capabilities, resulting in a large body of applications where deep learning can be helpful.
A more extensive overview of deep learning-based US applications is given by Liu et
al. [306] and Huang et al. [209]. A survey with a focus on 3D US was conducted by
Kozegar et al. [259].

Across multiple imaging modalities, there are a variety of deep learning applications
with relation to multi-dimensional data. For OCT, angiography involves temporal context,
which was explicitly considered in very recent work. For MRI and CT, the advantage
of 3D volumetric over 2D slice-wise processing has become very evident over the last
few years. MRI applications involving blood flow and brain function have also made
steps towards 4D image processing with deep learning methods very recently. A similar
trend can be observed for CT, however, 4D applications for this modality are focused
on reconstruction and image-to-image translation. US deep learning applications show
similar trends, however, 4D deep learning is rarely found for this imaging modality so
far. For all modalities, we observe the same trend of higher-dimensional data processing
with deep learning methods.

On overview of all relevant deep learning methods for multi-dimensional data is given
in Table 5.7.

127



5 Application Scenarios and Previous Work

Tab. 5.7: Overview of related work on deep learning-based for other multi-dimensional
problems that are not directly addressed in this thesis. Methods are generally
differentiated by method, application, and data representation. Data representa-
tions include MIPs, FVs, and shear-wave elastography (SWE).

Reference DL Method Application Data Rep.
Guo et al. (2018) [181] CNN Angiography 2D MIP
Guo et al. (2019) [182] CNN Angiography 2.5D MIP
Lauermann et al. (2019) [274] CNN Angiography 2D MIP
Liu et al. (2019) [309] CNN Angiography 2D-T OCT
Jiang et al. (2020) [226] CNN Angiography 2.5D-T OCT
Kim et al. (2018) [248] CNN Denoising 2D MRI
Pinto et al. (2018) [381] CNN Denoising 2D MRI
Xie et al. (2018) [551] CNN Denoising 2D MRI
Sarraf et al. (2016) [425] CNN AD 2D MRI
Suk et al. (2016) [471] AE & HMM AD FV
Zeng et al. (2018) [585] AE & SVM AD FV
Zou et al. (2017) [604] CNN ADHD 3D MRI
Qureshi et al. (2019) [392] CNN AD 3D MRI
Li et al. (2018) [293] CNN ASD 3D MRI
Dvornek et al. (2017) [117] LSTM ASD FV-T
Bengs et al. (2019) [43] cGRU-CNN ASD 4D MRI
Mao et al. (2019) [320] CNN AD 4D MRI
Setio et al. (2016) [438] CNN Lung Nodules 2.5D CT
Xie et al. (2019) [552] CNN Lung Nodules 2.5D CT
Zhu et al. (2018) [597] CNN Lung Nodules 3D CT
Anthimopoulos et al. (2016) [18] CNN Lung Disease 2D CT
Walsh et al. (2018) [516] CNN Lung Disease 2D CT
Polat et al. (2019) [383] CNN Lung Disease 3D CT
Lessmann et al. (2017) [289] CNN Calcification 2.5D CT
Ghanemo et al. (2019) [169] CNN Calcification 3D CT
Leemput et al. (2019) [284] RNN-CNN Reconstruction 4D CT
Clark et al. (2019) [92] CNN Reconstruction 4D CT
Han et al. (2017) [186] CNN Breast 2D US
Byra et al. (2019) [68] CNN Breast 2.5D US
Zhou et al. (2018) [595] CNN Breast 2D SWE
Looney et al. (2017) [313] CNN Fetal 3D US
Schmidt et al. (2017) [432] CNN Fetal 3D US
Philip et al. (2019) [379] CNN Heart 3D US
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5.7 Summary
In this chapter, we introduced the different application scenarios we consider throughout
this thesis. We examined each application’s development in the literature over time and
highlighted open problems. This also allows us to examine general trends in medical
image analysis.

Overall, the problem of multi-dimensional data is present across a large range of
medical image analysis problems. Following the timeline, several patterns in method
development can be observed that repeat across imaging modalities and applications.
Very early image processing approaches did not employ predictive machine learning at
all and focused on modeling the problem and employing conventional computer vision
techniques. This encapsulates modeling of tissue and organ deformation [179] as well as
classic segmentation using active contour models [567] or level-set methods [370]. These
methods generally made use of both local context in 2D and 3D image neighborhoods
as well as global context, for example, through anatomical priors [238]. Thus, very early
methods already tried to make use of spatial, multi-dimensional information in medical
image data.

The next major development that can be observed was the rise of feature extraction
methods, paired with conventional machine learning methods such as SVMs and RFs.
Here, multi-dimensional context generally moved to the background as common feature
extraction methods focused on capturing pixel-wise or local features [460]. Also,
segmentation problems usually relied on a pixel- or voxel-wise prediction without
consideration of context at the model output [598]. Some approaches applied additional
post-processing methods to recover context and obtain smooth prediction maps [148]. As
a result, this class of approaches did not make extensive use of high- or multi-dimensional
context.

With the emergence of deep learning, the traditional pipeline of feature extraction
and machine learning was fused in a single, trainable model. Early approaches relied
on similar image context as small patches were fed into CNNs for predicting the patch
center pixel’s class [131]. More context was incorporated by the introduction of dense
prediction [409] where entire segmentation maps were predicted. Still, most methods
processed images by using 2D representations, even when higher-dimensional temporal
or spatial information was available [301]. Some approaches started to incorporate
higher-dimensional context by using multiple 2D slices, for example, from a temporal
sequence [309] or by extracting projections or slices from a full volume [438]. Recently,
methods started to shift to processing full 3D data representations, for example, by
using spatio-temporal sequences of 2D images [321] or full 3D volumes [231]. Overall,
this trend highlights that using high-dimensional context is gaining traction as higher
performance was achieved across applications.

Still, there are many open questions with respect to data dimensionality that remain
unanswered. Although OCT is inherently multi-dimensional, there are hardly any studies
and methods regarding the nature of higher-dimensional data processing. Comparisons
between data representations and multi-dimensional deep learning methods are very
rare. This spans across problems including force, pose, and motion estimation, as
well as tissue classification and segmentation in ophthalmology and cardiology. While
MRI-based processing has started to move from 2D to 3D spatial processing [231],
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spatio-temporal context including both short-term time series and long-term longitudinal
data is still rarely incorporated. Across all applications and modalities, 4D deep learning
methods and studies remain a largely untapped field.
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6 Experimental Results
In this chapter, we demonstrate the application of our methods we introduced in Chapter 4
to a variety of problems in the field of medical image analysis. For each application field
that we introduced and reviewed in Chapter 5, we describe the application scenario’s
key challenges in terms of multi-dimensional data. Then, we outline the data acquisition
procedure and dataset characteristics. We present quantitative and qualitative results,
and finally, we discuss application-specific insights. We start with applications that
come with lower-dimensional data and continue with increasing data dimensionality
up to 4D data applications. First, we consider fiber-based force estimation with OCT,
where we consider 1D and 2D data processing. Also, we study OCT-based retina
segmentation with 1D A-Scans and 2D B-Scans. Second, we consider 2D and 2.5D data
representations in the context of IVOCT-based plaque classification in coronary arteries.
Third, we extend 2D applications to 3D for the tasks of left ventricle quantification from
MRI slices and for OCT-based pose estimation for surgical interventions. Fourth, we
consider motion estimation, multiple-sclerosis lesion activity segmentation, and vision-
based force estimation where we employ 2D, 3D, 3.5D, and 4D data. A comprehensive
overview of all our methods and the problems they are applied to is given in Figure 6.1.

Fiber-based Force Estimation

Retina Segmentation

Intravascular Tissue Classification

Left-ventricle Quantification

Pose and Motion Estimation

Volume-based Force Estimation

Lesion Activity Segmentation

Convolutional Neural Networks

Siamese Models

Convolutional-Recurrent Models

Neural Architecture Search

Multi-dimensional Transfer Learning

Multidimensional CNNs

Two-Path CNNs

Attention-guided Interactions

CNN-GRU

cGRU-CNN-U

cGRU-CNN

Fig. 6.1: An overview of applications in relation to our proposed methods.
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6.1 1D and 2D Data: OCT Fiber-Based Force
Estimation

As described in Section 5.1, needle tip force estimation is an important aspect of many
surgical interventions. Integrating force sensors directly into a needle’s tip is challenging
due to size. A promising approach is to use fiber-optic setups as they only take up a
small space, they are biocompatible, and MRI-compatible [38].

Here, we present a fiber-optic approach using the imaging modality OCT for force
estimation at the needle tip. A single OCT fiber is embedded into a ferrule with an epoxy
layer applied on top of it. A sharp metal tip is mounted on top of the epoxy, layer to
facilitate tissue insertion. Axial forces acting on the needle tip lead to a deformation of
the epoxy layer which is imaged by the OCT fiber. Thus, forces can be inferred from
the OCT signal. In general, this needle design is easy to manufacture and flexible as no
precise fiber placement is required, the needle tip’s shape can be changed, and the epoxy
layer’s thickness and composition can be varied. Thus, softer epoxy resin could be used
for application scenarios which require a high sensitivity such as microsurgery and stiffer
epoxy resin could be used for large forces which occur, for example, during biopsy [38].
However, this approach comes with challenges for calibration and force estimation. In
particular, a robust, non-linear model is required, which maps the deformations observed
in the OCT images to forces. The signal can be understood as 2D spatio-temporal data
with a spatial and a temporal dimension.

In the context of our research questions, we investigate two key aspects of this problem.
First, we study whether using 1D spatial or 2D spatio-temporal data is advantageous
for this type of problem. Second, we study which type of multi-dimensional deep
learning concept is preferable. In particular, we employ 1D and 2D CNNs, CNN-GRU,
CNN-cGRU, and the cGRU-CNN architecture we proposed in Section 4.3.

Methods and Datasets

Problem Definition. Our force sensing needle design uses OCT which produces series
of 1D A-scans that need to be mapped to forces. Thus, we consider a 2D spatio-
temporal learning problem with a set of nt consecutive, cropped 1D A-scans Mti =
{Ati−nt+1 , ..., Ati−1 , Ati} with Ati ∈ Rnd where nd denotes the A-Scan’s cropped size.
The resulting M-Scan Mti ∈ Rnt×nd is used to estimate axial target forces yti ∈ R. Thus,
we try to find deep learning models fM : Rnt×nd → R.

Needle Design and Experimental Setup. Our proposed needle tip force sensing
mechanism and calibration setup are shown in Figure 6.2. The needle’s base is a ferrule
with a diameter of 1.25 mm, which holds the OCT fiber. The fiber’s and ferrule’s ends
are smoothed down to the same level. On top, we apply an epoxy resin layer with a
height of 0.5 mm using Norland Optical Adhesive 63. On top of the layer, a cone-shaped
brass tip is attached. The needle’s OCT fiber is attached to a frequency domain OCT
device (Thorlabs Telesto I). A force sensor (ATI Nano43) for ground-truth annotation
is mounted between the needle and a linear stage that moves the needle along its axial
direction.

For obtaining a training dataset, the tip is deformed with random magnitude and
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Fig. 6.2: Schematic drawing of the needle and the calibration setup. Not to scale. The
needle contains an OCT fiber that images a deformable epoxy layer below the
needle tip. Forces are measured by the force sensor at the base. The setup is
moved with a linear stage. A shielding tube is decoupled from the needle and
the force sensor and prevents shaft friction measurements for tissue insertion
experiments.

velocity to create a large dataset with extensive force variations being covered. Next, we
validate the needle in tissue insertion experiments, see Figure 6.3. Obtaining ground-
truth tip forces is challenging for this case as the force sensor at the base measures both
axial tip forces and friction forces acting on the shaft. Therefore, we use a shielding
tube, which is decoupled from the needle and the force sensor. This allows for the
measurement of axial tip forces for comparison to our needle tip sensing mechanism.
Note that the shielding tube is a workaround for validation experiments but not for
practical application as the stiff tube would increase trauma. We perform insertion
experiments into a freshly resected human prostate.

Data Acquisition and Datasets. The OCT device we use is a frequency-domain-
OCT that uses interferometry with near-infrared light to acquire 1D A-Scans with a
rate of 5500 Hz. The light’s wavelength of 1325 nm allows for imaging of the inner
structure of scattering materials with up to 1 mm depth. Considering the epoxy layer’s
thickness of ≈ 0.5 mm, this allows for imaging of the entire layer up to the surface of
the metal tip. As the metal cannot be penetrated by the light, we crop to the relevant
signal part of the A-Scan. The force sensor for ground-truth annotation acquires data
at 500 Hz. Therefore, the OCT and force sensor data streams need to be synchronized
and matched. We use the streams’ timestamps for synchronization and nearest-neighbor
interpolation to assign an A-scan to each force measurement. To construct a sequence,
we add nt previous A-scans to each A-scan with an assigned force value. Note that this
leads to only a few A-Scans being labeled. As we use sequences of length nt with only
the first A-Scan Ati being labeled, the spatio-temporal models can still make use of the
additional A-Scans obtained by the higher sampling rate. We show cropped A-Scans
and the corresponding force ground-truth in Figure 6.4.

We acquire a calibration dataset containing approximately 90 000 sequences of A-
scans, each labeled with a scalar, axial force. We use 80 % of the data for training
and validation and 20 % for testing. There is no overlap between the sequences from
the different sets. We tune hyperparameters based on validation performance. The
hyperparameters include nt, nd, αlr , pdi, pdo and network depth. As a baseline, we use
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(a)
(b)
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Fig. 6.3: Needle design (left) and a photograph of the experimental setup for the prostate
insertion experiment (right). The brass tip (a) is attached to the epoxy layer (b),
which is glued to the ferrule with the embedded OCT fiber (c). The ferrule is
attached to the needle base (d) with a diameter of 1.25 mm. For the prostate
(e) insertion experiment, the needle is decoupled with a shielding glass tube
(f). The linear stage (g) moves the needle, and the force sensor (h) acquires
reference data.

nt = 50, a crop size of nd = 70 pixels, pdo = 0.2, pdi = 0.1 and αlr = 10−4.
Deep Learning Models. We consider several deep learning models based on the

architectures introduced in Chapter 4 to map Mti to Fti . Here, we describe the specific
implementation details of the different architectures.

MIP-GPM is a simple reference model using classic feature extraction with a Gaussian
process regression model (GPM) [396]. We extract the needle tip’s high-intensity surface
using 1D maximum MIP on each median-filtered A-scan Ati . The normalized pixel
index of the MIP represents a simple feature that captures deformation. This scalar
feature serves as a comparison to the feature learning approach of our deep learning
models.

RN1D processes A-Scans Ati individually without considering a history of data that
resembles a single-shot learning approach. The model is a ResNet-based spatial 1D
CNN, as shown in Table 4.2. The network’s first layer is a convolution with kernel size
3 and a spatial stride of 2 and 64 feature maps. Then, three processing stages follow
with 3, 4, and 5 ResBlocks each. The first convolution in each ResBlock uses a spatial
stride of 2 and increases the number of feature maps by a factor of 2. Each ResBlock is
built on the bottleneck principle [193], containing three consecutive convolutional layers.
The first layer reduces the number of feature maps by a factor of 4 with a kernel of size
1. Then, a layer with kernel size 3 processes the tensor, followed by a convolution that
upsamples the number of feature maps again to the original size. Each convolutional
layer consists of a convolution operation, batch normalization, and a ReLU activation
function. After the CNN’s last layer, GAP is applied, and the final feature vector is
processed by a fully-connected layer with one output that represents the force prediction.

GRU processes the set of A-Scans Mti , without taking spatial structure into account
as it consists of three GRU layers with standard matrix multiplications being performed
inside the gates. The model follows the standard GRU structure, as introduced in Sec-
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Fig. 6.4: We show cropped A-Scans and corresponding ground-truth forces over time
for a training sequence.

tion 3.3.3. The first layer uses 128 feature maps, which is doubled in each following
layer. We use recurrent batch normalization and recurrent dropout for additional regular-
ization at the cell input with probability pdi = 0.1, and at the cell output with probability
pdo = 0.2. After the GRU layers, GAP and the output layer, similar to RN1D, are
applied.

RN2D is a 2D version of the RN1D model, processing the full spatio-temporal tensor
Mti . The model is an implementation of a ResNet-based 2D CNN, see Table 4.2. All
convolutional layers use 2D convolutions instead of 1D convolutions with isotropically
extended kernels, compared to RN1D. Spatial and temporal downsampling is both
performed with a stride of 2.

RN1D-GRU performs 2D spatio-temporal processing with spatial processing, followed
by temporal processing. The model is an implementation of the CNN-GRU architecture
we introduced in Section 4.3. The CNN part is the same ResNet-based model as
described for RN1D. After the CNN’s last layer and GAP layer, two GRU layers with
1028 feature maps sequentially process the temporal sequence of feature vectors. Finally,
the output layer is applied to the GRU’s last temporal output. The GRU layers also make
use of recurrent batch normalization and recurrent dropout.

RN1D-cGRU is a ResNet-based implementation of CNN-cGRU, which we described
in Section 4.3. We also use 1024 feature maps for the convolutional GRU units. Besides,
the model is identical to the RN1D-GRU, except that the GAP layer is applied after
the convolutional GRU unit. Thus, the convolutional GRU unit still processes a spatial
representation instead of a feature vector.

cGRU-RN1D is a realization of the cGRU-CNN architecture we proposed in Sec-
tion 4.3 that also processes the 2D spatio-temporal sequence Mti . We employ two
convolutional GRU units with 64 feature maps each. Each convolutional GRU layer also
uses recurrent dropout and recurrent batch normalization. The RN1D CNN is the same
as for the RN1D model.

GRU-RN1D is a variant of cGRU-CNN with regular GRU units. Here, the A-Scans
are directly treated as feature vectors. We use the same number of feature maps for the
GRU units. The rest of the model is identical to cGRU-RN1D.
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Tab. 6.1: Comparison of several architectures.

MAE (mN) rMAE (10−3) PCC (%) IT (ms)
cGRU-RN1D 1.59± 1.31.59± 1.31.59± 1.3 19.9± 1719.9± 1719.9± 17 99.9799.9799.97 10.3± 1.5
GRU 3.02± 3.7 37.7± 48 99.82 2.5± 0.42.5± 0.42.5± 0.4
RN1D 3.26± 3.9 39.3± 48 99.80 6.9± 1.3
RN1D-GRU 2.01± 3.2 24.7± 41 99.89 9.5± 1.4
RN1D-cGRU 2.03± 3.3 24.2± 43 99.90 11.1± 1.7
RN2D 2.11± 3.5 25.5± 44 99.87 8.6± 1.5
GRU-RN1D 11.79± 8.6 125± 100 99.48 10.1± 1.4
MIP-GPM 45.38± 38.7 482± 411 77.67 14.8± 2.2

Training and Evaluation. All networks are trained end-to-end. We use the Adam
algorithm for optimization with a batch size of Nb = 100. Our implementation uses
Tensorflow [1]. The initial learning rate is αlr = 10−4. We halve the learning rate every
30 epochs and stop training after Ne = 300 epochs. We scale the target force values to a
range of [0, 1] for training and rescale them to their original range for metric calculation.

In terms of metrics, we report the MAE in mN with standard deviation, the rMAE with
standard deviation, and PCC between predictions and targets. We test for a significant
difference in the median of the models’ absolute errors with the Wilcoxon signed-rank
test and a significance level of α = 5 %. Furthermore, we provide the inference time
(IT) in ms of each model for a single forward pass, averaged over 100 repetitions.

Results

First, we compare our proposed cGRU-RN1D model to other spatio-temporal deep
learning methods. The results are shown in Table 6.1. Overall, the models that per-
form spatio-temporal processing (cGRU-RN1D, RN1D-GRU, RN1D-cGRU, RN2D)
clearly outperform RN1D and GRU. Overall, cGRU-RN1D performs best. Boxplots in
Figure 6.5 show a more detailed analysis of the spatio-temporal deep learning models.
The null hypothesis of an equal median for the absolute errors of cGRU-RN1D when
compared to cGRU-RN1D, RN1D-GRU, RN1D-cGRU, and RN2D.

In terms of inference time, the spatio-temporal deep learning models can provide
predictions with approximately 100 Hz. The fastest spatio-temporal deep learning model
is 2DCNN with an IT of 8.6 ms, and the overall fastest model is GRU with an IT of
2.5 ms. Note that these values are highly hardware (NVIDIA GTX 1080 Ti) and software
(Tensorflow) dependent.

The previous results showed a clear performance increase for joint spatio-temporal
processing. Therefore, we perform experiments to analyze the effect of the temporal
dimension. In Figure 6.6, we show results for different nt and the associated training
durations with our cGRU-RN1D and RN1D-GRU model. Increasing nt leads to im-
proved performance with a lower MAE for both models. With increasing nt, the overall
training time also increases substantially. Across all values for nt, the training time of
cGRU-RN1D is lower than the time for RN1D-GRU.

Last, we present results for the needle insertion experiments shown in Figure 6.7.
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Fig. 6.7: Predicted and measured force values are shown for insertion with the shielding
tube (left) and without (right). For the case without tube, differences between
needle tip force estimation and force sensor are caused by friction. cGRU-
RN1D was used for this experiment.

We performed one experiment with the shielding tube and without. When using the
decoupled tube, the force sensor’s measurements for ground-truth annotation closely
match the values predicted by our model. Without the tube, friction forces induce a large
difference between measurements and predictions.

Discussion

We present a new technique for needle tip force estimation using an OCT fiber embedded
into a needle that images the deformation of an epoxy layer. The OCT fiber within the
needle produces a series of A-Scans that can be treated as spatio-temporal data that
consists of 1D images over time. To process this type of data, we employ our novel
cGRU-RN1D architecture. The model performs both temporal and spatial processing
and outperforms the pure temporal GRU and pure spatial RN1D with an MAE of
1.59± 1.3mN compared to an MAE of 3.02± 3.7mN and 3.26± 3.9mN, respectively.
Also, we compared to the spatio-temporal models RN1D-GRU, RN1D-cGRU and
RN2D, which are variants adopted from the natural image domain [32, 108, 556]. The
three models are closer in terms of performance, but overall, cGRU-RN1D performs
best. Notably, the differences in the median of the errors are significant, which is also
highlighted by the boxplots showing the test set error distribution in Figure 6.5.

The key difference between all spatio-temporal deep learning models we compare is
that cGRU-RN1D and GRU-RN1D first perform temporal processing, then spatial pro-
cessing, RN1D-GRU and RN1D-cGRU first performs spatial, then temporal processing
and RN2D performs concurrent processing. Overall, our proposed cGRU-RN1D model
significantly outperforms all other variants. The lower performance of the previous
spatio-temporal models ResNet1D-GRU [108] and RN1D-cGRU [32] indicates that
temporal processing followed by spatial processing is preferable for the problem at
hand. To highlight the necessity of convGRU units, we consider GRU-RN1D without
convolutional gates. The MAE is significantly higher, which demonstrates the necessity
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to preserve the spatial structure during temporal processing. In addition, we show that
recurrent dropout and recurrent batch normalization can improve the spatio-temporal
models’ performance further. For reference, MIP-GPM shows that conventional feature
extraction without extensive engineering cannot match deep learning models’ perfor-
mance for this problem.

Furthermore, we perform a more detailed analysis of our cGRU-RN1D model com-
pared to the more common RN1D-GRU model. The results in Figure 6.6 show a decrease
of the MAE when a longer history of A-Scans is considered. This highlights the value
of exploiting temporal information for force estimation. However, this improvement
is bought with a substantial increase in training time as the computational effort in-
creases. For example, for cGRU-RN1D, using nt = 100 instead of nt = 50 previous
measurements leads to a performance increase of 7 % and an increase in training time of
82 %. Training time is an important aspect to consider for application as newly designed
needles will require an initial calibration in terms of model training. Overall, both mod-
els benefit similarly from the additional temporal information, however, cGRU-RN1D
trains faster. This is due to the convolutional GRU units, which have significantly fewer
parameters than their GRU counterpart in RN1D-GRU.

Besides performance and training time, the models’ inference time is important
for application and real-time feedback of forces. Overall, the high-performing spatio-
temporal deep learning models can process samples at 100 Hz, which indicates real-time
capability. Notably, RN2D is almost as fast as RN1D due to the fact that 2D convolutions
are much more common and highly optimized in Tensorflow and CUDA. Thus, our
cGRU-RN1D model’s inference time could improve further with software optimization
as a RN1D is also part of the model. Also, note that inference times are hardly affected
by the number of previous measurements nt. After initial processing, the recurrent
part of the models stores previous information in its cells’ states and only requires one
additional sample to be processed at each step.

Last, we validated our needle design in a realistic insertion experiment with a freshly
resected human prostate. Our results in Figure 6.7 show that the needle tip forces closely
match the actual, decoupled, base measurements. While the decoupling is not perfect,
we can show that our method accurately captures events such as ruptures. Without
tip measurements or decoupling, large friction forces overshadow the actual tip forces.
Overall, the experiments show that our method is usable for actual force estimation in
soft tissue.

Summary

We investigate the use of 1D and 2D spatio-temporal data for the problem of needle-
based force estimation. We build a needle design with a single OCT fiber that images
an epoxy layer close to the needle’s tip, capturing deformation that acts on the tip. The
OCT signal is a time series of 1D depth images. For processing this type of data, we
consider 1D CNNs, 2D CNNs, and various recurrent-convolutional models, including
our novel cGRU-CNN concept. In the context of our two research questions, we find that
using 2D data improves force estimation performance over 1D data processing. Also,
our proposed cGRU-CNN concept performs best among multiple different recurrent and
convolutional methods while maintaining reasonable inference and training times.
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6.2 1D and 2D Data: OCT-Based Retina Segmentation
Beside vision-based force estimation, low-dimensional OCT is also relevant for diag-
nostic problems in ophthalmology, as introduced in Section 5.2. The extent of retina
layers is important for assessing diseases such as AMD or DR and can be captured by
OCT images. In principle, retina layers can be distinguished in individual 1D A-Scans
or in 2D B-Scans where the latter potentially offers more context for more consistent
boundary estimates. Thus, OCT-based retina segmentation can be addressed as a 1D or
2D spatial data processing problem.

In contrast to fiber-based force estimation, retina layer segmentation comes with
established deep learning architectures, largely based on the U-Net principle. Thus,
an important question is how these encoder-decoder architectures can be improved
further. In recent research, one way to address this problem is the design of new
processing blocks. Here, the macro-scale encoder-decoder structure is kept the same,
while the convolutional layers are replaced by a more advanced principle such as ResNet
blocks [575]. For the problem of retina layer segmentation, we take this approach one
step further by employing our proposed ENAS framework for automatically learning
the microarchitecture building blocks of encoder-decoder CNNs. This is one of the
first applications of NAS frameworks in the medical image domain. Retina layer
segmentation is particularly well suited for this exploration of NAS as we can try
to exploit lower-dimensional, 1D data representations for learning architectures that
potentially work well with 2D data.

As a result, concerning our two research questions, we study whether using 2D spatial
data is advantageous over 1D spatial data. Also, we investigate whether using NAS
allows for automatically finding better architectures in an efficient way. We explore
whether architectures found with lower-dimensional data can be transferred to higher-
dimensional data.

Methods and Datasets

Problem Definition. Our goal is to segment the different retina layers in OCT images.
Therefore, we address a 1D and 2D spatial learning problem where we map either A-
Scans Ai ∈ Rnd or B-Scans Bi ∈ Rna×nd to segmented maps yi ∈ Rnd or yi ∈ Rna×nd .
Thus, we try to find deep learning models fM : Rna×nd → Rna×nd . A B-Scan consists
of na individual A-Scans.

Dataset. We use a publicly available OCT dataset with images from patients with
mild AMD and normal subjects [134]. The mean age of healthy patients was 66.6 years
and 74.6 years for patients with mild AMD. In total, we used images from 268 patients
with 115 healthy subjects 153 subjects with mild AMD. All images were acquired with
an SD-OCT device (Bioptigen, Research Triangle Park, NC). The total FOV covers
6.7 mm× 6.7 mm. For each patient, 100 B-Scans are acquired where each B-Scan Bi

consists of 1000 A-Scans Ai ∈ R512. As not all scans are labeled entirely, we take a crop
from each patient’s scan such that the crop contains labeled regions only. This results in
varying numbers of A-Scans per B-Scan and a varying number of B-Scans per patient.

Experts provided layer boundaries for the inner limiting membrane (ILM), retinal pig-
ment epithelium drusen complex (RPEDC), and Bruch’s membrane (BM). We generate
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Fig. 6.8: Example images and labels for retina layer segmentation.

pixel-wise annotations by assigning classes to tissue layers in between boundaries. Thus,
ILM to RPEDC is class 1, RPEDC to BM is class 2, and BM to the end is class 3. The
image space above the ILM is treated as background. Note that directly learning the
boundaries can be beneficial for this problem [416]. We chose a pixel-wise encoding to
have a representative medical segmentation task that can be addressed with a standard
U-Net. Example cropped image data and ground-truth labels are shown in Figure 6.8.

Deep Learning Models. As described in Section 4.1.1, we start with a baseline
U-Net architecture for segmentation. The model consists of four processing stages
with different spatial resolutions. At the start of each stage, the spatial resolution is
reduced by half with a stride of 2 and the number of feature maps is doubled. Each stage
consists of two module blocks, except for the first and last stages. The initial feature
map size is nc = 32. For the baseline model, we use standard ResNet blocks with
two consecutive convolution layers, batch normalization, ReLU activation functions,
and a skip connection. Similar to U-Net, we make use of long-range connections
between encoder and decoder. In contrast to U-Net, we use feature summation instead of
concatenation. We employ this model both for the segmentation of 1D A-Scans (RN1D-
U) and 2D B-Scans (RN2D-U). We use 1D convolutional layers and 2D convolutional
layers, respectively. All other operations remain the same.

Next, we employ our proposed ENAS U-Net concept that we introduced in Sec-
tion 4.1.1. Here, we try to learn the microstructure of the baseline architecture described
above in terms of alternatives for the ResNet blocks. As described in Section 4.1.1,
we set up the search space of learnable architecture hyperparameters hAM ⊂ hM similar
to the original description given by Pham et al. [377] with connected cells. Both the
operations within the cells and the connections are learnable. To keep the overall search
space small, we consider either NCells = 2 or NCells = 3 cells within each block. Also,
we consider the options to either learn one type of block for the entire model or one
type of block for the encoder and one type of block for the decoder. For ENAS training,
all possible operations are defined in each cell and maintained throughout the training
process. If the controller defines a different architecture, the set of connections within
the cell are rerouted. Operations such as convolutional layers remain in the architecture

141



6 Experimental Results

with their current weights, even if they are disconnected from other operations for a
particular setting defined by the controller.

The controller is a single-layer LSTM with 64 feature maps. Attention-based highway
connections [600] augment the recurrent connections and produce a combination of
the previous LSTM cell state and a new, transformed state. The controller’s output
layer is a softmax layer that represents the probability of the current cell’s input or
operation. A specific connection or operation is sampled by treating the softmax vector
as a multinomial probability distribution.

Training and Evaluation. We consider a training set Xtrain of 150 volumes (model
training), a reward set Xreward of 56 volumes (controller training), a validation set Xval
of 2 volumes, and a test set Xtest of 60 volumes. We follow ENAS with interleaved
training of the model and the controller. After training for Ne = 200 epochs, we sample
Nsample = 20 architecture configurations from the controller and evaluate them on the
validation set. Then, we select the best-performing configuration and retrain the model
from scratch on the training set. Finally, we evaluate the model’s performance on the
test set. For the baseline model, we train on the training set for Ne = 200 epochs and
evaluate on the test set afterward.

All models are trained using the Adam algorithm with the dice loss function given
in Equation 3.50. During training, we take random crops of size Ai ∈ R320 or Bi ∈
R320×160 for 1D and 2D models respectively. This serves the purposes of inducing more
variation during training and adding a regularizing effect. Furthermore, we perform
data augmentation by randomly flipping B-Scans along the B-Scan dimension. For
evaluation and metric calculation, we first obtain predictions for every B-Scan for each
patient. Along the A-Scan dimension, we take two overlapping crops whose predictions
are averaged in the overlapping region. For 1D models, we obtain a prediction for each
A-Scan in every B-Scan. For 2D models, we take five overlapping crops across the
B-Scan dimensions where predictions are averaged in the overlapping regions. This is an
implementation of the multi-crop evaluation strategy described in Section 3.3.5. Finally,
we calculate the metrics for each patient in the evaluation set. Then, the metric values
for all patients are averaged into our final evaluation metric. As metrics, we consider the
dice coefficient, pixel-wise accuracy, sensitivity, and specificity.

The controller is also trained with the Adam algorithm. Its loss function consists of
the predicted dice metric that was obtained for the reward set, as described above. Also,
the controller’s current sample entropy is added to the reward, weighted by a factor of
10−4. To prevent early convergence, a temperature of 5.0 and a tanh constant of 2.5 is
used for the logits before applying the softmax, see Bello et al. [39]. A moving average
baseline of the reward is used to reduce variance during controller training [377].

Results

Quantitative results for the comparison of 1D ENAS and 2D ENAS are shown in 6.2.
Comparing the models processing 1D and 2D data, the use of higher-dimensional data
leads to a substantial increase in performance. When considering the models learned
with ENAS, both the 1D and 2D architectures learned with ENAS on 1D data outperform
the ResNet baseline in terms of all metrics. For the 2D case, when also performing the
ENAS search on 2D data, performance improves marginally. In terms of search time,
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Tab. 6.2: We show the dice score, sensitivity (Sens.), specificity (Spec.), given in percent
for the different models. For the ENAS-based models, we present search time
for a search performed on an NVIDIA GTX 1080 Ti. We use NCells = 2 and
shared blocks for encoder and decoder for this experiment.

Dice Sens. Spec. Search Time
RN1D-U 91.6± 10 91.9± 4 96.4± 6 −
ENAS1D-U h1D

M 92.8± 992.8± 992.8± 9 93.6± 693.6± 693.6± 6 97.8± 497.8± 497.8± 4 1 h 30 min
RN2D-U 96.2± 5 96.7± 7 98.2± 4 −
ENAS2D-U h1D

M 97.1± 4 97.5± 697.5± 697.5± 6 97.9± 3 1 h 30 min
ENAS2D-U h1D

M 97.3± 497.3± 497.3± 4 97.3± 6 98.4± 598.4± 598.4± 5 12 h 0 min

Tab. 6.3: We show the dice score, sensitivity (Sens.), specificity (Spec.), given in percent
for different ENAS configurations. We compare different numbers of cells
NCells and shared blocks for encoder and decoder (S) as well as individual,
unshared blocks (NS ).

Config Dice Sens. Spec.
ENAS1D-U h1D

M NCells = 2 S 92.8± 9 93.6± 6 97.8± 4
ENAS1D-U h1D

M NCells = 3 S 92.6± 8 92.9± 5 98.3± 4
ENAS1D-U h1D

M NCells = 2 NS 93.1± 9 93.8± 5 98.0± 2
ENAS1D-U h1D

M NCells = 3 NS 93.2± 793.2± 793.2± 7 94.1± 794.1± 794.1± 7 98.3± 398.3± 398.3± 3
ENAS2D-U h1D

M NCells = 2 S 97.1± 4 97.5± 6 97.9± 3
ENAS2D-U h1D

M NCells = 3 S 97.3± 4 97.6± 7 97.5± 4
ENAS2D-U h1D

M NCells = 2 NS 97.4± 397.4± 397.4± 3 97.9± 5 98.2± 498.2± 498.2± 4
ENAS2D-U h1D

M NCells = 3 NS 97.4± 497.4± 497.4± 4 98.4± 498.4± 498.4± 4 98.1± 3

the search on 1D data is substantially shorter than searching on 2D data.
Next, we consider ablation experiments where we study the properties of ENAS U-Net

in more detail. The results are shown in Table 6.3. We compare the use of 2 cells and
3 cells for each block as well as individual block types for the encoder and decoder,
respectively. We can observe that there is a minor improvement if we increase the search
space by allowing different blocks for encoder and decoder as well as allowing 3 instead
of 2 cells per block.

Finally, we consider qualitative results in terms of the learned model blocks, see
Figure 6.9. We can observe that different types of blocks emerge to be the highest-
performing configuration for the different search configurations. Notably, there is a lot of
variability in terms of the operations chosen by the controller and only a few repetitions.

Discussion

We propose ENAS U-Net, an adaptation of the ENAS framework [377] for U-Net-like
architectures. In particular, we try to reduce search time by performing architecture
search on lower-dimensional data representations before applying the learned architec-
tures to higher-dimensional data. This follows the hypothesis that architectures are, to
some degree, transferable across dimensions.
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Fig. 6.9: Example blocks that were learned by ENAS U-Net.
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Considering the performance difference between A-Scan-based 1D and B-Scan-based
2D processing with U-Net architectures, we observe a substantial performance increase.
This suggests that the additional context is helpful for learning accurate retina layer
segmentation.

When comparing architectures that were derived from ENAS to the standard ResNet,
there is also a performance increase across multiple metrics. This is in line with previous
research on NAS, where better architectures could be found with reinforcement-based
search strategies [39, 377, 603]. Notably, the increase is achieved without altering
fundamental, and potentially more impactful U-Net properties such as the encoder-
decoder structure or the long-range connections. As a next step, these properties could
be included in the search space, which was successful for segmentation in the natural
image domain with DeepLab-based architectures [302].

Performing a search on 1D data substantially decreases the search time by 87.5 %
compared to a search on 2D data while performance differences are marginal. This is
particularly interesting as the OCT data is not isotropic, and the spatial dimensions are
quite different. This indicates that learning on low-dimensional, less resource-demanding
data representations is a viable approach for NAS. Thus, an extension to other problems
such as brain segmentation might be feasible, for example, by performing NAS on axial
slices before applying the discovered architectures on 3D volume data.

Also, we consider several variations of the ENAS search space, see Table 6.3. While
there are increases in performance for larger search spaces with more learnable cells or
different blocks for the encoder and decoder, the overall performance gain is limited.
This indicates that more substantial changes to the search space might be necessary,
for example, including the macro-level architecture in terms of the different processing
stages or long-range connections.

Summary

Summarized, we propose an efficient approach for NAS that is suitable for multi-
dimensional medical image data. In detail, we transform the ENAS framework for
applications with U-Net-like architectures and evaluate the approach for retina layer
segmentation. We demonstrate that searching for an architecture on low-dimensional 1D
data transfers well to higher-dimensional 2D data. An architecture discovered on 1D data
performs similar to one discovered on 2D data while substantially reducing search time.
In terms of our two research questions, we find that using 2D data is advantageous over
using 1D data for retina layer segmentation. Also, automatically designed architectures
for 1D data transfer well to 2D data.
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6.3 2D Data: OCT-Based Intravascular Tissue
Classification

The second major clinical application of OCT that we introduced in Section 5.2 is
intravascular tissue classification. Here, the goal is to detect and characterize plaque
deposits within the arterial walls of patients’ coronary arteries. IVOCT images are
acquired very differently compared to ophthalmology. As described in Section 2.1.1, a
rotating probe continuously acquires A-Scans that can be mapped into different image
data representations. Usually, A-Scans from a 360◦ rotation are mapped into a 2D
B-Scan. By directly stacking the A-Scans, we obtain a polar B-Scan representation
BP
i ∈ Rnd×nθ where nd is the size of the A-Scans’ depth dimension, and nθ is the

number of rotation angles. Using a circular transform, we can obtain the Cartesian
representation BC

i ∈ Rnh×nw . While clinicians prefer the Cartesian representation, it is
largely unclear which data representation is preferable for deep learning-based image
processing, as outlined in Section 5.2. Also, for image classification tasks with 2D
spatial image data, transfer learning from classifications tasks from the natural image
domain is a viable approach. Here, a major open question is whether learning from the
different 2D IVOCT data representations can also be improved by transfer learning and
which type of transfer strategy is optimal for that.

Therefore, we provide a thorough investigation of IVOCT-based deep learning using a
newly built dataset. First, we study the use of polar and cartesian image representations
for deep feature learning. In particular, we use data augmentation techniques tailored
to each representation. To improve model performance, we employ transfer learning
from the ImageNet dataset using the established models ResNet and DenseNet. As
natural images are vastly different from IVOCT data, we provide an in-depth analysis of
transfer learning, showing performance for different transfer strategies. Additionally, we
explore a type of multi-dimensional transfer learning, where we build a new two-path
architecture out of pretrained parts from other models that leverage features from both
image representations. Overall, we consider binary labels "plaque" and "no plaque", as
well as a further differentiation of "calcified plaque" from "fibrous/lipid plaque". This
choice is also clinically motivated as calcified plaque deposits often require different
tools for treatment, such as rotablation.

Summarized, in terms of our two research questions, we investigate which 2D spatial
data representation is advantageous for deep learning-based IVOCT data processing.
Furthermore, we study different types of architecture concepts, transfer learning strate-
gies, and our new two-path model, enabled by multi-dimensional transfer learning, for
this problem.

Methods and Datasets

Problem Definition. We address the problem of detecting and characterizing plaque
deposits in IVOCT images. Based on 1D A-Scans Ai ∈ Rnd we consider both polar 2D
B-Scans BP

i ∈ Rnd×nθ and Cartesian 2D B-Scans BC
i ∈ Rnh×nw . The targets yi ∈ RNc

consist of Nc classes. Thus, we try to find deep learning models fM : Rnd×nθ → RNc

and fM : Rnh×nw → RNc .
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Fig. 6.10: Example IVOCT images, highlighting the problematic nature of the modal-
ity. The bottom row shows polar representations, the upper row shows the
corresponding transformed Cartesian images.

Dataset. We build a new dataset based on clinical IVOCT images that were acquired
with a St. Jude Medical Ilumien OPTIS. The device is connected to a Dragonfly OPTIS
imaging catheter, which is inserted into the patient’s coronary vessels. Inside the
vessel, images are acquired by rotating the OCT probe inside the catheter and pulling it
backward. In this way, a continuous M-Scan consisting of 1D A-Scans is created. The
A-Scans from each 360◦ turn are arranged in a B-Scan, which is the polar representation
shown in Figure 6.10. The polar image Bp

i ∈ Rnd×nθ can be transformed into Cartesian
space with the coordinate transformation x = d cos(θ) and y = d sin(θ), where x and y
are Cartesian coordinates, and d and θ are polar coordinates. Applying interpolation in
between the transformed pixels results in the Cartesian representation BC

i ∈ Rnh×nw ,
which resembles a cross-sectional view of the artery, see Figure 6.10.

For ground-truth annotation, three trained experts with daily experience in IVOCT-
assisted interventions determine the type of plaque that is present in a B-Scan. The
experts provide labels on the B-Scan level, and they assign the labels "no plaque",
"calcified plaque", or "lipid/fibrous plaque" to each B-Scan presented to them. All
experts were partially provided the same images and different images for labeling.
For the same images, the final label is determined based on a consensus between the
experts. Different opinions on the plaque type were resolved by asking the experts for a
repetition of their evaluation. Providing different images to experts allows for a larger
but potentially noisily labeled dataset. We sample our test set from the consensus set to
ensure a meaningful evaluation. Before resolving conflicting evaluations, we found an
agreement of 87 % for binary classification and 68 % for multi-class classification.

In total, the dataset consists of 4000 images from 49 patients. We split off an
independent test set of 742 images from 9 patients. We report our results based on
this test set. We perform three-fold cross-validation on the training set in order to select
all the relevant hyperparameters mentioned above. We use the ground-truth labels in
two variants. For general results on plaque detection, we use the binary labels "plaque"
and "no plaque". We refer to this dataset as the binary dataset. Furthermore, we consider
a multi-type plaque dataset where we divide the class "plaque" further into "calcified
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plaque" and "lipid/fibrous plaque". This dataset serves the purpose of showing the
feasibility of further plaque differentiation with clinical relevance.

For the binary dataset, plaque and non-plaque images are approximately balanced. For
the multi-type dataset, roughly 10 % are labeled as "calcified plaque", 40 % are labeled as
"fibrous/lipid plaque" and 50 % are labeled as "no plaque". None of the images contains
a stent as this would distort results. Our goal is to detect untreated plaque deposits, and
a deep learning model might learn to detect stents instead of the underlying disease.

Preprocessing and Data Augmentation. The original polar images obtained from
the OCT device have a resolution of BP

i ∈ R496×960 pixels. Thus, the transformed
cartesian images have a resolution of BC

i ∈ R1920×1920 pixels. For training, we resize
both to a resolution of Bi ∈ R300×300, which matches the range used with standard
architectures in the natural image domain [193, 208, 262]. Note, that this leads to the
Cartesian images having half the depth resolution of the polar images.

For data augmentation, an intuitive choice is to use random rotations for the Cartesian
images due to their circular structure. We apply random rotations with αrot ∈ [0◦, 360◦]
to Cartesian images. Moreover, we apply random flipping along the horizontal and
vertical directions. For polar images, rotations are not meaningful. Instead, we shift the
polar images randomly along the θ dimension with sθ ∈ [0px, 300px]. If A-Scans are
shifted out of the image along the positive θ direction, they are added back on the other
side. In this way, we achieve a transformation that matches a rotation in Cartesian space.
Additionally, we apply random flipping along the θ dimensions. During training, for
both image representations, we apply random cropping to an image size of x ∈ R270×270.
For evaluation, we do not use any rotations or flipping, and we use a center crop.

Deep Learning Models. We employ two state-of-the-art architectures from the
natural image domain, namely ResNet50V2 (RN2D-50) [193] and DenseNet121 (DN2D-
121) [208]. The architecture concepts were introduced in Section 4. The specific models
are standard versions of the architecture concept for multi-class image classification.

As our dataset is small compared to, for example, ImageNet [262], we make use of
transfer learning. We consider different levels of weight freezing, both for the RN2D-50
and DN2D-121 model. The retraining points are indicated in Fig. 6.11. For example,
for partial freeze 1 (pr = 1), we freeze all weights on the left of pr = 1 and retrain the
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Fig. 6.12: The two-path architecture for simultaneous use of polar and Cartesian repre-
sentations, shown for the RN2D-50 model. We initialize all weights with the
pretrained values from ImageNet training. The point fn = i denotes feature fu-
sion after the ith ResNet block. Here, fn = 3 is shown. For fusion, we employ
our specialized weight adjustment strategy we introduced in Section 4.2.

rest. Thus, we consider two partial retraining scenarios, training from scratch, and full
retraining for both models. In all cases, we remove the last fully-connected layer and
replace it with a layer that has a matching number of outputs for our binary or multi-class
labels.

Furthermore, we consider a fusion of polar and Cartesian images in a single architec-
ture in order to investigate whether joint features from the two representations provide
an overall benefit for the problem. For this purpose, our Siamese architecture concept
introduced in Section 4.2 is employed. The implementation of this model based on
ResNet (TP-RN2D-50) is shown in Figure 6.12. Similarly, we construct the architecture
TP-DN2D-121. Each path receives the polar or Cartesian representation as input. We
apply the same data augmentation techniques to each representation, as for individual
models. The point fn describes the concatenation point within the network, where the
image features are fused.

For transfer learning with the Siamese models, we employ the initialization strategy
described in Section 4.2. Here, pretrained weights are copied into the new convolutional
layers after the concatenation point. Also, the weights are rescaled by a factor of 0.5 to
keep feature magnitudes consistent after applying the operation. The implementation of
this concept is also shown in Figure 6.12.

Training and Evaluation. For model training, we minimize the cross-entropy loss
as given in Equation 3.43. For the multi-class cases, we weight the loss for "calcified
plaque" higher in order to counter the class imbalance. For training, we use the Adam
algorithm with a starting learning rate of αlr = 10−4. To find the optimal schedule, we
reduce the learning rate by a factor of two when the validation error saturates. We use
a batch size of Nb = 30 for single-path models and Nb = 20 for two-path models. In
total, we train each model for Ne = 300 epochs. We find relevant hyperparameters
with a restricted grid search with a coarse grid using the F1-score from three-fold cross-
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Tab. 6.4: Results for binary plaque classification are shown. All models are pretrained
on ImageNet, and all weights are fine-tuned. Metrics are given in percent.

Acc. Sens. Spec. F1-Score

D
at

a
A

ug
. DN2D-121 Cart. 89.2 87.487.487.4 90.7 88.5

DN2D-121 Polar. 87.1 85.2 88.3 86.5
RN2D-50 Cart. 90.390.390.3 86.1 93.793.793.7 88.888.888.8
RN2D-50 Polar 87.2 88.8 85.9 86.1

N
o

D
at

a
A

ug
. DN2D-121 Cart. 75.5 69.3 80.7 71.4

DN2D-121 Polar. 82.1 80.2 83.1 81.8
RN2D-50 Cart. 74.0 77.6 71.9 73.7
RN2D-50 Polar 81.4 81.0 85.4 81.3

validation. These hyperparameters include the initial learning rate, dropout rate, input
image size, and crop size. Relevant results are reported for the independent test set. We
implement our models using Tensorflow [1].

For the evaluation of binary classification models, we report accuracy (Acc.), sensitiv-
ity (Sens.), specificity (Spec.), and the F1-score. For multi-class classification, we report
the per-class weighted accuracy for each class and the F1-score with all classes. Note
that in contrast to our other application scenarios, we do not provide a standard deviation
as we evaluate on a single test set. The per-class weighted accuracy is calculated by
dividing the number of true positive examples by the number of all examples for that
particular class.

Experiment Overview. First, we present results for binary classification, both for the
RN2D-50 and DN2D-121 model, as well as for polar and Cartesian images. We show
results with and without our data augmentation strategy. All models are pretrained on
ImageNet.

Second, we investigate transfer learning by showing results without pretraining, and
two partial retraining scenarios, both for DN2D-121 and RN2D-50 using Cartesian
images.

Third, we provide results for our two-path architecture, using both image representa-
tions. Results for TP-RN2D-50 and TP-DN2D-121 are presented. We show results for
different fusion points fn, investigating the optimal abstraction level for feature fusion.
We present results for our weight initialization strategy at the fusion point.

Last, we consider multi-class classification for both CNN models. Again, we consider
both image representations and the use of data augmentation. All models are pretrained
on ImageNet.

Results

For binary plaque classification, results are shown in Table 6.4. The most evident
difference is visible for data augmentation strategies. Also, performance improvement
through data augmentation is notably higher for Cartesian images. Furthermore, we
can observe that Cartesian images lead to better performance than polar images. The
difference between the RN2D-50 and DN2D-121 model is relatively small. Additionally,
we show qualitative results for plaque detection along a pullback. The visualization is
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6.3 2D Data: OCT-Based Intravascular Tissue Classification

shown in Figure 6.13. Although some slices are misclassified, the method provides a
good overall overview of the presence of plaque along the pullback.

Predictions

Ground-Truth

Fig. 6.13: We show qualitative results with a rendered pullback. Top, the original pull-
back is shown. Mid, predicted plaque regions are shown along the pullback.
Bottom, the ground-truth labels are shown along the pullback. The color red
indicates regions with plaque, and the color green indicates regions without
plaque. The arrow indicates visibly incorrect predictions. Rendering was
performed by stacking Cartesian slices along the catheter’s center.

Furthermore, we investigate different transfer learning strategies. Table 6.5 shows
the results for different levels of retraining. We consider training from scratch, full
fine-tuning, and two different partial freezing scenarios. Overall, fine-tuning all weights
within the network performs best. This is followed by partially freezing some weights.
The more weights are frozen, the more performance deteriorates. Performance is worst
when no pretraining is performed at all. We also report results for training from scratch
with both Cartesian and polar images. The difference between full retraining and training
from scratch is larger for Cartesian images.

Moreover, we consider the two-path model for the simultaneous processing of both
data representations. The results for the approach are shown in Table 6.6. We show
results for different fusion points and our weight initialization strategy at the fusion
point. The model with an intermediate concatenation point fn = 3 performs best, being
close to fn = 4. Moving the point closer to the input of the network deteriorates per-
formance. Moreover, the proposed weight initialization strategy considerably improves
performance.

Last, we show multi-class plaque classification results in Table 6.7. Overall, the
classification is worse than for the binary classification case. Still, the classification of
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Tab. 6.5: We show results for different transfer learning scenarios using Cartesian images
unless indicated otherwise. Full refers to full fine-tuning of all weights. No
Pre. refers to training with random weight initialization instead of pretraining.
pr denotes the point of weight freezing in the network. Metrics are given in
percent.

Acc. Sens. Spec. F1-Score

D
N

2D
-1

21 Full 89.2 87.487.487.4 90.7 88.5
No Pre. 73.7 76.1 71.8 72.1
pr = 1 86.1 84.2 89.1 86.6
pr = 2 84.8 81.7 89.2 84.0
No Pre. (Polar) 75.8 77.0 74.3 75.1

R
N

2D
-5

0 Full 90.390.390.3 86.1 93.793.793.7 88.888.888.8
No Pre. 75.8 73.3 77.0 71.6
pr = 1 88.2 87.0 89.3 86.8
pr = 2 85.1 78.5 89.4 82.3
No Pre. (Polar) 77.4 76.5 80.0 75.7

Tab. 6.6: We show results for the two-path models TP-DN2D-121 and TP-RN2D-50. fn
denotes the fusion point in the network. No Init. refers to no use of our weight
initialization strategy. All other weights are still initialized with their pretrained
values. We demonstrate it with the best performing model with concatenation
point fn = 3. Metrics are given in percent.

Acc. Sens. Spec. F1-Score

T
P-

D
N

2D
-1

21 No Init. 85.3 83.6 87.5 84.6
fn = 2 87.1 84.3 89.5 86.4
fn = 3 91.0 89.2 91.9 90.8
fn = 4 90.3 88.1 92.3 89.5

T
P-

R
N

2D
-5

0 No Init. 87.1 85.0 88.3 86.2
fn = 2 86.7 87.1 85.2 85.6
fn = 3fn = 3fn = 3 91.791.791.7 90.990.990.9 92.492.492.4 91.391.391.3
fn = 4 90.4 89.9 90.6 90.1

152



6.3 2D Data: OCT-Based Intravascular Tissue Classification

Tab. 6.7: We show results for multi-class plaque classification. The classes are "calcified
plaque" (c1), "fibrous/lipid plaque" (c2) and "no plaque" (c3). All models
are pretrained on ImageNet and all weights are retrained. W.A. refers to the
weighted per-class accuracy. Metrics are given in percent.

W.A. c1 W.A. c2 W.A. c3. F1-Score
D

at
a

A
ug

. DN2D-121 Cart. 78.0 84.884.884.8 89.789.789.7 83.383.383.3
DN2D-121 Polar. 75.5 80.3 86.7 79.4
RN2D-50 Cart. 79.479.479.4 82.2 87.3 82.9
RN2D-50 Polar 76.2 79.9 85.6 80.5

N
o

D
at

a
A

ug
. DN2D-121 Cart. 64.6 70.2 75.5 70.8

DN2D-121 Polar. 69.1 73.7 80.1 75.7
RN2D-50 Cart. 63.0 68.9 75.3 69.4
RN2D-50 Polar 68.7 69.1 77.0 73.3

calcified plaque achieves a slightly lower but similar performance as for the detection
of other plaque types. The general trends in terms of performance are similar to binary
classification. The use of Cartesian images improves performance slightly for both
models. No use of data augmentation significantly reduces classification performance.

Discussion

We provide an extensive investigation of deep learning-based IVOCT data processing in
the context of different data representations. This encompasses comparisons between
using Cartesian and polar representations, representation-specific data augmentation,
transfer learning strategies, different classification problems, and a novel approach
for using both data representations simultaneously with a multi-dimensional transfer
learning strategy.

Using our dataset, we first investigate the use of polar and Cartesian image repre-
sentations for deep feature learning. For binary classification, we find that the best
Cartesian model achieves an accuracy of 90.3 compared to 87.2 for the best polar model.
Overall, models using Cartesian images appear to perform better, see Table 6.4. This
is a surprising result as polar images should be richer in tissue property information
since we downsampled both images to the same size of 300× 300. Due to the circular
transformation, the depth scans in the Cartesian images only possess half the resolution
compared to polar images. This indicates that the relevant features for plaque detection
are easier to exploit from Cartesian images for deep learning models. It should be noted
that practitioners also generally use Cartesian images for assessment.

We used extensive data augmentation, both for Cartesian and polar images. In
particular, rotations for Cartesian images and shifting for polar images are well suited
for IVOCT data. Considering the results in Table 6.4, Cartesian-based models benefit
substantially more from data augmentation. Accuracy improves by 16 % for Cartesian
images and 6 % for polar images. This shows that the superior performance of Cartesian
images is largely tied to data augmentation.

We provide an extensive evaluation of transfer learning for IVOCT-based deep learn-
ing. The results in Table 6.5 show that there is a substantial difference in performance
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between training from scratch and fine-tuning. For both models, a performance gain of
approximately 15 % is achieved. Previous transfer learning approaches for other medical
imaging modalities achieved similar performance improvements [447]. For IVOCT,
it is still notable that pretraining on natural images works well, considering that the
modalities are vastly different. For further investigation, we considered partially freezing
early layers of the architectures, which is motivated by the fact that earlier layers tend to
learn more generic features [573]. While our results show that performance is still high
compared to training from scratch, the accuracy deteriorates the more weights are frozen
during training. This indicates that IVOCT features are very different from natural image
features, and thus, full retraining should be performed. Moreover, we compared how
transfer learning affects performance for polar and Cartesian representations. Pretraining
appears to be more effective with Cartesian images, which might be related to the fact
that the source domain images are also Cartesian. Despite the significant difference be-
tween natural and IVOCT images, the shared Cartesian structure appears to be beneficial
for transfer learning.

Besides representation-specific data augmentation, we also considered a fusion of
polar and Cartesian image features for additional insights and performance gain. Overall,
the two-path models with late feature fusion slightly increase performance over the
best single-path models by 1.4 % for TP-RN2D-50 and 1.8 % for TP-DN2D-121, see
Table 6.4 and Table 6.6. First, this underlines that deep learning models are able to extract
different features from polar and Cartesian representations, as the performance increases
when using both. Also, the learned features appear to differ earlier in the network,
as early feature concatenation decreases performance. Second, we show an effective
way of reusing pretrained weights for a modified architecture. As discussed before,
transfer learning significantly boosts performance, and thus pretraining is mandatory for
high-performance models. Our simple yet effective initialization strategy at the fusion
point shows that task-specific architecture design is still feasible when being tied to
pretrained models. It should be noted that this concept works consistently across both
the RN2D-50 and DN2D-121 model, although their structure and feature propagation
mechanisms are different.

Besides binary plaque detection, we consider a subdivision into calcified and fi-
brous/lipid plaque types. While fibrous and lipid plaques are relevant for risk assessment
in terms of potential ruptures and thrombosis [532], the detection of calcified regions
is relevant in terms of tool selection for treatment. Often, the use of rotablation or a
cutting balloon is required for calcified regions. Our results in Table 6.7 show that
calcified plaques can be distinguished from others. However, the overall F1-scores are
significantly lower than for binary classification despite both approaches being based on
the same image data. This indicates uncertainty about specific plaque types. Considering
our labeling strategy, this indicates that plaque differentiation is subjective and dependent
on the labeling expert. This is not surprising in the sense that plaque development over
time is continuous. For example, the decision whether a plaque deposit is still to be
considered fibrous or already calcified is not always clear and might change even within
the same plaque region. Our results highlight this well-known issue [486], and suggest
extended research towards both experts’ labeling and multi-class learning approaches.
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Summary

We study two different data representations for spatial 2D IVOCT images in the context
of deep learning methods. With respect to our research question on data representations,
we find that using the Cartesian representation is generally preferable for the problem.
However, the advantage of the representation is largely tied to effective data augmenta-
tion strategies. These observations are consistent across binary and multi-class problem
formulations. Regarding our research question on deep learning models, we find that
different architecture concepts work well for the task. Also, using transfer learning is
useful, particularly for Cartesian images. We show a new application of our Siamese
architecture concept and demonstrate the effectiveness of a new initialization strategy
that is a variant of our multi-dimensional transfer learning method.
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6.4 2D and 3D Data: MRI-Based Left Ventricle
Quantification

Another problem that is related to the state and function of the heart is LV quantification,
which we introduced in Section 5.4. Here, the goal is to derive geometric parameters
of the heart’s left ventricle throughout a cardiac cycle. These parameters are essential
indicators for diseases and function of the heart. Often, the imaging modality MRI is
used for this problem. A temporal sequence of 2D spatial slices is acquired that captures
the entire cardiac cycle. For each frame, geometric parameters need to be derived. Thus,
learning from individual 2D images could work well. However, considering temporal
context in terms of 3D spatio-temporal data might allow for more consistent estimates
and thus improved performance. This raises the question of whether 2D spatial or 3D
spatio-temporal data is preferable for the problem and which type of models should
be employed for each data representation. Another aspect is the general approach for
estimating geometric parameters. While the typical approach is to estimate parameters
from segmentation masks of the LV, direct regression methods without intermediate
segmentation have gained popularity.

We address these open problems in the context of the LVQuan19 Challenge. The
challenge comes with additional aspects to consider. In contrast to a majority of previous
work, the associated dataset is significantly smaller (56 patients), and the MRI images
are hardly preprocessed with a high spatial resolution but without any region of interest
cropping. Thus, an algorithm needs to deal with small dataset size, and make use of the
high image resolution while focusing on the relevant region in the image.

To address all these challenges, we take previous approaches into account while
putting a strong focus on using pretrained CNNs and transfer learning. Models trained
for the common problem of image classification can be adapted for regression by
replacing the output layer. Thus, we perform direct LV indices regression using various
pretrained CNNs. For temporal processing, we employ spatio-temporal 3D CNNs. The
use of these 3D CNNs is enabled by our multi-dimensional transfer learning strategy
we introduced in Section 4.1.3 that allows for the transfer of 2D pretrained models
to 3D. Also, we address high spatial image resolution paired with uncertain ROIs by
using a multi-crop evaluation strategy that covers the entire image. To incorporate
spatial segmentation information into predefined models, we propose an architecture-
independent regularization by adding a decoder to the model. Finally, we integrate
all our models with a new ensembling approach, where we automatically select the
best-performing ensemble for each regression and classification task.

Summarized, with regard to our research questions, we investigate whether 2D or 3D
spatio-temporal are advantageous for this problem. In terms of deep learning models,
we apply our multi-dimensional transfer learning strategy for using 2D models in the 3D
domain. Furthermore, we explore whether 2D and 3D models benefit from the additional
spatial context in terms of a segmentation regularization strategy and whether combining
2D and 3D models by ensembling can improve performance.
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Area
Dim
RWT
Phase

(a) 2D Image (b) Segmentation (c) LV Indices

Fig. 6.14: Example images, ground-truth indices and segmentation masks for left ventri-
cle quantification.

Methods and Datasets

Problem Definition. The problem at hand is to derive LV indices and the cardiac
phase from cardiac MR images. We use a single 2D slice Bti ∈ Rnh×nw to learn a
target vector yti ∈ RNr containing Nr entries with both LV indices and the cardiac
phase. Also, we use a spatio-temporal sequence of slices Vti = {Bti−nt+1 , ..., Bti} with
Vti ∈ Rnt×nh×nw to derive a target matrix Yti ∈ Rnt×Nr that describes the LV indices
and cardiac phase across a number of slices nt. Thus, we try to find deep learning models
fM : Rnt×nh×nw → Rnt×Nr .

Dataset and Preprocessing. The LVQuan19 training dataset consists of short-axis
MRI data from 56 patients. For each patient, 20 slices representing one cardiac cycle
are provided. The resolution of the MRI slices is either 256× 256 or 512× 512 with a
pixel spacing between 0.6836 mm

pixel and 1.7188 mm
pixel . For each slice, segmentation masks

of the myocardium and cavity area, all 11 LV indices and the cardiac phase are provided.
The LVQuan19 Challenge goal is the estimation of all 11 indices and the cardiac phase,
and the segmentation masks can be used optionally. Example image data, ground-truth
indices, and the segmentation map are shown in Figure 6.14.

First, we resize all images to have a pixel spacing of 1 mm
pixel . Second, we take a

center crop of size 300 × 300, which is the smallest image size of all resized slices.
We clip intensities between the 1st and 99th percentile. Afterward, we perform image
normalization by subtracting the mean and dividing by the standard deviation for each
slice. Then, the intensities are scaled between 0 and 1. We convert the target indices to
mm. Then, we scale all regression targets to a range of 0-1 for training. For evaluation,
the targets are scaled back to their original range. We split the dataset into 5 CV folds.

Deep Learning Models. The key idea of our approach is to use pretrained 2D CNN
architectures for indices regression. Thus, we consider a pool of pretrained architectures
including DenseNet [208], ResNet [193], ResNeXt [553], and Squeeze-and-Excitation
Networks [205], as introduced in Section 4.1.3.

Each CNN was pretrained on ImageNet for classification of natural images into 1000
classes. We replace the model’s output layer to match the number of outputs for our
problem. We consider regression only with 11 outputs, classification (cardiac phase)
with 2 softmaxed outputs, or both simultaneously with 13 outputs. The pretrained model
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expects a 3-channel input image, which we handle with two approaches. Either, we use
a single slice, copied to all three channels, or we include the two neighboring slices.

We also consider spatio-temporal 3D CNN approaches. We hypothesize that temporal
context might improve indices regression. Furthermore, cardiac phase classification
requires temporal context, and including more slices might be helpful. We employ
the same type of models as for 2D processing, except that all convolutional kernels
are isotropically extended by a third dimension. To overcome the significant increase
in trainable parameters and the associated risk of overfitting, we employ our multi-
dimensional transfer learning strategy introduced in Section 4.1.3. The 3D CNN input is
of size x ∈ Rnt×nh×nw , where nh and nw are the spatial slice dimensions and nt ∈ [1, 20]
is the number of selected slices. Throughout the entire network, we do not change the
slice dimension, and we produce nt predictions for nt input slices in a single forward
pass. For this purpose, we replace the linear output layer by a convolutional layer with
kernel size 1, which is able to handle arbitrarily-sized inputs. Due to the increase in
memory requirements, we only consider 3D variants of the smaller CNNs in our pool,
which includes DN3D-121, DN3D-161, and SE-RN3D-101.

In addition, we implement a segmentation-based regularization (SR). Here, we add
an additional decoder to the architecture, before its GAP layer. The decoder upsamples
the spatial dimension of the feature maps in several steps until the original input image
size is reached. At each step, we apply a convolution with kernel size 1, which halves
the current feature map dimension, followed by nearest neighbor upsampling with a
factor of 2. Then, a standard ResNet block is applied. In total, there are 5 upsampling
stages. At the output, we predict a softmaxed probability map, which is used to calculate
a cross-entropy loss with the ground-truth masks. During training, the loss is propagated
through the entire network, forcing the core architecture to learn spatial features for
segmentation, and indices regression simultaneously. We do not use the predicted
segmentation explicitly for indices calculation, and it only serves as a regularizer for the
network. We employ this regularization strategy both for 2D and 3D CNNs.

Data Augmentation. Due to the small dataset size, we employ extensive data aug-
mentation. We use random rotation with θ ∈ [0◦, 360◦] which we found more effective
than simple 90◦ rotations. Furthermore, we employ random scaling by resizing the slices
by a factor of sc ∈ [0.8, 1.2] with appropriate cropping and zero padding, if required.
The targets are scaled accordingly (quadratic for areas). We chose a small batch size of
Nb = 8 to induce more variation during training. We did not see any improvement for
dropout, L1, or L2 regularization.

The pretrained models’ standard input size is 224 × 224 while our preprocessed
images are of size 300× 300. Therefore, we crop patches from random image locations
during training. This should have a regularizing effect as the CNN gets more robust
towards different relative LV locations in the images. For 2D CNNs, we randomly
select a cropped slice from Nb different patients to construct a batch of size Nb. For 3D
CNNs, we randomly select a sequence of nt slices from Nb patients for each batch. For
evaluation, we employ a multi-crop evaluation approach to cover the entire image. We
crop from 4 predefined locations in each slice and average the result. For 2D CNNs, this
is repeated for every slice for each patient. For 3D CNNs, we crop sequences of nt slices
from every possible location nt ∈ [1, 20]. Then, we average over all overlapping regions
to obtain a final prediction for each slice. To handle the start and end of the sequence,
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we use cyclic repetition.
Training and Evaluation. In total, our loss function consists of the MSE for re-

gression, the CE loss for phase classification, and the CE loss for segmentation. The
loss functions were introduced in Section 3.3.6. The two CE losses are not present
in every model. If they are included, phase classification is weighted by λP = 0.05
and the segmentation loss is weighted by λS = 0.1. The final loss is the sum of all
individual loss functions. For optimization, we employ Adam with a learning rate of
αlr = 1× 10−4. We train each CV model for Ne = 150 epochs, where a single epoch
consists of 10 random crops from each patient in the training set. Overall, we train
multiple models with different hyperparameter configurations hiM . The configuration
options include the network architecture (for example, DN2D-121), the input dimension
(2D or 3D), nt ∈ {3, 5, 7, 10} for 3D CNNs, weight initialization (random or ImageNet),
segmentation-based regularization (on or off), and prediction targets (areas, dimensions,
RWTs, phase).

We consider the MAE with standard deviation in mm (mm2 for areas) and PCC in
% for regression and the error rate (ER) for classification. Configurations include no
pretraining (No Pre.), no weight scaling for multi-dimensional transfer learning (No WS),
SR, joint indices regression, and phase classification (Joint) and phase classification only
(Class.). We test for statistically significant differences in the absolute error with the
Wilcoxon signed-rank test and a significance level of α = 5%.

Ensembling. Instead of deciding for a single model we search for the optimal
ensemble. Let HM = {hiM , . . . , hnM} be the set of all configurations we consider,
and let CV = {V1, . . . ,Vm} be the set of all CV splits. Then we obtain predictions
ŷij = fM (hiM ,Vj) for all combinations of i and j after training a model with hiM on
CV \ Vj . We obtain the predictions per configuration through concatenation as ŷi =
∪j ŷij . Subsequently we perform an exhaustive search to identify the set HM∗ ⊆ HM
such that ŷ∗ = 1

|HM∗|
∑
k∈HM∗ ŷk minimizes the error between ŷ∗ and ground-truth y.

For the challenge test set we obtain predictions with all models in the optimal subset S∗
which are subsequently averaged into a final prediction. We search for the optimal subset
for each task (areas, dimensions, RWTs, phase) individually to maximize performance.
To keep the search time bounded, HM only includes our top 20 configurations, ranked
by individual CV performance.

Our proposed strategy potentially leads to implicit overfitting of the subset choice in
terms of CV performance. Therefore, results reported for the CV sets might overesti-
mate the performance gain of our ensembling strategy. We overcome this problem by
introducing an additional test split for ensemble evaluation only. Here, we split each CV
fold into two folds. We use the first portion of these new sets to find the optimal subset
with our strategy. Then, we use the second portion of sets to evaluate the strategy.

Results

Results for different configurations with DN2D-121 and DN3D-121 are shown in
Table 6.8. For DN2D-121 with 2D slice inputs, the pretrained model with segmentation
regularization performs best. The difference in the median of the absolute errors of
DN2D-121 and DN2D-121 SR is significant for areas and dimensions. Combining
regression and classification leads to a lower performance than training separate models.
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Tab. 6.8: All results for different configurations with DN2D-121. The MAE is given
with standard deviation in mm (mm2 for areas) and the PCC is given in %.

Areas Dimensions RWTs Phase
MAE PCC MAE PCC MAE PCC ER

DN2D-121 No Pre. 199± 129 93.5 2.98± 1.8 94.5 1.55± 0.9 77.0 -
DN2D-121 139± 74 97.2 2.38± 1.3 96.7 1.33± 0.7 83.5 -
DN2D-121 SR 133± 76133± 76133± 76 97.497.497.4 2.08± 1.22.08± 1.22.08± 1.2 97.597.597.5 1.30± 0.71.30± 0.71.30± 0.7 84.784.784.7 -
DN2D-121 Joint 161± 89 96.0 2.54± 1.3 96.3 1.39± 0.7 82.3 9.0
DN2D-121 Class. - - - - - - 8.48.48.4
DN3D-121 No Pre. 180± 165 94.0 2.77± 2.4 94.3 1.48± 0.8 79.8 -
DN3D-121 No WS 171± 117 95.5 2.53± 1.5 95.2 1.40± 0.8 81.4 -
DN3D-121 133± 82 97.1 2.26± 1.3 96.8 1.32± 0.7 83.8 -
DN3D-121 SR 126± 71126± 71126± 71 97.597.597.5 2.14± 1.22.14± 1.22.14± 1.2 97.297.297.2 1.30± 0.81.30± 0.81.30± 0.8 84.484.484.4 -
DN3D-121 Joint 146± 74 96.6 2.33± 1.2 96.9 1.43± 0.8 81.2 7.9
DN3D-121 Class. - - - - - - 7.57.57.5

For DN3D-121 (nt = 5), the overall performance improves slightly with respect to its
2D counterparts. Again, the difference in the median of the absolute errors of the 2D
and 3D model is significant for areas and dimensions.

Regarding our multi-dimensional transfer learning strategy, we can observe that it
improves performance significantly, both compared to training from scratch and to
transfer learning without weight scaling. In Figure 6.15, we can observe that the model
with weight scaling convergences best.

Considering different architectures in Table 6.9, improved performance can be ob-
served for larger models. The best performing model is RX2D-101-64d. With respect
to ensembling, taking the average over all our models does not perform better than the
best single model. We improve performance by using our optimal subset strategy. When
evaluating on a different test split (*), the performance difference is still large between
averaging and our strategy. The difference in the median of the absolute errors for
averaging and our ensembling strategy is statically significant for all three indices. Our
final ensembles mostly contain the models RX2D-101-64d SR, DN2D SR variants, and
DN3D-121 SR. On the test set of the LVQuan19 Challenge, the performance of the en-
semble is substantially lower. For reference, we include the results from DMTRL [561].
Note that these results are not directly comparable, as a different number of patients and
different image resolutions were used.

Discussion

We address LV quantification from cardiac MR images with a focus on 2D and 3D
image data with retrained models. We consider a variety of deep learning models that
have been successful for the classification of 2D images. We find a substantial increase
in performance with pretrained weights, for example, the MAE for area estimation
improves from 199 mm2 to 134 mm2. This is likely tied to the new and small dataset,
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Fig. 6.15: We show the convergence of DN3D-121 for different transfer learning strate-
gies in the context of our multi-dimensional transfer learning strategy. This
includes the use of no pretrained weights, straightforward copying of pre-
trained weights, and our scaling rule after copying weights.

which contains only roughly a third of the number of patients compared to most previous
studies [528, 561]. At the same time, the MRI images have a higher resolution, which is
closer to the standard input resolution of models trained on ImageNet. Both likely lead
to a substantial advantage of utilizing pretrained models.

To incorporate previous segmentation-based approaches, we propose a segmentation
regularization by adding an architecture-independent decoder close to the model output.
The additional segmentation loss forces the model core to learn both features for direct
indices regression and myocardium segmentation. Our results indicate that including
the segmentation is advantageous as we observe a statistically significant increase in
performance both for areas and dimensions. This matches insight from previous work,
where using both a segmentation mask and LV indices lead to improved results [528,558].

Furthermore, we address temporal context by extending the existing 2D CNN models
to 3D. To enable 3D CNN usage with very limited data, we use our multi-dimensional
transfer learning strategy, where we copy pretrained 2D weights to 3D. Again, we find a
substantial increase in performance by relying on pretraining, see Table 6.8. Notably,
the weighting scaling step appears to be important to enable this transfer from 2D to 3D,
see Figure 6.15. Without weight scaling, convergence appears to be limited and closer
to no use of pretrained weights.

Overall, there is a significant improvement for dimension and area regression for
3D CNNs over 2D CNNs with an MAE of 139 mm2 compared to 133 mm2 for the
areas. For the cardiac phase, it is notable that the 2D approach with neighboring slices
performs reasonably well and only slightly worse than 3D CNNs. Overall, enabled by
our initialization strategy, spatio-temporal 3D CNNs improve performance over spatial
2D CNNs for LV quantification.
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Tab. 6.9: All results for different architectures and ensembling. The MAE is given with
standard deviation in mm (mm2 for areas) and the PCC is given in %. Results
marked with a star (*) are evaluated on a different test split.

Areas Dimensions RWTs Phase
MAE PCC MAE PCC MAE PCC ER

DN2D-169 SR 122± 72 97.6 1.99± 1.2 97.6 1.27± 0.7 85.3 -
DN2D-161 SR 127± 81 97.1 2.00± 1.1 97.8 1.30± 0.7 84.3 -
SE-RN2D-101 SR 126± 70 97.4 2.01± 1.1 97.7 1.32± 0.8 84.4 -
SE-RN2D-152 SR 124± 81 97.4 2.07± 1.2 97.5 1.29± 0.7 84.9 -
RX2D-101-64d SR 118± 72118± 72118± 72 97.697.697.6 1.99± 1.01.99± 1.01.99± 1.0 97.897.897.8 1.25± 0.71.25± 0.71.25± 0.7 85.985.985.9 -
SE-RX2D-101 SR 135± 80 97.1 2.23± 1.2 97.3 1.33± 0.8 83.9 -
SENet2D-154 SR 129± 81 97.3 2.12± 1.3 97.3 1.31± 0.8 84.6 -
Ensemble Average 118± 76 97.7 1.96± 1.1 97.8 1.26± 0.6 85.6 7.7
Ensemble Optimal 111± 76111± 76111± 76 97.997.997.9 1.84± 0.91.84± 0.91.84± 0.9 98.098.098.0 1.22± 0.61.22± 0.61.22± 0.6 86.486.486.4 6.76.76.7
Ensemble Average* 117± 75 97.8 1.96± 1.0 97.8 1.23± 0.6 86.0 8.3
Ensemble Optimal* 111± 75 97.9 1.85± 1.0 98.0 1.19± 0.6 87.1 7.0
Ensemble Testset 371 92.5 3.02 95.7 2.53 82.6 11.5
DMTRL [561] 180± 118 94.5 2.51± 1.6 92.5 1.39± 0.7 76.8 8.2

Next, we consider different baseline architectures for our approach. Using larger
architectures with more layers and more feature maps tends to improve performance
over the DN2D-121 baseline. In particular, it is notable that the highest performance
increase among different models is substantially larger than the performance increase of
moving from 2D to 3D. RX2D-101-64d improves the MAE by 16 mm2 over DN2D-121
compared to a 6 mm2 decrease caused by using 3D convolutions. In the best case, one
would extend the best 2D model to 3D for performance maximization, however, this is
limited by GPU memory and not feasible for the larger, higher-performing 2D models.
Summarized, using high-performing 2D architectures can be very beneficial for LV
quantification.

Last, we combine all our models with a new ensembling technique, where the best
performing models were automatically selected based on cross-validation performance.
The method improves performance over simply averaging predictions across all models.
Also, we used separate test splits to ensure that the optimal subset selection does not
implicitly overfit to the CV sets. Even for this evaluation scenario, our ensembling
method performs better than averaging with statistically significant performance dif-
ferences. Interestingly, the selection method included both 2D and 3D CNNs, which
indicates that both spatial 2D and spatio-temporal 3D information is important for LV
indices regression. On the LVQuan19 test set, our method performs substantially worse
than in our CV experiments. This indicates that the test set is very challenging and
potentially differs from the training set. Similar observations were made for the last
year’s challenge [558]. Thus, generalizable LV quantification remains a challenging
task.
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Summary

We study the use of 2D spatial and 3D spatio-temporal data representations for deep
learning-based left ventricle quantification. Regarding our research question on data rep-
resentations, we find that using 3D spatio-temporal data slightly improves performance
over individual 2D spatial slices. With respect to our research question on deep learning
methods, pretrained models are very effective for this task, both for 2D and 3D models.
In particular, our multi-dimensional transfer learning strategy with weight scaling en-
ables the use of pretrained 3D models. However, we observe that using high-performing
2D models provides a more significant benefit than extending models from 2D to 3D.
Still, when constructing an optimal ensemble, 2D and 3D models synergize well and
lead to better performance than any single model. We also observe that adding additional
spatial context with a segmentation regularization strategy can improve performance
slightly.
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6.5 2D and 3D Data: OCT-Based Pose Estimation
Another way of extending 2D CNNs to 3D is to engineer new, efficient 3D CNNs that
are loosely based on concepts that have been introduced for the 2D image domain. This
approach is particularly suitable for problems where very efficient CNN architectures
are required. In contrast, the straightforward extension from 2D to 3D that we studied in
the previous section always leads to huge architectures.

In the field of deep learning-based computer-assisted interventions, CNNs often have
to be applied in real-time. One example is the problem of pose estimation, which we
introduced in Section 5.3. Here, the pose of a patient or a surgical tool needs to be
tracked continuously throughout an intervention. Given that many surgical interventions
such as neurosurgery or ophthalmic surgery require a high level of precision, CNN
models for pose estimation need to be both highly accurate and fast.

Regarding the problem of real-time pose estimation with high accuracy, OCT is
well-suited due to its high spatial and temporal resolution. As discussed in Section 5.3,
there are early approaches for OCT-based pose estimation that used 2D OCT data
representations. Given the requirement of highly accurate estimates, using full 3D
OCT volumes might be advantageous. At the same time, the increase in computational
requirements for higher-dimensional models makes architecture design for this problem
very challenging.

Therefore, we study OCT-based pose estimation in the context of different data
representations and CNNs architectures. For this purpose, we propose a specialized
framework for data acquisition and model application. We use arbitrary small objects
and turn them into a marker for pose estimation or tracking. We employ an experimental
setup with a robot that allows for automatic acquisition of OCT volumes with the marker
and its respective pose provided by the robot. Thus, we have a supervised learning
problem where a pose vector needs to be regressed from an OCT volume. In terms of
application, the goal is to attach the marker to another object that should be tracked.

First, we investigate the use of volumetric data for deep learning-based pose estimation.
We explore how directly leveraging volume information with 3D CNNs compares to
the typical use of 2D depth representations. Regarding the choice of volume data as
our image representation, we also analyze how 3D CNNs make use of the additional
depth information. OCT is a modality that can provide deep, subsurface information.
However, this depends on materials and whether they can be penetrated by infrared light.
We investigate how subsurface information benefits 3D CNN learning by comparing
markers with and without an identifiable inner structure. We provide quantitative results
and qualitative saliency maps to show how 3D CNNs exploit volume information for
pose estimation. Furthermore, we test our marker’s performance when the OCT image
is occluded, which provides insights on robustness.

Also, we address the aspect of architecture design. As pose estimation requires
real-time application, we employ our efficient CNN extensions to the 3D domain,
which includes the ResNet, Inception, and ResNeXt design principle, see Section 4.1.2.
Additionally, we leverage long-range connections for efficient feature reuse throughout
the CNN networks. We study how different design principles affect OCT-based pose
estimation performance.

As a result, with respect to our first research question on data representations, we
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study the use of 2D depth representations and full 3D volumes. Also, we investigate
the effect of subsurface features in full volumes. With respect to our second research
question on deep learning models, we study different design principles of CNNs when
they are extended to 3D.

Methods and Datasets

Problem definition. Formally, we consider the problem of estimating a target pose
yi ∈ RNr that consists of position and orientation withNr total regression targets. We use
full volumes Ci ∈ Rnh×nw×nd as well as depth representations obtained by a projection
P : Rnh×nw×nd → Rnh×nw . This results in depth representations Di ∈ Rnh×nw . Thus,
we try to find deep learning models fM : Rnh×nw → RNr and fM : Rnh×nw×nd → RNr .
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Fig. 6.16: We show a sketch of our approach. During the initial experiment, the hexapod
robot moves the marker to predefined, randomly generated poses within the
OCT’s FOV. The poses are expressed with respect to the hexapod’s reference
point. In each pose, a volume is obtained while the robot is standing still (a).
Next, the data samples are used for training a 3D CNN (b). Finally, the trained
model (c) predicts a pose from an OCT volume. Two poses are used for
tracking by obtaining the relative transformation (d) between the two marker
poses.

Data Generation and General Setup. We employ a setup to automatically generate a
set of image and pose data for learning. The setup consists of a hexapod robot, a SD-OCT
device with a stand, and a phantom to be used as a marker, see Figure 6.16. The hexapod
moves the marker inside the OCT’s FOV and stops at predefined poses. The position part
of the 6D poses is generated by randomly sampling positions in a 3D bounding box that
covers the OCT’s FOV size. Orientations are created by randomly generating rotation
angles within an interval. All components are uniformly sampled from their respective
space. The hexapod moves to a pose, stops, and an OCT volume is acquired. The volume
is combined with the current pose to form a labeled data sample. This procedure is
repeated several thousand times to create a dataset for training. As a result, our 3D CNNs
receive an OCT volume containing the marker as their input and are trained in order to
predict the pose with respect to the hexapod’s reference point. Tracking is achieved by
letting the CNN predict the marker’s pose in two different volumes. Then, the relative
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Fig. 6.17: We show the two markers we employ. Each row shows different image
representations for each marker. From left to right: Digital microscopy image,
rendered volume, B-Scan slices along the x and y direction. The key difference
is the inner structure of the second marker that is only visible in OCT volumes.

transformation can be easily obtained by matrix multiplication. This is depicted in the
right part of Figure 6.16.

Markers. Marker A was milled from a block of polyoxymethylene (POM) with an
asymmetric prism shape and a size of approximately 3.75 mm× 2.4 mm× 2 mm. , see
Figure 6.17. The material reflects the infrared light very well, which is why mostly
its surface is visible in an OCT volume, not its interior. The second marker B was 3D
printed with Formlabs Resin to obtain an inner structure. The marker has a size of
3.2 mm× 2.68 mm× 1.9 mm.

OCT Device. The imaging device is a Thorlabs Telesto I SD-OCT system with a center
wavelength of 1325 nm for 3D volume acquisition. Its lateral resolution is 15 µm and
its depth resolution is 7.5 µm. Its FOV covers a volume of 10 mm× 10 mm× 2.66 mm.
Volume images are acquired with a size of 128× 128× 512 voxels. While all images
are volumetric, the visibility of a marker’s interior structure largely depends on the
object’s reflective properties. If it reflects near-infrared radiation very well, only the
object’s surface will be visible in an OCT volume. This is a very relevant property when
considering the pose estimation task. Typical 6D pose estimation frameworks [264]
also rely on surface information obtained with time-of-flight depth cameras. Therefore,
it appears natural to employ a similar framework for OCT images if mostly surfaces
are visible without internal features. We investigate this assumption by training both
on volume data and 2D surface extractions. Also, we train both on an opaque marker,
whose surfaces are hardly penetrated and a marker with a distinct inner structure, visible
in OCT volumes. Both approaches provide insight into the importance of volume data
usage. Figure 6.17 shows the different markers with the different properties. We refer to
the opaque marker as marker A and the marker with an inner structure as marker B.

Robot. The hexapod robot shown in Figure 6.16 is a 6-axis H-820.D1 hexapod
distributed by Physik Instrumente GmbH. It is used to move the marker within the
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Fig. 6.18: We show an example of the occlusion dataset. Left, a photography of the setup
is shown. Right, the corresponding OCT volume is shown. We use marker B
for this experiment. Note that we vary both the position of the objects and the
objects themselves during data acquisition of this set. 1. marker B 2. printed
geometry/arbitrary marker 3. water droplets 4. scalpel 5. needle of a syringe
6. cloth fiber.

OCT’s FOV as well as for obtaining ground-truth 6D pose labels. Its pose is expressed
with respect to a reference point slightly below its top plate. Translations relative to
that point are denoted as tx, ty and tz. The rotations are expressed by rotation angles
αrot , βrot , γrot around each axis of a coordinate frame shifted by tx, ty and tz from
the reference point. A rotation matrix is expressed by consecutively rotating with αrot ,
βrot and γrot around the moving axes x, y′, z′′, such that the rotation matrix can be
expressed as R = R(αrot)R(βrot)R(γrot). The rotation matrix R and the translations
are used to form a homogeneous transformation matrix that is used to obtain the relative
transformation matrix as shown in the right part of Figure 6.16. The target pose labels
for learning take the form y = {tx, ty, tz, αrot , βrot , γrot}. Regarding accuracy, the robot
is limited by a translational repeatability of ±20 µm and a rotational repeatability of
±11.46× 10−3◦. The range of positions covered by the hexapod robot in the experiment
corresponds to the OCT’s FOV. The rotations are limited to a range of (−10◦, 10◦) for
each axis.

Datasets.For both markers we acquired several thousand data samples each, using
roughly 80 % for training and 10 % for validation and 10 % for testing. Additionally,
we acquired a dataset that contains occlusions. Here, we acquired a dataset where we
added random objects around the marker. The occluding objects were repositioned
and changed during acquisition. We used a variety of objects with different reflective
properties such as a scalpel, parts of a syringe, needles, cloths, different plastic, and
metal parts, surgical scissors, printed geometries that could be used as markers and water
droplets on top of and next to the marker. An example occlusion scenario is shown in
Figure 6.18. Our marker is the only object constantly appearing in all volumes, and we
investigate whether this helps the model to learn robustness towards all other objects. For
testing, we split off a dataset that contains objects that are not present anywhere else in
the training dataset. Therefore, performance on this test set indicates how well the model
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Tab. 6.10: Number of samples for each dataset. The occlusion dataset was recorded with
marker B.

Marker A Marker B Occlusion
Training 5850 5850 15000
Validation 900 900 -
Testing 900 900 2875

deals with objects that it has never seen before. This provides a realistic impression
on how the model will perform in practice, where new objects are likely to appear in
the OCT volumes. An overview of the datasets is shown in Table 6.10. All results we
present refer to the test sets. Note, that there is no validation set for the occlusion dataset
as we directly use it with our models that were fine-tuned on the other two datasets.

Preprocessing. For volume data, the volume size needs to be adjusted first due to
computational requirements. We downsample the volumes from the acquisition size
of 128 × 128 × 512 to 64 × 64 × 16. The depth dimension is reduced with a larger
factor than the lateral dimensions because its original pixel spacing is much smaller.
As a result, the pixel spacing for each dimension of the volume represents the same
Cartesian distances. The target volume size is a trade-off between computational effort
and potentially lost information during the downsampling process. The selected size
leads to satisfactory results while keeping training times within feasible bounds.

For 2D depth data representations, we extract surface information from the OCT
volumes to obtain a 2D depth representation that is similar to other RGB-D based 6D
pose estimation frameworks [59]. This allows for comparison to other OCT-based
tracking approaches where 2D depth representations were used for tracking a volume of
interest with handcrafted feature matching [276]. We perform the extraction using MIPs
from different views. This provides us with two different types of depth representations.
The image index at which the maximum intensity was found represents the most intuitive
notion of depth.

However, the maximum intensity itself also provides depth information. Considering
a curved Gaussian beam model of the OCT’s infrared light, the intensity at the top of the
volume (closer to the light source) will be different than at the bottom. Moreover, the
MIPs can also carry rotation information as the back-scattering from surfaces changes
based on the angle. Therefore, both the normalized depth index and the maximum
intensities themselves are considered as 2D depth representations for learning. The
extraction process is illustrated in Figure 6.19. Since our data is volumetric, there are
several options of which coordinate direction (x,y,z) should be chosen for extraction.
Here, x and y are the lateral coordinate directions, and z is the depth direction along the
OCT beam. Using several 2D projections from different angles is typically referred to
as 2.5D and has been used for CNN training as a trade-off between less costly 2D and
potentially more fruitful 3D representations [412].

The straightforward choice is the use of the MIP along the z-direction, as this is the
actual traveling direction of the OCT light beam. Taking the maximum value along
the z-direction results in a projection on the x-y plane. Although this is the primary,
relevant direction for OCT, some information is likely lost through the projection. To
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Fig. 6.19: The extraction process of 2D representations from an OCT volume is shown.
Here, the extraction for an x-y projection is shown. Red color indicates the
intensity in the volume. Typically, the highest intensity is found at the first
surface hit by the infrared light. Inside, the intensity gradually decreases.
Therefore, an MIP captures the surfaces visible in OCT data. For a depth map,
the depth value ∆z(imax) is determined at every x-y location and transferred
to a 2D map. For an MIP, the intensity imax(z) itself is used at every x-y
location, as shown in the right part of the figure. Due to different lighting
properties along the z-direction, both methods capture depth in a 2D image.

illustrate this, consider Figure 6.19. Potentially useful information below the surface
is lost entirely through projection. Therefore, we also include z-y and z-x projections
in our datasets. To maintain spatial alignment, we perform the MIP extraction from a
volume size of 64× 64× 64. This results in five different 2D datasets that we compare
to the volumetric dataset:

1. V: 64× 64× 16 preprocessed volumes

2. M1: 64× 64× 1 intensity values from the x-y projection

3. D1: 64× 64× 1 normalized depth index values from the x-y projection

4. MD1: 64× 64× 2 normalized depth index values and intensity values from the
x-y projection

5. M3: 64× 64× 3 intensity values from the x-y, z-x and z-y projections

6. D3: 64 × 64 × 3 normalized depth index values from the x-y, z-x and z-y
projections

The third dimension is the channel dimensions.
In order to draw a connection between 2D and 3D data processing, we also consider the

case of using 3D volume data with 2D kernels. Prior approaches handled OCT volume
data by using 2D slices in the input data’s channel dimension with 2D CNNs [426].
By default, a 2D kernel that is swept over a volume performs processing slice by slice
without taking context between slices into account. For a meaningful comparison to 3D

169



6 Experimental Results

Tab. 6.11: Feature map (fm) choices for the residual blocks of the IN3D model.

f j1m f j2m f j3m
Module j = 1 ResBlock /2 64 64 30
Module j = 1 ResBlock 42 42 20
Module j = 2 ResBlock /2 86 86 40
Module j = 2 ResBlock 64 64 30

CNNs, we extend the 3D volumes by a channel dimension for 2D kernel processing.
Each channel contains a shifted version of the volume along the z-direction. Therefore,
when processing each slide with a 2D kernel, the neighboring slices are also taken into
account.

Summarized, we use five datasets with 2D depth representations for comparison to
a volumetric dataset. This provides a comparison on how computationally cheaper 2D
representations perform against more costly 3D data when being trained with a 2D CNN
and 3D CNN, respectively. The baseline dataset for our evaluation is the volumetric
dataset.

Deep Learning Models. We employ our carefully designed 3D CNN architecture
extensions that we introduced in Section 4.1.2. The general architecture introduced
in Section 4.1.2 focuses on feature extraction at intermediate volume sizes after the
initial downsampling stage. Here, the greatest processing effort is focused on the two
architecture-specific modules with spatial feature map sizes of 16×16×4 and 8×8×2.
In this way, the computational effort is lowered significantly, and at the same time, more
abstract, discriminative features can be learned.

We implement RN3D-A with an initial feature map size of f 1
m = 64 that is doubled

within the first ResBlock of each module. In total, the architecture contains 4 ResBlocks,
equally distributed across the two modules. RN3D-B is implemented similarly with
f 1
m = 64 initial feature maps. Due to the more efficient bottleneck blocks, the model

comes with 9 instead of 4 ResBlocks while keeping the number of model parameters
at a similar level. RX3D uses the same number of feature maps and ResBlocks as
RN3D-A. We employ a cardinality of ncd = 8, which leads to 8 individual processing
paths for each block. Finally, IN3D also starts with f 1

m = 64 feature maps but uses
different numbers of feature maps within the architecture paths. The feature map sizes
are given in Table 6.11. From this architecture, we also build IN2D, a 2D variation of
IN3D with a similar structure but 2D convolutional layers instead of 3D. An overview
of the model’s properties and parameter size is given in Table 6.12. Note that all our
architectures are very efficient in terms of the number of parameters. For comparison,
the standard RN2D-50 architecture [193] with 16 residual blocks and 2D convolutions
comes with 21 000 000 parameters. Inception-ResNet [475] contains 22 blocks and
56 000 000 parameters.

Model Training. The learning task is formulated as a regression problem, which
is why the error function to be minimized is chosen to be the MSE between network
outputs and ground-truth labels. The CNNs are trained with mini-batch gradient descent.
We use the Adam algorithm with an initial learning rate of αlr = 10−4. When the
validation error saturates, the learning rate is reduced by a factor of 5 until we observe
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Tab. 6.12: Overview of the different architectures we extend from 2D to 3D. All models
employ residual connections. Except for RN3D-A, all models make use of
downsampling in the feature map dimension. IN3D and ResNeXt3D addi-
tionally contain multiple paths at each stage, representing feature extraction
at different scales. IN3D’s paths are individually fine-tuned while RX3D
follows simple design rules for its path design. Lastly, the total number of
parameters and blocks is provided for each model. Note that RN3D-A only
has 4 blocks in order to keep its number of parameters in a similar range.

RN3D-A RN3D-B IN3D RX3D
Residual Connections Yes Yes Yes Yes
Bottleneck No Yes Yes Yes
Multi-Path No No Yes Yes
Individual Path Design No No Yes No
# of Parameters 6 161 907 3 451 507 3 568 913 3 042 931
# of Blocks 4 9 9 9

no further improvement.
We split the data set into training, validation, and test sets. The validation set is used

for fine-tuning hyperparameters, the test set is used for evaluating the final performance.
During training, we use a batch size of Nb = 15.

The labels used for training are provided by the hexapod robot. Due to the OCT’s lim-
ited FOV, the positions are limited to tx, ty ∈ [−5 mm, 5 mm] and tz ∈ [−1.2 mm, 1.2 mm].
Similarly, we limit rotations to αrot , βrot , γrot ∈ [−10◦, 10◦]. For training, we rescale
the regression outputs to a range of [0, 1]. In particular, we rescale every output compo-
nent individually based on the training set. For evaluation we transform the network’s
predictions back to the original scale and calculate error metrics on those values.

Another question that we address is whether training a single CNN for the entire
pose label is the optimal choice. Multi-output regression has been addressed both by
training a single model for the entire output and by training individual models for each
output [55]. We study three different approaches. First, we train a single CNN to predict
the complete 6D pose. Second, we train one CNN each for position and orientation
prediction. Third, we train one CNN each to predict a single component of the pose
vector. We choose the best performing approach for all other experiments.

The 3D CNN implementation is based on the TensorFlow environment [1], and
training is performed with graphics cards of type NVIDIA GTX 1080 Ti with 11GB
VRAM.

Visualization. Understanding and visualizing what CNNs learned after training is
an important issue in the field of deep learning. In particular, for the problem at hand,
it is crucial to understand what kind of image properties the CNNs leverage for pose
estimation. In general, CNNs for classification are either visualized by image generation
through maximization neuron activations or with saliency maps [583]. We utilize the
latter since activation maximization is not immediately applicable to regression with
continuous output values. Saliency maps visualize which region in a particular input
image has the largest influence on a certain activation in the network. This is achieved
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by computing the partial derivative of the activation with respect to the current input
image, leading to a gradient image

gx,y,z =
∑
i

∂yi
∂xx,y,z

(6.1)

where gx,y,z is the saliency map, xx,y,z is the input image, and y is a vector of acti-
vations. The partial derivatives for each vector element yi are summed up to form the
saliency map. We set y to be the output of our network, and thus, a saliency map tells us
which region of an image leads to the most substantial change in the output. This allows
us to visualize what our CNN focuses on when being trained on 2D data, when being
trained on the marker with a surface structure and when being trained on a marker with
inner features.

To enhance the saliency maps, we utilize guided backpropagation [463]. The key idea
of this approach is to combine normal backpropagation with the deconvolution idea of
Zeiler et al. [583]. Effectively, guided backpropagation changes the backward pass of the
ReLu activation function such that negative gradients and thus components that reduce
the target activation are suppressed. The method has been shown to perform better than
normal backpropagation and deconvolutional visualization, for details see [463].

Experiments. We provide the results of the analysis of our pose estimation method
in several steps:

1. We show results for our choice of splitting position and orientation learning.

2. We show pose estimation accuracy for 2D depth representations for 2D CNN
training and 3D volumes for both 2D and 3D CNN training. Again, we em-
ploy Inception3D with a 2D counterpart for this comparison. We use marker A
for this comparison. The marker is best suited for comparison with 2D depth
representations as it largely shows surface information in OCT volumes.

3. We show how marker A compares to marker B in order to highlight the effects
of the inner marker structure for 3D CNN learning. We use Inception3D for this
comparison.

4. We visualize what our 3D CNN learns using saliency maps. This adds qualitative
results and a better understanding of the previous, quantitative results.

5. We show the suitability of our method for online pose estimation by providing
inference times for 2D and 3D CNN data processing.

6. We show our method’s robustness by using our Inception3D model for a dataset
with heavy occlusion.

7. We compare the 3D CNN models with respect to their performance for our pose
estimation method. We use both markers for this comparison.

We evaluate pose estimation performance using the MAE, rMAE, and PCC. We
test for statistically significant differences in the absolute errors with the Wilcoxon
signed-rank test and a significance level of α = 5%.
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Tab. 6.13: MAE (position in µm, orientation in ◦), rMAE and PCC for position and
orientation prediction when training on position and orientation separately or
simultaneously. 6D label refers to training with the entire pose as the network
output. 3D label refers to the training of two separate networks for position
and orientation. 1D label refers to the training of six networks on one part
of the pose label each. The best category is marked bold. We used the IN3D
model and marker B for this experiment.

Position
MAE rMAE (10−3) PCC (%)

6D Label 25.32± 15 29± 24 99.91
3D Label 14.89± 914.89± 914.89± 9 18± 1418± 1418± 14 99.9699.9699.96
1D Label 15.88± 12 19± 15 99.9699.9699.96

Orientation
MAE rMAE (10−3) PCC (%)

6D Label 0.099± 0.06 173± 15 99.9699.9699.96
3D Label 0.096± 0.070.096± 0.070.096± 0.07 168± 16168± 16168± 16 99.9699.9699.96
1D Label 0.119± 0.12 21± 20 99.93

Results

Learning Target. First, we investigate the effect of training different models for dif-
ferent parts of the target pose vector. The results for three approaches with different
label splitting are shown in Table 6.13. For position prediction, splitting up the training
improves performance. However, training on a single position output does not lead to
improvement. For orientation prediction, removing the position part does not have a
substantial effect. Splitting the labels up further, even deteriorates performance. Based
on these observations, we choose to train position and orientation separately.

Data Representations. As a second step, we compare the accuracy when using 2D
depth representations or full volumetric data for learning. The results are shown in
Table 6.14. We used our IN3D architecture. For the 2D representations, we removed the
filter’s third dimension, resulting in IN2D. We conducted the experiment with marker
A. This marker largely shows surface structures in OCT volumes. Therefore, 2D depth
maps could be expected to contain a similar amount of information for learning.

Considering the comparison between 2D and 3D, the volumetric data representation
that is used for training Inception3D clearly outperforms all 2D approaches. Note that
the 2D CNN version has a smaller capacity since filters only cover two dimensions.
However, the 2D CNN was always able to reach a similar training error. This shows that
insufficient capacity cannot be the reason for the performance difference but rather the
representations used for learning.

Out of all models with 2D filters, the model with volume inputs performs best. Here,
volume data is processed in a z-slice-wise fashion with 3 × 3 × 1 kernels while also
taking neighboring slices into account.

Considering the difference between 2D representations, it is notable that a combination
of depth and intensity information from a single MIP in z-direction performs best.
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Tab. 6.14: MAE (position in µm, orientation in ◦), rMAE and PCC for position and
orientation prediction for 2D representations with a 2D CNN in comparison
to volumetric data with a 3D CNN. The best performing model is marked
bold. All models are based on IN3D, for the 2D cases, the third dimension of
filters is omitted. Marker A was used for this experiment.

Position
MAE rMAE (10−3) PCC (%)

VVV 23.65± 1623.65± 1623.65± 16 28± 2428± 2428± 24 99.8699.8699.86
M1 46.16± 33 61± 47 99.31
M3 81.67± 42 89± 62 98.84
D1 58.32± 38 73± 50 99.12
D3 224.9± 155 182± 141 95.64
MD 43.45± 32 57± 45 99.46
V (2D) 28.84± 19 34± 28 99.80

Orientation
MAE rMAE (10−3) PCC (%)

VVV 0.268± 0.220.268± 0.220.268± 0.22 47± 5247± 5247± 52 99.7599.7599.75
M1 0.741± 0.62 129± 118 98.28
M3 0.755± 0.65 132± 124 98.25
D1 0.763± 0.70 133± 115 97.65
D3 0.828± 0.72 145± 131 97.57
MD 0.597± 0.43 104± 89 98.84
V (2D) 0.290± 0.24 51± 44 99.73

Moreover, the single-channel representations that only leverage information from the z
direction perform better than representations with additional x-z and y-z projections.

Inner Structure. Next, we show how a recognizable inner structure affects learning
for 3D CNNs. Their key difference is that one marker has an opaque surface under
infrared light (A), while the second marker has a visible inner structure in OCT images
(B), see Figure 6.17. The results are shown in Table 6.15. Marker B clearly outperforms
marker A. It is notable, that the position error goes beyond the assumed ground-truth
label accuracy, induced by the robot’s specified repeatability of ±20 µm.

Visualization. Next, we aim for a deeper understanding of what was learned by
the 3D CNN. In particular, we investigate whether the 3D CNN leveraged the depth
information given in the second marker. Saliency maps indicate which region in the
image is largely responsible for the output, i.e., a change in that region leads to the
largest change in the output.

To emphasize the importance of depth exploitation, we compare the 3D saliency maps
from the two markers with 2D saliency maps from the approach of leveraging depth
information from MIPs. The results for this are shown in Figure 6.20. The saliency maps
for the 2D CNN show high intensities at characteristic surface features on the markers.
The 3D saliency maps for the 3D CNN, which are represented by 2D MIPs, focus on a
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Tab. 6.15: MAE (µm for position, ◦ for orientation), rMAE, and PCC for position and
orientation prediction for the marker with surface structure (A) compared to
the marker with a depth structure (B). The best category is marked bold. We
used the Inception3D model for this experiment.

Position
MAE rMAE (10−3) PCC (%)

Marker A 23.65± 16 28± 24 99.86
Marker B 14.89± 914.89± 914.89± 9 18± 1418± 1418± 14 99.9699.9699.96

Orientation
MAE rMAE (10−3) PCC (%)

Marker A 0.268± 0.22 47± 52 99.75
Marker B 0.096± 0.070.096± 0.070.096± 0.07 17± 1617± 1617± 16 99.9699.9699.96

Tab. 6.16: Inference times (mean and standard deviation in ms) for IN3D and IN2D with
2D and 3D input data. The values are calculated based on 100 passes of a
single sample through the network.

Inference Time
IN3D 20.95± 1.05
IN2D 18.89± 1.67
IN2D (Vol.) 19.12± 1.59

region on the marker without sticking to specific surface features such as the pyramid
tip. Note, that the same original test image was used for the 2D saliency maps and the
2D MIPs of the 3D saliency maps.

Furthermore, we present the saliency maps of two test images for the two markers in
Figure 6.21. The saliency maps are shown in red as slices overlaid on top of slices of the
test images. The cross-sectional view specifically shows what regions on and inside the
marker have a large influence on the output. For the marker with a surface structure, the
saliency map mostly lights up around the marker’s surface. Note that the high-intensity
saliency area spans above and below the surface, covering 3D space. For the marker
with a depth structure, higher values in the saliency maps can be observed inside the
marker. Furthermore, it should be noted that the 3D CNN’s center of attention is indeed
the marker itself. There appears to be no fitting on the ground surface or artifacts within
the volume.

Inference Time and Robustness. Furthermore, we consider properties that are
relevant for application, including inference times and robustness. The results for
inference time measurement are shown in Table 6.16. We can observe that both CNNs
allow sample processing at 50 Hz with the 2D CNNs being slightly faster. Note that
the convolution operations only have a small influence with a total number of 68 out of
1734 operations and an average processing time of 0.065 ms for IN3D and 0.046 ms for
IN2D. Also, note that these values are very hardware and software dependent.

Furthermore, we investigate how well our model performs when the OCT volume is
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Fig. 6.20: Comparison of saliency maps for the 2D and 3D data representations. Left,
images of marker B are shown, right, images of marker A are shown. At
the top, 2D MIPs along the axial z-direction are shown. In the middle, 2D
saliency maps of the 2D training approach are shown in red, overlaid on the
original input image. At the bottom, 2D MIPs of the saliency maps are shown
in red for the 3D CNN (IN3D) that was trained on volume data. Here, MIPs
of the volumetric saliency maps are overlaid on the input image’s MIP.

occluded with foreign objects. For this purpose, we use our third dataset, where different
objects are placed around the marker during data acquisition. The results are shown in
Table 6.17. The model’s performance is still close to our other datasets, where mostly
the marker itself was visible. For rotations, the performance deteriorates more.

3D CNN Architectures. For our deep learning framework, we employ our four
proposed models for 3D data that come with different improved architectural ideas.
The results for position training are shown in Table 6.18. With the most structural
adjustments, IN3D outperforms the other models. Furthermore, RN3D-A, which uses
the type of residual connections often employed for 3D CNNs [339, 575], lacks behind
more significantly.

Additionally, Figure 6.22 shows the training behavior over time for all four models.
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Fig. 6.21: Visualization of what the 3D CNN focuses on using saliency maps. Left, two
lateral slices through each marker are shown. The top two images show marker
A, the bottom two show marker B. Right, slices through the 3D saliency maps
for each marker are shown, which are overlaid on the input image slices. The
saliency maps show which region in the image shown on the left has the most
substantial influence on the CNN’s output. The key difference between the
markers’ saliency maps is the focus on the marker’s surface and inner structure,
respectively. Both images and saliency maps are originally volumetric.

In terms of convergence behavior, all models perform similarly, as all models have
approximately the same number of parameters.

Long-range Connections. Next, we present results on how long-range residual
connections that span over modules affect performance.

We present two types of long-range connections which are frequently used for feature
transfer between similar-sized stages in 3D CNNs for segmentation. We extend this
approach by drawing connections between different stages of the network and introduce
the concept to IN3D by creating long-range connections between modules. In Table 6.19
the results for the use of residual connections, feature connections and no connections at
all are shown. Note, that the use of long- and short-range residual connections is also
referred to as mixed residual connections [575] and feature connections are also called
dense connections [208]. Residual connections perform best, closely followed by feature
connections. The model with no connections at all shows worse results compared to
models with long-range connections. It should be noted that performance changes are
small compared to using an entirely different architecture.

In Figure 6.23 the training behavior of the three model variations is shown. There is a
clear difference in errors for the model without any connections, while the two models
with connections are very close. The convergence behavior of the models is very similar
once again. It should be noted that introducing the long-range connections leads to a
negligible increase in parameters.
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Tab. 6.17: MAE (µm for position, ◦ for orientation), rMAE, and PCC for position and
orientation prediction with our occlusion dataset compared to the normal
dataset. Marker B and IN3D were used for this experiment.

Position
MAE rMAE (10−3) PCC (%)

Normal 14.89± 9 18± 14 99.96
Occlusion 16.62± 8 20± 15 99.96

Orientation
MAE rMAE (10−3) PCC (%)

Normal 0.096± 0.07 17± 16 99.96
Occlusion 0.187± 0.09 40± 32 99.88

Discussion

We provide extensive results for our method of 6D pose estimation from volumetric
OCT data, which leads to interesting insights for deep learning-based pose estimation,
OCT data representations, and deep learning models.

6D pose estimation from OCT volumes with deep learning models is a novel ap-
proach. The approach appears to be promising as we generally achieve a PCC very close
to 1, suggesting highly accurate estimates. Also, note that the position MAE is within
the magnitude of the robot’s repeatability, and thus the ground-truth labels. Therefore,
our deep learning approach is likely limited by the labels’ accuracy and not a lack of
representational power. In addition, our framework is general enough to be employed
for various pose estimation problems as the source of labels can be any robot or motor.

Furthermore, we investigate how splitting up training for different parts of the pose
affects performance with significant improvement being observed when training only
on positions, as shown in Table 6.13. Often, multi-output regression is addressed by
training a single model with multiple outputs instead of using multiple models with single
outputs [55]. This approach promises better performance by introducing regularization
through additional supervision. The model’s feature maps have to learn to represent
features for all outputs simultaneously. However, we observe performance improvement
for position learning when splitting the pose label. This effect can be explained by
regularization through learned invariance. When training on positions only, the input data
contains examples with the marker being in the same position with different orientations.
Thus, the CNN’s weights are forced to learn invariance towards orientation. This is linked
to OCT’s properties as light scattering, and surface visibility is highly dependent on the
light beam’s angle of impact. Therefore, invariance towards orientations also implicitly
enforces invariance towards different light scattering properties in the data. Our results
indicate that the effect of learned invariance significantly improves position learning. At
the same time, there are no significant performance differences for orientation learning.
Shifting positions within the volume does not change the OCT’s light beam angle of
impact. Therefore, in opposite to position learning, invariance towards positions for
rotation learning does not implicitly enforce invariance towards different light scattering
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Tab. 6.18: MAE (µm), rMAE (10−3) and PCC for position prediction with four different
3D CNN architectures, see Section 4 for a detailed description. The best
model is marked bold.

Marker A
MAE rMAE (10−3) PCC (%)

IN3D 23.65± 1623.65± 1623.65± 16 28± 2428± 2428± 24 99.8699.8699.86
RX3D 26.87± 19 31± 28 99.84
RN3D-B 29.56± 23 36± 39 99.73
RN3D-A 39.18± 44 44± 49 99.62

Marker B
MAE rMAE (10−3) PCC (%)

IN3D 14.89± 914.89± 914.89± 9 18± 1418± 1418± 14 99.9699.9699.96
RX3D 16.28± 10 21± 16 99.94
RN3D-B 17.68± 11 22± 18 99.93
RN3D-A 21.71± 11 27± 21 99.91

conditions. All in all, our training strategy with split labels improves position learning
by taking advantage of domain knowledge on OCT’s light-scattering properties.

We investigate 2D depth information and volume data to draw a connection to
OCT-based tracking, which has been performed on 2D projections [276]. The use of
2D depth representations can be motivated by the imaging property that many surfaces
appear opaque under OCT as they cannot be penetrated by infrared light. Therefore,
pure surface information extracted from the OCT volume could be deemed sufficient for
most tasks.

However, our results in Table 6.14 show that moving towards volumetric data and 3D
CNNs significantly increases performance. The use of volume data with flat 2D kernels
already improves performance, which indicates that a significant amount of information
is lost when creating 2D projections. The novel approach of employing 3D CNNs for
OCT volume data improves performance even further. The volumetric receptive fields of
stacked 3D convolutional layers appear to be able to capture relevant features for pose
estimation more effectively. With these findings, we motivate the use of full volumetric
information for OCT-based tracking and pose estimation frameworks that relied on 2D
representations so far [72, 276]. Other OCT-based deep learning methods that have also
relied on 2D representations so far [412, 510, 531] could also benefit from our insights.

We highlight the improved feature learning further with the use of saliency maps for
2D and 3D data, see Figure 6.20. For 2D data, the CNN appears to fit to distinct features
on the marker surface that are visible in the 2D representation. The 3D CNN, however,
appears to take advantage of other, more buried features that cannot be recognized on
the surface. This leads to our investigation of deep subsurface feature learning.

Markers with surface and subsurface structure are compared to gain further in-
sight on how 3D CNNs take advantage of inner features. Our results in Table 6.15 show
that the marker with an inner structure performs significantly better than the marker that
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Fig. 6.22: Comparison of test errors for all four architectures we introduce. The test set
MSE during training is shown. The training behavior for the models being
trained on marker A is shown.

largely contains surface information in OCT images. This shows that the exploitation of
OCT’s 3D nature can be advantageous for volumetric feature learning with 3D CNNs.
We support these quantitative results with additional saliency maps, see Figure 6.21.
They highlight that the 3D CNNs indeed learned to exploit subsurface information when
it was present in the volume data.

This finding shows that we can improve pose estimation performance without using
a larger, more sophisticated marker. Ultimately, markers for surgery should be small
and non-disruptive. Creating subsurface structures is an elegant solution to increase
the learnable feature space without increasing the marker size. Thus, we combine the
advantage of OCT’s depth imaging with 3D CNN-powered volumetric feature learning
for pose estimation.

All in all, these insights emphasize once more, that OCT’s capability of producing
volumetric information is very exploitable by 3D CNNs. We provide strong evidence
that OCT-based 2D slicing and projection methods [412, 510, 531] could significantly
benefit from 3D data usage and volumetric feature exploitation.

Moving towards clinical application scenarios is the next step for our method.
We highlight its suitability for future clinical use by showing its real-time processing
capability and its robustness towards occlusion.

Regarding the processing times shown in Table 6.16, it is notable that the change
between 2D and 3D convolutions does not lead to a significant difference. The largest
processing overhead is caused by other operations that are always present in the network,
and neither the input size nor the different operations are a bottleneck. Therefore, our
3D CNNs are capable of online pose estimation. This is linked to our efficient 3D
CNN architecture design with comparatively small numbers of parameters, as shown in
Table 6.12.

For future applications in clinical scenarios, our marker system should be capable of
being integrated into existing OCT setups for MIS without requiring special operating
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Tab. 6.19: MAE (µm), rMAE, and PCC for position prediction with different types of
long-range connections. Residual refers to long-range residual connections,
Feature-Based refers to long-range feature concatenation and None indicates
no use of such connections. The best model is marked bold.

Marker A
MAE rMAE (10−3) PCC (%)

Residual 23.65± 1623.65± 1623.65± 16 28± 2428± 2428± 24 99.8699.8699.86
Feature-Based 23.99± 17 30± 29 99.83
None 27.17± 22 33± 39 99.72

Marker B
MAE rMAE (10−3) PCC (%)

Residual 14.89± 914.89± 914.89± 9 18± 1418± 1418± 14 99.9699.9699.96
Feature-Based 15.29± 10 21± 16 99.94
None 19.53± 11 25± 19 99.92

conditions. Thus, it is crucial that our models deal well with unknown objects. Our
occlusion dataset results in Table 6.17 show that our IN3D model was able to learn
robustness towards new occluding objects by achieving a performance close to the initial
dataset.

The application of deep learning architectures for 3D OCT data is a novel ap-
proach. When entering new problem domains with the use of deep learning, it is mostly
unclear how existing models should be adopted [554]. Therefore, we created four differ-
ent 3D CNN architectures with different design principles and showed how they affect
performance for our novel learning problem.

In particular, the idea of downsampling intermediate network outputs with respect to
their number of feature maps with bottlenecks appears to improve representational power
significantly. The only model without this property, RN3D-A, performs significantly
worse than the other models, see Table 6.18. The bottleneck idea has been successful for
2D CNNs [192], and we show that it is even more valuable for 3D CNNs. Bottlenecks
address the key problem of model complexity and computational cost, which are partic-
ularly severe for 3D CNNs [575]. The increased efficiency in terms of the number of
parameters allows for much deeper models. This insight relates to Yu et al. [574] who
built very deep 2D CNNs for medical image analysis by relying on downsampling in the
feature map dimension.

In addition to the bottleneck principle, we use IN3D and RX3D to address 3D CNN
architecture design for our problem by showing the pay-off for extensive design and
fine-tuning. Both architectures employ the successful principle of multiple paths at each
scale [475]. However, for IN3D, we carefully tuned each path individually, while for
RX3D, all paths are designed identically. Although there is a performance difference,
it is notable that the simple design principles we followed for RX3D lead to similar
performance, see Table 6.19. As a result, we argue that high-effort custom designs
such as our IN3D might not be strictly necessary for practice as more simple design

181



6 Experimental Results

200 400 600
0

2

4

6

8
·10−3

Epoch

T
e
st

S
e
t
M

S
E

Residual

None

Feature Based

Fig. 6.23: Comparison of test errors for three different types of long range connections.
Residual refers to long-range residual connections, Feature-Based refers to
long-range feature concatenation, and None indicates no use of such con-
nections. The test MSE during training is shown. The shown results are for
training on marker A.

choices can already reach excellent performance. Still, if the goal is the best performance
possible, extensive fine-tuning will be necessary when entering new problem domains,
such as ours, with 3D CNNs.

Additionally, we introduce long-range feature transfer between different scales for
our architecture. This extends the idea of Ronneberger et al. [409] and Yu et al. [575]
who employed feature transfer between similar scales for segmentation tasks. As shown
in Table 6.19, these connections do lead to an improved performance. This supports
the idea that we both need to detect our marker in the full image, which requires high
level, coarse features with a large implicit FOV, and we also need to detect fine-grained
differences for accurate pose distinction. The combination of fine, local, and coarse,
global features appears to lead to better pose estimation performance. This insight is
in line with related ideas for object detection, where features are also transferred for a
combination of local and global properties [448].

Since the 3D CNN architectures we use are all very generic, our results have broader
implications. In particular, it should be noted that the design principles of downsampling
in the number of feature maps and multi-scale feature extraction are still rarely found in
3D medical image analysis. Early 3D CNN architectures have already been criticized
for lack of representational capabilities [575]. We extend on this point and argue
that the design principles that we brought to the 3D domain with IN3D and our other
models are insufficiently applied for 3D medical learning problems. Several 3D CNN
architectures with effective designs have been successfully introduced to the 3D image
domain [81,112,231,575]. However, we argue that these well-designed architectures
could benefit further from the efficiency-focused design principles we introduced to 3D.
Based on our results, we see significant potential in current 2D CNN architectures for
the 3D medical imaging domain.
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Summary

We propose a framework for deep learning-based pose estimation with 3D OCT volumes.
A robotic setup allows for automatic data acquisition and annotation for studying the
properties of deep learning-based pose estimation with OCT. With respect to our first
research question on data representations, we find that using full 3D volumes is preferable
over 2D intensity projections and depth maps. Qualitative saliency maps confirm that
subsurface 3D features are effectively exploited by CNNs using 3D data. Regarding our
second research question on deep learning models, we find that carefully engineered
and efficient CNNs are well suited for an extension from 2D to 3D, where real-time
capabilities are important. In particular, bottlenecks and multi-path design patterns
appear to be important for efficient architectures. Also, long-range connections enable
effective feature reuse within the models, leading to improved performance.
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6.6 3.5D and 4D Data: OCT-Based Motion Estimation

A problem closely related to OCT-based pose estimation is the problem of OCT-based
motion estimation. Instead of estimating a single state, the goal is to estimate the change
that occurred between two states. For computer-assisted interventions with OCT, motion
estimation is relevant for problems such as automated FOV adjustment or surgical tool
adjustment in the context of cochleostomy [45]. Recently, deep learning methods have
been introduced as an alternative to traditional, registration-based motion estimation, for
example, using phase correlation [428].

Using just a template and moving image for motion estimation can be problematic
if motion between the original template and the current state is huge as the overlap
between the images becomes small. Modern OCT systems could overcome this problem
by acquiring entire sequences of OCT volumes, following the motion trajectory, as very
high acquisition rates have been achieved [527]. Therefore, more information can be
made available between an initial state and the current state, which could be useful for
motion estimation. While deep learning approaches using two images could follow
the trajectory with pair-wise comparisons, we hypothesize that processing an entire
sequence of OCT volumes at once might provide more consistency and improved motion
estimation performance. The concept is shown in Figure 6.24.

Therefore, we compare several deep learning methods and investigate whether using
4D spatio-temporal OCT data can improve deep learning-based motion estimation
performance compared to using just a template and a moving image. A template and
moving image volume can be treated as 3.5D data, which is well-suited for our Siamese
CNN architectures we introduced in Section 4.2. For processing a full 4D sequence,
we employ our different 4D spatio-temporal deep learning approaches, which includes
both the different 4D CNN variants and convolutional-recurrent models we presented
in Sections 4.1.4 and 4.3, respectively. Also, we study how a temporal regularization
technique at the model output affects performance. Furthermore, we conduct experiments
with respect to robustness towards motion artifacts and rotation distortions.

This concept also opens up the option motion forecasting. Given a sequence of OCT
volumes that was acquired along a smooth trajectory, extrapolation to future motion
vectors might be feasible. This could be particularly useful for tasks such as motion
compensation, where a mechanical system induces a lag that needs to be compensated
by forecasting. Thus, we also consider the task of predicting both the motion vector of
the current trajectory and future motion vectors.

Similar to our OCT-based pose estimation framework, we propose an automated data
acquisition setup that allows us to acquire both image sequences and corresponding
ground-truth motion vectors. This enables us to build large datasets for supervised
training and an in-depth analysis of deep learning-based motion estimation with OCT.

Summarized, with respect to our research question on data representations, we study
how the use of 3.5D data compares to the use of full 4D spatio-temporal sequences.
Regarding our research question on deep learning models, we employ our proposed
4D spatio-temporal deep learning models. Furthermore, we use our Siamese CNN
architectures for 3.5D and explore its application to 4D data by pair-wise comparisons.
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Fig. 6.24: Our approach for motion estimation in comparison to previous methods. The
approach is illustrated for 2D OCT B-Scans Bti for simplicity. Note, we
perform all experiments with 3D volumetric OCT images Cti and thus 4D
spatio-temporal data.

Methods and Datasets

Problem Definition. We address the problem of predicting a target motion vector
yti ∈ R3 between a volume Ct0 and Cti with Cti ∈ Rnh×nw×nd . The 4D spatio-temporal
sequence Tti = {Ct0 , ..., Cti} of size Tti ∈ Rnt×nh×nw×nd consists of 2 up to nt volumes.
This extends to the problem of forecasting by trying the find a mapping to a motion
vector sequence Ytf = {yti , ..., ytf} of size Ytf ∈ Rnf×Nr , which represents both the
current target motion vector yti and nf future target motion vectors. Thus, we try to find
deep learning models fM : Rnt×nh×nw×nd → Rnf×Nr .

Experimental Setup. We employ a setup that allows for automatic data acquisition
and ground-truth annotation, see Figure 6.25. We use a commercially available swept-
source OCT device (OMES, OptoRes) with a scan head, a second scanning stage with
two mirror galvanometers, lenses for beam focusing, and a robot (ABB IRB 120). A
chicken breast sample is attached with needles to a holder on the robot. Our OCT-setup
allows for shifting the FOV without moving the scan head by using the second mirror
galvanometers stage, and by changing the pathlength of the reference arm. Two stepper
motors control the mirrors of the second scanning stage, which shift the FOV in the
lateral directions. A third stepper motor changes the pathlength of the reference arm to
translate the FOV in the axial dimension. We consider volumes of size 32 × 32 × 32
with a corresponding FOV of approximately 5 mm× 5 mm× 3.5 mm.

Data Acquisition. To assess our methods’ generalization on different tissue regions,
we consider 40 randomly chosen ROIs of a chicken breast sample with the same size as
the OCT’s FOV.

For motion estimation, only the relative movement between the FOV and ROI is
relevant, hence moving the ROI and using a steady FOV is equivalent to moving the
FOV and using a steady ROI. This can be exploited for the generation of both OCT
images and ground-truth labels. By keeping the ROI steady and moving the FOV by a
defined shift in stepper motor space, we simulate relative ROI movement. At the same
time, the defined shift provides a ground-truth motion as we can transform the shift in
motor space to the actual motion in image space using a hand-eye calibration.
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Chicken breast sample

Robot OCT scan head

GalvosLens

Fig. 6.25: The experimental setup for data acquisition and annotation. The chicken
breast sample is attached with needles to a holder of the robot. The OCT
device itself is not shown.
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Fig. 6.26: Our data acquisition strategy. For motion estimation, only the relative move-
ment is relevant, hence, we use a fixed ROI and move the FOV step-wise by
yti − yti−1 . This results in a sequence of OCT volumes Tti with the corre-
sponding relative translation yti between the initial volume Ct0 and the last
volume Cti of a sequence.

Initially, the FOV completely overlaps with the target ROI. After acquiring an initial
template image volume Ct0 of the ROI, we use the stepper motors to translate the FOV
by yt1 such that the target ROI only partially overlaps with the FOV. Now, we acquire
an image volume Ct1 for the corresponding translation yt1 . This step can be repeated
multiple times, resulting in a sequence of shifted volumes Cti and known relative
translations yti between the initial ROI and a translated one. Note, each translation yti is
relative to the initial position of an ROI. The procedure is shown in Figure 6.26.

In this way, we obtain our supervised learning problem where we try to learn the
relative translation yti of an ROI experiencing motion with respect to its initial position,
given a sequence of volumes Tti = {Ct0 , ..., Cti}. For forecasting, we also consider the
following motion vectors yti+1 and yti+2 , forming the motion vector sequence Ytf =
{yti , yti+1 , yti+2} with nf = 2 time steps being forecasted.

For generation of a single motion trajectory, we consider a sequence of five target trans-
lations with target motor shifts yt = {yt0 , yt1 , yt2 , yt3 , yt4}. To generate a smooth motion
pattern, we randomly generate yt4 and use spline interpolation between yt0 = {0, 0, 0},
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yt4 , and a randomly generated connecting point ytc . We sample the intermediate target
shifts yt1 , yt2 , yt3 from the spline function. This results in various patterns, where the
FOV drifts away from the ROI. By using different distances between yt0 and yt4 , we
simulate different magnitudes of motions (velocities) and obtain various different motor
shift distances between subsequent volumes. Example trajectories are shown in Fig-
ure 6.27. We use a simple calibration between galvo motor steps and image coordinates
to transform the shifts from stepper motor space to image space, resulting in a shift in
millimeters.

For data acquisition, we follow three steps. First, we use the robot for randomly
choosing an ROI. Then, the initial state of the three motors corresponds to a FOV
completely overlapping with the ROI. Second, we randomly generate a sequence of
five target motor states, which shifts the FOV out of the ROI. Third, at each of the
target motor states, an OCT volume is acquired. Overall, for each ROI, we acquire
OCT volumes of 200 motion patterns, where each movement consists of five target
translations and five OCT volumes.

Moreover, we evaluate how the estimation performance is affected by relative rotations
between volumes of a sequence. Note that our scanning setup is designed for translational
motion, as rotation is difficult to perform using galvo mirrors. Therefore, we add rotations
in a post-processing step by rotating acquired volumes of a sequence Tti around the
axial axis. We define a maximal rotation αmax and transform each volume of a sequence
with T̃ti = R(αirot)Tti while αirot = αmax

4 · i, ∀i ∈ [0, 4]. R(αirot) is the rotation matrix
along the axial axis. First, we consider rotations as noise that is applied to the image
data. Second, we incorporate the rotation into our motion and adapt the ground-truth
with respect to the rotation.

Last, we also consider the effect of fast and irregular motion, such as high-frequency
tremors that may cause distortion within an image. This effect is unlikely to occur
with our current setup as our high acquisition frequency prevents common motion
artifacts [579]. Nevertheless, we perform experiments with simulated motion artifacts
due to relevance for slower OCT systems. We follow the findings of previous works
[261, 559, 579], and consider motion distortions as lateral and axial shifts between B-
scans of an OCT volume that has been acquired without motion distortions. In this way,
we are able to augment our data with defined motion distortions in a post-processing step.
To simulate different intensities of motion distortions, we introduce a factor pshift that
defines the probability that a B-scan is shifted. Also, we compare shifting the B-scans
one or two pixels randomly along the spatial dimensions.

Deep Learning Models. All deep learning model consist of an initial processing
block and a module block, following the general structure introduced in Section 4.1.2.
Inside this general structure, we implement several different architecture concepts that
we introduced in Chapter 4. In each model we use a DenseNet module block. Each
module block consists of three DenseNet blocks connected by average pooling layers.
Each DenseNet block consists of two convolutional layers with a growth rate of gk = 10.
At each model’s output, we use a GAP layer for connecting the linear regression output
layer.

First, we implement TP-DN3D, a version of our Siamese architecture with two initial
processing paths that we introduced in Section 4.2. We use feature concatenation at the
model’s fusion point. Furthermore, we use three CNN layers for the initial two-path part
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Fig. 6.27: We show 30 example trajectories for the translations in the spatial dimensions.
Each trajectory consists of a sequence of five target shifts yti (circle).

and our DenseNet module block with 3D convolutions after the concatenation point. In
the first instance, we only consider the initial volume Ct0 and the last volume Cti of a
sequence to estimate the relative translation.

Second, we use TP-DN3D and consider predicting the relative translation between
the initial and last volume, based on the vector sum of the relative translations between
two subsequent volumes of a sequence. In this way, the model obtains information from
the entire sequence. The model receives the input pairs {Ct0 , Ct1}, {Ct1 , Ct2}, {Ct1 ,
Ct2}, {Ct2 , Ct3}, {Ct3 , Ct4}, and the predictions are added to obtain the final network
prediction ŷ. Note, we train the model end-to-end based on the relative translation
between the initial and the last volume and the model prediction ŷ. We refer to this
architecture as Seq-TP-DN3D.

Next, we implement the multi-path concept MP-CNN where multiple initial process-
ing paths are used instead of two, see Section 4.2. Similar to TP-DN3D, the multi-path
layers consist of three layers with shared weights, followed by our DenseNet module
block with 3D convolutions after the fusion point. We refer to this architecture as
MP-DN3D.

Fourth, we implement a DenseNet-based 4D CNN (DN4D) that jointly learns features
from the temporal and spatial dimensions, see Section 4.1.4. The network’s input is the
entire 4D sequence Tti . This model consists of an initial convolutional part with three
layers, followed by the DenseNet module block with 4D convolutions.

Fifth, we design MP-DN4D, an implementation of our MP-CNN4D architecture
proposed in Section 4.1.4. At first, all volumes within the sequence are processed
individually by 3D CNNs. Afterward, we reassemble the temporal dimension by con-
catenating the outputs into a temporal dimension. Then, we employ a our DenseNet
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module block with 4D convolutions.
Furthermore, we consider several convolutional-recurrent models, as introduced in

Section 4.3. We employ cGRU-DN3D, which is an implementation of the cGRU-CNN
architecture. Here, the initial processing part is covered by a cGRU unit that aggregates
the temporal sequence into a 3D spatial representation that is then processed by a
DenseNet module with 3D convolutions, similar to the DenseNet module block of
TP-DN3D. Furthermore, we employ DN3D-GRU and DN3D-cGRU, where the order of
computations is flipped, as described in Section 4.3.

Training and Evaluation. We train our models to estimate the relative motion of
an ROI using OCT volumes. Hence, we minimize the MSE loss function between the
defined target motions yti and our predicted motion vectors ŷti .

J = 1
Nb

Nb∑
j=1

∥∥∥yjti − ŷjti
∥∥∥2

(6.2)

Our goal is to estimate the relative motion between an initial volume Ct0 and a final
volume Cti , corresponding to the target shift yti . Given the nature of our acquisition
setup, the intermediate shifts are also available. As these additional shifts represent
additional motion information, we hypothesize that they could improve model training
by enforcing more consistent estimates and thus regularize the problem.

We incorporate the additional motion information by forcing our models to also predict
the relative shifts of previous volumesCti−1 andCti−2 . Thus, we also consider the relative
translations yti−1 and yti−2 and we extend the network output by also predicting ŷti−1

and ŷti−2 . Note, the additional outputs ŷti−1 and ŷti−2 are only considered during training
and are not required for application.

For optimization, we propose and evaluate the following loss function and introduce
parameters λi−1, λi−2 ∈ [0, 1] for weighting of the additional temporal information,
introduced as a regularization term.

J = 1
Nb

Nb∑
j=1

∥∥∥yjti − ŷjti
∥∥∥2

+ λi−1

∥∥∥yjti−1 − ŷjti−1

∥∥∥2
+ λi−2

∥∥∥yjti−2 − ŷjti−2

∥∥∥2
(6.3)

The loss can be easily extended for the task of forecasting by additional loss functions
terms for the prediction of yti+1 and yti+2 . Each individual loss is calculated with
Equation 6.2 and the total forecasting loss J f is the sum of individual losses

Jf = 1
nf

nf∑
i=1
Lti (6.4)

where nf = 3 is the number of time steps to be forecasted.
We train all our models for Ne = 150 epochs, using Adam for optimization with a

batch size of Nb = 50. To evaluate our models on previously unseen tissue regions, we
randomly choose five independent ROIs for testing and validating each. For training, we
use the remaining 30 ROIs.

We report MAE, the rMAE, and PCC for our experiments. The MAE is given in mm
based on the calibration between galvo motor steps and image coordinates. We also
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Tab. 6.20: Comparison of the different models for motion estimation. Our errors refer
to the translation y between the template and the last volume of a motion
sequence. The MAE is given in mm.

MAE yx MAE yy MAE yz rMAE PCC (%)
TP-DN3D 0.45± 0.52 0.42± 0.52 0.18± 0.15 0.34± 0.39 85.47
Seq-TP-DN3D 0.20± 0.21 0.15± 0.16 0.13± 0.12 0.16± 0.17 97.70
MP-DN3D 0.35± 0.45 0.18± 0.25 0.11± 0.09 0.21± 0.26 93.39
DN4D 0.22± 0.21 0.20± 0.24 0.13± 0.11 0.19± 0.19 96.86
MP-DN4D 0.16± 0.180.16± 0.180.16± 0.18 0.13± 0.150.13± 0.150.13± 0.15 0.10± 0.090.10± 0.090.10± 0.09 0.13± 0.140.13± 0.140.13± 0.14 98.5898.5898.58
cGRU-DN3D 0.21± 0.23 0.20± 0.25 0.14± 0.11 0.19± 0.20 96.52
DN3D-cGRU 0.19± 0.20 0.17± 0.20 0.12± 0.10 0.16± 0.15 97.76
DN3D-GRU 0.19± 0.19 0.16± 0.18 0.11± 0.11 0.15± 0.17 97.89

Tab. 6.21: Number of parameters and inference times for all models.

Number of Parameters Inf. Time
TP-DN3D 143 913 3.74± 0.52 ms
Seq-TP-DN3D 143 913 5.84± 0.32 ms
MP-DN3D 208 713 5.23± 0.27 ms
DN4D 270 283 9.78± 0.74 ms
MP-DN4D 258 323 9.34± 0.67 ms
cGRU-DN3D 153 447 15.84± 0.52 ms
DN3D-cGRU 396 223 19.04± 0.47 ms
DN3D-GRU 238 183 40.48± 1.32 ms

state the number of parameters and inference times for all models. For all experiments,
we test our results for significant differences in the median of the absolute errors using
Wilcoxon signed-rank test with a significance level of α = 0.05.

Results

Results for the different CNN and convolutional-recurrent architectures are given in
Table 6.20. Inference times and the number of trainable parameters are shown in
Table 6.21. Overall, using a sequence of volumes improves performance significantly,
and MP-DN4D performs best with a high PCC of 98.58%. Comparing MP-DN4D to
TP-DN3D, the rMAE is reduced by a factor of approximately 2.6. Moreover, employing
the two-path architecture on subsequent volumes and adding the estimations (Seq-TP-
DN3D) performs significantly better than directly using the initial and the last volume
(TP-DN3D) of a motion sequence.

Overall, MP-DN4D performs slightly better than the convolutional-recurrent mod-
els. DN3D-cGRU performs best among convolutional-recurrent models. Placing the
recurrent processing unit at the end of the architecture tends to perform better.

Second, we show the MAE for different simulated velocities (motion magnitude) for
the CNN-based models, see Figure 6.28. The error increases with increasing magnitude
of the motion for all models. Comparing the different models shows that the error
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Fig. 6.28: MAE for increasing motion magnitudes with our CNN architectures. Results
are shown for four motion groups, covering increasing magnitudes of motion.

increases only slightly for MP-DN4D, compared to the other models.
Third, Table 6.22 shows how rotations affect the performance of our best-performing

model MP-DN4D during evaluation. First, we consider rotations as noise during motion
and do not transform the target shifts. Second, we consider rotations as part of the
motion and transform the target shifts accordingly. For small rotation angels αmax < 5◦,
performance is hardly reduced. For larger rotation angels αmax > 5◦, lateral estimation
performance is affected when rotations are considered as noise, while performance
remains similar when rotations are considered as part of the motion.

Fourth, Table 6.23 demonstrates how motion distortions affect performance. We
evaluate different magnitudes of motion distortions. The results show that performance is
hardly reduced when only a few motion distortions are present (pdist < 10%). However,
as we increase the amount of motion distortions, performance is notably affected, yet,
performance is recovered when distortions are also considered during training.

Fifth, we address the temporal regularization strategy, see Table 6.24 for our best
performing model MP-DN4D. We report performance metrics for various weighting
factors λi−1 and λi−2. Our results demonstrate that using the regularization strategy
improves performance. Fine tuning the weights improves performance significantly with
a high PCC of 99.06% for a weighting of λi−1 = 0.75 and λi−2 = 0.75.

Last, we address the problem of motion forecasting. The results are shown in Ta-
ble 6.25. Again, models using full 4D sequences perform significantly better than the
two-path models. Overall, MP-DN4D performs best. Predicting motion vectors further
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Tab. 6.22: Evaluation of the performance for different rotation angels during motion. We
evaluate the rotation as noise or as part of the motion, where the ground truth
y is rotated accordingly. The rotation angle αmax refers to the relative rotation
between the initial template volume and the last volume of a sequence. Results
are shown for the architecture MP-DN4D. The errors refer to the translation y
between the template and the last volume of a motion sequence and are given
in mm.

αmax MAE yx MAE yy MAE yz rMAE PCC (%)

N
oi

se

2◦ 0.17± 0.18 0.13± 0.15 0.10± 0.09 0.13± 0.14 98.56
5◦ 0.19± 0.18 0.15± 0.15 0.09± 0.09 0.14± 0.14 98.44
10◦ 0.23± 0.19 0.16± 0.16 0.10± 0.09 0.17± 0.14 97.95
20◦ 0.34± 0.25 0.23± 0.20 0.10± 0.09 0.22± 0.18 96.04

M
ot

io
n 2◦ 0.16± 0.18 0.13± 0.15 0.09± 0.09 0.13± 0.14 98.60

5◦ 0.16± 0.18 0.14± 0.15 0.10± 0.09 0.14± 0.14 98.55
10◦ 0.17± 0.18 0.16± 0.15 0.10± 0.09 0.15± 0.14 98.35
20◦ 0.19± 0.20 0.23± 0.19 0.10± 0.09 0.18± 0.16 97.48

in the future leads to larger errors.

Discussion

Motion estimation is a relevant problem for intraoperative OCT applications, for example,
in the context of motion compensation [215] and surgical tool navigation [589]. While
previous approaches for motion estimation relied on a template and moving images,
we learn a motion vector from an entire sequence of OCT volumes. This leads to the
challenging problem of 4D spatio-temporal deep learning.

Here, our proposed 4D spatio-temporal architectures, including 4D CNNs and recurrent-
convolutional concepts, can be employed and compared. For a fair comparison, we also
consider pairwise motion estimation along the sequence using TP-DN3D, aggregated to
a final estimate. Our results in Table 6.20 show that the two-path method using only the
start and the end volume perform worse than the other methods. This demonstrates that
there is not enough information for motion estimation, or the motion is too large.

Using a full sequence of volumes with MP-DN3D performs significantly worse than
the other deep learning approaches. This indicates that stacking multiple volumes in the
models feature channel dimension is not optimal for temporal processing. This has also
been observed for spatio-temporal problems in the natural image domain [491]. This is
also supported by pairwise processing with Seq-TP-DN3D, which shows a significantly
higher performance than the feature stacking approach and slightly higher performance
than DN4D. Our proposed 4D architectures MP-DN4D outperforms all other approaches,
including the previous deep learning concepts using two volumes [275] and pairwise
processing.

Regarding convolutional-recurrent models, we find that performing temporal pro-
cessing first with cGRU-DN3D does not perform as well as other methods. However,
DN3D-cGRU and DN3D-GRU both perform very well. The key difference to other
approaches that, for this application, temporal information is crucial and needs to be pre-
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Tab. 6.23: Results for MP-DN4D when motion distortions are applied during evaluation;
pdist refers to the probability that a B-scan is shifted. We evaluate shifting the
B-scans one (E-1) or two pixels (E-2) during evaluation. Also, we consider
motion distortions of two pixels during training and evaluation (T/E-2). Our
errors refer to the translation y between the template and the last volume of a
motion sequence. The MAE is given in mm.

Type pdist MAE yx MAE yy MAE yz rMAE PCC (%)
E-1 50% 0.31± 0.33 0.29± 0.29 0.14± 0.11 0.25± 0.24 94.41
E-1 25% 0.20± 0.22 0.20± 0.20 0.11± 0.10 0.17± 0.17 97.37
E-1 10% 0.16± 0.18 0.16± 0.17 0.10± 0.09 0.14± 0.15 98.25
E-2 50% 0.33± 0.35 0.28± 0.28 0.14± 0.12 0.25± 0.24 94.27
E-2 25% 0.20± 0.21 0.20± 0.21 0.12± 0.10 0.17± 0.17 97.39
E-2 10% 0.17± 0.18 0.15± 0.16 0.10± 0.09 0.14± 0.14 98.27
T/E-2 50% 0.18± 0.21 0.15± 0.15 0.10± 0.08 0.14± 0.15 97.97

Tab. 6.24: Evaluation of the temporal loss regularization using different weighing factors
λi−1, λi−2. Results are shown for the architecture MP-DN4D with respect
to predicting the motion y between the template and the last volume of a
sequence. Errors are given in mm.

λi−1 λi−2 MAE yx MAE yx MAE yx rMAE PCC (%)
0 0 0.16± 0.18 0.13± 0.15 0.10± 0.09 0.13± 0.14 98.58
1 0 0.15± 0.22 0.12± 0.13 0.11± 0.10 0.13± 0.15 98.15
0.75 0 0.14± 0.13 0.11± 0.10 0.13± 0.10 0.14± 0.11 98.90
0.5 0 0.10± 0.09 0.14± 0.11 0.10± 0.08 0.12± 0.10 99.02
0.25 0 0.11± 0.11 0.14± 0.13 0.11± 0.09 0.12± 0.11 98.92
1 1 0.11± 0.10 0.19± 0.17 0.10± 0.09 0.14± 0.12 98.71
0.75 0.75 0.09± 0.090.09± 0.090.09± 0.09 0.11± 0.100.11± 0.100.11± 0.10 0.10± 0.080.10± 0.080.10± 0.08 0.10± 0.090.10± 0.090.10± 0.09 99.0699.0699.06
0.75 0.5 0.12± 0.10 0.10± 0.11 0.10± 0.08 0.11± 0.10 99.03

served throughout the model. In contrast, our other approaches of cGRU-CNN models
largely rely on temporal data for more consistent estimates. Thus, the effectiveness of a
convolutional-recurrent architecture is dependent on the application.

Next, we also consider the effect of different motor shift distances for our problem.
Note, faster movements lead to a larger distance between subsequent volumes of a
sequence and reduced overlap, making motion estimation harder as there are fewer
features for finding correspondence. The results in Figure 6.28 show the performance
for different distances between volumes. As expected, we observe a steady increase
with larger distances for all models. For the approaches using just two volumes, the
increase is substantial while it remains moderate for the 4D spatio-temporal models.
Thus, 4D data is also beneficial for various magnitudes of motion to be estimated, and
we demonstrate that the models effectively deal with different spatial distances between
time steps.

Moreover, Table 6.22 shows how rotations affect performance for our best performing
method when applied during evaluation. When rotations are considered as noise, only for
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Tab. 6.25: Results for motion estimation (yti) and forecasting (yti+1 , yti+2). Errors are
given in mm.

MAE yti MAE yti+1 MAE yti+2 PCC (%)
TP-DN3D 0.40± 0.48 0.48± 0.61 0.57± 0.73 77.49
Seq-TP-DN3D 0.25± 0.29 0.31± 0.36 0.37± 0.44 92.27
MP-DN3D 0.19± 0.21 0.23± 0.26 0.28± 0.31 96.44
MP-DN4D 0.16± 0.18 0.19± 0.22 0.23± 0.27 97.41
cGRU-DN3D 0.20± 0.21 0.25± 0.26 0.31± 0.32 95.49
DN3D-cGRU 0.18± 0.20 0.24± 0.26 0.27± 0.28 96.98
DN3D-GRU 0.18± 0.22 0.23± 0.25 0.28± 0.30 96.80

large rotations αmax > 5◦ performance is notably reduced. However, when rotations are
considered as part of the motion, performance remains similar even for larger rotations.
As rotations were not present in the training data, the results indicate that our models are
robust with respect to rotations.

Furthermore, we consider the problem of potential motion artifacts. The OCT device
we employ is able to acquire an OCT volume in 1.2 ms. According to Zawadzki et
al., motion artifacts are not present for volume acquisition speeds below 100 ms [579].
However, to ensure that our methods are applicable to slower OCT devices as well, we
consider the effect of fast and irregular motion that may cause image distortions. We
consider motion distortions as lateral or axial shifts between B-scans of an OCT volume,
similar to previous works [261, 559, 579]. The results in Table 6.23 demonstrate that
motion distortions applied only during evaluation can affect performance. This highlights
the importance of fast volumetric imaging when 4D data is used for motion estimation.
However, when motion artifacts are also considered during training, performance can
be recovered. These results indicate that using deep learning with 4D data is a viable
approach, even if data is affected by fast and irregular motion distortions.

As temporal information appears to be beneficial at the model input, we also consider
usage at the model output. Here, we introduce a regularization strategy that forces
the model to learn consecutive motion steps. We also introduce weighting factors for
fine-tuning of our approach. Our results in Table 6.24 demonstrate that the regularization
method appears to be effective. While a weighting equal to one does not lead to
immediate performance improvement, using a weighing of λi−1 = 0.75, λi−2 = 0.75
improves performance notably up to a PCC of 99.06 %. As a result, providing more
information on the trajectory during training appears to be helpful for 4D motion
estimation.

We also consider the task of motion forecasting, which is particularly relevant for
applications such as motion compensation, where a mechanical system can lag behind.
Our results in Table 6.25 show that forecasting is feasible, and errors only increase
slightly for forecasting the next few time steps. This indicates that motion trajectory
information can be effectively extracted from the 4D sequences and extrapolated for
forecasting.

While our 4D deep learning methods significantly improve performance, their more
costly 4D convolution operations also affect inference times, which is important for

194



6.6 3.5D and 4D Data: OCT-Based Motion Estimation

application when real-time processing is required. Inference times in comparison to
model size are shown in Table 6.21. While MP-DN4D significantly outperforms Seq-
TP-DN3D in terms of motion estimation performance, Seq-TP-DN3D allows for faster
predictions. Thus, there is a trade-off between performance and inference time for the
different architectures. However, with an inference frequency of 107 Hz, our 4D deep
learning methods are already a viable approach for real-time motion estimation, which
could be improved in the future by using more powerful hardware or additional low-level
software optimization.

Summary

We address the problem of deep learning-based motion estimation and forecasting with
3.5D and 4D spatio-temporal OCT data. We address this challenge as a supervised
learning problem where we obtain labeled data with a specialized data acquisition setup.
Regarding our research question on data representations, we find that using 3.5D data
with a template and a moving image volume performs worse than processing a full
4D sequence. While 3.5D data is competitive with a sequential processing approach,
4D data is significantly better for motion forecasting. Regarding our second research
question on deep learning models, we find that separate spatial and temporal processing
is advantageous over full 4D spatio-temporal processing with a plain 4D CNN. Both
a multi-path CNN and a recurrent-convolutional model reach very high performance.
The performance increase is traded off for longer processing times, however, real-time
processing is feasible with our 4D deep learning models.
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6.7 3.5D and 4D Data: MRI-Based Lesion Activity
Segmentation

Another application scenario with 3.5D and 4D spatio-temporal data is the problem
of lesion activity segmentation in MR images that we introduced in Section 5.5. In
the context of MS, the most common image processing problem is the segmentation
of lesions in individual MRI scans. However, for monitoring disease progression,
lesion activity between two longitudinal MRI scans is the most important marker for
inflammatory activity, and disease progression in MS [372]. The problem is particularly
challenging as new lesions can be small, and changes are often subtle. So far, deep
learning methods and most classical methods have only considered lesion segmentation
for a single MRI volume. Thus, lesion activity is often derived from two independent
segmentation maps, which is associated with high variability and inconsistencies [148].
Therefore, other approaches made use of information from the MRI volumes instead of
lesion maps only, for example, using deformation fields or image differences. Overall,
methods for detection of lesion activity have largely relied on classic image processing
methods so far [86, 431].

Therefore, we study the segmentation of new and enlarged lesions that occurred
between two time points using fully-convolutional CNNs. As a first step, we consider
the 3.5D learning problem, where we aim to derive the lesion activity between two
scans. A straight-forward deep learning approach for deriving lesion activity is to use
a CNN for predicting individual lesion maps for each of the two time points and then
taking the maps’ difference. As previous work has demonstrated large inconsistencies
for difference maps [148], combining volumes instead of final lesion maps might be
beneficial. Approaches for volume combination include taking the volume difference,
volume addition, or stacking volumes in the input channel dimension while using a
standard single-path encoder-decoder model. However, this approach relies on high
similarity between the scans and might suffer from inaccurate image registration or
different acquisition parameters.

Therefore, initial independent processing might be advantageous as we have shown
already in the context of IVOCT-based plaque classification, see Section 6.3. Thus, we
consider two-path encoder-decoder 3D CNNs, a segmentation variant of our Siamese
architecture we introduced in Section 4.2, where volumes are first processed indepen-
dently by encoder paths. Then, the decoder jointly processes the combined feature maps
from both volumes and predicts a segmentation of new and enlarged lesions. While
initial independent processing might be beneficial, we hypothesize that some degree
of information exchange in the encoder paths could improve performance. Therefore,
we augment the encoders by the attention-guided interaction modules we proposed in
Section 4.3.

As a second step, we extend the problem to full 4D deep learning by also considering
scans taken before the first scan. Here, the idea is to provide an extended, potentially
more robust baseline for a deep learning model. For example, the state of a lesion might
be unclear in a single scan but becomes more pronounced when using an additional
history that shows lesion development over time. For this deep learning problem, we
employ our proposed cGRU-CNN-U architecture we described in Section 4.3 that
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(a) Baseline Scan (b) Follow-up Scan (c) Labelled Scan

Fig. 6.29: Example of lesion activity in the case of an enlarged lesion. Old lesions
and old lesion material belong to the background class for the task of lesion
activity segmentation.

processes an arbitrary number of input images and produces a single spatial lesion map
at the output.

Overall, regarding our first research question on data representations, we study the
use of 3.5D and 4D MRI data for lesion activity segmentation. Notably, in this case,
the temporal dimension needs to be understood as a longitudinal dimension in contrast
to the previous short-term temporal dimension. With respect to our second research
question on deep learning models, we study our Siamese architectures and our proposed
attention-based augmentations for 3.5D data. For 4D data, we employ our proposed
cGRU-CNN-U model and compare it to our multi-path Siamese approaches.

Methods and Datasets

Problem Definition. We consider the problem of finding a lesion activity map yti ∈
Rnh×nw×nd using a longitudinal sequence of volumes Tti = {Ct0 , ..., Cti} with Tti ∈
Rnt×nh×nw×nd . For the 3.5D case, we use Tti = {Cti−1 , Cti} and for the 4D case we
employ Tti = {Cti−2 , Cti−1 , Cti} where Tti is treated as a 4D spatio-temporal tensor.
Thus, we try to find deep learning models fM : Rnt×nh×nw×nd → Rnh×nw×nd . Following
conventions in the MS literature, we refer to the most recent scan Cti as the follow-up
scan (CFU ), the previous scan Cti−1 as the baseline scan (CBL), and scans before that as
history scans (CHS ).

Dataset Properties and Labeling. The first dataset we use was obtained in a study
that investigated MS heterogeneity at the University Hospital of Zurich, Switzerland. A
3.0T Philips Ingenia Scanner (Philips, Eindhoven, the Netherlands) was used for image
acquisition using similar acquisition parameters for all scans. We use the FLAIR images
as they are the recommended modality for MS lesion assessment [414].

For the 3.5D case, we consider a baseline scan CBL and a follow-up scan CFU for
each patient. The mean slice thickness is 1.2 mm and the in-plane pixel spacing is
0.92 mm× 0.92 mm. Three independent experts provide a set of annotations each. As
labeling is time-consuming, we reslice CFU to 2 mm axial slice thickness. Then, we
register CBL to the resliced volume using a rigid registration. The raters view both CFU
and CBL simultaneously while labeling the volumes slice by slice.

Raters mark new lesions that were not present in CBL and also new lesion material
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that appeared around lesions that were already present in CBL. Thus, we consider the
task of segmenting lesion activity, which is characterized by new lesions in CFU and
lesions that have grown between CBL and CFU . Lesions are treated as enlarged if there
is an increase in size by at least 50 %, following [347]. Old lesion regions are treated
as background. Thus, the task is to learn how much lesions have changed over time.
Example images with annotations for enlarged lesions are shown in Figure 6.29. We
fuse the three raters’ annotations by voxel-vise majority voting.

In total, the dataset contains data from 89 MS cases. For each case, the baseline scan
and one follow-up scan are included. The mean time between BL and FU scans was
2.21± 1.09 years, and patients’ mean age was 36.76± 8.67 years. The labeling process
resulted in 43 out of 89 cases containing new or enlarged lesions. For cases with lesion
activity, on average, 3.52 new and enlarged lesions were present per case. We refer to
the dataset as the two time point dataset 1 (V1).

To ensure that our insights are also applicable to other datasets, we consider a second
dataset for lesion activity segmentation. The dataset consists of 97 labeled pairs from
33 patients. All images were acquired at the Faculty of Medicine Carl Gustav Carus
at Technische Universität Dresden using a Siemens MAGNETOM Verio 3.0T Scanner
(Siemens, Germany). The slice thickness is 1.5 mm with an in-plane pixel spacing of
1.25 mm× 1.25 mm. The annotation strategy is the same strategy we used for dataset
V1. Annotations are provided by one rater. The mean time between BL and FU scans
was 1.00± 0.09 years, and patients’ mean age was 39.64± 10.78 years. In total 41 out
of 97 pairs contained new and enlarged lesions. On average, pairs with new and enlarged
lesions contain 3.17 new and enlarged lesions. We refer to this dataset as the two time
point dataset 2 (V2).

We compare our approach of explicit lesion activity segmentation to the use of
difference maps, derived from full lesion segmentation maps of individual scans [148].
For this purpose, we also consider a dataset for per-scan lesion segmentation, similar to
a majority of the publicly available MS datasets [74, 288]. The dataset contains 1500
FLAIR images, acquired during clinical routine. The images were anonymized and
subsequently analyzed by jung diagnostics GmbH. Ground-truth lesion annotations are
semi-automatically generated throughout the quality control process at jung diagnostics
GmbH. Besides the different ground-truth annotation, the volumes are processed similar
to the two time point dataset. We refer to this dataset as the single time point (V3) dataset.

For the extension to full the full 4D spatio-temporal learning problem, we consider a
subset of V1 where one additional scan is available that was acquired before CBL. We
refer to this time point as CHS . Thus, each example in the dataset is a spatio-temporal
tensor Tti ∈ Rnt×nh×nw×nd with nt = 3. The learning object and ground-truth labels are
the same as before. The dataset contains 44 cases. Here, we split off a validation set of 5
cases for hyperparameter tuning and a test set with 10 cases for evaluation. We refer to
this dataset as the multi time point dataset (V4).

Preprocessing. We resample all volumes to 1 mm× 1 mm× 1 mm and rigidly reg-
ister CBL and CHS to CFU . We standardize each volume individually by subtracting the
mean and dividing by the standard deviation. Then, we clip intensities at the 1st and 99th

percentile. We resample the ground-truth volumes to 1 mm× 1 mm× 1 mm to match
the input volume size. Following Egger et al. [118], we exclude very small lesions from
our final ground-truth masks with less than 0.01 ml volume as they are not well defined
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Fig. 6.30: Prediction process for our single-path, single time point (V3) CNN approach.
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Fig. 6.31: Prediction process for our single-path CNNs with volume fusion. Fusion
is performed by addition (RN3D-U Add), difference (RN3D-U Diff), or
concatenation (RN3D-U Stack).

and likely false positives.
Deep Learning Models. As a first reference method, we apply the longitudinal

pipeline of the LST toolbox, a popular non-deep learning (classic) method for longitu-
dinal lesion change segmentation to our data [429]. The method first computes lesion
probability maps for the individual time points using a logistic regression model. Then,
a second algorithm compares the lesion probability maps and decides whether a change
in lesion probability is significant or caused by FLAIR intensity variations. The method
is available as a toolbox and does not require any hyperparameter tuning.

As a second reference, we consider a single-path (SP) fully-convolutional encoder-
decoder (U-Net-like [409]) architecture (RN3D-U). The model is a ResNet-based seg-
mentation architecture, as described in Section 3.3.6. After an initial convolutional layer
with 32 feature maps, we use residual blocks [193] both in the encoder and decoder. In
the encoder, spatial feature map sizes are reduced 3 times with convolutions having a
stride of 2, which results in 4 spatial scales sic inside the model and a maximum reduction
of the spatial size by a factor of 8. We double the number of feature maps when the
spatial size is halved. At scales s1

c , s
2
c , s

3
c and s4

c we employ 1, 2, 2 and 4 residual
blocks, respectively. In the decoder, we use a single convolution followed by nearest-
neighbor upsampling and a subsequent residual block at each scale. For the long-range
connections between encoder and decoder, we follow VoxResNet [81] and use residual
connections (summation) instead of feature concatenation. The model output is a dense
segmentation of the same size as the input where each voxel contains the probability
of having a positive label, which indicates lesion activity. Due to small batch size, we
use instance normalization, a variant of group normalization [548], instead of batch
normalization [214].

We employ this architecture for our second reference method with the V3 dataset.
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Here, a single volume is fed into the CNN, and a segmentation of all lesions is predicted.
This process is repeated independently for CBL and CFU . Afterward, we subtract the
predicted lesion maps to obtain a map of new and enlarged lesions. Old lesions and
lesions that shrunk in size are removed. We refer to this approach as RN3D-U STP. The
process for deriving lesion activity is depicted in Figure 6.30.

Also, we use this architecture for volume fusion strategies at the input where we
take the volume difference (RN3D-U Diff), volume addition (RN3D-U Add), or stack
the two volumes in the channel dimension (RN3D-U Stack). The key difference to the
RN3D-U STP method is that the volumes from both time points are processed jointly,
and lesion activity is directly predicted by the models. The prediction pipeline is shown
in Figure 6.31.

Next, we transform the single-path CNN into a two-path (TP) architecture such that
the two volumes are processed in two phases. This is an implementation of Siamese
architectures we proposed for segmentation, see Section 4.3. Here, the volumes are
processed individually in the encoder path. Then, the volumes are processed jointly
in the decoder. Before entering the decoder, we aggregate the feature maps from both
paths. We consider fusion by subtraction (TP-RN3D-U Diff), addition (TP-RN3D-U
Add), and by feature map concatenation (TP-RN3D-U Stack), which resembles the
fusion techniques at the input for the SP CNNs. For the long-range residual connections
between encoder and decoder, we concatenate the feature maps from the two encoder
paths and then add the result to the decoder feature map.

This strategy allows for individual feature learning for each time point before joint
learning. To draw a connection to our single-path approaches, where the volumes are
processed jointly from the beginning, we also incorporate targeted information exchange
between the encoder paths. For this purpose, we employ our attention-guided interaction
modules that we proposed in Section 4.2. We consider the attention variations described
in Section 4.2. Attention method A generates two attention maps where the map for the
baseline path is generated from the follow-up path and vice-versa. Attention method
B generates two attention maps where feature tensors from both the baseline and the
follow-up paths are used. Attention method C uses the same input but generates a joint
attention map for both paths.

For the 4D problem, we first consider a straightforward extension of the Siamese
concept to 4D. Here, we employ nt paths instead of two paths for processing all nt
volumes in the encoder (MP-RN3D-U Stack). By sharing parameters for the encoder
part, there is no increase in terms of model parameters. Furthermore, we employ our
cGRU-CNN-U model with a ResNet backbone (cGRU-RN3D-U), as introduced in
Section 4.3. Structurally, it is similar to the multi-path Siamese CNN extension, except
for the temporal aggregation before the decoder. Here, we employ a convolutional GRU
layer with 256 feature maps that processes the temporal sequence and outputs a single
spatial representation. The long-range connections are also augmented by convolutional
GRU units with the number of feature maps that match the respective resolution level.

Training and Evaluation. During training, we randomly crop subvolumes of size
128× 128× 128 from the volumes. We randomly flip the volumes along the x, y, and z
direction with a probability of p = 0.5. We train all models using Adam with a dice loss
function and a batch size of Nb = 1 for Ne = 300 epochs. We use an initial learning rate
of αlr = 10−4 with exponential decay. For evaluation, we obtain predictions for entire
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volumes by taking 27 evenly spaced, overlapping crops from each volume, and obtain
their prediction. We merge all predicted crops to one prediction volume by calculating
the mean probability in overlapping regions. Then, we calculate metrics using the
ground-truth label volumes from each rater. The final values are averaged across all
raters.

Evaluation, Metrics, and Experiments. We use a three-fold cross-validation strat-
egy for validation and testing. We define three mutually exclusive folds with 26 cases
each. Each fold is divided into a validation and a testing split. For hyperparameter
tuning, we train on the remaining cases for each fold and chose hyperparameters based
on validation performance, averaged across the three validation splits. For testing, we
train on all cases except for the test splits for each fold. Performance metrics are reported
for the test splits. Metrics are calculated for all cases and aggregated across all test
splits. The same strategy is used for datasets V1 and V2. For dataset V4, we use a similar
strategy with fewer cases per fold. For experiments with dataset V3, training for single
time point segmentation is performed on all cases in V3. Testing is performed on the
test splits of dataset V1. Experiments with two-path models are performed on V1 unless
indicated otherwise.

In terms of metrics, we consider lesion-wise metrics and the dice coefficient. The
number of new and enlarging lesions are the most relevant indicators of disease pro-
gression. Therefore, our primary metrics are the lesion-wise true positive rate (LTPR)
and lesion-wise false positive rate (LFPR). We define lesions as groups of 26-connected
voxels. LTPR is the number of lesions that overlap in a prediction and ground-truth map
divided by the total number of lesions in the ground-truth map. LFPR is the number
of lesions that do not overlap in a prediction and ground-truth map divided by the
total number of predicted lesions. While LFPR and LTPR are indicators for lesion
presence, we use the dice score to quantify lesion overlap. Thus, in case a predicted
and a ground-truth lesion overlap, we calculate the dice score for that lesion. Note that
calculating a dice score for non-overlapping lesions is not meaningful as the score is
always 0. All three metrics depend on a decision threshold (typically 0.5) for a model’s
predicted probabilities. For each model, we chose the optimal threshold based on ROC
analysis, where the sum of LTPR and 1−LFPR is maximized. For each metric, we
provide the mean value and standard deviation. We test for a significant difference in
the median of the different metrics using Wilcoxon’s signed-rank test with a confidence
level of α = 0.05. Thus, we claim statistical significance if the test yields p < 0.05. For
dataset V1, we consider the mean interrater performance, calculated over all pairwise
comparisons between the three raters for comparison to model results.

We first consider the two reference scenarios with RN3D-U STP and the approach
using the LST toolbox. We compare this approach to several single-path, fusion-based
deep learning methods, including volume subtraction and addition, channel stacking,
and basic two-path architectures. Second, we provide results for two-path architectures,
enhanced by our novel attention-guided interaction modules. We consider different
attention blocks, different attention locations, and an additional evaluation with dataset
V2. Then, we present qualitative results for our attention maps. Last, we present results
for the full 4D problem.
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Tab. 6.26: Mean value and standard deviation of dice, LTPR, and LFPR in percent for
the reference methods LST and RN3D-U STP in comparison to single- and
two-path deep learning methods with different fusion techniques (difference,
addition, channel stacking). The best performing method for each metric is
marked bold.

Dice LTPR LFPR
Interrater 67.2± 23.9 72.6± 32.1 22.9± 28.3
LST 50.0± 22.1 65.8± 33.7 65.6± 28.8
RN3D-U STP 52.2± 26.2 66.9± 35.9 55.1± 35.4
RN3D-U Diff 48.4± 29.5 52.9± 38.0 38.5± 35.7
RN3D-U Add 46.3± 28.2 54.0± 36.1 43.6± 30.7
RN3D-U Stack 56.2± 26.9 59.7± 36.6 33.6± 33.5
TP-RN3D-U Diff 58.1± 30.9 61.5± 35.7 28.3± 29.628.3± 29.628.3± 29.6
TP-RN3D-U Add 59.2± 25.3 63.7± 35.863.7± 35.863.7± 35.8 30.4± 32.5
TP-RN3D-U Stack 58.3± 29.458.3± 29.458.3± 29.4 60.6± 36.0 31.7± 33.9

Results

First, we consider results for the reference approaches compared to several single-
path, fusion-based deep learning methods, see Table 6.26. The LST method’s LFPR
is very high. Note that the LST result is not directly comparable to the other result,
as the predictions cannot be evaluated at the respective interrater LFPR. Comparing
the RN3D-U STP to the RN3D-U model, metrics are similar for the addition and
subtraction of baseline and follow-up scan. However, the performance difference is
statistically significant between RN3D-U Stack and RN3D-U STP both for the LTPR
and LFPR. For the TP-RN3D-U models, it is notable that all variants perform better
than the RN3D-U approaches. In particular, TP-RN3D-U Diff and TP-RN3D-U Add
significantly outperform all other RN3D-U variants in terms of the LTPR and LFPR.
There is no significant difference in performance between the three variants. Notably, the
performance difference between all models and the interrater performance is statistically
significant for the LTPR and LFPR.

Second, we present results for our different attention mechanisms at location 163 for
the three two-path models TP-RN3D-U Diff, TP-RN3D-U Add, and TP-RN3D-U Stack,
see Table 6.27. For all three fusion methods, the attention blocks improve performance.
Comparing the attention methods to their baseline without attention, the median LTPR
and dice coefficients are significantly different across all fusion and attention methods.
For the LFPR, the attention methods also improve performance, but the difference in the
median is not significant. Comparing attention method C to the interrater performance,
there is no significant difference in the median of all metrics for all fusion techniques.

Third, we demonstrate how the location of the attention block affects performance for
the two-path models, see Table 6.28. Attention blocks at location 163 tend to perform
best. When attention blocks are placed further towards the model input, performance
tends to go down. When placing attention blocks at all three locations at the same time,
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Tab. 6.27: Mean value and standard deviation of dice, LTPR, and LFPR in percent for
our different attention methods A, B, and C at location 163. The best perform-
ing attention method for each two-path fusion type (difference, addition, or
channel stacking) is marked bold.

Dice LTPR LFPR
Interrater 67.2± 23.9 72.6± 32.1 22.9± 28.3
TP-RN3D-U Diff 58.1± 30.9 61.5± 35.7 28.3± 29.6
TP-RN3D-U Diff A 62.4± 23.6 72.0± 33.2 27.6± 29.2
TP-RN3D-U Diff B 61.9± 24.2 72.4± 32.4 28.0± 32.5
TP-RN3D-U Diff C 63.2± 22.963.2± 22.963.2± 22.9 73.2± 32.073.2± 32.073.2± 32.0 26.2± 29.126.2± 29.126.2± 29.1
TP-RN3D-U Add 59.2± 25.3 63.7± 35.8 30.4± 32.5
TP-RN3D-U Add A 60.9± 24.4 69.9± 33.4 31.4± 34.4
TP-RN3D-U Add B 61.0± 25.9 69.4± 35.0 28.9± 32.8
TP-RN3D-U Add C 62.2± 22.262.2± 22.262.2± 22.2 74.2± 31.574.2± 31.574.2± 31.5 26.4± 30.226.4± 30.226.4± 30.2
TP-RN3D-U Stack 58.3± 29.4 60.6± 36.0 31.7± 33.9
TP-RN3D-U Stack A 64.7± 24.7 71.2± 33.2 28.5± 30.1
TP-RN3D-U Stack B 63.2± 26.0 70.9± 34.4 27.5± 30.5
TP-RN3D-U Stack C 65.6± 24.865.6± 24.865.6± 24.8 73.1± 32.073.1± 32.073.1± 32.0 26.9± 30.626.9± 30.626.9± 30.6

LTPR and LFPR do not improve further. The dice score, however, improves for some
scenarios.

Fourth, we show boxplots of the three TP architectures with attention C at location 163,
see Figure 6.32. In terms of the LFPR, the distribution of each model is similar to the
interrater distribution. For the LTPR, the same observation can be made. The distribution
of the interrater dice scores is slightly higher than the dice score of TP-RN3D-U Add
C. For TP-RN3D-U Diff C and TP-RN3D-U Stack C, the distribution has a similar
median, and there is no significant difference in the median, compared to the interrater
performance.

Fifth, we investigate whether our attention method is also advantageous on another
dataset, using dataset T2. The results for attention location 163 are shown in Table 6.29.
In general, the attention methods improve performance once again, across multiple
fusion strategies. The difference is largest for the LTPR, where all attention methods
across all fusion strategies significantly outperform the baseline. For the other metrics,
there is also consistent improvement.

Sixth, we show qualitative results for our attention mechanism, see Figure 6.33. The
Figure shows two examples for the effect of our attention mechanism for the model
TP-RN3D-U Stack C 643. Feature maps from the baseline and follow-up scan are used
to compute an attention map. This map is then multiplied with each feature map. The
attention maps show very low-intensity regions, where old lesions are present in the
baseline scan. In the follow-up scan’s feature map, regions corresponding to lesions
show a high intensity. After applying the attention maps, we can observe a masking
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Tab. 6.28: Mean value and percentile ranges of dice, LTPR, and LFPR in percent for
different attention locations with our three two-path models with different
fusion techniques (difference, addition, and channel stacking) and attention
C. The location is indicated by the size of the feature maps at that level. All
refers to attention modules at all three locations.

Dice LTPR LFPR
Interrater 67.2± 23.9 72.6± 32.1 22.9± 28.3
TP-RN3D-U Diff 163 63.2± 22.9 73.2± 32.073.2± 32.073.2± 32.0 26.2± 29.126.2± 29.126.2± 29.1
TP-RN3D-U Diff 323 60.1± 23.5 72.2± 32.9 28.5± 32.9
TP-RN3D-U Diff 643 62.0± 25.6 70.0± 34.9 29.1± 33.9
TP-RN3D-U Diff all 64.2± 21.064.2± 21.064.2± 21.0 73.0± 30.3 27.8± 29.9
TP-RN3D-U Add 163 62.2± 22.2 74.2± 31.574.2± 31.574.2± 31.5 26.4± 30.226.4± 30.226.4± 30.2
TP-RN3D-U Add 323 61.0± 25.9 70.2± 35.0 29.8± 31.5
TP-RN3D-U Add 643 62.8± 24.3 71.4± 32.5 30.0± 31.1
TP-RN3D-U Add all 64.2± 23.964.2± 23.964.2± 23.9 71.9± 32.3 27.8± 32.6
TP-RN3D-U Stack 163 65.6± 24.865.6± 24.865.6± 24.8 73.1± 32.073.1± 32.073.1± 32.0 26.9± 30.626.9± 30.626.9± 30.6
TP-RN3D-U Stack 323 62.4± 27.2 72.2± 33.6 28.4± 32.5
TP-RN3D-U Stack 643 62.8± 26.2 72.0± 34.8 29.0± 32.9
TP-RN3D-U Stack all 62.5± 26.8 72.5± 34.1 29.3± 31.0

Tab. 6.29: Mean value and standard deviation of dice, LTPR, and LFPR in percent for
our different attention methods A, B, and C at location 163 for the second
dataset V2. The best performing attention method for each two-path fusion
type (difference, addition, or channel stacking) is marked bold.

Dice LTPR LFPR
TP-RN3D-U Diff 60.6± 29.1 67.5± 48.8 27.0± 33.9
TP-RN3D-U Diff A 61.9± 27.0 75.1± 33.8 24.9± 30.924.9± 30.924.9± 30.9
TP-RN3D-U Diff B 63.1± 27.4 75.3± 33.5 28.2± 32.2
TP-RN3D-U Diff C 64.1± 26.664.1± 26.664.1± 26.6 76.5± 33.276.5± 33.276.5± 33.2 25.0± 27.7
TP-RN3D-U Add 60.9± 25.4 68.6± 47.8 34.2± 35.5
TP-RN3D-U Add A 63.3± 28.363.3± 28.363.3± 28.3 71.6± 35.2 28.6± 29.7
TP-RN3D-U Add B 60.9± 26.1 75.3± 33.775.3± 33.775.3± 33.7 22.7± 32.322.7± 32.322.7± 32.3
TP-RN3D-U Add C 61.2± 27.6 73.7± 35.2 26.4± 30.2
TP-RN3D-U Stack 62.7± 26.2 71.8± 33.5 28.1± 30.9
TP-RN3D-U Stack A 65.2± 23.465.2± 23.465.2± 23.4 79.4± 29.779.4± 29.779.4± 29.7 22.8± 26.9
TP-RN3D-U Stack B 64.6± 24.2 76.0± 32.1 26.5± 30.6
TP-RN3D-U Stack C 64.3± 25.5 77.2± 33.0 21.8± 27.821.8± 27.821.8± 27.8
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Fig. 6.32: Boxplots for the three two-path models with attention (TP-RN3D-U C) at
location 163 compared to the interrater performance.

Tab. 6.30: Mean value and standard deviation of dice, LTPR, and LFPR in percent for
the 4D deep learning problem with dataset V4. We consider 3.5D and 4D data
and different models for 4D data.

Dice LTPR LFPR
TP-RN3D-U Stack nt = 2 62.1± 17.3 81.2± 28.3 30.1± 29.5
MP-RN3D-U Stack nt = 3 59.8± 16.1 83.2± 28.0 35.4± 33.2
TP-RN3D-U Add nt = 2 61.0± 16.2 80.8± 29.1 31.4± 32.6
MP-RN3D-U Add nt = 3 61.5± 14.8 81.4± 28.8 33.8± 34.9
TP-RN3D-U Diff nt = 2 61.7± 15.0 81.7± 27.9 32.0± 32.1
MP-RN3D-U Diff nt = 3 60.9± 15.7 79.9± 29.4 28.1± 29.2
cGRU-RN3D-U nt = 2 63.3± 13.6 81.0± 27.8 21.8± 23.8
cGRU-RN3D-U nt = 3 64.5± 21.664.5± 21.664.5± 21.6 84.3± 27.384.3± 27.384.3± 27.3 19.6± 20.519.6± 20.519.6± 20.5

effect. Attention maps mask our lesions that were already present in the baseline scan.
Thus, in the follow-up scan’s feature map, only small high-intensity regions remain.
Comparing these regions to the final predictions and ground-truth maps shows that the
remaining high-intensity regions correspond to a new lesion. Therefore, the attention
maps masked out old lesions while preserving the new lesions.

Last, we show results for the 4D problem, see Table 6.30. For the Siamese two path
models, there is no notable increase in performance when using the multi-path extension
with nt = 3. However, for cGRU-RN3D-U, performance improves notably. In particular,
the difference in the median is significant for the LFPR. For the other metrics, there is
no significant difference but also a notable increase.
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Fig. 6.33: Visualization of the effect of our attention method for the model TP-RN3D-U
Stack C 643. Two example cases are shown (top and bottom). Left, an axial
slice of the baseline and follow-up scan are shown. In the center, example
features maps, the attention maps, and the masked feature maps are shown.
Right, the final model prediction and ground-truth are shown.
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Discussion

We address the problem of multiple sclerosis lesion activity segmentation from two time
points using deep learning models. Compared to lesion segmentation in a single scan,
the task of lesion activity segmentation is much more challenging as lesion size can be
small and it is difficult to distinguish lesion activity from slight registration errors and
intensity variations between two scans.

As a reference for lesion activity segmentation from two MRI scans, we consider
two methods. The first method is the LST toolbox, an established classic, non-deep
learning method [431] that uses FLAIR images for lesion prediction. The second method
uses the typical approach of individual lesion map differences [148]. We compare
these references to deep learning-based, single-path fusion techniques for baseline and
follow-up scan aggregation by addition and difference. This follows the rationale of
previous methods that relied on difference images [146]. The two reference methods
perform similar to these approaches, which indicates that more advanced architectures
are required to improve lesion activity segmentation. When stacking baseline and follow-
up scan into the input channel dimension, which is typically used for color channels
in the natural image domain, performance increases significantly. This indicates that
individual volume processing is advantageous for this task. Therefore, we design a two-
path architecture where volumes are processed individually in the encoder path. The two
paths are combined with three different fusion methods, which all perform better than
the single-path models with volume fusion and the two reference methods. In particular,
using addition or difference for fusion leads to statistically significant differences in
terms of our primary metrics, the LTPR and LFPR. However, all these methods show a
performance that is still significantly different from the interrater performance.

To improve performance further, we, therefore, employ our proposed attention-guided
interaction modules. These modules allow for information exchange between the two
encoder paths before feature fusion at the model’s decoder. Overall, we can observe
a performance improvement across all fusion techniques and attention modules for
the LFPR and the LTPR. In particular, attention methods C stands out as it performs
best, and the performance improvement over the normal two-path models is statistically
significant for the LTPR across all fusion techniques while maintaining a low LFPR. For
all metrics, there is no significant difference between the interrater performance and our
two-path model with attention method C. This suggests the usability of our proposed
method. This insight is confirmed on a second, independent dataset that was acquired at
a different location with a different device. Here, it is notable that the other attention
methods A and B also lead to high performance. Furthermore, we study how the location
of our attention blocks inside the network affects performance, see Table 6.28. Here, we
can observe a decrease in performance if the modules are moved further away from the
fusion point towards the model input. This could indicate that our attention blocks are
most effective for guiding feature fusion. If the information exchange happens too early
inside the network, the effect potentially decreases until the actual feature fusion occurs.
In addition, we also consider a scenario where we place attention blocks at all three
locations. However, we do not observe a synergy effect as the LTPR and LFPR do not
improve further. This indicates that additional flow of information between path does
not provide an additional benefit and that a single attention module is likely sufficient to
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guide information exchange.
Next, we provide a qualitative evaluation of our attention method. While quantitative

results already imply the effectiveness of the proposed attention modules, we also
provide a visualization of the computed attention maps, see Figure 6.33. The attention
maps appear to provide an effect that is similar to masking. This is particularly visible
for the feature maps derived from the follow-up scan. After the masking process, the old
lesions are attenuated, and only a new lesion remains with high intensity. This implies
that our module design for information exchange between the two paths is very effective
as key information is successfully transferred.

Last, we also consider the full 4D problem with an additional history. While the
straightforward multi-path extension of Siamese CNNs does not improve performance,
our proposed cGRU-RN3D-U model significantly improves performance in terms of
the LFPR. This indicates that using 4D data instead of 3.5D data can be advantageous.
However, it depends on the deep learning model that is employed. Also, a total temporal
dimension size of nt = 3 is relatively small. Datasets with a longer history might show
additional benefits of 4D data. Furthermore, our attention-guided interaction methods
could be extended to the 4D domain in future work.

Summary

We consider the problem of deep learning-based lesion activity segmentation with 3.5D
and 4D spatio-temporal MRI data. For 3.5D data with a baseline scan and a follow-up
scan, we find that deep learning approaches are more effective than classical methods.
Also, using a Siamese structure with two encoders is preferable over combing the MRI
scans before processing by the model. Performance is improved further when employing
our attention-guided interaction models. This can be observed across two independent
datasets, and plausible attention maps demonstrate a masking effect that focuses the
network on new lesions. For the 4D case, we observe improved performance over 3.5D
data if we employ our proposed convolution-recurrent model. Thus, in terms of our
research question on data representations, we find that 4D could be advantageous over
3.5D, given the right deep learning model. In terms of our second research question on
deep learning models, we find that our proposed architectures with attention mechanisms
and recurrent temporal aggregation are effective for the problem of lesion activity
segmentation.
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6.8 2D, 3D, and 4D Data: Volume-Based Force
Estimation

Another problem that comes with different data representations is vision- and volume-
based force estimation, which we introduced in Section 5.1. The problem needs to be
differentiated from needle-based force estimation where scalar signals, 1D spatial or 2D
spatio-temporal images are used. Most vision-based force estimation approaches rely
on 2D color or depth images, which leads to 3D spatio-temporal data in case temporal
information is taken into account.

Here, we explore vision-based force estimation with the imaging modality OCT and
deep learning methods. The use of OCT opens up several interesting aspects in terms
of data representations and deep learning methodology that need to be studied. For the
problem of vision-based force estimation, we address three significant challenges.

The first challenge we address is the high-dimensional nature of OCT data. While
4D spatio-temporal data should be rich in information, processing it is computationally
expensive. One approach for reducing computational effort is to encode the spatial 3D
volume information in a lower-dimensional space. For vision-based force estimation,
it is reasonable to assume that the tissue surface being deformed by a force carries
information that can be encoded in a space that is smaller than full 3D volumes. For
example, previous vision-based force estimation methods have captured deformation
with a feature vector or 2D depth maps [28]. This raises the question of whether full
3D volumes are advantageous, or whether lower-dimensional surface encodings are
sufficient. Volumes could potentially capture sub-surface tissue compression and thus
provide a richer feature space, as we demonstrated for OCT-based pose estimation.
Therefore, we study different representations of the spatial image information by consid-
ering full 3D volumes as well as 2D and 3D image data representations of the deformed
surface.

Another way of controlling deep learning-based 4D spatio-temporal data processing
effort is to reduce or extend the temporal dimension. Thus, the second challenge we
address is the effective use of the temporal data dimension. We investigate and quantify
the effect and benefit of different temporal processing techniques as well as a longer or
shorter temporal history. In this context, we also consider the problem of short-term
force forecasting. Assuming some non-random deformation and force patterns over
time, forces should be predictable, given a history of data. Forecasting forces could
enable safety mechanisms for robot-assisted interventions [184, 188], as large force
value increases could be detected earlier. Although spatio-temporal data has been used
for force estimation, forecasting has not been studied.

The third challenge we address is 4D spatio-temporal deep learning. Similar to our
other 4D deep learning applications, this problem is complicated due to the substantial
increase in computational and memory requirements compared to architectures for
lower-dimensional data. Also, it is unclear what type of spatial and temporal processing
mechanisms should be employed for OCT volume-based force estimation. Therefore,
we employ our different mechanisms for 4D spatio-temporal deep learning that we
introduced in Section 4. We compare the different processing techniques on 4D data and
also consider their 3D counterparts that process 3D spatio-temporal data consisting of

209



6 Experimental Results

(Cti−nt
, ..., Cti−1

, Cti)

P

Native
4D Spatio-Temporal

Image Data

(Cps
ti−nt

, ..., Cps
ti−1

, Cps
ti )

Pseudo
4D Spatio-Temporal

Image Data

(Dti−nt
, ..., Dti−1

, Dti)

3D Spatio-Temporal
Image Data

b b b

b b b

P−1

b b b

b b b

ti−nt
ti−1 ti t

Fig. 6.34: The image data representations that we study. In the middle row, a sequence of
full volumes is shown. Bottom, a sequence of the extracted surface, encoded
as a depth image, is shown. Depth is represented by color value. Top, the
extracted surfaces are represented by points in a volume.

streams of depth maps.
Summarized, in terms of our research question on data representations, we study the

use of spatial 2D and 3D as well as spatio-temporal 3D and 4D data for vision-based
force estimation. We explore different 3D spatial data representations and the effect
of a temporal history. Furthermore, we study the prediction of future force values
and the relation of prediction performance to the temporal history. Regarding our
second research question of deep learning methods, we study CNN-based models and
recurrent-convolution models we proposed for both 3D and 4D spatio-temporal data
processing.

Methods and Datasets

Problem Definition. Formally, we consider Tti = {Cti−nt+1 , ..., Cti−1 , Cti}, a sequence
of volumes, which is used to estimate the target force yti+nf . The volumes Cti ∈
Rnh×nw×nd capture the deformation of tissue to which target forces yti+nf ∈ R are
applied by an instrument. The 4D spatio-temporal tensor is of size Tti ∈ Rnt×nh×nw×nd .
Along the temporal dimension, nt denotes the number of volumes being used for
prediction, and nf denotes the prediction horizion in terms of the number of time steps
that we predict into the future. For nf = 0 we refer to the problem as force estimation,
for nf > 0 we refer to the problem as force forecasting.

We also study two transformations of spatial data. First, we consider a projection
P : Rnh×nw×nd → Rnh×nw . The resulting depth images Dti ∈ Rnh×nw represent a
surface within the 3D volumes. Second, we represent the surface by points in the
actual 3D volume by employing P−1 : Rnh×nw → Rnh×nw×nd , where depth images are
encoded as pseudo volumes Cps

ti ∈ Rnh×nw×nd in 3D space. All data representations are
shown in Figure 6.34.
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Fig. 6.35: The experimental setup we use for data acquisition.

We design and evaluate models with spatio-temporal (ST) and spatial (S) data for learn-
ing fM : Rnt×nh×nw×nd → R (4D-ST), and compare to models fM : Rnt×nh×nw×nd → R
(ps-4D-ST), fM : Rnt×nh×nw → R (3D-ST), fM : Rnh×nw×nd → R (3D-S), and
fM : Rnh×nw → R (2D-S).

Experimental Setup and Datasets. The experimental setup is shown in Figure 6.35.
A hexapod robot (H-820.D1, Physik Instrumente) is equipped with a force sensor (Nano
43, ATI) for ground-truth annotation and an instrument. We use a needle tool for our
experiments. The hexapod performs movement along the needle axis, which deforms
a silicon phantom, representing a typical surgical pushing task [321]. The phantom is
imaged by an OCT scan head, which continuously acquires volumes. Note that the force
sensor is only required for training data acquisition and not for the actual application. To
ensure generalization to real-world tissue applications, we also consider a dataset where
animal heart muscle tissue is used instead of a phantom.

The OCT device is a swept-source OCT (OMES, OptoRes, Germany). Based on
interferometry and infrared light with a central wavelength of 1315 nm, the inner struc-
ture of scattering materials can be imaged up to 1 mm in depth. A volume can be
acquired by repeatedly scanning at neighboring lateral positions. We scan at 32 × 32
lateral positions. With an A-Scan resolution of 430 pixels, the raw volumes thus have
a size of 32 × 32 × 430. We downsample the raw OCT volumes to a reduced size of
32× 32× 32 using cubic interpolation due to the high computational and memory re-
quirements of 4D architectures. This leads to similar spatial resolutions in all directions,
and thus simplified architecture design requirements. Preliminary experiments showed
no major improvements with larger spatial resolutions. The volumes cover an FOV of
3 mm× 3 mm× 3.5 mm. Overlaid example volumes are shown in Fig. 6.36.
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Fig. 6.36: Three overlaid OCT volumes from three time steps.

In addition to using streams of the full 3D image volumes, we consider 2D and 3D
representations of the tissue surface. Typically, the largest fraction of the infrared light
is reflected at the tissue surface. Hence, we employ a maximum intensity projection
P to localize the tissue surface in the image volumes, as introduce in Section 6.5 for
OCT-based pose estimation. The surface is either represented by a 2D projection of
depth values or by a discrete 3D point cloud, where voxels representing the surface are
set to 1, and all other voxels are set to 0. These pseudo volumes are shown in Figure 6.37.
To encode the surface as accurately as possible, extraction is performed using the raw
OCT volumes with full depth resolution. The resulting depth maps have a size of 32×32.
For the pseudo volumes, we reproject the depth maps into volumes of size 32× 32× 32
to match our downsampled volumes in terms of size.

The 2D depth images are a small, efficient representation; however, subsurface
information is lost through the projection. They are similar to time-of-flight depth images
that have been previously used for force estimation [147, 321]. The 3D pseudo volumes
encode surface information similar to their 2D counterpart, but they are processed in a
higher-dimensional space.

The phantom was manufactured using translucent silicone mixed with titan dioxide,
which leads to light scattering that is similar to the signal found in tissue.

The phantom datasets were acquired with two types of instrument motion along the
needle’s shaft. First, we performed a sinusoidal movement with varying amplitudes
and frequencies, which results in a smooth pattern. For this dataset we acquired 32 000
samples, which we partitioned into sets of 24 000, 2600 and 5400 samples for training,
validation, and testing, respectively (dataset V1). Second, we considered a movement
based on cubic splines. We randomly sampled depth values from [dp0 , dpmax ] where dp0

is the point of tissue contact and dpmax the maximum deformation depth along the needle
shaft. While being more random, this also provides smooth curves with predictable
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Fig. 6.37: Three pseudo OCT volumes from three time steps.

patterns. Here, we acquired 38 000 samples which we partition into sets of 31 000, 2900
and 4100 samples for training, validation, and testing, respectively (dataset V2). For
both types of acquisition, we acquired all data across multiple experiments with ≈ 2500
samples each. For each experiment, a new amplitude and frequency (dataset V1) or
depth pattern (dataset V2) was defined. Depths vary from 1 mm to 3 mm and frequencies
vary from 3 Hz to 6 Hz. We also varied the instrument tip’s orientation and relative
position with respect to the ROI for each experiment to induce more variation and to
avoid overfitting to a particular instrument location or orientation. Similarly, we changed
the ROI between experiments to ensure different speckle patterns within the datasets.
All data splits are separated by experiments. Thus, all samples of an experiment are
only part of one data split. Summarized, datasets V1 and V2 represent different types of
motion for a homogeneous phantom.

The tissue dataset (dataset V3) represents a scenario closer to application that we use
to test robustness and variation, see Figure 6.38 for an example. In total, we acquired
30 000 samples for this dataset. We rely on the same movement patterns as for dataset
V2. Again, we vary the instrument tip’s orientation and its relative position with respect
to the ROI. Also, we vary the ROI between experiments.

In contrast to the phantom, different ROIs can be more different in terms of their sub-
surface structure relating to fat and muscle composition. Thus, the selection of a single
validation/test ROI could induce a bias. Therefore, we perform 20-fold cross-validation,
where one experiment corresponding to one ROI is excluded in each experiment. In
summary, the tissue dataset is closer to applications and allows us to study the robustness
of our approach.

The OCT volumes are acquired at 60 Hz, and the force data is acquired at 500 Hz. We
synchronize both data streams based on timestamps, and we assign a force measurement
to each OCT volume. We transform the forces from the force sensor’s coordinate frame

213



6 Experimental Results

Fig. 6.38: An example image for the tissue being deformed by the needle tool.

to a coordinate frame located at the needle tip using the known spatial dimensions of the
needle and force sensor. Then, we take the magnitude of the resulting force vector as the
final label for our learning problem.

Deep Learning Models. We implement several different models that are based on the
spatial and spatio-temporal deep learning architectures that we introduced in Chapter 4.
For each model, we consider a 3D-ST version for comparison that matches the 4D-ST
versions in terms of structure. The CNN part of each architecture is built on the ResNet
principle. We use vanilla ResNet blocks without bottlenecks or other variations. While
building upon the same ResNet backbone, each architecture uses a very different way of
processing the temporal dimension together with the spatial dimension.

RN4D is an implementation of the CNN4D model we proposed in Section 4.1.4.
The model processes feature maps of size x ∈ Rnt×nh×nw×nd×nc , excluding the batch
dimension. nc is the channel dimension of the feature map. The final architecture starts
off with a normal convolutional layer, followed by 5 ResBlocks with a total spatial
output stride of ro = 16. The initial feature maps size is nc = 16, which is doubled each
time we halve the spatial dimension using a convolution with spatial stride r = 2. As
we keep nt small, the temporal dimension is not reduced by strides.

For models using 3D-ST data, we use the same architecture with 3D convolutions
(RN3D-ST). The model is an implementation of a ResNet-based 3D CNN, compare
Table 4.2. Here, feature maps are of size x ∈ Rnt×nh×nw×nc . To match the models’
capacity, we also consider deeper (RN3D-ST-d) and wider (RN3D-ST-w) 3D variants.
For the deeper version, we use a total of 9 ResBlocks instead of 5 in the baseline model.
For the wider version, we double the number of feature maps by using nc = 32 instead
of nc = 16 for the initial convolutional layer. We use kernels of size kj = 3 for every
dimension.

For spatial approaches using 3D-S and 2D-S data, we consider an RN3D-S and RN2D-
S with 3D and 2D convolutional operations, respectively. In terms of structure, the CNNs
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are similar to the ST models; however, they receive and process spatial information only.
Thus, RN2D-S processes feature maps of size x ∈ Rnh×nw×nc and RN3D-S processes
feature maps of size x ∈ Rnh×nw×nd×nc .

facRN4D is a more efficient variant of RN4D, which uses factorized convolutions
that follows the facCNN4D principle that we introduced in Section 4.1.4 for 4D CNNs.
The model processes 4D volumes of size x ∈ Rnt×nh×nw×nd×nc . In each ResBlock, each
convolution is split into two convolutions with spatial and temporal kernels. For 3D-ST
data, we employ a facRN3D model, where spatial and temporal convolutions are also
split, similar to RN3D-ST.

RN3D-GRU is an implementation of the CNN-GRU principle that we describe in
Section 4.3. The model processes full 4D volumes x ∈ Rnt×nh×nw×nd×nc . The CNN
part has the same structure as RN3D-S described above. The features produced by the
CNN are pooled and then fed into two GRU layers with 1024 feature maps each. The
GRUs are augmented by recurrent dropout and recurrent batch normalization. The entire
architecture is trained end-to-end.

For 3D-ST data, we design RN2D-GRU, where the initial ResNet for spatial process-
ing uses 2D convolutions to process the 2D depth images. After pooling the spatial
representation into a feature vector, the same temporal processing with two GRU layers
is applied.

RN3D-cGRU is an implementation of the CNN-cGRU architecture concept that we
introduced in Section 4.3. This model also processes 4D data x ∈ Rnt×nh×nw×nd×nc .
The model comes with the same structure as RN3D-GRU, except that convolutional
GRUs are used instead of normal GRUs. In terms of implementation, there is no GAP
layer after the last CNN’s last layer and the convolutional GRU directly receives a spatial
tensor for processing. After the convolutional GRU layer, GAP is applied and the output
layer follows.

For 3D-ST data, we also employ a RN2D-cGRU variant where the ResNet-based
CNN is replaced by a 2D CNN with 2D convolutional layers, similar to the other models
for 3D-ST data.

cGRU-RN3D is an implementation of our proposed cGRU-CNN architecture for 4D
data x ∈ Rnt×nh×nw×nd×nc , see Section 4.3. The convolutional GRU with 32 feature
maps also employs recurrent batch normalization, and the gates use 3D convolutions.
The following ResNet uses normal 3D convolution operations and performs spatial
processing only. Compared to RN4D and facRN4D, this architecture also keeps the
temporal and the spatial processing parts separate. The key difference to RN3D-GRU is
that the order of temporal and spatial processing is reversed. For 3D-ST data, we use
a cGRU-RN2D where all 3D convolution operations are replaced by 2D variants. All
other properties are the same as for cGRU-RN3D.

Training. For all model variants, we chose the learning rate and batch size individually
based on validation performance. For 3D architectures, we use a batch size of Nb = 16
and learning rate of αlr = 5× 10−4. For 4D architectures, we use a batch size of Nb = 8
and a learning rate of αlr = 2.5× 10−4. During validation experiments, we did not
observe any overfitting, which could require techniques such as early stopping. Weights
are initialized using a truncated normal distribution with a standard deviation std = 0.01,
where values are redrawn if their magnitude is larger than twice the standard deviation.
We train for Ne = 100 epochs using the Adam algorithm with the recommended
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Tab. 6.31: Comparison of 3D-ST and 4D-ST architectures for both datasets. The MAE
is given in mN. The best values for each dataset are marked bold.

MAE rMAE (10−3) PCC (%)

D
at

as
et
V 1

RN4D 11.9± 12.3 42.7± 44.5 99.8499.8499.84
facRN4D 12.3± 13.9 44.2± 49.7 99.82
RN3D-GRU 19.1± 23.9 68.4± 86 99.47
cGRU-RN3D 11.7± 15.011.7± 15.011.7± 15.0 42.3± 54.042.3± 54.042.3± 54.0 99.80
RN3D-ST 21.9± 33.6 78.8± 120 98.98
facRN3D 21.4± 34.7 76.8± 124 98.93
RN2D-GRU 30.8± 36.4 110± 130 98.59
cGRU-RN2D 23.3± 36.2 83.7± 120 98.85

D
at

as
et
V 1

RN4D 12.0± 11.2 59.5± 55.9 99.68
facRN4D 13.5± 13.2 67.1± 65.4 99.58
RN3D-GRU 26.3± 23.9 130± 118 98.46
cGRU-RN3D 10.7± 11.110.7± 11.110.7± 11.1 53.2± 55.553.2± 55.553.2± 55.5 99.7199.7199.71
RN3D-ST 25.4± 30.6 125± 152 98.04
facRN3D 24.8± 31.3 122± 155 98.09
RN2D-GRU 35.9± 30.8 178± 153 97.21
cGRU-RN2D 25.4± 29.0 126± 144 98.17

standard parameters. During training, we track exponential moving averages of all
trainable parameters with a decay rate of dc = 0.999. Thus, during the evaluation,
we use a more consistent moving average of our model parameters instead of a point
estimate at the last iteration. The loss function is the MSE. We implement our models and
training environment in Tensorflow [1]. Training is performed on NVIDIA GEFORCE
1080Ti graphics cards.

Experiment Overview. All model performances are reported the test set of dataset
V1 and V2 or the CV result for dataset V3. First, we compare our proposed 4D-ST
architecture designs and evaluate their performance with respect to their 3D-ST counter-
parts. We relate model performance to architecture efficiency in terms of the number of
trainable parameters. For better interpretability, we provide a regression plot of the entire
force range. Also, we study robustness and variation with tissue dataset V3. Second,
we investigate deep learning models using 2D-S, 3D-S, 3D-ST, and 4D-ST data. We
consider model versions with different capacity to account for the natural increase in the
number of parameters for models with higher-dimensional data processing. Furthermore,
we use our ps-4D-ST data derived from depth images to investigate the advantages of
4D-ST data processing. Last, we provide results for different force forecasting horizons
nf ∈ {0, 1, 2, 3, 4} and different lengths of temporal history nt ∈ {2, 4, 6, 8}. As a
baseline, all spatio-temporal models use nt = 6. We report the MAE in mN as an
absolute metric and the rMAE and PCC as relative metrics. For the MAE and rMAE
we provide the standard deviation. We test for significant differences in the median
of the absolute errors using the Wilcoxon signed-rank test with a significance level of
α = 0.05.
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Tab. 6.32: Comparison of different GRU types and their position within the architecture.
The MAE is given in mN. The best values for each dataset are marked bold.

MAE rMAE (10−3) PCC (%)

D
at

as
et
V 1

RN3D-cGRU 16.8± 19.3 60.4± 81 99.66
RN3D-GRU 19.1± 23.9 68.4± 86 99.47
cGRU-RN3D 11.7± 15.011.7± 15.011.7± 15.0 42.3± 54.042.3± 54.042.3± 54.0 99.8099.8099.80
RN2D-cGRU 27.5± 35.7 98.2± 126 98.71
RN2D-GRU 30.8± 36.4 110± 130 98.59
cGRU-RN2D 23.3± 36.2 83.7± 120 98.85

D
at

as
et
V 2

RN3D-cGRU 21.6± 20.0 110± 96.3 99.04
RN3D-GRU 26.3± 23.9 130± 118 98.46
cGRU-RN3D 10.7± 11.110.7± 11.110.7± 11.1 53.2± 55.553.2± 55.553.2± 55.5 99.7199.7199.71
RN2D-cGRU 29.9± 30.8 156± 160 97.61
RN2D-GRU 35.9± 30.8 178± 153 97.21
cGRU-RN2D 25.4± 29.0 126± 144 98.17

Results

4D-ST and 3D-ST Architectures. The results for all 3D-ST and 4D-ST architectures
are shown in Table 6.31. Comparing 4D-ST architectures, across both datasets, RN4D
and cGRU-RN3D perform best. For dataset V2, cGRU-RN3D performs better as there is
a significant difference in the absolute errors. Also, cGRU-RN3D performs significantly
better than facRN4D across both datasets. Between all models and datasets, RN3D-
GRU performs worst. In general, the relative metrics are slightly lower for dataset V2
with spline-based trajectories. Comparing 3D-ST and 4D-ST architectures, the latter
significantly outperform their counterparts across all our proposed architectures.

Next, we show how model capacity relates to performance, see Figure 6.39. While
RN4D and cGRU-RN3D perform similarly, the latter comes with substantially fewer
trainable parameters. The 3D-ST models perform significantly worse; however, their
capacity in terms of the number of parameters is also lower.

Furthermore, we consider a comparison between different types of GRUs and their
position in the architecture, see Table 6.32. Across 4D and 3D spatio-temporal data, we
observe that cGRU-RN3D performs best. Using a convolutional GRU instead of a GRU
at the end of the architecture leads to minor performance improvements.

For qualitative interpretation, we provide a regression plot between predicted and
target force values, see Figure 6.40. Across the entire force range, predictions closely
match the targets. For larger force values closer to 1 N, there are some outliers.

To highlight the advantage of 4D-ST architectures, we also consider a tissue experi-
ment with 20-fold CV to assess variation and robustness, see 6.41. In general, the MAE
is lower while the relative metrics are worse compared to the phantom datasets. The size
of the boxplots shows that there is some variation across CV folds. Comparing 4D-ST
and 3D-ST architectures, the performance difference is similar to the phantom datasets
with 4D-ST models performing significantly better. The regression plot in Figure 6.42
shows the smaller force range for the tissue dataset. Again, predictions match the targets
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Fig. 6.39: All 4D-ST architectures (red) and their 3D-ST counterpart (blue) in compar-
ison to their MAE and their number of trainable parameters. Models in the
lower-left corner have a lower error and fewer parameters.

well with a high R2-value.
Multi-Dimensional Data Representations. Next, we study how deep learning mod-

els with spatial data compare to models using spatio-temporal data. The results are
shown in Table 6.33. The 2D-S models perform worst. Adding a temporal dimension
(3D-ST) improves performance substantially. The performance increase is statistically
significant across all datasets and models. Using volumes (3D-S) for learning performs
better than 2D-S or 3D-ST data. Increasing the lower-dimensional models’ capacity
leads to minor performance improvements. Overall, the 4D-ST deep learning model
performs best. The performance difference in terms of the median of the absolute errors
is statistically significant for all models and datasets.

Moreover, we consider ps-4D-ST as a higher-dimensional encoding of the depth im-
ages. The results are shown in Table 6.34. Overall, the ps-4D-ST models’ performance
is much closer to the 3D-ST models than to the 4D-ST models. However, the perfor-
mance difference is statistically significant across both datasets for RN4D, facRN4D,
and cGRU-RN3D. For RN3D-GRU, the performance deteriorates.

Temporal Information and Force Forecasting. Last, we investigate the temporal
properties of our two top-performing models RN4D and cGRU-RN3D. The results for
variations of the temporal history nt and forecasting horizon nf are shown in Figure 6.43.
For each combination of nt and nf , a model was trained. Considering force estimation
(nf = 0), adding more temporal history improves performance. The largest improvement
can be observed between nt = 2 and nt = 4. Then, performance tends to saturate.
Similar observations can be made for nf > 0 and increasing values for nt. When
increasing nf , forecasting works well as the MAE only increases by ≈ 25 % (dataset
V1) and ≈ 39 % (dataset V2) between nf = 0 and nf = 4 for nt ∈ {4, 6, 8} with cGRU-
RN3D. Comparing RN4D and cGRU-RN3D, both show similar trends for increasing nf .
However, for increasing nt, cGRU-RN3D shows a consistent performance improvement
for all nf and both datasets, while RN4D shows varying results for nt ∈ {4, 6, 8} across
all nf .
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Fig. 6.40: Linear regression plot (left) and the histogram of residuals (right) between
targets and predictions, given in mN. The relationship is significant (p < 0.05)
with an R2-value of 0.994. The cGRU-RN3D model’s predictions and dataset
V2 were used.

Last, we also provide qualitative results for predicting forces four time steps into the
future with different lengths of history, see Figure 6.44. For a longer history, predictions
are more consistent. In particular, sudden changes in force trends lead to overshooting
and error spikes.

Discussion

We study volume-based force estimation with deep learning methods in the context
of different data representations and spatio-temporal deep learning concepts. Here,
4D spatio-temporal data processing is particularly interesting as higher-dimensional
data promises more context for learning while also being very challenging to handle.
Overall, our cGRU-RN3D, which performs temporal processing first, followed by spatial
processing, shows the best performance. This is particularly interesting as a lot of spatio-
temporal deep learning approaches in the natural image domain perform spatial feature
extraction first, followed by temporal processing of the spatial features (RN3D-GRU
and RN3D-cGRU) [19]. However, our observations match our results for other tasks
such as needle-based force estimation. In addition, RN4D shows performance that is
similar to cGRU-RB3D; however, the model comes with substantially more parameters.
Decomposing the convolutions into a spatial and a temporal part with facRN4D leads to
a lower model capacity but also slightly lower performance. Thus, overall, cGRU-RN3D
represents a high-performing and efficient deep learning architecture for 4D OCT-based
force estimation.
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Fig. 6.41: Boxplots for the three metrics for all 4D-ST (marked bold) and 3D-ST archi-
tectures are shown. Each boxplot is generated with 20 values from 20-fold
CV with our tissue dataset V3.

To highlight the value of 4D spatio-temporal data processing, we compare our ap-
proaches to their 3D spatio-temporal counterparts. These models use depth images
extracted from volumes, which is similar to previous force estimation approaches relying
on depth representations from time-of-flight cameras [147]. We find that across all our
concepts for spatio-temporal processing, the 4D models consistently outperform their
respective 3D counterpart with a statistically significant performance difference both
for phantom and tissue data. Considering absolute and relative metric results, absolute
MAE values are slightly larger for phantom experiments compared to tissue experiments
due to a larger force range, as shown in Figure 6.40. While this force range is typical
for applications such as lung tumor localization [329], other applications such as retinal
microsurgery require a smaller force range and higher resolution [183]. Our tissue
experiments demonstrate that our approach is also scalable to smaller force ranges, see
Figure 6.42. Due to the larger variability between tissue samples compared to phantom
data, estimation appears to be more difficult as relative metrics are slightly lower than for
the phantom experiments. Nevertheless, regarding absolute values, the MAE is around
2 mN for our 4D-ST architectures. This suggests the suitability of our approach for a
variety of clinical applications where force sensing can be helpful and different force
ranges are required [492].

All in all, our 4D deep learning models consistently outperform 3D approaches across
multiple datasets. While other 4D spatio-temporal CNN applications with different
medical imaging modalities [92,210] did not show improvements over lower-dimensional
approaches, we highlight the value of utilizing full 4D information when it is available.
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Fig. 6.42: Linear regression plot (left) and the histogram of residuals (right) between
targets and predictions, given in mN. The relationship is significant (p < 0.05)
with an R2-value of 0.973. The cGRU-RN3D model’s predictions and dataset
V3 were used.

For OCT data, this is particularly interesting, since devices for 4D OCT imaging with
high temporal resolution are available [449]. However, there have been no studies
utilizing the full 4D information in deep learning models. Thus our insights could
improve other medical OCT applications where 4D OCT data is available.

Given the same high-level architecture, deep learning models processing lower-
dimensional data contain fewer parameters, thus, having a lower capacity. Therefore, we
also evaluate the four CNN-based lower-dimensional data processing techniques with
increased model capacity. Even when adding more layers to the models or increasing
the number of feature maps, the lower-dimensional models’ performance difference
is significantly lower than RN4D’s performance. This demonstrates that there is an
inherent advantage of using 4D data, which is not connected to the natural increase in
model capacity for higher-dimensional data processing methods.

The high performance of 4D-ST models leads to the question of whether the advantage
is caused by richer subsurface information being present or processing in a higher-
dimensional space. The depth maps we use have a smaller size than the volumes,
which makes an immediate comparison to larger volumes difficult. Therefore, we
disentangle the aspects of input size and subsurface information by using pseudo volumes
that encode the depth images in a volume that has the same size as our full OCT
volumes. These pseudo 3D volumes encode the same information as the 2D depth
images. Overall, we find that pseudo 4D-ST data processing performance is closer to
3D-ST data than 4D-ST data, which indicates that the majority of the advantage can
be traced back to richer information. However, using pseudo 4D-ST data leads to a
statistically significant performance improvement for three of our four architectures
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Tab. 6.33: Comparison of models using 2D-S, 3D-S, 3D-ST and 4D-ST data. -W denotes
models with more feature maps per layer, and -D describes models with more
layers. The MAE is given in mN.

MAE rMAE (10−3) PCC (%)

D
at

as
et
V 1

RN2D-S 30.7± 39.6 110± 142 98.38
RN2D-S-W 28.6± 38.6 103± 139 98.51
RN2D-S-D 31.0± 41.8 111± 150 98.24
RN3D-S 16.2± 22.6 58.0± 81.0 99.55
RN3D-S-W 15.2± 21.7 54.7± 78.1 99.59
RN3D-S-D 14.9± 21.6 53.7± 77.5 99.59
RN3D-ST 21.9± 33.6 78.8± 120 98.98
RN3D-ST-W 21.1± 32.9 75.6± 118 99.04
RN3D-ST-D 22.5± 34.8 80.1± 129 98.85
RN4D 11.9± 12.311.9± 12.311.9± 12.3 42.7± 44.542.7± 44.542.7± 44.5 99.8499.8499.84

D
at

as
et
V 2

RN2D-S 35.1± 34.0 174± 168 97.08
RN2D-S-W 33.2± 31.5 165± 156 97.41
RN2D-S-D 35.3± 33.9 175± 158 97.04
RN3D-S 19.7± 22.1 98.0± 110 98.94
RN3D-S-W 18.4± 20.8 91.3± 103 99.07
RN3D-S-D 19.2± 21.4 95.2± 106 99.00
RN3D-ST 25.4± 30.6 125± 152 98.04
RN3D-ST-W 23.3± 28.7 116± 142 98.32
RN3D-ST-D 23.1± 30.0 115± 149 98.25
RN4D 12.0± 11.212.0± 11.212.0± 11.2 59.5± 55.959.5± 55.959.5± 55.9 99.6899.6899.68

across both datasets. This indicates that there is an inherent advantage of using higher-
dimensional data representations for our problem. This insight comes with important
implications for other force estimation approaches. 4D data processing is not only
advantageous when native 4D data is available, but performance can also be improved by
transforming streams of 2D depth representations into a higher-dimensional space. Thus,
previous force estimation approaches using RGBD-based 3D-ST data could potentially
benefit from our insights on pseudo 4D-ST data.

Last, we also provide a detailed analysis of the temporal dimension, see Figure 6.43.
Previous approaches for force estimation have used temporal information successfully
as well [27, 147]; however, they have not attempted force forecasting. Given a smooth
change in forces and deformation, forces should be predictable, which we demonstrate
successfully for different forecasting horizons. Due to the volatile nature of movement
during surgery, long-term forecasting is not reasonable. However, for our time horizon
of 16 ms to 64 ms, forecasting should be possible. There are limitations to predictability,
in particular, for unexpected changes. We demonstrate this aspect in Figure 6.44, where
sudden changes in the force trend visibly impact forecasting. At the same time, a longer
history appears to help in obtaining more consistent estimates. For clinical application,
force forecasting could be useful in the context of striving towards fully automated
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Tab. 6.34: Comparison of 3D-ST and pseudo 4D-ST data representations for both
datasets. Pseudo 4D-ST models are labeled by the prefix ps. The MAE
is given in mN. The best values for each dataset are marked bold.

MAE rMAE (10−3) PCC (%)

D
at

as
et
V 1

ps-RN4D 18.7± 24 67.1± 91.3 99.42
ps-facRN4D 17.9± 23.0 64.1± 84.5 99.43
ps-RN3D-GRU 43.3± 50.8 155± 182 98.48
ps-cGRU-RN3D 15.0± 20.815.0± 20.815.0± 20.8 53.8± 74.853.8± 74.853.8± 74.8 99.5999.5999.59
RN3D-ST 21.9± 33.6 78.8± 120 98.98
facRN3D 21.4± 34.7 76.8± 124 98.93
RN2D-GRU 30.8± 36.4 110± 130 98.59
cGRU-RN2D 23.3± 36.2 83.7± 120 98.85

D
at

as
et
V 2

ps-RN4D 17.8± 15.9 88.2± 78.7 99.30
ps-facRN4D 19.2± 17.9) 95.2± 88.7 99.15
ps-RN3D-GRU 37.8± 35.7 188± 177 97.05
ps-cGRU-RN3D 15.4± 15.815.4± 15.815.4± 15.8 76.5± 78.676.5± 78.676.5± 78.6 99.4099.4099.40
RN3D-ST 25.4± 30.6 125± 152 98.04
facRN3D 24.8± 31.3 122± 155 98.09
RN2D-GRU 35.9± 30.8 178± 153 97.21
cGRU-RN2D 25.4± 29.0 126± 144 98.17

robotic interventions [184]. Highly accurate force estimates could allow for precise
robot control. In particular, force forecasting would be useful for safety features in
robot-assisted interventions as an automatic system could stop before certain force
thresholds with a risk of trauma are exceeded [188].

Regarding quantitative results, we find that an increasing length of the history nt
leads to improvements for RN4D and cGRU-RN3D both for estimation and forecasting,
which is particularly consistent for cGRU-RN3D. This indicates that the model is very
effective at utilizing temporal information.

Summary

We address the problem of volume-based force estimation with 2D, 3D, and 4D OCT data
and deep learning models. Regarding our first research question and data representations,
we find that using 4D data tends to perform best. Also, using 3D volumes instead
of 2D depth maps significantly improves performance. Notably, encoding 2D depth
maps as 3D volumes also improves force estimation performance, indicating that higher-
dimensional processing is generally advantageous. Using a temporal history consistently
improves performance, in particular for force forecasting. With respect to our second
research question on deep learning models, we find that our proposed cGRU-CNN
principle is preferable over other convolutional and recurrent architecture concepts. Thus,
performing temporal processing before spatial processing appears to be advantageous.
Regarding CNN models, efficient design through factorization significantly reduces the
number of parameters at the cost of slightly reduced performance.
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(a) RN4D V1
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(b) cGRU-RN3D V1
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(c) RN4D V2
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(d) cGRU-RN3D V2

Fig. 6.43: Force estimation and prediction results for varying nt and nf with two datasets
V1 and V2 with architectures RN4D and cGRU-RN3D. For each setting, a new
model is trained and evaluated.

6.9 Summary

In this chapter, we presented our experimental results, where we applied our adapted
and proposed deep learning methods to multi-dimensional medical applications. For
each application, we outlined the problem-specific motivation in terms of our research
questions, described datasets for training and evaluation, and detailed the implementation
of our deep learning methods. Then, we presented both quantitative and qualitative
results and discussed problem-specific insights.

We started with lower-dimensional 1D and 2D OCT image data. 1D A-Scans can
be acquired with small-scale optical fibers that are useful for computer-assisted inter-
ventions. Here, we study the use of 1D spatial and 2D spatio-temporal data with our
deep learning methods. We implement 1D CNNs, 2D CNNs, and several convolutional-
recurrent architectures that were handcrafted for this problem. We find that the use of
temporal information improves performance and that our newly proposed cGRU-CNN
concept outperforms other methods. Next, we investigate the use of 1D spatial and
2D spatial OCT data for the problem of retina layer segmentation. Here, we find that
higher-dimensional 2D data improves performance once again. We implement our
NAS approach for this problem and find that learned architectures transfer well across
dimensions.

224



6.9 Summary

8 9 10 11 12 13 14 15 16
−100

0

100

200

300

400

500

600

700

Overshooting

Overshooting

Time in s

F
or
ce

in
m
N

Targets
Prediction nt = 2
Error nt = 2
Prediction nt = 8
Error nt = 8

Fig. 6.44: Example of the force trend when forecasting four time steps into the future
using cGRU-RN3D and a history of nt = 2 or nt = 8 time steps. At sudden
force trend changes, we can observe overshooting of the predictions.

Regarding 2D OCT data, there are also different spatial data representations, for
example, in IVOCT imaging. We considered both 2D Cartesian and 2D polar data repre-
sentations for the problem of plaque classification. In terms of deep learning methods,
we explored transfer learning with 2D CNN architectures, adopted from the natural im-
age domain. We provided evidence that using Cartesian images is advantageous, enabled
by representation-specific data augmentation and that using both data representations
in a single model can boost performance further. Also, we found that using pretrained
weights is advantageous, but full-fine tuning is required. Furthermore, we showed that
our Siamese architecture concept, coupled with our multi-dimensional transfer learning
strategy, leads to a model that improves performance with two data representations being
used.

Another application in cardiac imaging is MRI-based LVQ. We explored the use of
2D spatial MRI slices in comparison to 3D spatio-temporal data for the assessment of the
heart’s geometric parameters along a cardiac cycle. Similar to our IVOCT application
scenario, we employed 2D CNNs, adopted from the natural image domain, combined
with transfer learning. For the extension to 3D data, we used a straightforward adaptation
by isotropically extending all operations in a 2D CNN by a third dimension. We enabled
this method with our multi-dimensional transfer learning strategy and weight scaling
for stable training. We found that using higher-dimensional data improves performance,
given our multi-dimensional transfer learning strategy is employed. Furthermore, we
showed that the type of architecture being employed also has a significant impact on
performance.

OCT-based pose estimation is a problem that is also concerned with 3D image data.
For this application, we proposed a new annotation strategy with a robot that allows for
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acquiring large datasets for supervised learning. In terms of image data, we considered
both 2D depth representations, as previously used, and full 3D spatial volumes. As
real-time processing would be required for application, we employed our efficiently
engineered 3D CNN models that are based on 2D CNN concepts from the natural
image domain. We showed that using volumetric data is advantageous for OCT-based
pose estimation, both quantitatively and qualitatively. Moreover, we demonstrated
that carefully handcrafting architectures helps to improve performance; however, more
simple design principles could also lead to that goal.

Pose estimation can be extended to motion estimation by considering a sequence of
poses that needs to be tracked. Motion estimation is required for motion compensation
or motion prediction. Using 3D OCT volumes for individual poses leads to 4D spatio-
temporal data for sequences of poses. First, we considered a simplified case where a
motion vector between two states is estimated with 3.5D data. Second, we used full 4D
spatio-temporal data for motion estimation. We implemented our proposed, efficiently
designed, 4D CNN architectures, as well as convolutional-recurrent architectures using
a DenseNet backbone for this problem. Overall, we found that the use of higher-
dimensional data is advantageous and that our proposed 4D CNN models perform very
well.

3.5D and 4D data is also present in the problem of MRI-based lesion activity seg-
mentation. Here, we try to detect new and enlarged lesions that appeared between two
longitudinal MRI scans. When addressing the problem with 3.5D data, we employed
our Siamese CNN architectures, augmented by attention-guided interaction modules,
to improve lesion localization. In the 4D case, we implemented our cGRU-CNN-U
architecture with a ResNet backbone. For the 3.5D case, we provided evidence that us-
ing our attention-guided interaction modules improves performance over plain Siamese
CNNs. For the 4D case, we found that using more time points is preferable and that
our proposed cGRU-CNN-U architecture outperforms a more simple multi-encoder
approach.

Finally, we addressed vision-based force estimation with OCT data. We considered 2D,
3D, and 4D data, including different data representations for each level of dimensionality.
We employed our ResNet-based CNNs for 2D, 3D, and 4D image data, as well as, our
convolutional-recurrent models for 3D and 4D spatio-temporal image data. Similar to
our other applications, we observe that higher-dimensional data performs consistently
better across deep learning models. Furthermore, our cGRU-CNN stands out once again
by showing high performance while also being light-weight in terms of the number of
trainable parameters. In addition, we provide evidence that using higher-dimensional
data representations can be advantageous, even if the representation does not capture
more context or information.

Overall, we considered a large number of applications for validating our adapted and
proposed deep learning methods with multi-dimensional medical image data. For each
application, we derived valuable and new insights that could also benefit other medical
deep learning applications. In particular, the large number of applications and the variety
of deep learning models we employed allows us to obtain more broad and generalizable
insights for medical image analysis, which we address in the next chapter.
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In this chapter, we discuss our findings based on our experimental results in Chapter 6. In
the previous chapter, we discussed problem-specific insights for each of our applications.
Here, we discuss our findings on a broader scale and point out implications derived
from observations that repeat across applications. We relate these general findings to the
literature we reviewed in Chapter 5.

We start with a discussion of our adapted and proposed deep learning models, which
relates to our first research question. First, we propose multiple different approaches
for dealing with 1D, 2D, and 3D image data. This includes approaches for handcrafting
architectures, direct adoption through multi-dimensional transfer learning, and learning
novel architectures through NAS. Second, we propose recurrent-convolutional models
that are successful for multiple spatio-temporal learning problems. Third, we consider the
challenging problem of 4D deep learning and different concepts for efficient architecture
design.

Concerning our second research on multi-dimensional data representation, we then
discuss findings across our different applications. For OCT image data, we address how
using more or different spatial context affects performs. Also, we highlight the important
role of a temporal history for multiple applications. For MRI data, we discuss the use
of temporal context both in terms of short-term sequences and long-term longitudinal
image sequences.

7.1 Deep Learning Methods

Ever since the massive increase in popularity of CNNs in the natural image domain
[262, 279], one of the major research questions in many fields has been: How can we
adopt CNNs and replicate their success in our field? In the medical domain, this is
of particular interest as there is a vast amount of imaging modalities and problems
to solve in the fields of decision support and computer-assisted interventions. A key
difference to the natural image domain is the difference in data representations and data
dimensionality. While natural color images are 2D, typically with three color channels,
medical images can range from 1D to 4D, including edge cases such as 2.5D or 3.5D
data. Thus, from the perspective of the medical image domain, deep learning model
design boils down to the question of how we need to change 2D CNNs and other methods
from the natural image domain to make them work for our specific medical imaging
modality and application.
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7.1.1 1D, 2D, and 3D Data: Designing, Adapting or Learning CNN
Architectures

Moving from the natural image domain’s 2D models to models for the medical image
domain has been facilitated in different ways in the past. The most popular way of
adopting 2D CNNs has been to use a data representation that is also 2D, where model
inputs are of size x ∈ Rnh×nw×nc . This allows both for the direct use of models
and also the use of pretrained models. Thus, transfer learning can be employed to
reuse features that have been learned for tasks in the 2D natural image domain [447].
Typical examples for OCT images include the use of 2D B-Scans for retina layer
segmentation [326] or intravascular plaque classification [305]. Similarly, for MRI data,
2D slices are often used, for example for multiple sclerosis lesion segmentation [63] or
tumor segmentation [191]. In our work, we also make use of transfer learning with 2D
IVOCT data in Section 6.3 and 2D cardiac MRI data in Section 6.4, which generally
works better than training from scratch and matches results in the literature [447].
However, for transfer learning with 2D data, architecture adaption does not include
multi-dimensional aspects and rather leads to the question of whether using 2D data
representations is a reasonable choice, which we discuss in the next section.

First adaptations of 2D CNNs to 3D were largely driven by the idea of capturing more
context with volumetric instead of slice-wise processing, for example, in the context of
3D MRI volumes [231]. Here, previous work was largely focused on designing new
architectures for the 3D domain, loosely inspired by deep learning concepts from the
2D domain. This is largely motivated by the fact that the higher dimensional nature of
3D CNNs is problematic in terms of the number of trainable parameters and memory
requirements. In earlier work on 3D CNNs, these 3D models have been described as
"a nightmare" to design and train [327]. Thus, very efficient architecture designs are
required. So far, most 3D CNN extensions have been focused on segmentation tasks, the
most common image analysis task in the medical image domain [111, 231, 301, 575].

In the field of computer-assisted interventions, regression tasks are more common,
which require a very different architecture design than segmentation models as the goal is
to predict a vector instead of a dense segmentation map. For this type of task, we propose
multiple 3D deep learning architectures that bring popular concepts from the 2D domain
to 3D, see Section 4.1.2. In particular, we design models that make use of the bottleneck
principle [193], Inception-like [477] blocks, and multi-path ResNeXt [554] blocks that
have been completely novel for the 3D CNN domain at the time of publication. This
addresses the particular need for a more advanced 3D CNN model design that had been
advocated in the literature due to simplistic design of previous 3D CNNs [575].

We employ 3D CNN extension across multiple tasks, including pose, motion, and
force estimation from OCT volumes. Across these applications, we find that our 3D
CNN extensions are effective for regression problems. Also, despite the natural increase
in terms of the number of trainable parameters, the final architectures are efficient as they
do not contain more parameters than typical 2D CNN models. Also, inference times are
generally low enough for real-time applications. Thus, we find the concept of designing
specific architectures for 3D domain to be effective, as very efficient solutions can be
built. This also matches observations for medical segmentation problems where 3D deep
learning is enabled by efficiently handcrafted architectures [231]. Similar to our results
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in Sections 6.5 and 6.8, reported results in the literature show that 3D CNNs consistently
outperform 2D CNNs across applications, including brain lesion segmentation [231] and
brain tumor segmentation [451].

However, extensive handcrafting of architectures has also been criticized as it is
highly subjective and time-consuming [602]. In particular, architecture concepts such as
Inception are heavily engineered concepts. While having shown excellent performance
for a variety of problems [129], newer concepts such as ResNeXt have demonstrated
that much more simple designs are also useful. This raises the question of whether
architecture design can also be simplified for building 3D CNN models.

Another way of moving from 2D CNNs to 3D is to attempt a straight-forward adapta-
tion. Here, we propose the idea to directly reuse 2D architectures by extending each of
their internal operations from 2D to 3D. Thus, all convolutional layers are isotropically
extended by a third dimension. A key advantage of this method is that no additional
architecture engineering is required, as successful 2D models can be directly used in the
3D domain. A substantial downside is the immense increase in terms of the number of
trainable parameters and memory requirements. Only with the recent advancement of
deep learning hardware, this concept was enabled in terms of the memory requirements.
Yet, the problem of parameters remains as there is a severe risk of overfitting due to
overparameterization.

One way to overcome this problem is to employ transfer learning in the 3D domain.
By reusing pretrained weights, the risk of overfitting can be reduced, and training can be
sped up. Therefore, we propose a specialized initialization strategy where 2D weights
are copied into the third dimension and rescaled to maintain consistent feature scales,
see Section 4.1.3. We find this concept of multi-dimensional transfer learning to be very
effective for the LVQ problem, see Section 6.4. Also, we adopt this concept for adapting
2D CNNs for 2.5D data in the context of IVOCT-based plaque detection, see Section 6.3.
For both problems, we find that the initializing strategy is particularly important for
achieving high performance.

Some approaches in the literature have also tried to reuse existing 2D CNNs for 3D
problems. Diba et al. [106] used a 2D CNN as a teacher model for another 3D CNN,
achieving a performance inrease by 3.3 %. While their 3D CNN captures 3D context,
weights are not directly reused, and the 3D CNN still needs to be trained from scratch.
We find that weight reuse and our weight scaling strategy improve performance by
≈ 28 % and ≈ 6.3 % for LVQ in Section 6.4 and IVOCT classification in Section 6.3,
respectively. Another approach reused pretrained 2D CNN weights in a 3D CNN [441].
However, the method did not perform any weight extension to the third dimension. Thus,
contrary to our approach, the CNN still performed 2D processing on a 3D input without
considering context from the additional dimension. As a result, we propose weight reuse
and coverage of full 3D context with 3D CNNs, which combines and extends previous
approaches that tried to reuse 2D CNNs for 3D problems.

Another way of taking away the need for architecture engineering is the concept
of NAS [602]. Here, another layer of optimization is introduced where a subset of
architecture hyperparameters hAML ⊂ hML is optimized in additional to model weight
optimization. From a historical perspective, learning architectures appears to be the next
reasonable step, given that the last major change in deep learning pipeline design has
been the move from feature engineering to feature learning. With NAS, architecture
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engineering is replaced by architecture learning, and the engineering task is shifted to
designing search spaces.

A significant downside of NAS are the immense computational requirements. In
its vanilla state, each iteration of architecture optimization requires complete training
until convergence. Also, most architecture hyperparameters are not differentiable with
respect to a loss function, which aggravates the optimization problem. This leads to
computational resource requirements that encompass several thousand GPU hours for
early NAS approaches [603]. Given that a major challenge of 3D CNN design is the
increase in computational requirements, NAS does not appear to be appealing for this
problem.

However, if we consider another multi-dimensional problem that is moving from 1D
CNNs to 2D CNNs and vice-versa, the situation is very different. 1D deep learning comes
with the great advantage of being computationally cheap. Thus, low computational
requirements open up the possibility of employing NAS. We leverage this idea to
propose NAS for architecture transfer between dimensions, see Section 4.1.1. We
hypothesize that learning an architecture on lower-dimensional data also transfers well
to higher-dimensional. In this way, we make use of NAS’ great potential while keeping
computational effort bounded.

We propose this NAS idea for medical image segmentation tasks by learning the
microstructure of a U-Net-like CNN architecture. We study the problem for transfer
between 1D and 2D images, where we find that architectures learned on 1D data also
perform well on 2D data while needing only a fraction of the search time required for
searching on 2D data, see Section 6.2. Thus, we propose a very efficient approach for
learning architectures that can be employed for higher-dimensional data. In particular,
the idea could also be leveraged for finding 3D CNN architectures, for example, by
learning from 2D or even 1D data. For the medical domain, this is an auspicious
approach as there are hundreds to thousands of deep learning problems that require
architecture engineering. Automatizing this process with NAS could provide a great
benefit, in particular, for niche problems that get little attention otherwise.

In the literature, there are only a few applications of NAS in the medical domain so far.
Weng et al. [536] investigated learning the cells of U-Net architecture when searching on
a 2D natural image dataset. In contrast to our work, the authors did not focus on search
times or search efficiency. Other approaches have directly applied NAS to the same task
and 2D data representations for both the search task and final applications [130, 523].
Thus, we provide a new way of improving NAS search times by moving between data
dimensions and achieving a search time reduction by 87.5 %, see Section 6.2.

So far, almost all applications focus on the micro search space for finding cells. In
the natural image domain, Auto-DeepLab [302] has demonstrated that learning the
macro-level architecture can also be very beneficial. Adopting this idea for U-Net-like
architectures might be an important next step for architecture design in the medical
image domain.

7.1.2 Temporal Data: Recurrent-Convolutional Models
Another class of architectures that is well-suited for multi-dimensional image data
processing is a combination of convolutional and recurrent models. For this type of
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architectures, a typical application is a spatio-temporal data problem with one to three
spatial data dimensions and a temporal data dimension. Convolutions typically process
the spatial data dimensions, and a recurrent architecture processes the temporal dimen-
sion. Convolutions are also common for temporal processing; nevertheless, recurrent
processing for temporal data is still very popular [391].

The most straightforward approach is to use a CNN that processes each temporal
instance within the spatio-temporal tensor independently. This results in a vector of
feature representations that are then processed by a recurrent model. Finally, all states
are aggregated or one state, usually the last one, is selected and fed into a fully-connected
output layer for classification or regression. This concept has been widely used both in
the natural [497] and in the medical imaging domain [228]. We also adopt this concept
for volume-based force estimation in Section 6.8, needle-based force estimation in
Section 6.1, and motion estimation in Section 6.6.

A common way to improve convolutional and recurrent models has been to use a
better feature extractor for the CNN part or a more advanced recurrent architecture. Im-
proved CNNs have included popular architectures such as ResNet, Inception, ResNeXt,
DenseNet, or, very recently, EfficientNet [482]. The architecture changes are generally
focused on more efficient optimization, computations, and feature reuse without a focus
on multi-dimensional aspects. Similarly, for recurrent architectures, a lot of variants
have been proposed where the most popular ones include LSTMs, GRUs, and attention
RNNs [524]. These methods are generally focused on capturing temporal dependencies
in better ways.

The introduction of convolutional LSTMs [556], however, represents an interesting
multi-dimensional intersection of spatial and temporal processing. Here, the convolu-
tional gates enable spatial processing of temporal sequences. When placing this module
after a CNN-based feature extractor in a model, spatial features do not need to be pooled.
Thus, the recurrent cells are still able to process spatially resolved information. We
find that this method is effective for our spatio-temporal regression problems, generally
outperforming the use of a GRU that does not perform spatial processing, see Sections
6.1, 6.6, and 6.8. While these types of models are rarely employed in the medical image
domain, similar improvements have been observed in the natural image domain, for
example, for gesture recognition [596] and object detection [458].

We propose cGRU-CNN in Section 4.3, an extension of this method, which is concep-
tually simple but very impactful. We move the convolutional recurrent module to the
front of the model. In this way, we perform temporal processing first while preserving
the spatial structure of the input. The recurrent model outputs a single spatial state that
is then processed by the CNN. Intuitively, this approach puts a larger focus on spatial
processing. The initial, recurrent module provides an aggregated spatial representation
that is then extensively processed by the CNN.

This can be particularly useful if there is redundancy in the temporal dimension, and
the convolutional recurrent module can first learn a compact representation. The idea
of potential redundancy in the temporal dimension particularly applies to needle- and
volume-based force estimation, where the temporal dimension largely serves the purpose
of providing more consistency. Across our force estimation applications, we find that
this novel method performs very well, outperforming other spatio-temporal processing
methods, see Sections 6.1 and 6.8.
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Our use of temporal information for force estimation is very different from tasks such
as surgical action recognition [11], where temporal information is crucial for the task.
This is reflected in our results in other tasks, such as motion estimation in Section 6.6.
Here, the relation between temporal frames is important to predict a relative motion
vector between frames. Thus, while our new method still performs well, it is on a similar
level as spatio-temporal models that perform spatial processing first.

The idea of convolutional recurrent modules is beneficial in a lot of cases where
temporal information needs to be aggregated for extensive spatial processing. One
example are spatio-temporal segmentation problems such as lesion activity segmentation.
The segmentation task requires the model to be suitable for dense image segmentation,
for example, in the form of a U-Net-like model.

For processing a spatio-temporal sequence for a segmentation task, we propose an
encoder-cGRU-decoder (cGRU-CNN-U) model that takes care of temporal aggregation
in between the encoder and the decoder, see Section 4.3. Thus, in terms of positioning
of the temporal unit, this model represents a trade-off between prioritization of spatial
and temporal processing. A part of spatial processing is performed before taking any
temporal context into account. Then, these more abstract representations are aggregated
and processed again by convolutional layers for obtaining the final segmentation map.

In the literature, the fusion of recurrent and convolutional models for segmentation
tasks is rare. One approach does not use recurrent processing for a temporal dimension
but instead proposes to use recurrent processing to capture inter-slice context for a
segmentation task [14]. Another method utilized recurrent processing for iterative refine-
ment of images for artifact removal [442]. Thus, recurrent segmentation architectures
for temporal processing are still rare. For temporal problems, simple concatenation of
features has been used instead of temporal aggregation [51]. Here, features are stacked
after processing by the encoder and then reweighted and added in the first layer of the
decoder. In contrast to our method, the approach does not utilize gating for information
aggregation. In particular, we find that using recurrent gating outperforms feature con-
catenation that was used by Birenbaum et al. [51] for multi-time point MS segmentation,
see Section 6.7.

Furthermore, we extend the approach of fusion by concatenation by studying archi-
tecture design with other aggregation methods between encoder and decoder. For two
temporal states, the concept is particularly promising as complex temporal aggregation
with gating mechanisms might not be required. These architectures are referred to as
Siamese models with two processing paths before aggregation, see Section 4.2. We
consider different ways of aggregation by pixel-wise addition or subtraction, as well as
feature concatenation. In general, we find that these Siamese models work well both for
lesion activity segmentation in Section 6.7 and also motion estimation in Section 6.6.

Regarding related work, Siamese models are rare in the medical image domain.
Except for the work by Birenbaum et al. on brain lesion segmentation [51], the concept
has mostly been used to aggregate different spatial resolutions instead of temporal or
other types of states [231]. Thus, we present new Siamese models and new potential
applications of Siamese models that have not been considered in the literature so far.

We further augment Siamese models by proposing attention-guided interaction mod-
ules for the case of two states to be aggregated. We find these modules to be useful
for lesion activity segmentation, see Section 6.7. Providing additional context through
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attention for spatio-temporal problems has recently gained traction for a lot of problems
in the natural image domain [459]. In the medical image domain, attention for spatio-
temporal processing is still rare. However, for purely spatial problems, attention has
been successful for different tasks where a model is guided to focus on particular regions
through attention mechanisms [364, 417]. In our work, we also derive spatially resolved
attention; however, it is derived from temporal context and thus multi-dimensional in na-
ture. This new type of model could potentially find application in other spatio-temporal
medical problems where disease changes over time need to be localized.

7.1.3 4D Deep Learning
Learning from 4D data is a problem that has hardly been addressed so far, both in the
natural and in the medical imaging domain. For the natural image domain, the main
reason is the rarity of 4D data. One of the few potential applications is the processing of
spatio-temporal depth data. Time-of-flight depth cameras capture 3D context that can be
encoded in 3D volumes using occupancy grids [327]. A stream of these volumes would
also represent 4D data; however, most approaches have opted for a lower-dimensional
encoding such as depth maps for processing streams of depth camera images [124]. Only
very recently, 4D deep learning methods have emerged in the natural image domain [88].

Typically, novel deep learning methods have appeared in the natural image domain
and were then transferred to the medical image domain. Therefore, the lack of 4D deep
learning approaches in the natural image domain can also be seen as a cause for the lack
of 4D deep learning methods in the medical image domain. Yet, 4D deep learning is
much more interesting for the medical image domain as there are lots of 3D imaging
methods that could provide streams of 4D spatio-temporal data. In particular, throughout
the last few years, imaging systems for OCT and MRI have become faster in terms of
acquisition speed, providing both high spatial and temporal resolution [505, 537].

As a result, we identify a strong need for 4D deep learning research as there are great
opportunities for exploiting high-dimensional context in medical image data. This leads
to one of the key challenges we address in this thesis, which is 4D deep learning model
design. In general, 4D model design is complicated as the curse of dimensionality comes
into full effect, leading to a significant increase in terms of the number of trainable
parameters and computational requirements. Given that 3D deep learning model design
has already been considered very challenging [327], 4D model design is going to require
a lot of research effort.

Previously, we discussed three primary techniques for CNN model creation: design,
adaption, and learning. Given the immense computational requirements of 4D deep
learning, the only viable choice, as of today, is handcrafted model design. In this thesis,
we address 4D deep learning model design both for regression and segmentation tasks.
For regression problems, we design 4D CNNs that process 4D spatio-temporal data in
different ways, see Section 4.1.4. We consider full 4D convolutions that treat the spatial
and temporal dimension equally, as well as a factorized and a multi-path version that
process the spatio-temporal data in a more efficient way.

For the factorized model, we decompose spatial and temporal convolutions, which
leads to fewer model parameters to partially counter the increase in parameters for
4D models. The downside of this approach is that the CNN is now only able to learn
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separable kernels which might hinder its representational capabilities. Indeed we find that
performance is slightly reduced with factorized convolutions instead of full convolutions
across different data representations, see Section 6.8, which suggests that there is a
trade-off between model capacity and performance.

We also design a multi-path CNN that first processes each spatial volume in the spatio-
temporal tensor independently with a 3D CNN. Here, a higher level of efficiency is
achieved by avoiding 4D processing at first. Then, after learning spatial representations,
spatio-temporal processing is performed with a more light-weight 4D CNN. We find this
approach to be particularly useful for motion estimation, see Section 6.6. Implemented
with a DenseNet architecture core, the model outperforms a full 4D CNN while also
being more efficient in terms of the number of parameters.

The idea of performing more efficient 3D CNN processing first can also be exploited
with convolutional-recurrent models. After the initial processing stage, the spatial
features can be pooled and fed into a standard recurrent model. This results in a model
such as RN3D-GRU, which we employ for force estimation, see Section 6.8. This model
performs completely separate spatial and temporal processing, and we find it to be far
less effective than our 4D CNN variants. However, when replacing the standard recurrent
module with a convolutional GRU that preserves spatial structure while processing, we
can slightly improve performance. We observe improved performance both for force
and motion estimation.

Another 4D approach that we study is a 4D extension of our proposed cGRU-CNN
model. The adaptation is straightforward as all convolutional layers can be extended to
3D for volume processing. We explore our model both with a ResNet- and a DenseNet-
based implementation, and we find it to be particularly effective for force estimation,
see Section 6.8. The model is both more efficient than all other 4D models and also
performs best across all models. However, for motion estimation, we find that the model
only achieves mediocre performance and is slightly outperformed by its counterpart
CNN-cGRU. This suggests that the model’s effectiveness is application-specific, and
one particular 4D model might not be optimal for all applications. As discussed in the
previous section, we also propose an adaptation of the cGRU-CNN for 4D segmentation
problems, where the concept outperforms previous approaches, see Section 6.7. Thus,
overall, cGRU-CNN appears to be a viable alternative to other deep learning methods
for different applications and different data dimensionality.

Considering approaches in the literature, there have been hardly any 4D deep learning
models. One of the few examples in the natural image domain is a 4D CNN that is
designed for sparse volumes derived from depth camera images [88]. The 4D CNN
architecture is only evaluated on an artificial dataset. In contrast, we provide extensive
results for multiple real-world datasets and applications, including motion estimation
in Section 6.6, force estimation in Section 6.8, and MS lesion segmentation in Section
6.7. Another approach employed a 4D CNN for video data that was transformed into
a 4D representation [588]. Here, the authors consider two temporal dimensions with
the usual short-term dimension and an additional long-term dimension. Thus, it is
demonstrated that applying higher-dimensional processing can be advantageous, even if
it is not strictly necessary. This follows our proposed idea of striving towards the use of
higher-dimensional data if it is available.

In the medical domain, a lot of approaches have processed 4D data [275, 276, 284,
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379, 436]; however, most applications avoid full 4D deep learning models and use a
lower-dimensional representation instead. Still, two approaches for 4D CT images
employed 4D CNNs for processing [92, 210]. However, in both cases, the authors
were unable to demonstrate an advantage of 4D processing over 3D processing. In
contrast, we demonstrated performance improvements with 4D deep learning for multiple
applications. This suggests that 4D deep learning is still within its early stages and
requires more extensive research. More and more applications are showing up, which
indicates that 4D deep learning is going to be an active research field in the next few
years.

7.2 Data Representations and Applications
Multi-dimensional deep learning models are closely connected to the data representation
that is employed. The standard data representation in the natural image domain is a 2D
spatial color image, sometimes augmented by a temporal dimension or the addition of
a depth map. In the medical image domain, data representations are very diverse, and
in many cases, individual imaging modalities come with different 2D, 3D, and 4D data
representations. Still, due to the primary purpose of visualization for medical experts,
most medical images are presented as a 2D data representation, for example, as a slice
or a projection.

The fact that the natural image domain mostly uses 2D representations and the com-
mon approach of 2D visualization have lead to a large presence of 2D data representations
despite the 3D volumetric or 4D spatio-temporal nature of most imaging modalities in
the medical image domain. Another important factor are computational and memory
requirements, which have made lower-dimensional data representations more attractive
for deep learning. However, the steady advancement of deep learning hardware has
enabled the use of higher-dimensional data representations.

The success of early deep learning approaches with 3D volumetric data motivates
the question of which data representation to use for deep learning. While some studies
indicated that volumetric processing is preferable, a majority of deep learning applica-
tions still rely on 2D representations. Also, processing in a higher-dimensional space is
computationally expensive and needs to be traded off for a potential performance gain.
This motivates an extensive investigation of different data representations for medical
deep learning problems. In this thesis, we address multi-dimensional data for OCT and
MRI, which both offer many different data representations and applications.

7.2.1 Optical Coherence Tomography
In its most fundamental implementation, OCT devices provide 1D depth images. Due
to its fiber-optical imaging principle, 1D OCT imaging systems can be implemented
using a single optical fiber. This enables a variety of applications for minimally invasive
medical interventions.

One example is the possibility of embedding an OCT fiber in a needle. A lot of
interventions such as brachytherapy or biopsy require needle insertions and accurate
placement. Here, an OCT fiber imaging the tissue in front of the needle tip could
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potentially provide valuable information for guiding the insertion process. For example,
estimating the force acting on the needle tip can be used to generate haptic feedback or
provide information on the tissue type that the needle is currently placed in.

We propose a needle design for fiber-based force estimation using OCT, see Sec-
tion 6.1. While there are alternative fiber-optic designs for that task, for example, using
Fabry-Perot interferometry [466] or fiber Bragg gratings [265], our approach comes
with the advantage of being easy to manufacture and being flexible in design with the
option to adapt for different force ranges and applications. Also, a slight modification of
our design could enable immediate imaging of the tissue in front of the needle [368].
Simultaneous estimation of tissue properties and forces acting on the tissue might help
in improving needle placement accuracy, which is currently very error-prone [237].

An aspect that differentiates our needle design from other fiber-optic approaches is the
actual imaging capability of OCT that results in 1D images and not just scalar estimates.
Thus, a complex mapping from images to force is required, which is the task of vision-
based force estimation [179]. The 1D spatial OCT data representation is well-suited for
processing with 1D CNNs. However, due to OCT systems’ high temporal resolution,
using a 2D spatio-temporal data representation is also well-suited for the problem. This
is motivated by the idea that a temporal history might provide a more consistent estimate
than a single depth scan. Indeed we find that using spatio-temporal data representations
generally performs better and that a higher-dimensional data representation seems to be
preferable as we improve performance by 54 %, see Section 6.1. Previous approaches
for OCT fiber-based deep learning have not used temporal context so far [367, 368].
When considering the extended and potentially more difficult task of simultaneous tissue
property and force estimation, the additional spatio-temporal context might be even
more beneficial.

Another medical intervention where 1D OCT imaging can be used is intravascular
OCT. Here, a single optical fiber scans the arterial walls of a patient, which can be
used to obtain cross-sectional images. Practitioners use these cross-sectional images to
detect plaque deposits and make a treatment decision or to assess a stent that has been
implanted into the artery. As 1D depth scans alone cannot provide sufficient context
and morphological structure for interpretation, scanning techniques are used to create
higher-dimensional images. IVOCT scanning leads to a spatio-temporal 2D M-Scan that
can potentially be reconstructed to spatial 2D or 3D data representations.

In theory, 1D depth scans could be processed individually, for example, by exploiting
tissue scattering properties for identifying plaque deposits. This strategy was used
for early feature engineering approaches where attenuation coefficients or scattering
properties were analyzed in individual depth scans in order to differentiate tissue types
[557]. However, deep learning approaches have found that using just a 1D spatial data
representation with a 1D CNN is not very effective [255]. Instead, using a 2D polar data
representation worked well in multiple applications [3, 365, 560].

While it is reasonable that 2D polar images provide more spatial context, the image
does not accurately reflect the morphological structure of the artery tissue. Therefore,
medical practitioners usually rely on Cartesian data representations for image interpreta-
tion. In our work, we investigate this mismatch by considering both polar and Cartesian
data representations for deep learning-based plaque detection.

In general, we find that using Cartesian images is advantageous over using polar data
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representations, see Section 6.3, which is particularly interesting as previous work rarely
considered Cartesian images [3]. Also, we find that this advantage is mostly tied to
data augmentation techniques as we observe a substantial increase in performance for
Cartesian images in combination with data augmentation. Another interesting insight
is that both data representations can be fused in a single model, which leads to slightly
improved performance. In a more general context, these insights indicate that data
representations are also important in the same level of dimensionality, not just in terms
of an increase or decrease.

Other approaches have primarily relied on polar representations [3], with few excep-
tions where Cartesian images were used [22]. What has been missing so far is the use of
full 3D volume data representations. This might be tied to the difficulty of reconstructing
an accurate 3D IVOCT volume [273]. Precise reconstruction requires knowledge of the
exact path of the imaging catheter within the artery. As this path is often unknown, only
approximations can be reconstructed, which might be an inaccurate representation of the
actual patient’s morphology. Thus, deep learning methods cannot exploit the 3D context
effectively. Additional tracking of the catheter with another imaging modality could be
an effective approach for addressing this problem [271].

A different type of data representations can be obtained with mirror-based OCT
scanning devices. Here, a second and third data dimension is obtained by redirecting the
OCT’s laser beam laterally. As these scanning setups require more space, this acquisition
mechanism is usually employed for external imaging, for example, in ophthalmology.

A first straight-forward comparison of data representations is, therefore, the use of
individual 1D depth scans versus the use of a 2D cross-sectional images. Similar to
IVOCT applications, classic feature engineering approaches relied on scattering features
derived from individual depth scans [494]. In our work on retina layer segmentation, see
Section 6.2, we find that using more spatial context with 2D scans is advantageous over
processing individual 1D depth scans. This confirms findings in the literature, where 2D
B-Scans are often employed for retina layer segmentation [195, 416, 545].

Additional spatial context can be considered with another lateral scanning direction,
which results in full 3D OCT volumes. Although these images are 3D in nature, they
often do not contain full 3D information. When imaging a surface of an object or tissue,
the infrared lead can only penetrate the material by 1 mm to 2 mm. Thus, in many cases,
OCT volumes largely capture a surface. This surface can be encoded more efficiently
as a depth map using a maximum intensity projection. Thus, if discarding subsurface
image information is deemed acceptable, the 3D volume can be encoded as a 2D data
representation.

For many applications in the field of computer-assisted interventions, this lower-
dimensional representation is interesting as processing times can be reduced when using
2D instead of 3D data. 2D projections have therefore been employed frequently, both
for OCT [276] and other modalities such as MRI [50]. We study this approach across
the two applications pose estimation in Section 6.5 and force estimation in Section 6.8.
While deep learning architectures using 2D depth maps or projections are more efficient,
models using full 3D volumes significantly outperform their counterparts.

We find that this insight is consistent across different computer-assisted intervention
application scenarios. For pose estimation, both intensity projections and depth maps
lead to higher estimation errors compared to using 3D volumes. Here, subsurface features
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appear to help in obtaining more accurate estimates. For force estimation, where we use
depth maps that encode the tissue surface being deformed, similar observations can be
made. Across different architectures, the use of 3D volumes significantly outperforms
the use of depth maps. So far, using full OCT volumes for computer-assisted intervention
applications has generally been avoided with the most cited reason being increased or
even infeasible computational effort [275, 276]. Our research suggests that using full 3D
OCT volumes is generally preferable over lower-dimensional representations. Still, the
increase in performance needs to be traded off for longer processing times, which needs
to be taken into account for different applications.

The high performance of models using full 3D volumes raises the question of whether
the advantage stems from the additional subsurface information or from the higher-
dimensional nature of the data itself. We explore this aspect by encoding the 2D depth
maps in a 3D volume, see Section 6.8. While we find that using full 3D volumes
performs significantly better, encoding 2D depth maps in a higher-dimensional space
improves performance over using a 2D data representation.

Intuitively, this relates to the well-known kernel trick where the same fundamental
principle is exploited. Features are encoded in a higher-dimensional space in order to
achieve better separability between examples. Also, in the natural image domain, there
have been similar approaches where point clouds have been encoded as volumes for
deep learning applications [327]. Overall, this indicates that artificially increasing the
dimensionality of a data representation could lead to improved performance. While
the trade-off between performance and inference time remains, the availability of more
computation resources could make this method useful for applications where high-
performing models are needed.

Similar to needle-based force estimation, OCT devices’ high acquisition speed allows
for using temporal context, which increases the data dimensionality in exchange for
potentially more consistent estimates. We study this aspect both for 2D depth maps and
3D volumes, leading to 3D and 4D spatio-temporal data representations. For both data
representations, we find that using a temporal history leads to improved performance.
In particular, we find that the extension to 4D data representations is effective across
different regression tasks including force estimation in Section 6.8 and motion estimation
in Section 6.6.

Using 4D spatio-temporal data also opens the possibility of forecasting. For computer-
assisted interventions, this is particularly interesting. Forecasting could allow for com-
pensation of lag or delay in a physical system. Also, safety features could be imple-
mented that preemptively act on dangerous motion patterns, surgical tool positions,
or force values that have been projected by a deep learning model. In the literature,
temporal information as been consider for tasks such as force estimation [29, 321], but
forecasting has not been studied so far. For both motion estimation in Section 6.6 and
force estimation in Section 6.8, we find that short-term forecasting works will with
only minor performance reduction compared to estimation. In particular, we observe
increased importance of a longer temporal history for this problem.

So far, a temporal extension for more consistent estimates has hardly been used and
for OCT, and there are no other deep learning applications using full 4D OCT data.
Given our successful use of 4D OCT across several problems, we hypothesize that other
OCT applications might benefit from higher-dimensional data in the future.
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7.2.2 Magnetic Resonance Imaging

2D cross-sectional slices are the most common MRI data representation in practice [301],
although MR images are usually acquired as a volume. There are multiple reasons why
2D MRI data representations have been popular. First, cross-sectional slices are the data
representation that is typically used for visualization and examination by practitioners.
Given that experts derive most of the relevant information from slices, deep learning
models should be able to mimic that behavior. Second, deep learning models, in
particular CNNs, are largely adopted from the natural image domain where 2D data
representations are most common. This allows for easy adaptation of existing methods
for MRI learning problems. Third, 2D data representations are a lot easier to handle
than full 3D MRI volumes due to computational cost and difficult model design.

Recently, deep learning models using full 3D volumes have gained more traction [451].
The switch towards 3D data representations was largely enabled by efficient architecture
design and usually low spatial resolution for saving computational cost [251]. Across
multiple different applications and datasets, it was demonstrated that using 3D volumes
is advantageous over using 2D data representations [84,231,258,374,405]. This suggests
that exploiting inter-slice context is important for extracting relevant information for
learning problems. Considering the workflow of clinicians, where 2D slices are usually
used for interpretation, some inter-slice context is likely used as well since multiple
slices can be assessed consecutively.

As a result, for MRI-based deep learning problems, spatial 3D data representations
are becoming more popular. However, there are also learning problems where temporal
information is relevant, as well. Often, capturing short-term temporal context is very
difficult with MRI due to long acquisition times. For example, for cardiac imaging,
acquisition needs to be performed while the patients hold their breath, or additional
tracking is required to compensate breathing motion during imaging [322]. Thus, 3D
spatio-temporal data representations with 2D slices are typical for cardiac imaging [563].

We find that exploiting temporal context with 3D spatio-temporal MRI data is useful
for the task of left ventricle quantification, see Section 6.4. Similar observations have
been made in the literature with different types of 3D spatio-temporal deep learning
models [222, 561]. Although geometric parameters of the heart should be quantifiable
from an individual cross-sectional image, the additional temporal context appears to
help in obtaining more consistent estimates.

More recently, full 4D MR imaging has been introduced and studied, for example,
in the context of cardiac imaging [322]. So far, there are no deep learning approaches
using full 4D spatio-temporal data for this problem. However, 4D spatio-temporal data
representations have become more popular in the context of functional MR imaging
[43,293,320]. A few deep learning approaches have made use of 4D data, which includes
a recent approach employing the cGRU-CNN approach proposed in this thesis [43]. This
suggests that 4D spatio-temporal data representations are also gaining traction for MRI
applications. The successful use of 4D data for fMRI applications indicates that other
areas, such as cardiac imaging might also benefit from processing the higher-dimensional
data representation.

Temporal data can also be considered from a longitudinal perspective. Here, MRI’s
long acquisition time is not a bottleneck. Several applications require the consideration
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of longitudinal data, for example, for tracking disease progression. In its straightforward
form, a longitudinal comparison is made between two consecutive scans, where the goal
is to find differences between the scanning points. For MRI volumes, this results in 3.5D
data.

In our work, we demonstrate that this type of data can be processed effectively
with deep learning methods, see Section 6.7. The task of MRI-based lesion activity
segmentation has been mainly addressed using classical machine learning methods. The
approaches usually employ lower-dimensional representations or features extracted from
small regions [422, 429, 431]. We show that using the entire 3.5D image data improves
performance over these classic methods, see Section 6.7. Also, we demonstrate that our
Siamese approaches are well suited for processing this type of 3.5D data. In particular,
our attention mechanism effectively transfers information between the two time points.
In a more general context, other tasks that require tracking of disease progression, for
example, Alzheimer’s disease [218], or muscular dystrophy [138] could also benefit
from our Siamese deep learning approach.

In terms of data representation, the next step is to make use of full 4D spatio-temporal
longitudinal data. Given that diseases such as MS are tracked over a long period of time,
several scans are accumulated for each patient over time. These additional scans could
potentially provide more context and allow for more consistent estimates.

We study this concept for lesion activity segmentation. For this particular problem,
a history of additional volumes can be seen as a more consistent baseline. Potential
changes between the original baseline and follow-up scan might be more obvious when
also considering scans that lie further in the past. We observe a moderate increase in
performance, which suggests that the additional temporal information is helpful.

This matches observations for the closely related task of lesion segmentation from
individual scans [50]. Here, Birenbaum et al. used 3D spatio-temporal longitudinal
data with 2D spatial representations. Although change over time is not as important for
individual scan segmentation, the authors also observed an increase in performance with
an additional history.

For other longitudinal MRI-based problems such as Alzheimer’s disease [218], there
have been no approaches using full 4D longitudinal data. A major reason for this is the
lack of 4D longitudinal datasets [74]. In terms of methodology, our 4D deep learning
methods would be well suited for tracking disease progression in other applications.
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In this thesis, we addressed deep learning with multi-dimensional medical image data.
We adapted and proposed a plethora of deep learning methods for medical image analysis
problems. We provided an extensive empirical evaluation of our methods and we studied
the use of 1D to 4D OCT and MRI data representations in different medical applications.
In this chapter, we summarize the primary contributions of our work. We discuss
opportunities for future work on multi-dimensional deep learning and conclude with
final thoughts.

8.1 Main Contributions
Throughout this thesis, we addressed two very fundamental research questions that are
part of almost every medical deep learning problem but rarely put into focus. The first
research question is concerned with the data representation used for deep learning meth-
ods. Medical imaging systems often provide multi-dimension 3D or 4D data; however,
the full images are usually sliced up or projected into lower-dimensional representations.
This raises the question of which type of data representation is suitable for which kind
of task. We addressed this research question for multiple problems, including vision-
based force estimation, pose and motion estimation, tissue characterization, and tissue
segmentation using the multi-dimensional imaging modalities OCT and MRI.

The second research question is concerned with the choice of deep learning models
for different representations. In the medical image analysis domain, a popular approach
is to directly adopt 2D CNNs for RGB images and use them, for example, with 2D
cross-sectional slices. When moving to higher-dimensional 3D and 4D image data,
this method is difficult to apply. Therefore, we studied different ways of designing,
adapting, and even learning CNN architectures. We also put a focus on spatio-temporal
deep learning models, where the different data dimensions are treated differently with
convolutions, recurrent gating mechanisms, or attention-based methods. We proposed
multiple new deep learning methods that can be employed in a variety of applications
and numerous imaging modalities.

8.1.1 Multi-Dimensional Deep Learning Methods
CNNs are intuitively well-suited for multi-dimensional deep learning. Their core pro-
cessing unit, the convolutional operator, can be adapted to different dimensionalities.
Therefore, we first adapted CNNs to different scenarios with different data representa-
tions, ranging from 1D to 4D CNNs. Starting with 1D CNNs, we studied the idea of
neural architecture search due to the computationally cheap nature of lower-dimensional
data. In particular, we proposed transfer of architectures found by NAS between data
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dimensions, see Section 4.1.1. As a next step, we moved from 2D to 3D CNNs by
handcrafting efficient architectures. High efficiency is required due to the higher-
dimensional nature of 3D CNNs, and the real-time requirements associated with tasks
in the field of image-guided interventions. We found that our 3D CNN designs pro-
posed in Section 4.1.2, while being time-consuming to engineer, performed well and
fulfilled real-time requirements. As an alternative to handcrafting architectures, we
considered the direct transfer of existing 2D CNN models to 3D. This concept is very
resource-intensive and comes with the risk of overfitting. We overcame this problem
by proposing a new multi-dimensional transfer learning strategy, where we transferred
pretrained 2D convolutional kernels into 3D CNNs with a weight scaling strategy, see
Section 4.1.3. We found this method to be effective, given that resource requirements can
be met. Finally, we explored 4D CNNs, which are even more challenging due to their
high-dimensional nature. Therefore, we introduced different 4D CNNs in Section 4.1.4,
where we employed different concepts for the efficient processing of a 4D tensor’s differ-
ent data dimensions. Here, we found that decomposed spatial and temporal processing
leads to more efficient architectures while performing similar to or even better than plain
4D CNNs.

Many medical image analysis problems require the processing of two different states,
for example, when studying changes between a patient’s visit. For this type of problem,
we proposed Siamese CNNs in Section 4.2, adapted from the natural image domain.
Our Siamese CNNs use two processing paths, sharing parameters, followed by fusion
and a joint processing path. Throughout several medical applications, we found that
the fusion point and the method of fusion are key hyperparameters to consider. Also,
we introduced a novel attention-guided interaction concept that allows for information
exchange between the two paths before fusion. We found that this method improves the
detection of disease progression and also provides interpretable attention maps.

Some two-state problems can be extended to a full spatio-temporal problem by consid-
ering more spatial images in a sequence. Besides CNNs, convolutional-recurrent deep
learning models can be used for processing spatio-temporal data. Here, we adapted and
proposed several different architectures that we employed for applications with different
data dimensionality, see Section 4.3. First, we adapted CNN-RNN models, inspired by
video processing methods in the natural image domain. Then, we proposed a modified
convolutional RNN-CNN model that is particularly well-suited for spatio-temporal
problems where temporal information is considered to achieve more consistency. We
found this concept to outperform other methods for several different applications. We
also proposed a modification of this architecture for segmentation problems, allowing
for the processing of 4D spatio-temporal data for image volume segmentation.

8.1.2 Multi-Dimensional Deep Learning Applications
We applied the numerous deep learning architectures we adapted and proposed to a
variety of biomedical image processing problems that come with different data repre-
sentations. We started with lower-dimensional data representations and continued with
increasing dimensionality. OCT’s lowest dimensional data consists of 1D depth scans,
acquired by a single optical fiber. While these depth scans cannot capture a lot of spatial
context, they are well-suited for computer-assisted interventions where we integrated
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an optical fiber into a needle for tissue insertion scenarios. Here, we learned needle tip
forces from 1D depth scans and 2D spatio-temporal data, obtained from sequences of
1D scans. In general, we found that using additional temporal information is helpful
and outperforms the use of 1D data consistently across different models. The higher-
dimensional data is still processed in real-time, and we demonstrated our approaches’
applicability in a prostate needle insertion scenario, see Section 6.1.

Another application where 1D OCT data can be used is retina layer segmentation.
Here, external scanning devices can be used that also enable 2D and 3D data acquisition
for additional spatial context. For this problem, we also found that higher-dimensional
data processing leads to improved performance, see Section 6.2. When studying neural
architecture search for this problem, we found that architectures searched on 1D data
also work well when transferred to 2D data. This suggests that architectures transfer
well across dimensions, even when the data dimensions are very different, as it is the
case for 1D and 2D OCT data.

We also explored IVOCT-based plaque detection in coronary arteries, which is a
problem with 2D data representations, see Section 6.3. We compared both 2D Cartesian
and 2D polar data representations for the problem, where we demonstrated that Cartesian
images appear to lead to a higher performance. We found that this is particularly linked
to data representation-specific data augmentation strategies. Furthermore, we showed
that combining both data representations with a late-fusion Siamese CNN can improve
performance further.

Next, we considered LV quantification with 2D MRI slices and 3D spatio-temporal
sequences, see Section 6.4. Deriving LVQ parameters works well from 2D slices but can
be improved by also utilizing full 3D information. Also, we observed a more substantial
improvement by using more advanced CNN architectures, indicating that both temporal
information and more advanced architectures are valuable for this problem.

Furthermore, we proposed pose estimation with 3D OCT data, see Section 6.5, where
2D data representations can also be used by constructing lower-dimensional projections
of the OCT volumes. Here, we made use of OCT’s light-scattering properties and use
maximum intensity projections to extract surfaces from the volumes, encoded as depth
maps. While these are efficient representations that can be used for OCT-based pose
estimation, we found that using 3D volumes performs significantly better. Furthermore,
we demonstrated that 3D CNNs exploit subsurface features in 3D volumes effectively,
indicating that higher-dimensional context is also useful for purely spatial dimensions.

We further considered full 4D spatio-temporal data representations for several deep
learning problems. For OCT-based motion estimation in Section 6.6, OCT-based force
estimation in Section 6.8, and MRI-based lesion activity segmentation in Section 6.7,
we found that full 4D spatio-temporal data leads to the best performance. Also, temporal
information leads to more consistent estimates, both for 3D and 4D spatio-temporal
data. In addition, we demonstrated that there is an inherent advantage in using higher-
dimensional data representations by encoding lower-dimensional data representations in
a higher-dimensional space.
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8.2 Future Work
Our two research questions are very broad in nature, and they can be asked for almost
any medical image analysis problem. Therefore, there are still many problems to be
addressed in future work.

8.2.1 Deep Learning Model Design
We considered several different ways of designing architectures for a multi-dimensional
context in our work. This includes handcrafting efficient architectures, directly applying
existing architectures in a higher-dimensional setting, and also learning architectures
automatically through NAS.

The latter is a particularly promising approach, as it shifts machine learning to a
higher level of abstraction. The design of new pipelines for new medical image analysis
problems could be fully automatized with only little need for human interaction. While
NAS has shown some initial success [302, 303, 603], its adoption in the medical image
domain is still minimal [536]. Given the large number of potential medical image
analysis problems, NAS could enable well-designed deep learning models, even for
niche problems. Therefore, we encourage more work on NAS for medical image analysis
problems.

A major downside of NAS remains its computational effort. While recent NAS
approaches have found mechanisms to reduce search time significantly [377], ideas
exploiting data properties are still rare. We proposed to perform the search on lower-
dimensional data to find architectures that transfer well to higher dimensions. This
idea could be extended further to higher image dimensions, for example, 3D or 4D.
Also, it could be expanded to different types of deep learning models, for example,
convolutional-recurrent models. To ensure high performance on higher-dimensional
data, additional constraints or search space augmentations could be introduced that
partially incorporate higher-dimensional context during the search phase.

We also considered the immediate transfer of successful 2D CNN architectures to
3D by using multi-dimensional transfer learning. A straight-forward approach is to
attempt an extension of 2D CNNs to 4D. While this is unfeasible with today’s deep
learning hardware, future work might be able to exploit pretrained 2D CNNs in higher
dimensions.

We also touched on a deep learning mechanism that is usually referred to as at-
tention [509]. This type of processing method has gained popularity in the medical
domain in recent years [418]. In our work, we use attention for information exchange
between time points, within the temporal data dimension of 3.5D data. Taking a multi-
dimensional perspective, future work could try to design attention mechanisms that
model the relationship between different data dimensions, for example, spatial and
temporal. This could allow for improved capturing of higher-dimensional context.

An orthogonal perspective that we did not consider throughout this thesis is the size
of individual data dimensions. "Higher-dimensional" is often interpreted in terms of
the size of individual data dimensions. While the size of data dimensions has often
been neglected in deep learning applications, recent work has focused on designing
CNNs that specifically work well for a certain size of spatial data dimensions [482].
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This aspect of data dimensions will also be interesting for a lot of medical problems as
data dimension sizes can also be expected to increase with improved high-resolution
scanning devices [350]. For example, attention mechanisms could be explored to focus
on the relevant part of each data dimension, which we already found to be effective for
skin lesion classification [165].

8.2.2 Deep Learning Applications
In terms of deep learning applications, a straightforward open problem for future work
is the application of our adapted and proposed methods for other medical image anal-
ysis problems. While we validated our methods across different problems, additional
research could provide additional evidence for the effectiveness of our methods. For
example, recent results on fMRI-based [43] and hyperspectral [42] image processing
have demonstrated that our recurrent-convolutional architecture concept we proposed in
Section 4.3 appears to be effective for a larger number of problems.

When extending our insights to other medical image analysis problems, a straightfor-
ward choice is the imaging modality US due to its similarity to OCT. Both modalities
rely on wave scattering within tissue or material. Also, typical data representations
include 2D, 3D spatial, and spatio-temporal, as well as 4D spatio-temporal data. In
particular, our insights on 4D data representations could be useful for different US
problems. The problem of pose and motion estimation is also frequently encountered
in US image processing, for example, for radiation therapy [434]. Furthermore, tissue
classification is also frequently addressed with US [209].

The corresponding counterpart for MRI is the imaging modality CT. Both modalities
come with a similar spatial resolution and often address similar problems, such as tissue
segmentation. In terms of data dimensionality, similar to MRI, deep learning for CT
is currently undergoing the switch from 2D slices to full 3D volumes. In terms of the
acquisition, 4D CT has already been researched for quite some time [535]. Still, 4D deep
learning approaches are rare [210], which could be the focus of future work. Methods
such as our cGRU-CNN-U architecture we proposed in Section 4.3 might be useful for
spatio-temporal CT segmentation problems.

Looking a step further into the future, the next data representation that could be
considered is 5D. We considered both short-term 4D spatio-temporal data and long-
term 4D spatio-temporal data. Combining both representations leads to a longitudinal
sequence of short-term 4D sequences. While both data dimensions are temporal in
nature, treating them separately is likely helpful as they cover very different contexts.
Not too long ago, 3D deep learning has been considered "a nightmare" [327], and in
this thesis we found 4D deep learning very challenging. Nevertheless, given that the
improvements in terms of computational resources and imaging systems continue, 5D
deep learning should become feasible in the future.
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8.3 Closing Thoughts
Over the last few years, deep learning has made a significant impact on medical im-
age analysis research. Improvements in computational resources have enabled the
development of better deep learning models in the natural image domain that have
been increasingly employed in the medical domain. The initial success of a few deep
learning-based medical image analysis problems has spread across countless problems
ever since. This results in a vast number of deep learning applications with different
imaging modalities and data representations to be considered.

In our work, we have made a significant leap forward for a number of deep learning
approaches. Most importantly, we provided a new, multi-dimensional view on medical
image analysis. We highlighted the challenges and benefits of different data dimensions
across problems. We pioneered 4D deep learning for medical image analysis, and our
insights all point into the same direction: High-dimensional data processing is very
promising and will play a significant role in the future of medical image analysis.
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V A dataset of image volumes

v Local receptive field of a neural network

vm Smoothing factor for mean filtering

Vti A sequence of 2D slices at time ti

var Variance

W Weight matrix of a neural network

W0 Gaussian beam’s waist size

λi−1 Weighting factor for temporal regularization

wM A neural network’s learnable weights

x Cartesian coordinate along the first image dimension

xc Coordinate vector

X A dataset containing data and target examples

y Cartesian coordinate along the second image dimension
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List of Symbols

y Target example from a dataset X

ŷ Prediction of machine learning model

Yti A target matrix at time point ti from a dataset X

zmax OCT’s maximum imaging depth

zo Rayleigh range

zti Output of a GRU’s input gate at time point ti
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