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Chapter 1
Introduction
Inverse problems often arise in engineering praxis. They originate from various ﬁelds
like acoustics, optics, computerized tomography, image restoration, signal processing
or statistics. These problems typically lead to overdetermined linear systems
Ax ≈ b,

A ∈ Rm×n , b ∈ Rm , m ≥ n.

In the classical least squares approach the system matrix A is assumed to be free
from error, and all errors are conﬁned to the observation vector b. However, in
engineering applications this assumption is often unrealistic. For example, if the
matrix A is only available by measurements or if A is an idealized approximation of
the underlying continuous operator then both the matrix A and the right-hand side
b are contaminated by some noise.
An appropriate approach to this problem is the total least squares (TLS) method
which determines perturbations ∆A to the coeﬃcient matrix and ∆b to the vector b
such that it holds
[∆A, ∆b]2F = min! subject to (A + ∆A)x = b + ∆b,
where  · F denotes the Frobenius norm of a matrix. The name total least squares
appeared only recently in the literature, i.e. in [33] from Golub and Van Loan in
1980. But under the names orthogonal regression or errors-in-variables this ﬁtting
method has a long history in the statistical literature. The univariate case n = 1 was
already discussed in 1877 by Adcock [1]. In 1991 Van Huﬀel and Vandewalle wrote
a fundamental book about total least squares [122].
In this thesis our focus is on ill-conditioned problems which arise for example from
the discretization of ill-posed problems such as integral equations of the ﬁrst kind.
Then least squares or total least squares methods often yield physically meaningless
solutions, and regularization is necessary to stabilize the computed solution.
The approach that is examined more closely in this work is to add a quadratic
constraint to the TLS problem. This yields the regularized total least squares (RTLS)
problem
[∆A, ∆b]2F = min! subject to (A + ∆A)x = b + ∆b, Lx ≤ ∆,

1
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where ∆ > 0 is a regularization parameter and the regularization matrix L ∈ Rp×n ,
p ≤ n deﬁnes a (semi-)norm on the solution through which the size of the solution is
bounded or a certain degree of smoothness can be imposed on the solution.
The thesis consists of two parts. In chapter 2 the errors are assumed in the right-hand
side b only, and in chapter 3 total least squares and regularized total least squares
problems are discussed.
Chapter 2 starts with a brief introduction of least squares problems. Then we investigate diﬀerent types of regularization matrices since they play an important role in
most of the regularization methods. Quadratically constrained least squares problems are discussed in more detail which will serve as a suitable background for chapter
3. In subsection 2.6.3 the LSTRS method for solving trust-region subproblems (and
thus regularized least squares problems as well) is accelerated substantially by the
heavy reuse of information. Further we present several methods for the calculation
of a reasonable hyperparameter with special emphasis on the L-curve.
Chapter 3 begins by introducing the total least squares problem. We review basic
theory and give an overview of several extensions. Since the focus is on discrete
ill-posed problems some regularization is needed. Regularization methods without
regularization matrices are discussed ﬁrst, which are based on truncation. Then
several methods for solving RTLS problems with a regularization matrix are investigated. The Tikhonov TLS problem is discussed, where approaches based on Newton’s
method typically results in solving a sequence of linear systems. The essence of this
thesis is section 3.4 about quadratically constrained TLS problems. We analyze
diﬀerent solution schemes, work out a characterization of the RTLS solution and
develop eﬃcient methods based on eigenproblems for solving RTLS problems. Two
ﬁxed point iterations are discussed in subsection 3.4.1, together with a characterization of the RTLS solution. One of the ﬁxed point iterations is analyzed in great detail
in subsection 3.4.2, which results in solving a sequence of quadratic eigenvalue problems. Diﬀerent methods for solving this sequence are investigated and we develop
a very eﬃcient technique for solving regularized total least squares problems based
on recycling the search space during the iterative process. In subsection 3.4.3 an
alternative method based on a sequence of linear eigenproblems is analyzed in detail,
and a similar eﬃcient strategy for solving the RTLS problem is developed. This idea
is carried over successfully to the problem of determining an optimal hyperparameter
in RTLS, where the computation of several points on the L-curve results in solving
a sequence of a sequence of eigenproblems.
Conclusions and outlook of the work can be found in chapter 4.
In this work we (almost always) restrict out studies to the Rn , but it is straightforward
to extend it to the Cn . Two short notational remarks:  ·  denotes the Euclidean
norm. The access to elements of a matrix or vector is denoted according to MATLAB
notation, e.g. A(:, 1 : 3) denotes the ﬁrst three columns of A.
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Chapter 2
Regularized Least Squares Problems
In this chapter basic knowledge about the regularization of least squares problems is
reviewed and we present the acceleration of an existing method for the solution of
trust-region subproblems.
The chapter starts with a brief background about the least squares problem (LS
problem for short). Diﬀerent types of regularization are introduced, which leads
to regularized least squares problems (RLS problems). The RLS problems are divided with respect to regularization with or without additional regularization matrix.
Regularization schemes without additional matrix are discussed ﬁrst. Then diﬀerent
forms of regularization matrices are analyzed in more detail since they play an important role in the next chapter as well. Several methods for solving RLS problems with
a regularization matrix are presented. The focus is set on quadratically constrained
LS problems because the corresponding methods serve as a suitable background for
chapter 3. In subsection 2.6.3 the LSTRS method for solving RLS problems (and
trust-region subproblems) is accelerated substantially by the heavy reuse of information. This idea is also carried over to the problem of determining an optimal
hyperparameter. Two ideas how to calculate eﬃciently several points on the L-curve
are stated in subsection 2.7.4.
The chapter is organized as follows. In section 2.1 the least squares problem is introduced. The meaning of ill-conditioned LS problems is explained in section 2.2.
Methods for solving the RLS problem without a regularization matrix are mentioned
in section 2.3. In section 2.4 some typical regularization matrices are presented and it
is shown how to calculate a decomposition eﬃciently. In section 2.5 the regularization
matrix is used by the means of the GSVD and Tikhonov regularization. The idea of
hybrid methods is also mentioned. Another possibility to use the regularization matrix is via an additional quadratic constraint, which is presented in section 2.6. This
is the main part of this chapter. In section 2.7 several methods for the determination
of the hyperparameter are presented with a special focus on the L-curve. The last
section 2.8 is a summary of chapter 2.
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2.1 Least Squares Problems
The least squares problem (LS)
Ax − b = min!

(2.1)

with the system matrix A ∈ Rm×n , m ≥ n, the right-hand side b ∈ Rm and x ∈ Rn
has been analyzed in various books about numerical linear algebra, e.g. in [8, 67].
An equivalent formulation is given by
∆b = min! subject to Ax = b + ∆b.

(2.2)

By taking the derivative of the function
ϕ(x) = Ax − b22 = (Ax − b)T (Ax − b)

(2.3)

and set it equal to zero, the so called normal equations are derived:
AT Ax = AT b.

(2.4)

There always exists a solution x∗ of the least squares problem (2.1). Any solution of
the LS problem (2.1) is a solution of the normal equations (2.4) and vice versa. The
solution x∗ is unique if and only if the columns of A are linearly independent.
The residual is deﬁned as r := b − Ax. At the solution x∗ the residual is orthogonal
to the range of A, i.e. it holds that
b − Ax∗ ⊥ R(A).

(2.5)

If the columns of A are linearly independent, the solution x∗ can be obtained by the
Cholesky factorization of AT A > 0. In ﬁnite arithmetic the QR-decomposition of
A is a more stable approach that can also be used in the case of a singular matrix
AT A ≥ 0.
A powerful tool for the analysis of the least squares problem is the singular value
decomposition (SVD) of A:
A = Ũ Σ̃Ṽ T
(2.6)
with orthogonal matrices Ũ ∈ Rm×m , Ṽ ∈ Rn×n and a diagonal matrix Σ̃ ∈ Rm×n . A
more compact form of the SVD is
A = UΣV T

(2.7)

with the matrix U ∈ Rm×n having orthonormal columns, an orthogonal matrix V ∈
Rn×n and a diagonal matrix Σ ∈ Rn×n = diag(σ1 , . . . , σn ), where it holds that
σ1 ≥ σ2 ≥ · · · ≥ σn ≥ 0. The σi , i = 1, . . . , n are the singular values of A, the
columns of U are the left singular vectors and the columns of V are the right singular
vectors of A.
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Computing the SVD is more expensive than a QR-decomposition, but it reveals all
aspects of the system matrix. It therefore serves as the appropriate analytical tool.
With the SVD the solution set of the LS problem (2.1) can be expressed as:
L = xLS + N (A)

(2.8)

where N (A) denotes the kernel or nullspace of A, i.e. the solutions to Ax = 0.
Equation (2.5) holds for any solution x∗ ∈ L, where xLS denotes the minimum norm
or pseudo normal solution. The minimum norm solution is given by
xLS = A† b = V Σ† U T b =

r

uT b
i

i=1

σi

vi

(2.9)

where the rank of A is r, i.e. it holds that σ1 ≥ σ2 ≥ · · · ≥ σr > σr+1 = · · · = σn = 0.
For the Moore-Penrose pseudoinverse A† we need the matrix Σ† that is deﬁned as
Σ† = diag(σ1−1 , σ2−1 , . . . , σr−1 , 0, . . . , 0).

(2.10)

xLS is denoted as minimum norm solution because it holds that
xLS  ≤ x for all x ∈ L.

(2.11)

The minimum norm solution xLS is always unique.
In this work we consider problems where small perturbations in the data A and b lead
to large changes of the least squares solution xLS . This ampliﬁcation is described in
Theorem 2.1. A major role plays the condition number of the matrix A
σ1
(2.12)
κ2 (A) = ,
σr
where κ2 denotes the Euclidean condition number.
Theorem 2.1 Let the matrix A ∈ Rm×n , m ≥ n have full rank, with x as the solution
of the least squares problem (2.1) and the solution x̃ of the perturbed least squares
problem
(A + δA)x − (b + δb) = min!
(2.13)
and let the perturbation not be too large


δA δb
1
,
.
 := max
<
A b
κ2 (A)
Then it holds that
x − x̃
≤
x




2κ2 (A)
2
+ tan(θ) · κ2 (A) + O(2 )
cos(θ)

(2.14)

(2.15)

where θ is the angle between b and its projection onto R(A).

5

Chapter 2 Regularized Least Squares Problems
Proof. See [20].



When the system is not consistent, i.e. it holds that r = b − AxLS = 0, then in
equation (2.15) it holds that tan(θ) = 0 which means that the relative error of the
least squares solution is roughly proportional to the square of the condition number
κ2 (A). If the condition number of A is large the resulting LS problem is called illconditioned. When doing calculations in ﬁnite precision arithmetic the meaning of
’large’ is with respect to the reciprocal of the machine precision. A large κ2 (A) leads
to an unstable behavior of the computed least squares solution, i.e. in this case the
solution x̃ typically is physically meaningless.

2.2 Ill-conditioned LS Problems
In this work we will treat ill-conditioned problems. To specify the expression illconditioned the classiﬁcation of Hansen is used, cf. [47]. There exists rank-deﬁcient
and discrete ill-posed problems. The main emphasis of this work is on the latter.

2.2.1 Rank-Deﬁcient Problems
In rank-deﬁcient problems there exist a well-determined gap between large and small
singular values of A. Often the exact rank of the matrix A ∈ Rm×n is equal to n,
with a cluster of very small singular values that are almost zero. This cluster can
simply result from an overdetermined linear system that is nearly consistent. The
number of singular values that do not correspond to the cluster at zero is denoted as
the numerical rank of A.
Methods for solving rank-deﬁcient problems try to determine the numerical rank of
A, which itself is a well-conditioned problem. If the numerical rank is known, it is
usually possible to eliminate the ill-conditioning. The problem is then reduced to a
well-conditioned LS problem of smaller size.

2.2.2 Discrete Ill-Posed Problems
The term ill-posed problem belongs to the concept of well-posed and ill-posed problems that goes back to Hadamard [40]. For a well-posed problem there exists a
solution, the solution is unique and it depends continuously on the data. If it exists
no unique solution or if arbitrary small perturbations of the data lead to an arbitrary large perturbation of the solution the problem is called ill-posed. Hadamard
believed that ill-posed problems do not arise in practice, but he was wrong. In
engineering applications one quite often has to deal with inverse problems. In inverse problems one is interested in the unknown internal structure or the unknown

6
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input x that causes a given measured output signal or right-hand side b. Some examples of ill-posed problems are acoustics, computerized tomography, geophysics, image
restoration and signal processing, cf. [24, 38, 47].
A famous representative are Fredholm integral equations of the ﬁrst kind that are
almost always ill-posed. They can be written in the generic form

K(s, t)f (t)dt = g(s), s ∈ Ω
(2.16)
Ω

with a given continuous kernel function K(s, t) and right-hand side function g(s).
See appendix A.1 for an introduction into the analysis of equation (2.16) and some
properties of the functions K(s, t) and g(s).
The numerical solution of such problems requires the discretization of the involved
operators and functions and results in discrete ill-posed problems. If the system
matrix A arises from the discretization of the operator K(s, t) and if the level of
discretization is chosen suﬃciently ﬁne, then A exhibits the same properties as the
underlying continuous operator. The same holds true for the discretization of the
right-hand side g(s).
The following properties are inherited from the continuous problem (2.16) to its
discretization: The matrix A is ill-conditioned, with singular values that gradually
decay to zero. This is the main diﬀerence to rank-deﬁcient problems. Discrete illposed problems have an ill-determined rank, i.e. there does not exist a gap in the
singular values that could be used as a natural threshold. When the continuous
problem satisﬁes the Picard condition (4.8), cf. appendix A.1, then the absolute
values of the Fourier coeﬃcients uTi b decay gradually to zero with increasing i, where
ui is the ith left singular vector obtained from the SVD of A, see equation (2.7).
The number of sign changes of the components of the singular vectors ui and vi
increases with the index i, this means that low-frequency components correspond to
large singular values and the smaller singular values correspond to singular vectors
with many oscillations.
For many discrete ill-posed problems the following condition introduced by Hansen
in [44] is assumed to hold.
Deﬁnition 2.2 (Discrete Picard condition) With increasing index i, the coeﬃcients |uTi b| on average decay faster to zero than σi .
The typical situation in least squares problems is the following: Instead of the exact
right-hand side b a vector b̃ = b + εs with small ε > 0 and random noise vector s is
given. The perturbation results from measurement or discretization errors. The goal
is to recover the solution xtrue of the underlying consistent system
Axtrue = b

(2.17)

from the system Ax ≈ b̃, i.e. by solving the least squares problem
∆b = min! subject to Ax = b̃ + ∆b.

(2.18)
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Remark 2.3 It has to be stated that in the least squares formulation Ax − b̃2 =
min! the following assumption is made about the error of the right-hand side. The
error εs ∈ Rm from b̃ = btrue + εs is assumed to be uncorrelated with a covariance
matrix σ02 Im . If the covariance matrix of the error is not a multiple of the identity
matrix, it is appropriate to incorporate this knowledge into the objective function. Let
the covariance matrix of the error have the form CC T with C ∈ Rm×m of full rank.
Then instead of equation (2.18) it is suitable to consider
C −1 (Ax − b̃)2 = min!

(2.19)

In this work we consider uncorrelated errors, see [47] for a more detailed discussion.
Let the right-hand side b̃ only contain uncorrelated noise, then the LS solution can
directly be obtained from equation (2.9):
x̃LS = A† b̃ =

r

uT b
i

i=1

σi

vi + ε

r

uT s
i

i=1

σi

vi

(2.20)

where r is the rank of A. The solution consists of two terms, the ﬁrst one is the true
solution xtrue and the second term is the contribution from the noise. If the vector
s consists of uncorrelated noise, the parts of s into the directions of the left singular
vectors stay roughly constant, i.e. uTi s will not vary much for all i. Hence the second
term uTi s/σi blows up with increasing i. The ﬁrst term contains the parts of the
exact right-hand side b developed into the directions of the left singular vectors, i.e.
the Fourier coeﬃcients uTi b. If the discrete Picard condition 2.2 is satisﬁed, then x̃LS
is dominated by the inﬂuence of the noise, i.e. the solution will mainly consist of
a linear combination of right singular vectors corresponding to the smallest singular
values of A.
Since the solution x̃LS of the perturbed problem (2.18) does not even have to be
close to the unperturbed solution xtrue , it arises the question: How to ﬁlter out which
components of the ill-conditioned problem to achieve a reasonable approximation to
the unknown xtrue . This is the scope of regularization. The corresponding problems
are denoted as regularized least squares problems (RLS problems).
An access to regularization methods can be given by the concept of ﬁlter factors,
cf. [47]. Assume A has full rank and the SVD is given by (2.7), then a regularized
solution of (2.18) can be written in the form
†

T

xreg = V ΘΣ U b̃ =

n

i=1

 uT b
 uT s
uT b̃
fi i vi =
fi i vi + ε
fi i vi .
σi
σ
σi
i
i=1
i=1
n

n

(2.21)

Here the matrix Θ ∈ Rn×n is a diagonal matrix, with the ﬁlter factors fi on its diagonal. A suitable regularization method adjusts the ﬁlter factors in such a way that
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the unwanted components of the SVD are damped whereas the wanted components
remain unchanged.
For most regularization methods in this chapter Hansen pointed out that they are
much more eﬃcient when the discrete Picard condition 2.2 is satisﬁed. But also when
this condition does not hold the methods perform well in general.

2.3 RLS without Regularization Matrix
There exist regularization methods for the LS problem (2.1) with and without an
additional regularization matrix L. In this section some methods of the latter type
are introduced, where an integer parameter k acts as regularization parameter. This
parameter k often corresponds to a rank-k approximation of the matrix A or it
is the iteration index of an iterative scheme. In subsection 2.3.1 the best rankk approximation with respect to the 2-norm is discussed and in subsection 2.3.2
iterative methods are presented.

2.3.1 Truncated SVD
One of the simplest regularization methods is the truncated singular value decomposition (TSVD). In the TSVD method the matrix A is replaced by its best rank-k
approximation, measured in the 2-norm or the Frobenius norm [34]
Ak =

k


σi ui viT

with A − Ak 2 = σk+1 .

(2.22)

i=1

The approximate solution xk for problem (2.18) is then given by
xk =

A†k b̃

=

k

uT b̃
i

i=1

σi

vi =

k

uT b
i

i=1

σi

vi + ε

k

uT s
i

i=1

σi

vi

(2.23)

or in terms of the ﬁlter coeﬃcients we simply have the regularized solution (2.21)
with

1 for i ≤ k
fi =
(2.24)
0 for i > k
The solution xk does not contain any high frequency components, i.e. all singular
values starting from the index k + 1 are set to zero and the corresponding singular vectors are disregarded in the solution. So the term uTi s/σi in equation (2.23)
corresponding to the noise s is prevented from blowing up, cf. subsection 2.2.2.
The TSVD method is particularly suitable for rank-deﬁcient problems. When k
reaches the numerical rank r of A the ideal approximation xr is found. For discrete
ill-posed problems the TSVD method can be applied as well, although the cut oﬀ
ﬁltering strategy is not the best choice when facing gradually decaying singular values
of A.
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2.3.2 Iterative Methods
Another class of methods without an additional regularization matrix are iterative
methods. To solve the least squares problems (2.1) these methods typically work on
the normal equations (2.4). We will mention brieﬂy several famous iterative methods
and review the CGNR method in little more detail. The main computational cost
of the methods are matrix-vector multiplications, hence it is important to avoid the
explicit formation of AT A.
If the system matrix A is symmetric positive deﬁnite then the Conjugate Gradient
method (CG) can be applied directly to the LS problems (2.1), which is solving
iteratively the (ill-conditioned) consistent linear system Ax = b.
If the matrix A is symmetric then the Minimal Residual method (MINRES) from
[83] can be applied. In [13] the diﬀerence between MINRES and Range Restricted
MINRES (RRMINRES) are investigated. If A is a square but not necessarily symmetric matrix GMRES and RRGMRES can be employed, cf. equations (2.32) and
(2.33). See [13] for numerical results.
Landweber’s method is one of the simplest iterative methods for solving the normal
equation AT (Ax− b̃) = 0, cf. [10]. Given an initial guess x0 the iterates are computed
as
(2.25)
xk+1 = xk + ωk AT (b̃ − Axk ), k = 0, 1, . . .
Convergence of Landweber’s method can be shown for values of ωk that satisﬁes
0 < ε < ωk <

2−ε
σ12 (A)

for all k.

(2.26)

Another idea is to apply the Conjugate Gradient method to the normal equations
(2.4). This method is denoted as CGNR method and was introduced by Hesteness
and Stiefel 1953, cf. [52]. The ’R’ indicates that the residual is minimized on an
ascending sequence of Krylov subspaces. A Krylov subspace Kk (B, c) is deﬁned as
Kk (B, c) = span{c, Bc, B 2 c, . . . , B k−1c}

(2.27)

with a square matrix B ∈ Rn×n and a vector c ∈ Rn . For the iterates xk of CGNR
it holds that
(2.28)
xk ∈ Sk := x0 + Kk (AT A, AT r0 ).
When the initial approximation x0 is chosen to x0 = 0, then (2.28) reduces to the
Krylov subspace
xk ∈ Kk (AT A, AT b̃) = span{AT b̃, (AT A)AT b̃, . . . , (AT A)k−1 AT b̃}.

(2.29)

In each iteration step the following problem is solved
Ax − b̃ = min! subject to x ∈ Sk ,
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hence it is minimized the error of the residual rk = b̃ − Axk , i.e.
rk − rLS  = min! with rLS = b̃ − AxLS .

(2.31)

For MINRES and GMRES the equations (2.30) and (2.31) hold true as well, but the
corresponding subspace Sk is diﬀerent, i.e.
Sk = Kk (A, b̃)

(2.32)

and for the range restricted variants RRMINRES and RRGMRES
Sk = Kk (A, Ab̃)

(2.33)

where it holds that Sk ⊂ R(A) which explains the name ’range restricted’.
To accelerate the CGNR method it can be preconditioned by suitable preconditioning
methods: Splitting methods like Gauß-Seidel or SSOR, incomplete LU or incomplete
LQ decompositions, cf. [105].
The most famous implementations of the CGNR method are the CGLS and LSQR
algorithm, cf. [84]. In exact arithmetic they are identical, but in ﬁnite precision
the LSQR algorithm is more stable. The LSQR method uses a bidiagonalization
process which is denoted diﬀerently in literature. Frequent names for the algorithm
proposed in [29] are Lanczos bidiagonalization or Golub-Kahan bidiagonalization.
To try to satisfy both fractions we refer in this work to the Golub-Kahan-Lanczos
bidiagonalization. In [53] an interesting remark about the origin of the name for this
bidiagonalization can be found.
The regularizing eﬀect of the CG algorithm can be explained by the connection
between equations (2.23) and (2.29). The Krylov subspace Kk (AT A, AT b) is an approximation to the ﬁrst k right singular vectors of A, cf. [47] and the last subsection
2.3.1.
The CGNR method is suitable for both types of ill-conditioned problems. Through its
connection to the TSVD method it is suitable for rank-deﬁcient problems. But since
in general the ﬁlter factors of CGNR do not exhibit such a strong cut oﬀ behavior
it is also suitable for discrete ill-posed problems. The ﬁlter factors for the iterate xk
corresponding to (2.21) are given by
fi = 1 −

k

θj − σi2
θj
j=1

for i = 1, . . . , n

(2.34)

where the σi ’s are the singular values of A and the θj are the zeros of the Ritz
polynomial Pk . The Ritz polynomial is given by
Pk (θ) =

(k)
k

θj − θ
(k)

j=1

θj

.

(2.35)
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For a detailed discussion see [47, 117].
In all approaches from this section the approximations xk converge with increasing
index k towards the least squares solution xLS , at least in exact arithmetic. When
regarding the error xk − xtrue , these methods show a semiconvergent behavior.
After a certain number of iterations kopt the approximation xkopt is optimal in the
sense of a minimal distance to xtrue , and from this index the approximation quality
of xk with k > kopt deteriorates. Hence there is needed an additional method to
determine a reasonable regularization parameter k. This will be discussed in section
2.7, cf. also [77].

2.4 Regularization Matrix L
In this section we consider the properties of some typical regularization matrices
L. Regularization matrices are used in two famous approaches to stabilize the least
squares solution: The Tikhonov regularization and the LS problem with additional
quadratic constraint. These approaches are ideally suited for solving discrete illposed LS problems. In the Tikhonov regularization the function (2.1) is replaced
by
Ax − b̃2 + λLx2 = min!
(2.36)
and in the quadratically constrained approach we have
Ax − b̃2 = min! subject to Lx2 ≤ ∆2

(2.37)

with a regularization matrix L ∈ Rp×n . These approaches are discussed in more
detail in sections 2.5 and 2.6. Here we consider some properties, decompositions
and factorizations of typical regularization matrices L. This will turn out to be very
useful for some of the methods that have to multiply or solve a system with L rather
frequently, cf. section 3.4. Very often this is possible due to the fact that the matrix
L is sparse or exhibits a special structure.
In both approaches the additional term with the regularization matrix is used to
balance the norm of the residual r = b − Ax and the quantity Lx. In (2.36)
Lx directly is involved in the objective function and in (2.37) this is an additional
constraint. Since the norm of Lx plays an important role it is useful to put a priori
information into the regularization matrix whenever this is available. Often some information about the smoothness of the solution xtrue is known, e.g. if the underlying
continuous problem is known to have a smooth solution then this should hold true
for the discrete solution xtrue as well. In that case the matrix L can be chosen as a
discrete derivative operator.
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The easiest regularization matrix is L = I, which is known as the standard form.
When nothing is known about the solution of the unperturbed system this is a sound
choice. From equation (2.20) it can be observed that the norm of xLS blows up for
ill-conditioned problems. Hence it is a reasonable choice simply to keep the norm of
the solution under control. The eﬀect of this simple choice is discussed in sections
2.5 and 2.6. For this section it is enough to mention that solving systems with this
regularization matrix is trivial. As mentioned above in many cases it makes sense to
impose some smoothness on the solution.
Let us start with the simplest case of such regularization matrix, the scaled onedimensional ﬁrst-order discrete derivative operator
⎞
⎛
−1 1
⎟
⎜
(n−1)×n
.. ..
.
(2.38)
L1D = ⎝
. ⎠∈R
.
−1 1
With this choice of L the quantity Lx cannot be considered as a norm xL . If it
holds that LT L > 0 then
x, x

LT L

:= xT LT Lx = Lx2

(2.39)

deﬁnes the inner product ·, · LT L . Hence this inner product can induce the norm
x, x LT L . When LT L ≥ 0 is singular, only a seminorm can be deﬁned via
 · L :=
the positive semideﬁnite bilinear form ·, · LT L . In this case the methods of section
3.4 often are in need of an orthonormal basis of range and kernel of LT L.
The regularization matrix L1D has a nullspace that consists of the constant vector,
i.e. span{(1, . . . , 1)T }. With the help of the spectral decomposition of L1D LT1D ∈
R(n−1)×(n−1) > 0 the decomposition of LT1D L1D ∈ Rn×n ≥ 0 can easily be derived. In
[105] the decomposition of
T
L1D LT1D = Û1D Σ̂1D Û1D

(2.40)

is given with the eigenvalue matrix Σ̂1D ∈ R(n−1)×(n−1)
Σ̂1D = diag(dˆ1D ) with dˆ1D (i) = 2 − 2 cos(iπ/n)), i = 1, . . . , n − 1

(2.41)

and the orthogonal eigenvector matrix Û1D ∈ R(n−1)×(n−1)
⎞
sin( 2π
) · · · sin( (n−1)π
)
n
n
 ⎜
sin( 4π
) · · · sin( 2(n−1)π
)⎟
2⎜
⎟
n
n
=
⎟.
⎜
..
.
.
⎠
n⎝
.
.
(n−1)2 π
(n−1)π
···
sin( n )
sin( n )
⎛

Û1D

sin( nπ )
sin( 2π
)
n
..
.

(2.42)
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Inspired by equation (2.40) a decomposition of LT1D L1D can be obtained
T
LT1D L1D = U1D Σ1D U1D

(2.43)

with Σ1D ∈ Rn×n
Σ1D = diag(d1D ) with d1D (i) = 2 − 2 cos(iπ/n)), i = 0, . . . , n − 1

(2.44)

and the orthogonal eigenvector matrix U1D ∈ Rn×n does now consists of discrete
cosine base functions
⎛





⎞
(2·1−1)·(0)π
(2·1−1)·(1)π
(2·1−1)·(n−1)π
1
√ · cos
cos
· · · cos
2n
2n
2n
2





⎟
 ⎜
⎜ 1
(2·2−1)·(0)π
(2·2−1)·(1)π
(2·2−1)·(n−1)π ⎟
√
⎟
⎜
cos
·
·
·
cos
·
cos
2⎜ 2
2n
2n
2n
⎟.
U1D =
⎟
..
..
..
.
n⎜
.
⎟
⎜
.
.

 .


⎠
.
⎝
(2·n−1)·(0)π
(2·n−1)·(1)π
(2·n−1)·(n−1)π
1
√ · cos
cos
· · · cos
2n
2n
2n
2
(2.45)
The explicit decomposition (2.43) is needed in the derivation of algorithms in section
3.4. But during the course of the algorithms there only have to be solved linear
systems with LT L, i.e.
T
x=y
(2.46)
LT1D L1D x = U1D Σ1D U1D
with the minimum norm solution
T
y.
x = (LT1D L1D )† y = U1D Σ†1D U1D

(2.47)

The storage of the full matrix U1D can be quite demanding for huge dimension n.
There exists a nice connection to the discrete cosine transform (DCT) that avoids
the explicit storage of U1D :
T
U1D
· y = dct(y) and U1D · y = idct(y).

(2.48)

The commands dct and idct should indicate the underlying MATLAB routines for
the discrete cosine transform and the inverse discrete cosine transform, respectively.
This not only avoids the storage of U1D ∈ Rn×n but reduces the computational cost of
a matrix-vector multiplication with U1D from O(n2 ) to O(n log(n)). Essentially the
same ideas that speed up the computation of the discrete Fourier transform (DFT)
and have lead to fast Fourier transform (FFT) algorithms can be used for the discrete
cosine transform as well. These are known as fast cosine transform (FCT) algorithms
with O(n log(n)) complexity.
In the case that the solution lives on a rectangular two-dimensional domain, equation
(2.43) can be used to derive a corresponding decomposition in terms of a representation via Kronecker products. The Kronecker product ⊗ deﬁnes an operation on two
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matrices B ∈ Rk× and C of arbitrary size, i.e.
⎛
⎞
b11 C · · · b1 C
⎜
.. ⎟ .
..
B ⊗ C := ⎝ ...
.
. ⎠
bk1 C · · · bk C

(2.49)

Let us assume that the solution vector x ∈ Rn originates from a nx × ny = n
rectangular domain. A suitable regularization matrix L2D that approximates the
two-dimensional ﬁrst-order derivative operator is given by
 nx

L1D ⊗ Iny
L2D =
(2.50)
∈ R((nx−1)·ny+nx·(ny−1))×(nx·ny)
Inx ⊗ Lny
1D
(nx−1)×nx
(ny−1)×ny
, Lny
given in equation (2.38) and Inx , Iny are
with Lnx
1D ∈ R
1D ∈ R
identity matrices of indicated size, cf. [14]. The kernel of L2D is the constant vector
again, and the eigenvalues and eigenvectors can be obtained when following similar
ideas as in [105], i.e. the decomposition


 ny T ny 
T
T nx
(2.51)
LT2D L2D = (Lnx
1D ) L1D ⊗ Iny + Inx ⊗ (L1D ) L1D = U2D Σ2D U2D

can be given explicitly with
ny
Σ2D = diag(d2D ) with d2D = dnx
1D ⊗ eny + enx ⊗ d1D

(2.52)

nx
ny
and dny
are given by equation (2.44) and e is the
where the vectors dnx
1D ∈ R
1D ∈ R
vector of all ones of indicated length. The orthogonal matrix of eigenvectors is given
by
ny
nx
U2D = U1D
⊗ U1D
(2.53)
ny
nx
and U1D
from equation (2.45). Here again the storage of the matrix U2D
with U1D
can be very demanding with large dimension n = nx·ny. Normally U2D is not needed
explicitly, but is only touched by matrix-vector multiplications, cf. equation (2.47).
It is possible to perform multiplications only by storing the much smaller matrices
ny
nx
U1D
∈ Rnx×nx and U1D
∈ Rny×ny and making use of the huge amount of structure of
U2D shown in (2.53). Let the matrix ymat be a reshaped version of the vector y ∈ Rn ,
i.e.
⎛
⎞
y1 yny+1 · · · y(nx−1)·ny+1
⎜ y2 yny+2
y(nx−1)·ny+2 ⎟
⎜
⎟
(2.54)
ymat = ⎜ ..
⎟ ∈ Rny×nx .
..
..
.
.
⎝ .
⎠
.
.
.
yny y2·ny · · ·
ynx·ny

With (2.54) the following connections hold


 ny T
 ny
T
nx
nx T
and U2D · y = vec U1D
(2.55)
· y = vec (U1D
) · ymat · U1D
· ymat · (U1D
)
U2D
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where the vec(·) operation simply stacks the columns of its argument, i.e. a matrix,
and gives back a column vector with the length equal to the number of elements of its
argument. Here the eﬀort of the storage is reduced and when solving a system with
2
LT2D L2D the cost of a matrix-vector multiplication with U2D is reduced from O(n
)
√
3/2
to O(n ), if we assume nx and ny roughly of the same order, i.e. nx ≈ ny ≈ n.
An even better idea is to use the two-dimensional discrete cosine transform. With
the MATLAB routines dct2 and idct2 the following connections hold
T
· y = vec (dct2(ymat ))
U2D

and U2D · y = vec (idct2(ymat )) .

(2.56)

This avoids the storage of any additional data and with fast implementations of the
two-dimensional discrete cosine transform the computational cost of a matrix-vector
multiplication with U2D can be reduced further to O(n log(n)).
For three-dimensional domains the same ideas can be extended straightforwardly.
Let us assume that the solution vector x ∈ Rn originates from a nx × ny × nz = n
cuboidal domain. A suitable regularization matrix L3D that approximates the threedimensional ﬁrst-order derivative operator is given by
⎛ nx
⎞
L1D ⊗ Iny ⊗ Inz
⎠ ∈ R((nx−1)·ny·nz+nx·(ny−1)·nz+nx·ny·(nz−1))×(nx·ny·nz) (2.57)
L3D = ⎝Inx ⊗ Lny
1D ⊗ Inz
Inx ⊗ Iny ⊗ Lnz
1D
and it holds that

 ny T ny 
 nz T nz 

T nx
n×n
LT3D L3D = (Lnx
1D ) L1D ⊗Iny·nz +Inx ⊗ (L1D ) L1D ⊗Inz +Inx·ny ⊗ (L1D ) L1D ∈ R
(2.58)
ny
nx
(nx−1)×nx
(ny−1)×ny
nz
(nz−1)×nz
, L1D ∈ R
, L1D ∈ R
given in equation (2.38).
with L1D ∈ R
The decomposition of
T
LT3D L3D = U3D Σ3D U3D
(2.59)
is given explicitly by
ny
nz
Σ3D = diag(d3D ) with d3D = dnx
1D ⊗eny ⊗enz +enx ⊗d1D ⊗enz +enx ⊗eny ⊗d1D (2.60)

with e as the column vector of all ones of indicated length and the vectors d1D are
explained in equation (2.44). The orthogonal matrix of eigenvectors is given by
ny
nx
nz
⊗ U1D
⊗ U1D
.
U3D = U1D

(2.61)

Besides making use if the Kronecker representation of U3D directly like in (2.55) it is
obvious that a higher order discrete cosine transform will perform best. By the use
of dct3 and idct3 the cost of a matrix-vector multiplication with U3D is reduced to
O(n log(n)) analogous to equation (2.56).
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For discrete approximations of the one-dimensional second-order derivative operator

L2nd
1D

⎞
⎛
−1 2 −1
⎟
⎜
(n−2)×n
.. .. ..
=⎝
⎠∈R
.
.
.
−1 2 −1

(2.62)

is an appropriate choice. The nullspace of L2nd
1D is two-dimensional and given by

2nd
W1D

⎧⎛ ⎞ ⎛ ⎞⎫
⎪
1 ⎪
1
⎪
⎪
⎪
⎬
⎨⎜1⎟ ⎜ 2 ⎟⎪
⎜ ⎟ ⎜ ⎟
= span ⎜ .. ⎟ , ⎜ .. ⎟ .
⎪
⎝ . ⎠ ⎝ . ⎠⎪
⎪
⎪
⎪
⎪
⎩ 1
n ⎭

(2.63)

T 2nd
T
For the decomposition of (L2nd
1D ) L1D it can be made use of the connection L1D L1D (2 :
n − 1, 1 : n) = L2nd
1D together with the knowledge about L1D in (2.46) given above.
But this is beyond the scope of this work.

Another common idea is to replace a rectangular or singular regularization matrix L
by a slightly disturbed regular version L̃, cf. [18]. If the perturbation is small enough
the smoothing property of L̃ is not deteriorated signiﬁcantly. With a small diagonal
element ε > 0
⎞
⎛
⎛
⎞
−1 1
ε
⎟
⎜
⎟
⎜
.. ..
⎜
⎟
. ⎟ or L̃ = ⎜−1 1
.
L̃1D = ⎜
(2.64)
⎟
⎟
⎜
1D
.. ..
⎝
⎠
⎝
. ⎠
.
−1 1
ε
−1 1
are approximations to L1D . Which one of these modiﬁcations is appropriate depends
on the behavior of the solution close to the boundary. The additional element ε forces
either the ﬁrst or last element to have small magnitude. A nonsingular approximation
of L2nd
1D is for example given by
⎞
2 −1
⎟
⎜−1 2 −1
⎟
⎜
⎟
⎜
.
.
.
.. .. ..
=⎜
⎟ ∈ Rn×n
⎟
⎜
⎝
−1 2 −1⎠
−1 2
⎛

L̃2nd
1D

(2.65)

which is obtained by adding one row at the top an one row at the bottom of L2nd
1D ∈
(n−2)×n
. In this version Dirichlet boundary conditions are assumed at both ends of
R
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the solution, whereas in
⎞
⎛
2 −1
⎟
⎜−1 2 −1
⎟
⎜
⎟
⎜
.
.
.
.
.
.
=
L̃2nd
⎟
⎜
.
.
.
1D
⎟
⎜
⎝
−1 2 −1⎠
−1 1

⎞
1 −1
⎟
⎜−1 2 −1
⎟
⎜
⎟
⎜
.. .. ..
=⎜
⎟ (2.66)
.
.
.
⎟
⎜
⎝
−1 2 −1⎠
−1 2
⎛

or L̃2nd
1D

there are assumed Dirichlet boundary conditions on one side and Neumann boundary
conditions on the other. For all three versions it holds that L̃2nd
1D > 0, cf. [18]. A
2nd
Cholesky decomposition of L̃1D can be carried out in O(n), as well as solving a linear
system with L̃1D , L̃T1D or L̃2nd
1D . The same holds true for slightly perturbed nonsingular derivative operators corresponding to a two- or three-dimensional domain, cf.
equations (2.50) and (2.57).
It can be stated that the approaches with regular regularization matrices L̃ are somewhat faster than the approaches that use the pure discrete derivative operators, but
the drawback are slightly perturbed solutions.
If the solution is known to have a periodic solution circulant regularization matrices
are a suitable choice, cf. [93]. The circulant extensions of L1D and L2D are given by
⎞
⎞
⎛
⎛
2 −1
−1
−1 1
⎟
⎟
⎜
⎜−1 2 −1
−1 1
⎟
⎟
⎜
⎜
⎟
⎟
⎜
⎜
.
.
.
.
.
.
.
.
.
.
L̃1D = ⎜
⎟.
⎟ and L̃2D = ⎜
.
.
.
.
.
⎟
⎟
⎜
⎜
⎠
⎝
⎝
−1 2 −1⎠
−1 1
−1
−1 2
1
−1
(2.67)
It is presented how to use the fast Fourier transform (FFT) for a spectral decomposition of these singular circulants. In [93] some nice results about the following type
of regularization matrices can be found as well.
Another interesting class of regularization matrices has the form
L̂ = In − W W T ∈ Rn×n

with W T W = Ik ,

(2.68)

with the matrix W ∈ Rn×k having k
n orthonormal columns. Hence L̂ is an
⊥
orthogonal projector onto W , the orthogonal complement of W := span {W }. So
it also holds
(2.69)
L̂ = L̂T = L̂2 and L̂ = L̂† .
Although such a regularization matrix L̂ can be used within the Tikhonov approach,
it makes intuitively much more sense in the quadratic constraint approach. Let us
decompose the vector x = x1 + x2 with x1 ∈ W ⊥ and x2 ∈ W. Then it holds that
L̂x2 = L̂(x1 + x2 )2 = L̂x1 2 = xT1 (In − W W T )x1 = xT1 x1 = x1 2 ≤ ∆2 (2.70)
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with L̂x2 = 0. Hence the quadratic constraint L̂x2 ≤ ∆2 bounds the norm of x in
the subspace W ⊥ and puts no restriction onto the space W. When some knowledge
about the solution xtrue is at hand it can be simply put into the matrix W and
dependent on how much is already known about the solution the value of ∆ can be
chosen correspondingly small.
Remark 2.4 The other way round this idea justiﬁes and underlines the importance
of the regularizing approach with the additional quadratic constraint (2.37) next to
the regularizing approach of Tikhonov (2.36). Whenever in this work regularization
is applied to a (T)LS problem, this is done in most cases by adding a quadratic
constraint.
To impose some smoothness onto the solution x there can be put the constant vector
2nd
or the two vectors of W1D
from equation (2.63) into the matrix W . Then the
constraint has the meaning of allowing the solution to contain arbitrary large smooth
parts (discrete ﬁrst-order functions).
A decomposition of L̂ = L̂T L̂ is given by


In−k
−1
⊥
[W ⊥ , W ]−1
L̂ = XSX = [W , W ]
(2.71)
0
with W ⊥ ∈ Rn×(n−k) as a basis of W ⊥ . The basis W ⊥ can be obtained easily with
given W ∈ Rn×k . Let us assume that the space W do not contain any of the ﬁrst
n − k unit vectors. Then it holds that



 

In−k
In−k
In−k
⊥
T
T
− WW
.
(2.72)
=
W = (I − W W )
0
0
0
The SVD of L̂ can be obtained by applying the Gram-Schmidt process to W and
W ⊥ . Then it holds that


In−k
T
⊥
L̂ = USU = [orth(W ), orth(W )]
(2.73)
[orth(W ⊥ ), orth(W )]T
0
with orth(·) denoting the orthogonalization process. The regularization matrix L̂
only has two distinct eigenvalues, i.e. 0 and 1. The multiplicity of the zero eigenvalue
is the dimension of W, whereas the multiplicity of the other is the dimension of W ⊥ ,
i.e. k and n−k, respectively. This is a diﬀerence to the regularization matrices based
on derivative operators, since they do correspond to many more distinct eigenvalues,
e.g. LT1D L1D ∈ Rn×n has n distinct eigenvalues, see equation (2.44).
But the projectors L̂ can approximate the discrete derivative operators given above,
in terms of having the same nullspace. An approximation of the one-dimensional
ﬁrst-order discrete derivative operator with L1D x ≈ L̂1D x is given by
L̂1D = I −

1
(1, . . . , 1)T (1, . . . , 1).
n

(2.74)
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2nd
For the second-order derivative operator an approximation with L2nd
1D x ≈ L̂1D x
is in this way given by
2nd
2nd T
L̂2nd
1D = I − orth(W1D ) · orth(W1D )

(2.75)

2nd
from equation (2.63). It is straightforward to construct higher-dimensional
with W1D
L̂ regularization matrices. The two-dimensional second-order discrete derivative operator can be approximated by
2nd
2nd T
L̂2nd
2D = I − orth(W2D ) · orth(W2D )

with
2nd
W2D

⎧
⎪
⎨

(2.76)

⎛ ⎞ ⎛ ⎞ ⎛ ⎞⎫
⎞
1
1
1
1 ⎪
⎬
⎜ .. ⎟
⎜ .. ⎟ ⎜ .. ⎟ ⎜ .. ⎟
= span enx ⊗ eny , ⎝ . ⎠ ⊗ eny , enx ⊗ ⎝ . ⎠ , ⎝ . ⎠ ⊗ ⎝ . ⎠
⎪
⎪
⎩
ny
nx
nx
ny ⎭
⎧
⎛ ⎞⎫
⎪
1 ⎪
⎬
⎨
⎜ .. ⎟
2nd
2nd
(2.77)
= span W1D ⊗ eny , W1D ⊗ ⎝ . ⎠ .
⎪
⎪
⎭
⎩
ny
⎛

where e as the vector of all ones of indicated length. And for a three-dimensional
domain the corresponding space W would have the following basis
⎧
⎛ ⎞⎫
⎪
1 ⎪
⎨
⎬
⎜ .. ⎟
2nd
2nd
2nd
(2.78)
W3D = span W2D ⊗ enz , W2D ⊗ ⎝ . ⎠ .
⎪
⎪
⎩
⎭
nz
A big advantage of the regularization matrices L̂ is their very simple structure. Information about the solution can be built in quite easily. Another advantage is the
pseudoinverse of L̂, see equation (2.69). The algorithms of subsection 3.4.3 do need
a preconditioner (but are not in need of the SVD), which often is an approximate
inverse of LT L. This is a very comfortable situation with the projector L̂ as regularization matrix. Except the orth(W ⊥ ) operation for computing the SVD, all the
computations concerning L̂ can be performed in O(n) complexity, if it is assumed
that it holds k
n.
Remark 2.5 The main goal in this section is to reduce the costs concerning the regularization matrix L such that they are neglectable with respect to a matrix-vector
multiplication with the system matrix A ∈ Rm×n , i.e. a O(m · n) operation. The
iterative algorithms of section 3.4 consist of at least several matrix-vector multiplications with A and it is the goal to keep an overall O(m · n) complexity. Hence we are
satisﬁed with equations (2.48) and (2.56) with their O(n log(n)) complexity and are
not bothered at all by some other O(n) operations.
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Remark 2.6 A note on the choice of norms in (2.36) and (2.37). In literature it
is often chosen automatically the 2-norm without considering alternatives or even
mentioning that there do exist some other choices. In the book of Hansen, Nagy and
O’Leary [49] instead of (2.36) it is considered
Ax − b̃22 + λLxpp = min!

(2.79)

Here  · p denotes the p-norm that is deﬁned by xp = (|x1 |p + |x2 |p + · · · + |xn |p )1/p ,
and typically p is chosen from the interval [1, 2]. If L is a regularization matrix of
this section, i.e. an approximation of a derivative operator, the smoothing eﬀect of
Lxpp can change drastically with the value of p. The standard choice p = 2 penalizes
single large elements of Lx much more than a choice of p close to one. Hence if one
assumes the solution x to contain discontinuities or sharp edges, a choice p ≈ 1 is
appropriate since it does not punish locally large partial derivatives that much. With
p = 2 the smoothness imposed on the solution has a more global eﬀect, with global in
the sense of throughout the whole vector x.
Such an approach is considered for instance in [14], a similar approach are iteratively
reweighed least squares problems, considered in [80]. In [81] the choices p = 1, 2 and
∞ are discussed for special total least squares problems, cf. chapter 3. In general the
choice p = 2 is computationally much more expensive and should only be chosen if
it is justiﬁed by corresponding a priori knowledge about the solution. In the scope of
this work we will focus on investigating the case p = 2, the Euclidean norm.

2.5 RLS with Regularization Matrix
In this section two approaches are presented that put regularization to the least
squares problem (2.1) with the help of a regularization matrix L. In subsection
2.5.1 the TSVD method from subsection 2.3.1 is generalized for the case L = I.
Regularization of LS problems by means of Tikhonov are covered brieﬂy in subsection
2.5.2. In subsection 2.5.3 the idea of hybrid methods is discussed.

2.5.1 Truncated Generalized SVD
The generalized singular value decomposition (GSVD for short) is a generalization of
the SVD for matrix pairs (A, L). The existence of the GSVD was proven in [124]
and the idea of a truncated GSVD came up ﬁrst in [43].
For the GSVD the number of columns of both matrices have to be identical, and
typically it holds that A ∈ Rm×n and L ∈ Rp×n with m ≥ n ≥ p. It is assumed that
the regularization matrix L has full rank and that the kernels do not intersect, i.e.
N (A) ∩ N (L) = {0}. Then the following decomposition holds with U ∈ Rm×n , V ∈
Rp×p and a regular X ∈ Rn×n
A = UΣL X −1

and L = V [M, 0]X −1

(2.80)
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where U T U = In and V T V = Ip and
ΣL = diag(σ1 , . . . , σp , 1, . . . , 1) ∈ Rn×n

and

M = diag(µ1 , . . . , µp ) ∈ Rp×p
(2.81)

and it holds that
0 ≤ σ1 ≤ · · · ≤ σp ≤ 1 and 1 ≥ µ1 ≥ · · · ≥ µp > 0
σi2 + µ2i = 1 for i = 1, . . . , p.

(2.82)
(2.83)

The ratios γi = σi /µi, i = 1, . . . , p are termed generalized singular values of (A, L).
Analogous to the standard SVD the γi are now the square roots of the generalized
eigenvalues of the matrix pair (AT A, LT L). In case of L = In the generalized singular
values γi are identical to the usual singular values of A, but one should be aware of
the diﬀerent ordering, i.e. the γi are monotonically increasing with their index.
It is useful to introduce the following partitioning
U = [Up , Un−p ] and X = [Xp , Xn−p ]

(2.84)

where the index indicates the number of columns of the corresponding matrix. The
second part of the matrix X is just kernel of L, i.e. N (L) = span {Xn−p }. With
this notation we can derive an expression for the pseudoinverse of A by means of the
GSVD of (A, L) and the corresponding solution xL = xLS is given by xL = A†L b = A† b
with
 †

0
ΣL
†
T
AL := [Xp , Xn−p ]
.
(2.85)
[Up , Un−p ]T = Xp Σ†L UpT + Xn−p Un−p
0 In−p
The matrix Σ†L is determined according to equation (2.10). Hence the solution xL
T
consists of two parts, i.e. x1L = Xp Σ†L UpT b and x2L = Xn−p Un−p
b. The second part x2L
lies in the nullspace of L. The idea of the truncated SVD approach from subsection
2.3.1 can be extended to the GSVD case, cf. [43]. In the TGSVD method only the
largest k (with k ≤ p) components of Xp Σ†L UpT are taken into account whereas the
x2L remains unchanged. The solution xL,k is given by xL,k = A†L,k b with
A†L,k


 †
0
ΣL,k
T
[Up , Un−p ]T = Xp Σ†L,k UpT + Xn−p Un−p
:= [Xp , Xn−p ]
0 In−p

(2.86)

where the matrix Σ†L,k is given by
−1
, . . . , σp−1 ).
Σ†L,k = diag(0, . . . , 0, σp−k+1

(2.87)

It holds that Σ†L,p = Σ†L . The properties of the TGSVD method are in general
comparable to those of the TSVD method, if we assume a typical regularization
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matrix L, i.e. some approximation to a discrete derivative operator. The main part
of the solution xL,k now consists of k vectors from Xp , i.e. generalized singular
vectors that exhibit properties of the regularization matrix L as well. For a detailed
discussion see [43, 47]. Since the GSVD is expensive to compute it should be regarded
as an analytical tool for regularizing least squares problems with a regularization
matrix L.

2.5.2 Tikhonov Regularization for LS Problems
When motivating the use of a regularization matrix for regularizing the least squares
problem (2.1) or (2.18) in section 2.4, we already mention Tikhonov regularization
(2.36):
Ax − b̃2 + λLx2 = min! with λ ≥ 0, λ ∈ R
(2.88)
This approach was developed independently by Phillips [88] and Tikhonov [116].
With the second term Lx2 some a priori knowledge about the size and smoothness
of the desired solution can be incorporated, see section 2.4 for a discussion about the
regularization matrix L.
Remark 2.7 Note that for the Tikhonov approach (2.88) the same assumption as in
Remark 2.3 is made about the errors in the right-hand side. The errors of b̃ = btrue +εs
are assumed to be uncorrelated with a covariance matrix σ02 Im . If this is not the case
and the covariance matrix has the form CC T with C ∈ Rm×m have full rank, then it
is appropriate to replace equation (2.88) by
C −1 (Ax − b̃)2 + λLx2 = min!

(2.89)

In the following we will assume the covariance matrix to be a multiple of the identity
matrix.
Problem (2.88) can be also expressed as an ordinary least squares problem:


 2
 A
b̃ 
 = min!
 √
x−

λL
0 

(2.90)

with the normal equations
(2.91)
(AT A + λLT L)x = AT b̃.
√
Let us assume that the matrix Aλ := [AT , λLT ]T from (2.90) has full rank, then a
unique solution exists. If the SVD of A in the case of L = I (or the GSVD of the
matrix pair (A, L) in the case L = I) is inserted into (2.91) the solution xλ = xreg in
terms of (2.21) is given by
†

T

xλ = V ΘΣ U b̃ =

n

i=1

 σi (uT b̃)
uT b̃
i
vi
fi i vi =
2
σi
σ
+
λ
i
i=1
n

(2.92)
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with the ﬁlter factors
fi =

σi2
σi2 + λ

for L = I,

and fi =

γi2
for L = I.
γi2 + λ

(2.93)

For singular values much larger than λ the ﬁlter factors are fi ≈ 1 whereas for singular
values much smaller than λ it holds that fi ≈ σi2 /λ ≈ 0. The same holds for L = I
with replacing σi by γi. Hence approximately it is done something similar when
compared to regularization by truncation, cf. subsections 2.3.1 and 2.5.1. Tikhonov
regularization exhibits much smoother ﬁlter factors which is favorable for discrete
ill-posed problems.
Remark 2.8 A short note on the connection between regularization and the condition of the problem. Regularization by truncation or by Tikhonov can be interpreted
as replacing the original LS problem by a similar one that is much better conditioned.
In subsection 2.3.1 the matrix A with condition number κ2 (A) = σσn1 is replaced by
Ak and with k < n it typically holds κ2 (Ak ) = σσk1
κ2 (A). The same holds for the
condition of the matrix pair (A, L) in subsection 2.5.1. From equation

(2.90) it can
A
be seen that in the case L = I the condition number of Aλ = √
is given by
λI
 2
σ +λ
κ2 (A) with a reasonable λ > σn2 . A similar relation holds for
κ2 (Aλ ) = σ21 +λ
n
L = I with the generalized singular values.
It remains to consider how problem (2.88) can be solved numerically. One possibility
is to work on the normal equations (2.91), e.g. to compute the Cholesky factorization.
Since the explicit computation of AT A or AT A + λLT L should be avoided, it is
more sound to work on the matrix Aλ from (2.90) directly. One idea is the QRdecomposition of Aλ . The most stable approach seems to be a bidiagonalization
algorithm on the matrix A only, cf. [22]. Therefore the problem has to be transformed
to standard form ﬁrst, i.e. problem (2.88) is transformed into
Āx̄ − b̄2 + λx̄2 = min!

(2.94)

where the regularization matrix L has been plugged in the matrix A in the following
way. In the case of an invertible L it simply holds Ā = AL−1 , b̄ = b̃ and x̄ = Lx.
If rank(L) = p with L ∈ Rp×n and p < n the concept of an A-weighted generalized
inverse of L can be applied, cf. [23] for details. This is denoted as L†A and is deﬁned
as


† 
(2.95)
L†A := In − A(In − L† L) A L† .
With the help of this matrix and the component x0 of the solution in the nullspace
of L

†
x0 = A(In − L† L) b̃,
(2.96)
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the following relations are given
Ā = AL†A ,

b̄ = b̃ − Ax0

and x = L†A x̄ + x0 .

(2.97)

For eﬃcient computations with the A-weighted generalized pseudoinverse see [23, 47,
93]. This is beyond the scope of this work.

2.5.3 Hybrid Methods
A hybrid method consists of the conjunction of two diﬀerent methods. In the ﬁrst
step the large m × n matrix A is reduced to a much smaller (k + 1) × k problem by
projection onto suitably chosen right and left subspaces. The projected problem is
then treated by a second ’inner’ regularization.
The ﬁrst ideas about hybrid methods are mentioned in [82] by O’Leary and Simmons.
In their paper the outer projection step was done by Golub-Kahan-Lanczos bidiagonalization with an arbitrary starting vector. Later the starting vector is typically
chosen as the right-hand side b̃ and the bidiagonalization is performed by the LSQR
algorithm, cf. subsection 2.3.2. The inner regularization method is often chosen as a
direct regularization method like TGSVD or Tikhonov regularization, cf. subsections
2.5.1 and 2.5.2.
Let us look at the two parts in more detail. The outer projection step is performed by
an iterative method which itself has a regularizing eﬀect, as explained for the CGNR
method in subsection 2.3.2. The resulting left and right subspaces are approximations
to the subspaces spanned by the left and right singular vectors corresponding to the
largest singular values. Thus the demanding computation of the SVD/GSVD is
avoided and only matrix-vector multiplications are performed. Another important
point of hybrid methods is that the outer iterative method is not very sensitive with
respect to the index k, when k is large enough. The meaning of ’large’ is in the
sense that all large singular values have been captured. If the number k increases
further the hybrid method will not show a semiconvergent behavior due to the inner
regularization. The problem of determining a hyperparameter is also shifted into the
inner regularization.
In the inner regularization the calculation of the SVD or GSVD is not restrictive any
longer since it holds that k
n. The cost for the SVD of the projected problem
is of the order O(k 3 ) and should be neglectable when compared to the cost of a
matrix-vector multiplication O(m · n) from the projection step.
Several iterative methods for the solution of the Tikhonov problem (2.88) or the
quadratically constrained problem (2.37) based on the partial Golub-Kahan-Lanczos
bidiagonalization can be found in [8, 12, 15, 16, 82, 92] and [17] respectively. These
methods determine approximations of the regularized least squares solution in the
Krylov subspace Kk (AT A, AT b̃), cf. equation (2.29).
In the survey [56] Kilmer and O’Leary point out the spirit of the hybrid methods,
i.e. to regularize after the projection rather than before it. They examine the deter-
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mination of the regularization parameter based on the projected problem by various
techniques, cf. section 2.7. One of the results is that using hyperparameter methods
on the projected problems do sometimes lead to better results than using the original
problem. Since furthermore working on the small problem is much cheaper it is a
sound choice to use hybrid methods to determine a suitable regularization parameter.
In [55] higher-dimensional problems with a regularization matrix L = I are treated.
Then L typically consists of a sum of Kronecker products, cf. section 2.4. In this case
the A-weighted inverse L†A is complicated and the transformation into standard form
by (2.95) – (2.97) is prohibitive. Hence, the problem cannot be projected directly by
LSQR but a joint bidiagonalization approach on A and L is suggested. The stopping
criteria (for the outer iteration index k) is then based on the regularization of the
projected problem.

2.6 Quadratically Constrained LS
The use of regularization by an additional quadratic constraint is highly suitable
when some knowledge about the shape of the solution is known a priori, cf. section
2.4. Another fact that stresses the importance of quadratically constrained problems
is the close connection to trust-region problems.
It has to be pointed out that Tikhonov regularization (2.36) and adding a quadratic
constraint (2.37) are essentially equivalent. ’Essentially’ means that for each value
of λ ≥ 0 there exists a ∆ that leads to an identical solution xλ = x∆ . There exists
a monotonic decreasing nonlinear relation that maps λ ∈ [0, ∞) to ∆ ∈ [0, LxLS ].
This can be obtained directly from the Lagrange multiplier formulation of (2.37)
L(x, λ) = Ax − b2 + λ(Lx2 − ∆2 ),

(2.98)

where the λ’s from (2.98) and (2.36) coincide for a correspondingly chosen value of
∆, cf. [31].
This section is divided into three subsections. Subsection 2.6.1 introduces the more
general class of trust-region problems. Diﬀerent methods for solving the trust-region
subproblem are brieﬂy summarized. In the second subsection 2.6.2 the connection
between TRS problems and a quadratic eigenvalue problem is shown. This relation
will also be applied to solve quadratically constrained least squares problems and
delivers an important ingredient for the solution of regularized total least squares
problems in the next chapter in subsections 3.4.1 and 3.4.2. In subsection 2.6.3
another principle approach for solving quadratically constrained LS problems and
trust-region problems is discussed. That is the LSTRS method which is based on
a parametric linear eigenvalue problem and exhibits a strong relation to a second
basic algorithm of the next chapter presented in subsection 3.4.3. A possibility to
accelerate the LSTRS method substantially is presented as well.
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2.6.1 Trust-Region Problems
When computing a step between iterates in trust-region algorithms for minimization,
the following trust-region subproblem (TRS for short) has to be solved: minimize a
quadratic function subject to an ellipsoidal constraint
min
x

Ψ(x) subject to Lx ≤ ∆

(2.99)

where Ψ(x) = 21 xT Hx + g T x with given H = H T ∈ Rn×n , g ∈ Rn and ∆ > 0. The
matrix L ∈ Rp×n with p ≤ n in trust-region problems often is regular, sometimes it is
simply a diagonal scaling matrix. If this is the case a change of variables transforms
the problem to the following standard form, cf. also subsection 2.5.2. Throughout
this section we will assume L = I, hence
min
x

1 T
x Hx + g T x subject to x ≤ ∆.
2

(2.100)

Remark 2.9 If the matrix L is singular or if it holds that p < n then we denote this
as generalized trust-region subproblem (GTRS for short) which was ﬁrst investigated
by Moré in [75]. In subsections 3.4.1 and 3.4.2 the GTRS is analyzed in more detail
(cf. Lemma 3.14, Corollary 3.15 and 3.16) since it is needed for solving an iteration
step of the regularized total least squares problem. It has to be determined R(L) and
N (L), i.e. an orthonormal basis of range and kernel of L, cf. [108].
The relation to quadratically constrained least squares problems is obvious when
choosing H = AT A and g = −AT b. Then problem (2.99) is equivalent to the RLS
problem
Ax − b2 = min! subject to Lx2 ≤ ∆2 .
(2.101)
It should be noted that for (2.101) it holds that H = H T ≥ 0, in contrast to the more
general trust-region subproblem where the matrix H = H T can also be indeﬁnite.
Important discussions about the trust-region subproblem can be found for instance
in [27, 35, 76]. For large values of n problem (2.100) is denoted as LSTRS, i.e. as
large-scale trust-region subproblem. Typically it is assumed that the vector g is
nonzero. If g = 0, then problem (2.100) reduces to solving an eigenvalue problem
for the smallest eigenvalue and corresponding eigenvector of H. In the case of the
quadratically constrained LS problem g = −AT b = 0 indicates b ⊥ R(A), hence the
least squares problem would not be very meaningful.
The trust-region subproblem (2.100) always has a solution. The following characterization was proven in [111].
Lemma 2.10 A feasible vector x∗ is a solution to (2.100) with corresponding Lagrange multiplier λ∗ if and only if x∗ and λ∗ satisfy (H − λ∗ I)x∗ = −g with H − λ∗ I
positive semideﬁnite, λ∗ ≤ 0, and λ∗ (∆ − x∗ ) = 0.
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Corollary 2.11 Lemma 2.10 implies that all solutions of the trust-region subproblem
are of the form x∗ = −(H − λ∗ I)† g + z, with z from N (H − λ∗ I).
Corollary 2.12 A suﬃcient but not necessary condition for a unique solution x∗ of
(2.100) is given when Lemma 2.10 holds, but the condition (H − λ∗ I) ≥ 0 is replaced
by (H − λ∗ I) > 0.
Now several cases are examined with respect to the uniqueness of the solution and
the existence of boundary or interior solutions or both.
If the Hessian matrix H is positive deﬁnite the solution is unique. If it holds that
∆ > H −1g, problem (2.100) has a unique interior solution given by x∗ = −H −1 g,
with Lagrange multiplier λ∗ = 0 indicating a non-active constraint. If it holds that
∆ = H −1 g the unique boundary solution is given again by x∗ = −H −1 g with still
λ∗ = 0. And with ∆ < H −1 g the constraint is active, hence the λ∗ is negative and
the unique boundary solution is given by x∗ = −(H − λ∗ I)−1 g.
If the Hessian is positive semideﬁnite or indeﬁnite, it follows from Lemma 2.10 that
there exist boundary solutions satisfying x∗  = ∆ with λ∗ ≤ δ1 ≤ 0 where δ1 denotes
the smallest eigenvalue of H.
Let us start with a singular H ≥ 0, hence it holds that δ1 = 0. Then the ﬁrst part of
Ψ(x), i.e. 0.5xT Hx, can be interpreted as an inﬁnitely long valley in the direction of
S1 , the eigenspace corresponding to δ1 = 0.
If it holds that g ⊥ S1 then Ψ(x) can be interpreted as a shifted inﬁnitely long valley,
i.e. it holds that Ψ(x) = Ψ(x+z) for all values z ∈ S1 and the unconstrained problem
has the solution set xuncon = −H † g + z. For the constrained problem (2.100) three
cases can occur.
In the ﬁrst case it holds that ∆ < H † g, i.e. the constraint is active, hence the
Lagrange parameter λ∗ is negative and with the positive deﬁnite matrix (H − λ∗ I)
we obtain the unique boundary solution x∗ = −(H − λ∗ I)−1 g.
If ∆ = H † g holds, there exists the unique boundary solution x∗ = −H † g with
λ∗ = 0.
But in the third case ∆ > H †g the solution is nonunique. All x∗ = −H † g + z with
z ∈ S1 such that  − H † g + z ≤ ∆ solve the problem. So there exist interior as well
as boundary solutions. For the Lagrange parameter it holds that λ∗ = δ1 = 0. See
Figure 2.1 for a graphical representation of the cases one and three with a singular
matrix H = H T ≥ 0, g ⊥ S1 for n = 2.
The valley in Figure 2.1 is the solution of the unconstrained problem with the minimum norm solution xmin = −H † g depicted by the star. The ’pinv’ in the legend
denotes the pseudoinverse. For a value of ∆ smaller than xmin  the unique boundary solution is indicated by the triangle. And for a value of ∆ larger than xmin  the
two boundary solutions are indicated by the diamonds. The interior solutions lie on
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Figure 2.1: Contourplot of Ψ(x) with H ≥ 0 and g ⊥ S1
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the connecting line between the boundary solutions and are not explicitly displayed.
A very important connection to ill-conditioned quadratically constrained least squares
problems has to be mentioned. There it holds that H = AT A, g = −AT b and for
severely ill-conditioned problems the columns of A often are linear dependent when
investigated in ﬁnite arithmetic. So H = AT A ≥ 0 is singular and it directly follows
g ⊥ S1 :
With the singular value decomposition A = UΣV T the eigenspace S1 corresponding
to σn2 = δ1 ≈ 0 of H is equivalent to the right singular subspace of A corresponding
to σn ≈ 0. Then for z ∈ S1 it holds that
z T g = −z T V ΣT U T b = 0 because it already holds that z T V ΣT = 0.

(2.102)

The cases two and three from above are denoted as the hard case. The hard case is
present if it holds that λ∗ = δ1 and was introduced in [76]. The condition λ∗ = δ1 is
equivalent to δ1 ≤ 0, g ⊥ S1 , and (H − δ1 I)† g ≤ ∆. When looking at the solutions
while increasing the value of ∆ up to H † g, the solution x∗ = −H † g (case number
two) corresponds to the ’last’ unique solution and the ﬁrst solution with a non-active
constraint, i.e. λ∗ = 0. When increasing the value of ∆ slightly further the solution
gets nonunique.
The possible occurrence of a nonunique solution x∗ is denoted as potential hard case.
The potential hard case is deﬁned via the condition g ⊥ S1 , cf. [97].
Remark 2.13 Let us assume that for a quadratically constrained least squares problem the potential hard case occurs, which is very likely the case as shown above.
Then the hard case occurs if it holds additionally that ∆ ≥ H † g = (AT A)† AT b =
xLS . This is not a very reasonable constraint in LS problems since then the condition x ≤ ∆ does not have any regularizing eﬀect. A typical constraint condition is
xLS .
∆ < xLS  or even ∆
If the matrix H = H T ≥ 0 is singular but the vector g is not orthogonal to S1 , the
constraint is active, i.e. it holds that λ∗ < 0 = δ1 . The unique boundary solution is
given by x∗ = −(H − λ∗ I)−1 g.
With an indeﬁnite matrix H = H T essentially the same cases occur as for H ≥ 0. It
holds λmin (H) = δ1 < 0 and with λ∗ ≤ δ1 < 0 it follows that the constraint is always
active at the solution x∗ , hence only boundary solutions exist.
Remark 2.14 It should be noted that an indeﬁnite matrix H do not correspond to
quadratically constrained least squares problems but to an iteration step of quadratically constrained regularized total least squares problems, cf. subsection 3.4.2.
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We distinguish the same cases as above. If g ⊥ S1 holds, it exists the unique boundary
solution x∗ = −(H − λ∗ I)−1 g.
A nonunique solution again can only appear when g ⊥ S1 holds, i.e. the potential
hard case occurs. Analogous to the three cases above, the value of ∆ has now to be
compared to xmin  = (H − δ1 I)† g.
If it holds that ∆ < xmin , the Lagrange parameter λ∗ is strictly smaller than δ1 ,
hence (H − λ∗ I) is positive deﬁnite and the unique boundary solution is given by
x∗ = −(H − λ∗ I)−1 g.
The second case is ∆ = xmin , which implies the hard case λ∗ = δ1 , with still the
unique boundary solution x∗ = −(H − δ1 I)† g.
But if it holds that ∆ > xmin  with λ∗ = δ1 the solution gets nonunique, which is
the hard case as well. With λ∗ ≤ δ1 < 0 the choice λ∗ = δ1 corresponds to the largest
possible value of the term (H − λ∗ I)† g, but it is still smaller than ∆. Hence the set
of boundary solutions is deﬁned by x∗ = xmin + z with the z ∈ S1 such that x∗  = ∆
holds. In Figure 2.2 the cases one and three with an indeﬁnite matrix H = H T , g ⊥ S1
for n = 2 are shown. The vector xmin = −(H − δ1 I)† g is denoted by the asterisk.
This cannot be interpreted as the minimum of the unconstrained problem any longer
since Ψ(x) is not bounded below for indeﬁnite H. The ’pinv’ denotes again the
pseudoinverse. For a value of ∆ smaller than xmin  the unique boundary solution is
indicated by the triangle. And for a value of ∆ larger than xmin  the two boundary
solutions are indicated by the diamonds. No interior solutions exist.
Remark 2.15 If problem (2.100) encounters the hard case with δ1 ≤ 0, g ⊥ S1
and (H − δ1 I)† g < ∆ nonunique boundary solutions are present. If the eigenspace
S1 corresponding to the smallest eigenvalue δ1 is one-dimensional, there exist two
boundary solutions, cf. Figure 2.1 and 2.2. And if the eigenspace S1 contains more
than one vector, there exist inﬁnitely many boundary solutions.
There are several diﬀerent approaches how to solve the trust-region subproblem
(2.100). We brieﬂy sketch some of them in this subsection but also refer to the next
two subsections 2.6.2 and 2.6.3 where two other important methods are discussed in
detail.
If it is possible to compute the Cholesky factorization of matrices of the form H − λI
the method of choice is the one proposed by Moré and Sorensen [76] which uses
Newton’s method to ﬁnd a root of a scalar function. This is reasonable if the matrix
H is not too large and given explicitly.
Hager in [41] introduced the sequential subspace method (SSM). In SSM a sequence
of four-dimensional subspaces {Sk } is generated. The current subspace Sk acts as
additional constraint x ∈ Sk for the problem (2.100). (In SSM the inequality is
replaced by the equality constraint x = ∆). The ingredients of the subspaces
are the current iterate xk , the gradient of Ψ(x) at xk , an estimate of the smallest
eigenvector of H and an approximation of the SQP iterate (i.e. Newton’s method

31

Chapter 2 Regularized Least Squares Problems
applied to the ﬁrst-order optimality system). The ﬁrst three vectors are suﬃcient for
linear global convergence, proven by Hager and Park in [42]. By inserting the SQP
iterate into the search space the convergence is locally quadratic. The calculation of a
SQP iterate exhibits a strong connection to the Jacobi-Davidson algorithm of Sleijpen
and Van der Vorst [109]. The main costs of SSM are the approximate solutions of
a sequence of linear systems. These linear systems are treated independently by
variants of MINRES, i.e. there is no reuse of information from previous iteration
steps except for the current iterate xk itself.
The approach of Sorensen in [112] involves the solution of a related parametric eigenvalue problem. The parameter is adjusted within a sequence of eigenproblems until
the solution does fulﬁll the boundary condition. At the same time Rendl and Wolkowicz [96] came out with a very similar idea using the same parametric eigenvalue problem. The resulting algorithms are diﬀerent in spirit: While Sorensen encounter the
optimality condition, Rendl and Wolkowicz try to reduce the duality gap in a primaldual semideﬁnite programming framework. A dual simplex-type method is used in
the basic iteration and a primal simplex-type method provides steps for the hard
case.
In a nice survey of Fortin and Wolkowicz [26], the Generalized Lanczos Trust Region
Algorithm was compared to the above mentioned algorithm from Moré and Sorensen
in [76] and an improved version of the algorithm in [96].

2.6.2 Solution by one Quadratic Eigenvalue Problem
If we are only interested in boundary solutions, the inequality constraint of the trustregion subproblem (2.100) can be replaced by an equality constraint
min
x

1 T
x Hx + g T x subject to x = ∆.
2

(2.103)

This approach is not reasonable in the case H > 0 and ∆ > H −1g, i.e. when the
TRS has one unique interior solution that would be excluded in (2.103) by enforcing
equality in the constraint condition.
An interesting solution to problem (2.103) was derived in [28, 30]: by reformulation
into a quadratic eigenvalue problem (QEP).
Consider the slightly modiﬁed version of the Lagrangian of (2.103)
L(x, λ) = xT Hx + 2g T x − λ(xT x − ∆2 ).

(2.104)

Then the ﬁrst-order optimality conditions are equivalent to
Hx + g − λx = 0,

and x2 = ∆2 .

(2.105)

From the set of diﬀerent pairs (λ, x) that fulﬁll the ﬁrst-order conditions, it was shown
in [27] that the smallest (i.e. leftmost) λ corresponds to the minimizer of (2.103).
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Now it is deﬁned a vector u := (H − λI)−2 g where the λ is assumed not to belong
to the spectrum of H. Then it holds that
(H − λI)2 u = g

with g T u = xT x = ∆2 .

(2.106)

By using g = ∆−2 gg T u the ﬁrst equation in (2.106) can be written as the quadratic
eigenvalue problem
(H − λI)2 u − ∆−2 gg T u = (λ2 I − 2λH + H 2 − ∆−2 gg T )u = 0.

(2.107)

It is shown in [28] that for the smallest eigenvalue of (2.107) it holds λ∗ ≤ δ1 with δ1
as the smallest eigenvalue of H. Hence the matrix (H − λ∗ I) is positive semideﬁnite.
If it holds that λ∗ < δ1 the unique solution x∗ of (2.103) can be recovered from the
eigenvector û corresponding to λ∗ : Scale
u∗ = û

∆2
ûT g

and substitute back x∗ = −(H − λ∗ I)u∗ .

(2.108)

If it holds that g ⊥ S1 the QEP (2.107) always contains an eigenvalue that is smaller
than δ1 . If it holds that g ⊥ S1 we are analogous to subsection 2.6.1 in the potential
hard case. Then any z ∈ S1 is an eigenvector of the QEP corresponding to the
eigenvalue δ1 . The multiplicity of the eigenvalue δ1 from the QEP is (at least) two
times the multiplicity of δ1 from H. But the eigenpair (δ1 , z) does not necessarily
correspond to the smallest eigenvalue of the QEP. The following three cases can be
distinguished.
If it holds that ∆ < (H − δ1 I)† g then the smallest eigenvalue of the QEP λ∗ is
simple and strictly smaller than δ1 , hence the unique solution can be obtained by
means of (2.108).
If it holds that ∆ = (H − δ1 I)† g the smallest eigenvalue of the QEP is equal to δ1
with the multiplicity of two times the multiplicity of the eigenvalue δ1 of H plus one.
From the corresponding eigenspace the unique solution vector x∗ = −(H − δ1 I)† g
has to be extracted by orthogonalizing u against S1 and then perform the steps of
(2.108).
If it holds that ∆ > (H − δ1 I)† g the smallest eigenvalue of the QEP is equal to
δ1 with the multiplicity of two times the multiplicity of the eigenvalue δ1 of H. The
corresponding eigenspace is S1 , hence the solution x∗ cannot be recovered from a
solution z ∈ S1 of the QEP only. In the scaling step in (2.108) one has to divide
by z T g = 0, which indicates the hard case here. An additional linear system has to
be solved, i.e. (H − δ1 I)x = −g. Let xmin denote its minimum norm solution. The
solution x∗ of (2.103) is then obtained by x∗ = xmin + z with a vector z ∈ S1 ⊥ xmin
of suitable length such that it holds xmin 2 + z2 = x∗ 2 = ∆2 . See Remark
2.15 for a note on the dimension of the solution set. So exactly when the leftmost
eigenvalue of the QEP (2.107) λ∗ belongs to the spectrum of H, i.e. is equal to δ1 ,
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the hard case is encountered.
Let us consider the QEP (2.107) of a RLS problem of the form (2.101) with H =
AT A, g = −AT b and L = I. If the columns of A are not linear dependent, it
holds that H > 0 and the QEP has a simple smallest eigenvalue corresponding to
a nicely scalable eigenvector for (2.108). But the rather frequent case is that A is
ill-conditioned, i.e. it holds that δ1 ≈ 0 and g ⊥ S1 as shown in the last subsection,
cf. equation (2.102). It can be drawn the same conclusions as stated in Remark 2.13,
this time with respect to the QEP: A unique smallest eigenvalue of (2.107) exists if
it holds that ∆ < (H −δ1 I)† g ≈ H † g = xLS . This is a reasonable choice for ∆.
It stays the question how to solve the QEP (2.107) and if the hard case occurs
with ∆ > (H − δ1 I)† g how to solve the additional linear system (H − δ1 I)x =
−g. A detailed description of suitable algorithms for solving quadratic eigenvalue
problems is postponed to the next chapter. The most sound choices for computing
only few eigenpairs (here only one) are the Second Order Arnoldi Reduction (SOAR)
introduced by Bai and Su [3], and a Krylov subspace projection method presented
by Li and Ye [69] which is especially suited for monic quadratic eigenproblems (like
(2.107)). These methods are discussed in detail in subsection 3.4.2.
The additional linear system is consistent since in the hard case the right-hand side
−g is orthogonal to the nullspace of (H − δ1 I). Hence the conjugate gradient method
(CG for short) can be applied to avoid the decomposition of the possibly large positive semideﬁnite matrix. Of course preconditioning techniques can be applied to
accelerate CG, but this is beyond the scope of this work.
Remark 2.16 The minimum norm solution of the linear system (H −δ1 I)x = −g in
the hard case could also be recovered from the solution of another QEP corresponding
ˆ = (H − δ1 I)† g which is smaller than the original value. By choosing
to the value ∆
ˆ and solve the QEP for the smallest eigenvalue the solution xmin = −(H −
∆=∆
†
δ1 I) g can be extracted from the eigenspace as described above in case two. A unique
ˆ which yields an
QEP solution is obtained by choosing ∆ slightly smaller than ∆
†
approximation x̃min ≈ −(H − δ1 I) g. So it is possible to obtain the solution of
(2.103) in the hard case without solving a linear system. This could be replaced by a
ˆ = (H − δ1 I)† g.
bisection search (or a more eﬃcient technique) to ﬁnd the value ∆
Therefore a sequence of QEPs (2.107) could be calculated. The side of the current
∆k can either be checked by the orthogonality of û and S1 or the occurrence of an
eigenvalue λ∗ < δ1 . We do not recommend this idea, but it is similar to the approach
that is presented in [112], see also the next subsection 2.6.3.
Remark 2.17 In the beginning of this subsection the case of a unique interior solution with H > 0 and ∆ > H −1 g has been excluded, since it is not possible to recover
the solution x∗ = −H −1 g from the quadratic eigenvalue problem (2.107). This case
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is indicated by a positive value of the smallest eigenvalue λ∗ of the QEP. In principle
similar ideas as mentioned in Remark 2.16 can be applied. Either the linear system
ˆ = H −1g has
Hx = −g can be solved, for instance by CG. Or a suitable value ∆
to be found, which is again smaller than the original value, where the solution of the
corresponding QEP does contain the information of x∗ . This could be done again by
a bisection search for values ∆k via solving a sequence of QEPs where the λ∗ is equal
ˆ With λ∗ = 0 the result is in accordance
to zero exactly when it holds that ∆k = ∆.
with Lemma 2.10. We also do not recommend this approach, it is only to stress the
existence of this possibility.

2.6.3 LSTRS Method
In this subsection we discuss the LSTRS algorithm from Rojas, Santos and Sorensen
in [99] which is based on recasting the large-scale TRS in terms of a parameter dependent eigenvalue problem and adjusting the parameter iteratively. The essential work
at each iteration is the solution of an eigenvalue problem for the smallest eigenvalue
of the Hessian matrix (or two smallest eigenvalues in the potential hard case) and
associated eigenvector(s). Replacing the implicitly restarted Lanczos method in the
original paper with the Nonlinear Arnoldi method makes it possible to recycle most
of the work from previous iterations which can substantially accelerate the LSTRS
algorithm, see also [58].
The drawback of switching the algorithms in [112] as well as the drop from superlinear to linear convergence when encountering the hard case has been analyzed and
removed by Rojas, Santos and Sorensen and they suggested the LSTRS algorithm.
Its theoretical foundation and a discussion of its convergence properties is contained
in [97, 98, 100] and a detailed description of the LSTRS algorithm with special emphasis on computational aspects can be found in [99].
The LSTRS method is based on a reformulation of (2.100) as a parameter dependent
eigenvalue problem
 
 

1
1
α gT
Bα y :=
=λ
(2.109)
g H
x
x
where the real parameter α has to be adjusted such that the solution of (2.100) can be
read oﬀ from the smallest eigenvalue of (2.109) and the (appropriately normalized)
corresponding eigenvector. To this end one has to solve a sequence of eigenvalue
problems Bαk yk = λk yk for the smallest eigenvalue and corresponding eigenvector
(λk , yk ) (and for a second eigenpair in the potential hard case) which is the essential
cost of every step of the LSTRS method.
In [99] the eigenvalue problems are solved by the implicitly restarted Lanczos method
[110] implemented in ARPACK [68] and included into MATLAB as function eigs.
Since the sequence of parameters {αk } produced by the LSTRS algorithm converges
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to some α∗ , and therefore the matrices Bαk converge as well, it should be beneﬁcial to
reuse information from previous steps when solving Bαk y = λy in the current step.
Recycling of prior information can be accomplished in ARPACK by choosing the
eigenvector of the last step corresponding to the smallest eigenvalue as initial vector
in the next step.
An eigensolver that is able to use all information acquired in previous iteration steps
is the Nonlinear Arnoldi method, cf. [126, 127]. This change of eigensolver within the
LSTRS algorithm is discussed and its capability to accelerate the LSTRS approach is
demonstrated by several examples. Note that the algorithms of [96] and the improved
version in [26] could be accelerated in exactly the same way as it is presented for
LSTRS.
Now the relation between the TRS and the parameterized eigenvalue problem (2.109)
is explained in more detail, hence the LSTRS algorithm is derived. Then the Nonlinear Arnoldi method is described and how it is included into the LSTRS algorithm.
Several examples demonstrate the improvement of LSTRS by recycling of prior information.
Lemma 2.10 reveals the relationship between the trust-region subproblem (2.100)
and the eigenvalue problem (2.109). For real α let λ1 (α) be the smallest eigenvalue
of Bα and y be a corresponding eigenvector.
We ﬁrst consider the case that the ﬁrst component of y is diﬀerent from 0, and can
be scaled to be equal to one. For such an eigenvector y = (1, xT )T we have
α − λ1 (α) = −g T x,

(2.110)

(H − λ1 (α)I)x = −g.

(2.111)

and
Equation (2.111) demonstrates that two of the conditions of Lemma 2.10 are automatically satisﬁed: (H − λ1 (α)I)x = −g, and since the eigenvalues of H interlace
the ones of Bα , H − λ1 (α)I is always positive semideﬁnite, independent of the value
of α. We assume the TRS to exhibit a boundary solution, hence the constraint is
active and for the Lagrange multiplier it holds that λ∗ ≤ 0, i.e. the third condition is
fulﬁlled as well. We therefore have to adjust the parameter α such that the remaining
property λ1 (α)(∆ − x) = 0 is satisﬁed.
Equations (2.110) and (2.111) express λ1 and x implicitly in terms of α. Let us deﬁne
the function
φ(λ) := g T (H − λI)† g = −g T x.
(2.112)
This secular function can be expressed alternatively as
φ(λ) =

d

j=1
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with δ1 < δ2 < · · · < δd as the distinct eigenvalues of H and Si ≡ N (H − δi I), i =
1, . . . , d as the corresponding eigenspaces. The βj2 are the sum of the squares of the
expansion coeﬃcients of g in the corresponding eigenvector basis, i.e. an orthonormalized basis of Sj . The function φ has the nice derivative


φ (λ) =

d

j=1

βj2
= g T [(H − λI)† ]2 g = xT x.
2
(δj − λ)

(2.114)

Note that x satisﬁes (H − λI)x = −g. The idea is now to adjust the value of α such
that the corresponding x satisﬁes the secular equation xT x = φ (λ) = ∆2 . Hence it
is to solve the following secular equation
d

j=1

βj2
= ∆2
2
(δj − λ)

(2.115)

where the smallest solution corresponds to λ∗ , cf. subsection 2.6.1 and [27].
Sometimes the equivalent formulation of the secular equation (2.115) as
f (λ) :=

1
1
−
=0
x(λ) ∆

(2.116)

is also very useful in view of faster convergence of iterative methods, cf. [100, 112].
Reinsch showed already in 1971 that f (λ) is concave and strictly increasing for λ > 0,
cf. [10, 94].
The typical situation for the secular function φ(λ) from (2.113) of an indeﬁnite matrix H and a vector g is shown in Figure 2.3. At the optimal value λ∗ the tangent at φ(λ∗ ) is indicated by the dashed line. For the slope of the tangent holds
φ (λ∗ ) = ∆2 = x∗ 2 . In this example the values of interest are δ1 = −3, λ∗ = −3.5
and ∆2 ≈ 2. The value of α∗ ≈ −0.7 and can be obtained as the intersection of the
dashdotted line α∗ − λ with the axis λ ≡ 0.
In the previous passage the smallest eigenvalue of Bα was assumed to have a corresponding eigenvector with nonzero ﬁrst component. It remains to consider the
possibility that all eigenvectors associated with λ1 (α) have ﬁrst component zero, so
none of them can be normalized to one and the strategy for solving problem (2.109)
breaks down. This can only happen when the potential hard case is present, i.e. if it
holds that g ⊥ S1 . Then δ1 is no longer a pole of φ(λ), but a removable discontinuity.
Keep in mind that the potential hard case is not an artiﬁcial case, e.g. in regularization problems g very often is (nearly) orthogonal to S1 . The hard case occurs when
it holds that g ⊥ S1 , δ1 ≤ 0 and ∆ ≥ (H − δ1 I)† g, which is equivalent to λ∗ = δ1 .
In terms of the function φ(λ) this means that λ∗ is a removable discontinuity. If the
vector g is nearly orthogonal to S1 and it holds that δ1 ≤ 0 and ∆ ≥ (H − δ1 I)† g
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H indefinite, δ1 = −3, λ* = −3.5
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Figure 2.3: Secular equation

then δ1 is only slightly larger than λ∗ . This case is denoted as near hard case. In
the near hard case the function φ(λ) has a very weak pole at δ1 , hence φ will be
very steep around such a pole, causing numerical diﬃculties, cf. [99, 100]. We brieﬂy
summarize the main results of [98].
If the potential hard case is present, there exists a critical value α̃1 . For α > α̃1
the smallest eigenvalue of Bα is equal to δ1 and the corresponding eigenspace only
consists of vectors with zero ﬁrst components.
It is shown that for any value of α there always exists an eigenvector of Bα that
can safely be normalized to have a ﬁrst component equal to one. But this does not
always have to be the smallest one.
If it holds that g ⊥ S1 or g ⊥ S1 , α < α̃1 this scalable eigenvector indeed corresponds
to the smallest eigenvalue of Bα , which is strictly smaller than δ1 in this case.
If it holds that g ⊥ S1 and α − α̃1 = ε > 0 with a very small positive value of ε,
the scalable eigenvector of Bα do not correspond to the smallest but to the second
smallest eigenvalue.
In the hard case it holds that α∗ = α̃1 . The multiplicity of the smallest eigenvalue of
Bα∗ is at least equal to two. The corresponding eigenspace consists of one scalable
eigenvector and one or more eigenvectors with zero ﬁrst components. The second
part is just the eigenspace S1 of H with an additional zero as ﬁrst component.
If the hard case is present and it holds the strict inequality ∆ > (H − λ∗ I)† g the
solution is nonunique. The eigenspace of Bα∗ corresponding to the smallest eigenvalue
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−(H − δ1 I) g



consists of
span

(2.117)

with span {z1 , . . . , zr } ≡ S1 . To obtain an approximate solution in the hard case it is
important to have an approximation to the scalable vector (1, −g T (H − δ1 I)† )T and
to any vector of the cluster (0, z T )T , z ∈ S1 .
The LSTRS algorithm
The basic idea was developed by Sorensen in [112] where only one eigenpair per step
was calculated. This is motivated with the non-hard case, where this is suﬃcient. If
a hard case is detected, a vector of S1 has to be stored, which is obtained during the
course of the algorithm. Then the strategy has to be switched and λ∗ = δ1 has to be
approached from the left to obtain the scalable vector.
The LSTRS algorithm starts with an initial guess for α and iteratively adjusts this
parameter towards the optimal value α∗ . This is accomplished by solving a sequence
of eigenvalue problems for Bαk , for diﬀerent values of αk , k = 0, 1, . . . . If the eigenvector corresponding to a λ1 (αk ) can be safely normalized to have a ﬁrst component
equal to one, then equation (2.110) can be used to update α:
αk+1 = λ1 (αk ) − g T xk = λ1 (αk ) + g T (H − λ1 (αk )I)† g = λ1 (αk ) + φ(λ1 (αk )). (2.118)
Note that φ(λ) is a rational function in λ with d singularities at the distinct eigenvalues of H. These are either removable discontinuities if g is orthogonal to the
corresponding eigenspaces Sj , j = 1, . . . , d or poles if it holds that g ⊥ Sj . The
function φ(λ) is very expensive to evaluate, therefore the LSTRS algorithm employs
a rational interpolant φ̂(λ) based on the Hermitian data φ(λ1 (αk )) = −g T xk and
φ (λ1 (αk )) = g T [(H − λ1 (αk )I)† ]2 g = xTk xk . The new value αk+1 is then computed
according to (2.118) as αk+1 = λ̂1 (αk ) + φ̂(λ̂1 (αk )) where λ̂1 (αk ) is determined such
that it holds φ̂ (λ̂1 (αk )) = ∆2 . One could regard the LSTRS method as moving
the line α − λ until the leftmost intersection with the graph of φ(λ) has the slope
φ (λ) = ∆2 , see also Figure 2.3.
It was mentioned above that in a potential hard case for all values of α greater than
a certain critical α̃1 all eigenvectors associated with λ1 (α) have ﬁrst component zero.
But for any α there is a well deﬁned eigenvector of Bα depending continuously on
α that can safely be normalized to have ﬁrst component one, cf. [98]. If it holds
that g ⊥ S1 or g ⊥ S1 and α ≤ α̃1 this eigenvector corresponds to the smallest
eigenvalue λ1 (α), and if g ⊥ S1 and α exceeds α̃1 by a small amount it is associated
with the second smallest eigenvalue. It is this eigenpair which is used in LSTRS to
construct the rational Hermitian interpolation φ̂ mentioned above. It is guaranteed
that at least one of these two eigenvectors is safely scalable (Adjustment step). In
particular, these two vectors are needed in the hard case.
Above we sketched the essential ingredients of the LSTRS method demonstrating
that the main cost in every iteration step is the solution of the eigenvalue problem
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(2.109) for the smallest eigenvalue or the two smallest eigenvalues in the potential
hard case and corresponding eigenvectors. The real software uses a safeguarding
strategy to ensure global convergence of {αk } and employs the eigenpairs (λ1 (αk ), xk )
and (λ1 (αk−1 ), xk−1) from the last two iteration steps when constructing the rational
interpolation φ̂(λ) to generate the next parameter αk+1 = λ̂1 (αk ) + φ̂(λ̂1 (αk )). The
following Algorithm 2.1 from [98] is superlinearly convergent. The main cost of the
Algorithm 2.1 LSTRS method
1: Compute δU ≥ δ1 , initialize αU , set α0 = min{0, αU }
2: Compute eigenpairs {λ1 (α0 ), (ν1 , uT1 )T }, {λi (α0 ), (ν2 , uT2 )T } corresponding to the
smallest and close to the second smallest eigenvalue of Bα0
3: Initialize αL , set k = 0
4: while not converged do
5:
Adjust αk


uT
1 Hu1
6:
Update δU = min δU , uT u1
1

7:
8:
9:
10:
11:
12:
13:
14:
15:

if g|ν1| > ε 1 − ν12 then
Set λk = λ1 (αk ) and xk = uν11
if xk  < ∆ then αL = αk end if
if xk  > ∆ then αU = αk end if
else Set λk = λi (αk ), xk = uν22 and αU = αk
end if
Compute αk+1 by interpolation scheme
Safeguard αk+1 , set k = k + 1
end while

LSTRS algorithm is the solution of the eigenvalue problems, i.e. the determination of
two of the smallest eigenvalues and corresponding eigenvectors of Bαk for k = 0, 1, . . . .
For k = 0 the eigenproblem is solved in line 2 of Algorithm 2.1 and the subsequent
eigenproblems are hidden in the Adjustment step in line 5. This step consists of
Algorithm 2.2.
In the LSTRS method the interpolation of φ(λ) in line 13 is a two-point rational
interpolation scheme and the safeguarding step in line 14 ensures that it holds αk+1 ∈
[αL , αU ], with lower and upper bounds αL and αU for α∗ . The method is an enclosing
algorithm for α∗ , producing a shrinking interval [αL , αU ] and is globally convergent.
The sequence {λk } and the sequence {xk } calculated by Algorithm 2.1 are locally
q-superlinear convergent to λ∗ and −(H − λ∗ I)† g, respectively. The proof is given in
[98], Theorem 5.1.
Remark 2.18 In the beginning of this subsection the case of a unique interior solution with H > 0 and ∆ > H −1 g has been excluded, since it is not possible to
obtain the solution x∗ = −H −1 g by the LSTRS Algorithm 2.1. This case is indicated
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Algorithm 2.2 Adjustment step
1: Set α = αk , αk ∈ [αL , αU ]
2: if k > 0 then
3:
Compute eigenpairs {λ1 (α), (ν1 , uT1 )T }, {λi (α), (ν2, uT2 )T } corresponding
4:
to the smallest and close to the second smallest eigenvalue of Bα
5: end if
6: while g|ν1 | ≤ ε 1 − ν12 and g|ν2 | ≤ ε 1 − ν22
7:
and |αU − αL | > εα · max{|αL |, |αU |} do
8:
αU = α
9:
α = (αL + αU )/2
10:
Compute eigenpairs {λ1 (α), (ν1 , uT1 )T }, {λi (α), (ν2, uT2 )T }
11: end while
12: Set αk = α
by a positive smallest eigenvalue λ∗ of Bαk . In principle similar ideas as mentioned
in Remark 2.16 and 2.17 can be applied. Either the linear system Hx = −g can
be solved by CG as it is done in the original LSTRS code from Rojas, Santos and
Sorensen [99]. But it would also be possible to perform a bisection search for values
αk via solving a similar sequence of EVPs as in the LSTRS method, where the λ∗
is equal to zero exactly when the αk corresponds to a ∆k such that ∆k = H −1g
holds. The cost of ﬁnding the interior solution by this modiﬁed LSTRS method is
comparable to the cost of the standard LSTRS for the boundary solution case.
Nonlinear Arnoldi
Solving a large-scale symmetric eigenvalue problem for the smallest or two smallest
eigenvalues and corresponding eigenvectors the method of choice is the implicitly
restarted Lanczos method (IRLM) introduced by Sorensen in [110]. The use of IRLM
is suggested in most of the publications about the LSTRS method, cf. [97, 98, 99,
100]. However, in LSTRS a sequence of eigenproblems depending continuously on a
convergent parameter has to be solved, and one should take advantage of information
gained in previous iteration steps. The only freedom of Krylov subspace methods like
Lanczos is the choice of the initial vector, and consequently in the original LSTRS
method the kth iteration step is initialized by the eigenvector of the (k − 1)th step.
An eigensolver that is able to make use of all information from previous iteration
steps is the Nonlinear Arnoldi method, which was introduced in [126, 127] for solving
nonlinear eigenvalue problems. See appendix A.2 for an introduction into nonlinear
eigenvalue problems and a motivation for the Nonlinear Arnoldi method. As an
iterative projection method it computes an approximation to an eigenpair from the
projection V T Bαk V z = λz of the eigenproblem (2.109) to a subspace V of small
dimension, and it expands the subspace if the approximation does not meet a given
accuracy requirement. The projected matrices as well as the search space can be
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easily reused when changing the parameter αk .
Although the Nonlinear Arnoldi method is usually more expensive than the implicitly
restarted Lanczos method when solving a single eigenproblem the heavy reuse of
information gained from previous steps leads to a signiﬁcant speed-up in LSTRS,
since almost all necessary information for solving Bαk+1 y = λy is already contained
in the subspace that has been built up for solving Bαk y = λy.
In chapter 3 in subsection 3.4.2 it is shown that a similar technique has been successfully applied for accelerating the RTLS solver in [108] which is based on a sequence
of quadratic eigenvalue problems, cf. [60, 63]. Another method for RTLS problems
presented in [95] which is based on a sequence of linear eigenproblems has also been
accelerated substantially in [62, 66]. This is discussed in subsection 3.4.3. The correct chronological order is indeed that our work on RTLS was done before the work
on LSTRS in [58].
The following algorithm is used in LSTRS for solving



0 gT
T
T
Tk (λ)y := (Bαk − λI)y = (B0 + αk e1 e1 − λI)y =
+ αk e1 e1 − λI y = 0.
g H
(2.119)
Algorithm 2.3 Nonlinear Arnoldi for EVPs
1: Start with initial basis V , V T V = I
2: For ﬁxed αk ﬁnd smallest eigenvalue µ of V T Tk (µ)V z = 0 and corresponding
eigenvector z
3: Determine preconditioner P C ≈ Tk−1 (µ)
4: Set u = V z, r = Tk (µ)u
5: while r/u >  do
6:
v = P Cr
7:
v = v − V V Tv
8:
ṽ = v/v, V = [V, ṽ]
9:
Find smallest eigenvalue µ of V T Tk (µ)V z = 0 and corresponding eigenvector
z
10:
Set u = V z, r = Tk (µ)u
11: end while
The Nonlinear Arnoldi method allows thick starts in line 1, i.e. when solving Tk (λ)y =
0 in step k of the LSTRS method, Algorithm 2.3 is started with the orthonormal
basis V that was used in the preceding iteration step when determining the solution
yk−1 = V z of V T Tk−1 (λ)V z = 0. So all search spaces of previous problems are kept.
The projected problem in the kth iteration step


(2.120)
V T Tk (µ)V z = V T B0 V + αk (eT1 V )T (eT1 V ) − µI z = 0
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can be achieved immediately from the previous step since the matrices V , V T B0 V
and v1 = V (1, :) are known. Within the iteration these matrices are obtained on-theﬂy by appending one column to V and one column and row to V T B0 V , respectively.
This update relies on matrix-vector products only, and does not require the matrix
B0 explicitly.
The LSTRS method with Nonlinear Arnoldi can be executed with low and ﬁxed
storage requirements. For memory allocation purposes a maximal dimension p
n
of the search space span{V } can be set in advance, and if in the course of the LSTRS
method the dimension of V reaches p, then the Nonlinear Arnoldi method is restarted
with a subspace spanned by a small number q of eigenvectors corresponding to the
smallest eigenvalues of Tk (λ).
LSTRS requires an eigenvector associated with the smallest eigenvalue of Tk (λ), and
only if this one cannot be scaled safely such that the ﬁrst component equals one, a
further eigenvector is needed. The implicitly restarted Lanczos method approximates
eigenvectors corresponding to extreme eigenvalues simultaneously, and therefore in
the original version of LSTRS two eigenvectors are returned by eigs in every iteration
step. The Nonlinear Arnoldi method aims at one eigenpair at a time. In Algorithm
2.3 this is the smallest one. If a second eigenvector is needed the search space V can
be further extended now aiming at the second smallest eigenvalue µ in line 9.
A few further comments are in order:
– To solve the very ﬁrst eigenproblem with the Nonlinear Arnoldi it is recommended to put some useful information in the starting basis V . An orthonormal basis of the Krylov subspace K (B0 , e1 ) with a small value of  ≈ 5 is a
suitable choice.
– The projected eigenproblems in line 2 and 9 can be solved by a dense solver for
all eigenvalues; in the examples MATLABs eig has been used.
– For general nonlinear eigenproblems the Nonlinear Arnoldi usually requires a
preconditioner. For all test examples (see below) the method always worked
ﬁne without it, i.e. P C = I.
– For a quadratically constrained least squares problem the explicit form of the
matrix H = AT A is not needed to determine the projected matrix V T B0 V , but
it can be updated according to V T B0 V = ([−b, A]V )T ([−b, A]V ) − b2 v1T v1
(recall v1 is the ﬁrst row of V ).
The advantage to use the Nonlinear Arnoldi method in LSTRS over the implicitly
restarted Lanczos method is caused by the fact that thick starts are possible. This
holds true also for other iterative projection approaches like the Jacobi-Davidson
method [109] where the search space span{V } is expanded by an approximate solution
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of the correction equation


I−


uuT 
uuT 
(µ)
I
−
T
v = Tk (µ)u,
k
uT u
uT u

v ⊥ u.

(2.121)

However, solving (2.121) will usually be much more expensive than the Nonlinear
Arnoldi expansion v = P C · Tk (µ)u. But for really huge problems when storage is
critical and only coarse preconditioners are available Jacobi-Davidson could be beneﬁcial because the correction equation can be solved by a Krylov solver with short
recurrence.
Numerical Examples
In order to evaluate the performance of LSTRS using Nonlinear Arnoldi as eigensolver, we used a modiﬁed version of LSTRS where the second eigenpair is calculated
only when needed. In this case, the Nonlinear Arnoldi method is called again and a
second eigenpair is computed.
Numerical experiments were performed on diﬀerent problem classes. The ﬁrst class
consisted of regularization problems. For those problems, the matrix H is usually
close to singular and the vector g is nearly orthogonal to S1 . Therefore, a (near)
potential hard case is always present and, depending on the value of ∆, the hard case
is also present.
The second problem class consisted of shifted Laplacian problems with the Hessian
matrix H = L − 5I, where L is a discrete version of the 2-D Laplacian. The diagonal
shift makes H indeﬁnite. Both the easy and the hard case were considered.
In the third problem class, the matrix H was of the form H = UDU T , with D a
diagonal matrix and U a Householder matrix. Due to the complete knowledge of H,
all cases can be very easily generated and investigated.
We studied the performance of LSTRS when diﬀerent eigensolvers were used. For
the regularization problems, we compared the following eigensolvers. IRLM+H: the
IRLM combined with the heuristics described in [99]. IRLM+T: the IRLM combined with a Chebychev spectral transformation as described in [100]. NLArn: the
Nonlinear Arnoldi method described in Algorithm 2.3. For the other two classes of
problems, we compared the IRLM with NLArn. The speciﬁc LSTRS settings are
described under each class of problems.
The numerical tests were run under MATLAB R2008a on a PentiumR4 computer
with 3.4 GHz and 8GB RAM, running the Linux operating system.
Regularization Problems
The regularization problems were taken from the Regularization Tools package [48].
Most of the problems in this package are discretizations of Fredholm integral equations of the ﬁrst kind, which are typically very ill-conditioned.
Regularized solutions were computed by solving quadratically constrained least squares
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problems (2.37) with L = I, i.e. trust-region problems with H = AT A and g = −AT b
1
min Ax − b2
x 2

subject to x ≤ ∆,

(2.122)

where A ∈ Rm×n , m ≥ n, and b ∈ Rm . The matrix A comes from the discretization
of an operator in an ill-posed problem and is typically very ill-conditioned.
The MATLAB routines heat, ilaplace, parallax, phillips and shaw from [48]
provided the matrices A and the right-hand sides b. Except for parallax, the routines
also provided the true solutions xtrue and ∆ = xtrue  was used for those problems.
For problem parallax, ∆ = 5 was used.
No noise was added to the vector b since the absence of noise yields a more diﬃcult
trust-region problem for which the potential (near) hard case is present in a multiple
instance, cf. [99, 100]. The parameters for LSTRS were chosen as in [99] and were as
follows. The values epsilon_HC = 1e-16 and epsilon_Int = 0 were used to try to
favor a boundary solution. The values epsilon_Delta = 1e-2 and max_eigentol
= 0.4 were used in all experiments, except for the mildly ill-posed heat problem for
which epsilon_Delta = 1e-3 and max_eigentol
= 0.7. The initial vector for the
√
T
ﬁrst call to the IRLM was v0 = (1, . . . , 1) / n + 1 and the total number of vectors
was ﬁxed at 8. For NLArn, the maximum dimension of the search space was p = 40,
the dimension of the starting search space was  = 5, and we restarted with q = 2
eigenvectors corresponding to the two smallest eigenvalues of the projected problem.
The results are shown in Table 2.1.
In Table 2.1, the size of the problem (n) is given in parentheses and ‘MatVecs’ denotes
the number of matrix-vector products required. Here, A ∈ Rn×n , x, b ∈ Rn . The
only exception is problem parallax, for which A ∈ R26×n , b ∈ R26 . For problem heat,
a parameter κ controls the degree of ill-posedness. The value κ = 5 yields a mildly
ill-posed problem whereas κ = 1 generates a severely ill-posed one.
The maximum dimension of the search space in the Nonlinear Arnoldi method
(p = 40) was reached only when solving the mildly ill-posed heat problem. In this
case, one restart was necessary. In all the regularization tests, the Nonlinear Arnoldi
method outperformed the Implicitly Restarted Lanczos Method in terms of matrixvector products and optimality of the trust-region solution measured by the quantity
(H−λI)x+g
. Roughly speaking, the eﬀort was reduced by a factor of 10 with respect
g
to the IRLM+H while the optimality level was higher. The IRLM+T needed even
more MatVecs than the IRLM+H to compute solutions with similar optimality levels.
Laplacian Problems
In these problems, the Hessian matrix was H = L − 5I, with L the standard 2-D
discrete Laplacian on the unit square based upon a 5-point stencil with equallyspaced mesh points. We studied problems of size 324 and 1024. The vector g was
randomly generated with entries uniformly distributed on (0, 1). The trust-region
radius was ﬁxed at ∆ = 100. Problems with and without hard case were studied.
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Table 2.1: Problems from Regularization Tools
Problem(Size)

Eigensolver

heat(300),κ = 1

IRLM+H
IRLM+T
NLArn
IRLM+H
IRLM+T
NLArn
IRLM+H
IRLM+T
NLArn
IRLM+H
IRLM+T
NLArn
IRLM+H
IRLM+T
NLArn
IRLM+H
IRLM+T
NLArn
IRLM+H
IRLM+T
NLArn
IRLM+H
IRLM+T
NLArn
IRLM+H
IRLM+T
NLArn

heat(300),κ = 5

heat(1000),κ = 1

ilaplace(195)

parallax(300)

phillips(300)

phillips(1000)

shaw(300)

shaw(1000)

46

x−xtrue 
xtrue 

(H−λI)x+g
g

|x−∆|
∆

MatVecs

5.0e-02
5.0e-02
5.1e-02
3.3e-05
3.3e-02
1.3e-03
5.5e-02
7.0e-02
1.2e-02
2.8e-01
1.5e-01
1.2e-01
3.4e-02
1.3e-02
1.0e-02
1.0e-02
1.4e-02
1.0e-02
5.8e-02
5.8e-02
5.8e-02
8.4e-02
8.4e-02
5.9e-02

5.3e-06
3.1e-04
3.1e-11
1.2e-07
1.5e-12
3.8e-06
7.0e-06
7.3e-05
1.9e-09
2.4e-04
4.1e-08
1.1e-14
1.4e-06
8.4e-05
3.4e-15
1.2e-05
2.2e-06
1.6e-13
1.4e-06
3.5e-06
2.1e-13
7.2e-09
7.2e-09
5.3e-14
2.3e-09
2.3e-09
2.2e-13

3.6e-03
1.2e-03
9.5e-03
1.2e-07
2.9e-02
3.3e-06
4.3e-03
4.8e-03
3.0e-04
3.2e-16
1.4e-02
8.7e-03
2.5e-03
9.1e-03
8.7e-03
1.6e-04
8.9e-04
5.2e-04
4.5e-04
9.6e-04
5.6e-04
5.6e-03
5.6e-03
5.7e-03
9.9e-03
9.9e-03
5.8e-03

554
869
33
330
2231
64
552
1029
37
304
1909
22
335
953
23
213
393
26
252
393
26
247
873
17
223
792
17
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To generate the hard case, the vector g was orthogonalized against the eigenvector
q1 corresponding to the smallest eigenvalue of H. Hence, the easy case was present
when g was not orthogonalized against q1 . A noise vector of norm 10−8 was added
to g.
The LSTRS parameter max_eigentol = 0.02 was used in all experiments. For
n = 324, epsilon_HC = 1e-5 and epsilon_Delta = 1e-5 were used. For n = 1024,
the parameters were epsilon_Delta = 1e-5 and epsilon_HC = 1e-11 in the easy
case, and epsilon_Delta = epsilon_HC = 1e-11 in the hard case, cf. choices
√ in
T
[99]. The initial vector for the ﬁrst call to the IRLM was v0 = (1, . . . , 1) / n + 1
and the total number of vectors was ﬁxed at 10. For NLArn, p = 40,  = 5, q = 2
were used in the easy case. In the hard case, p = 40,  = 20, q = 11 were used.
Average results for ten related problems, diﬀering only in the vector g, are shown in
Table 2.2. The quantity |λ∗ − d1 | is a measure of how exactly the hard case was hit.
In the easy case, this value is not meaningful. In the hard case it holds that λ∗ = δ1
and therefore the exact value should be zero.
Table 2.2: The 2-D discrete Laplacian
Problem(Size)

Eigensolver

Easy case(324)

IRLM
NLArn
IRLM
NLArn
IRLM
NLArn
IRLM
NLArn

Easy case(1024)
Hard case(324)
Hard case(1024)

(H−λI)x+g
g

|x−∆|
∆

3.9e-02
6.7e-04
2.3e-06
3.7e-04
4.9e-02
5.4e-05
6.5e-06
2.3e-02

4.7e-16
9.5e-07
1.3e-06
2.3e-06
5.4e-16
1.9e-07
7.7e-16
4.8e-16

|λ∗ − d1 | MatVecs
7.8e-02
4.6e-07
7.2e-03
2.7e-06

140
38
127
36
161
97
256
180

In the easy case the Nonlinear Arnoldi required about one third of the average number of matrix-vector products required by the IRLM. In the hard case, savings of
roughly 30% in the number of matrix-vector products were obtained with Nonlinear
Arnoldi. For NLArn, 2–4 restarts were necessary in the hard case and none in the
easy case. Another interesting point is the accuracy of λ∗ in the hard case. NLArn
determines λ∗ much more accurately than IRLM.
UDUT Problems
In these problems, the matrix H was of the form H = UDU T with D a diagonal
matrix with elements d1 , . . . , dn , and U = I − 2uuT with uT u = 1. The elements
of D were randomly generated with a uniform distribution on (−5, 5), then sorted
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in nondecreasing order and d1 was set to −5. Both vectors u and g were randomly
generated with entries selected from a uniform distribution on (−0.5, 0.5). The vector
u was normalized to have unit length. We studied problems of order 300 and 1000.
The eigenvectors of H are of the form qi = ei − 2uui, i = 1, . . . , n, with ei the
ith canonical vector and ui the ith component of the vector u. The vector g was
orthogonalized against q1 = e1 − 2uu1, and a noise vector was added to g. Finally, g
was normalized to have unit norm. The noise vectors had norms 10−2 and 10−8 for the
easy and hard case, respectively. We computed xmin = (H−d1 I)† g, ∆min = xmin ,
and then set ∆ = 0.1∆min for the easy case and ∆ = 5∆min for the hard case.
One fact makes this problem extremely diﬃcult to solve: typically xmin is almost
orthogonal to q1 but has huge components γi in the directions qi , i = 2, 3, 4, 5 and
only very small components in eigendirections corresponding to large eigenvalues of
H. To construct an appropriate solution in the hard case, the vectors
 
0
q1


and

1

xmin




1
≈ 5

i=2 γi qi


(2.123)

have to be separated properly, cf. also (2.117). This is a highly demanding task since
the vectors qi correspond to the same cluster around δ1 = −5.
In all experiments, the parameters epsilon_Delta = 1e-4, epsilon_HC = 1e-10
and the initial guess delta_U = -4.5 were used. In the easy case, max_eigentol =
0.2 and α(0) = δU . In the hard case, max_eigentol = 0.03 and α(0) =’min’. These
choices are the same as in [99].
√
The initial vector for the ﬁrst call to the IRLM was v0 = (1, . . . , 1)T / n + 1. The
total number of vectors was ﬁxed at 10 in the easy case and at 24 in the hard case.
For NLArn, p = 40,  = 5, q = 2 were used in the easy case. In the hard case, the
number of vectors kept in case of a restart was increased to q = 20 and the starting
search space was improved by setting  = 35. The maximum dimension of the search
space was p = 40. Average results for ten related problems, diﬀering only in the
vector g, are shown in Table 2.3.
We can see in Table 2.3 that the IRLM required about three times the number of
matrix-vector products required by NLArn.
The main computation in LSTRS is the solution of a sequence of eigenvalue problems.
Since by construction this sequence is convergent, it is highly advantageous to use
the information gathered while solving one eigenproblem also for the solution of the
next. The Nonlinear Arnoldi Algorithm 2.3 can eﬃciently use all previously obtained
information. In all our experiments, using the Nonlinear Arnoldi method instead of
the implicitly restarted Lanczos method signiﬁcantly reduced the computational cost.
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Table 2.3: The UDU T family
Problem(Size)

Eigensolver

Easy case(300)

IRLM
NLArn
IRLM
NLArn
IRLM
NLArn
IRLM
NLArn

Easy case(1000)
Hard case(300)
Hard case(1000)

(H−λI)x+g
g

|x−∆|
∆

5.6e-07
2.8e-06
3.0e-06
1.8e-06
7.0e-06
2.2e-08
9.7e-06
4.7e-07

2.5e-05
2.5e-05
1.1e-05
1.2e-05
8.7e-06
1.9e-05
2.1e-05
2.9e-05

|λ∗ − d1 | MatVecs
1.8e-03
1.8e-03
2.1e-04
2.4e-04

103
39
90
38
755
224
954
278

2.7 Determine Hyperparameter for LS
If we want to stabilize the least squares problem (2.1) by some regularization method
we are in need of an additional regularization parameter. This parameter is also
denoted as hyperparameter. In section 2.3 and subsection 2.5.1 the hyperparameter
is the discrete truncation or iteration index k, in subsection 2.5.2 it is the continuous
Tikhonov parameter λ and in section 2.6 it is the constraint parameter or the trustregion radius ∆. In the previous sections it was assumed that a suitable value of the
hyperparameter was given. But this is generally not the case. Hence it is necessary
to have a method for choosing the hyperparameter k, λ and ∆, respectively.
The goal of a hyperparameter method can be interpreted as a reasonable balancing
between the regularization error and perturbation error, cf. [47, 49]. These two
expressions can be explained with the general form of the regularized least squares
solution for Ax ≈ b̃ in terms of ﬁlter factors
xreg =

n

i=1

 uT s
uTi b
vi + ε
fi i vi
σi
σi
i=1
n

fi

(2.124)

where it holds that b̃ = b + εs with the exact right-hand side b from Axtrue = b, cf.
(2.17) – (2.21). The regularization error is deﬁned as the distance of the ﬁrst term
in (2.124) to xtrue , i.e.
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and the perturbation error is deﬁned as the norm of the second term in (2.124), i.e.


n

uTi s 


ε
fi
vi  .
(2.126)

σi 
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This means if all ﬁlter factors fi are chosen equal to one, the unregularized solution
xLS is obtained with zero regularization error but large perturbation error. And
choosing all ﬁlter factors equal to zero leads to a large regularization error but zero
perturbation error – which corresponds to the solution x = 0.
By changing the value of the hyperparameter the regularization or the perturbation
error is decreased while the other is increased. Let us ﬁrst assume that we have the
discrete hyperparameter k corresponding to the truncation level or iteration index
from section 2.3 or subsection 2.5.1. If the value of k is very small then the regularization error is large and the perturbation error is small. For large values of k < n the
regularization error is small since we are approaching the least squares solution and
hence the perturbation error is large. This corresponds to a semiconvergent behavior
as mentioned in section 2.3 when regarding the CGNR method. Hence the goal of
the hyperparameter method is to ﬁnd some kopt that corresponds to the smallest
distance xk − xtrue .
For the trust-region parameter ∆ from section 2.6 a similar relation holds. If the
hyperparameter is small the regularization error is large and the perturbation error
small. For large values of ∆ the regularization error gets smaller and since we are
approaching xLS the perturbation error is large. If we exceed the critical value of
∆ = LxLS  the regularization error is zero.
For the Tikhonov parameter λ in subsection 2.5.2 the behavior of the regularization
and perturbation error is exactly the other way round as compared to the case of the
trust-region parameter ∆. This is no surprise since in the beginning of section 2.6 it
was already pointed out that there exists a monotonic decreasing relation between
∆ ∈ [0, LxLS ] and λ ∈ [0, ∞), cf. equation (2.98).
For the determination of the regularization parameter in least squares problems there
exists several well-known methods. We will brieﬂy describe the discrepancy principle,
Information criteria and generalized cross validation in subsections 2.7.1, 2.7.2 and
2.7.3. The method of choice within this work is the L-curve which is introduced in
subsection 2.7.4, and which is also treated in the next chapter in section 3.5. Putting
the focus on the L-curve is not because this is the superior method, it is because the
idea of the algorithms developed in this work suites very much to this hyperparameter method. We present an idea for the determination of some points on the L-curve
for large-scale RLS problems in terms of reusing information via thick starts using
the Nonlinear Arnoldi method. This approach will be extended in chapter 3 for TLS
problems.
A short note on an alternative approach to determine the regularization parameter,
i.e. the normalized cumulative periodigramm. The idea stems from Rust [103, 104]
and is based on exploiting more information from the residual vector. Since the error
in the right-hand side is assumed to be uncorrelated with a covariance matrix as a
multiple of the identity, this should also hold for the residual vector corresponding to a
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reasonable hyperparameter. With the periodigram an estimate of the corresponding
powerspectrum is obtained. This method is quite powerful and unfortunately not
very popular.
Note that all hyperparameter methods can be combined with hybrid methods, cf.
subsection 2.5.3. Hybrid methods are particularly suitable since the regularization
parameter can be approximated within the ’inner’ regularization step, where typically
much smaller problems are involved.

2.7.1 Discrepancy Principle
The discrepancy principle is a famous method when some knowledge about the size
of the error of the right-hand side is present, cf. [78]. With b̃ = b + εs from the
LS problem (2.18) it is assumed to have an upper bound δe for e = εs. The
discrepancy principle suggests to choose a regularization parameter (k, λ or ∆) such
that it holds
Axreg − b̃ ≤ δe

with e ≤ δe .

(2.127)

The idea is that we cannot expect to obtain a more accurate solution once the norm
of the residual has dropped below the error bound δe . For a discrete regularization
parameter k one should choose the smallest value of k for which it holds that Axreg −
b̃ ≤ δe . If the perturbation e is known to have zero mean and a√covariance matrix
σ02 I the value of δe should be chosen close to the expected value σ0 m. Typically the
discrepancy principle leads to a certain oversmoothing [47], i.e. the regularization
error is larger than the perturbation error. This method utilizes, but therefore also
needs, some knowledge about the size of the error of b̃. In this work we consider the
case that this knowledge is not available.
In [16, 92] a hybrid method is presented where the outer regularization is carried
out by Golub-Kahan-Lanczos bidiagonalization and then a Tikhonov parameter is
determined by the discrepancy principle within the inner regularization.
In [53] two new approaches are proposed to reveal the noise level δe in the right-hand
side. The ﬁrst idea is to monitor the ﬁrst component of the left singular vectors corresponding to the smallest singular value of the small projected bidiagonal matrices
that are obtained when carrying out the Golub-Kahan-Lanczos bidiagonalization. It
is shown that these ﬁrst components level oﬀ when reaching an iteration index knoise
where mainly noise is going to revealed. And they nicely stagnate with an absolute
value close to δe . The second idea is an alternative way to estimate the level of
the noise, after the critical iteration index knoise is known. This approach utilizes
directly the entries of the projected matrix. After the noise level is determined the
discrepancy principle can be used straightforwardly.
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2.7.2 Information Criteria
Another hyperparameter method is the Information criteria. The Information criteria is a model selection technique that is based on statistical frameworks. The idea is
to quantify the loss of information that occurs when an approximate model is used.
See [107] for an introduction and for details the original literature [2, 106].

2.7.3 Generalized Cross Validation
The generalized cross validation (GCV) was introduced in [32, 130] and is a popular
method when no information about the size of the error e is available. The idea
behind GCV is that a good hyperparameter should predict missing data values. Let
us assume that a data point b̃i is excluded from the right-hand side b̃ ∈ Rm and a
regularized solution is computed from the remaining system A([1 : i − 1, i + 1 : m], :
)xreg,i ≈ b̃(1 : i − 1, i + 1 : m). Then the value A(i, :) · xreg,i should be close to the
excluded value b̃i if a reasonable hyperparameter has been chosen. In ordinary cross
validation the ordering of the data plays a role, while generalized cross validation is
invariant to orthogonal transformations on b̃. The GCV method seeks to minimize
the predictive mean square error Axreg − b with the exact right-hand side b. Since
b is unknown the hyperparameter is chosen as the minimizer of the GCV function
G(k, λ or ∆) =

Axreg − b̃2
trace(I − AA (k, λ or ∆))2

(2.128)

where the A (k, λ or ∆) denotes the matrix that maps the vector b̃ onto the regularized solution xreg depending on the value of k, λ and ∆, respectively. Depending on
the regularization method the matrix A may not be explicitly available or sometimes
not unique, cf. [47]. Typically the GCV function displays a ﬂat behavior around the
minimum which makes its numerical computation diﬃcult. In [36] some numerical
approximation techniques based on Gauss quadrature are presented that enables the
evaluation of (2.128) for large matrices A.

2.7.4 L-curve
The hyperparameter method of choice within this work is the L-curve method which
was used by Lawson and Hanson [67] and further studied by Hansen [45, 47, 50].
The L-curve is also a method that do not need any information about the size of the
error of the right-hand side.
The original idea of the L-curve is to balance the norm of the residual Axλ − b̃ and
the size of the solution Lxλ  in a least squares problem where the index λ indicates
that Tikhonov regularization is applied, cf. equation (2.88). It is straightforward
to apply the L-curve to other regularization methods with hyperparameters k and
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∆. Hence let us consider the more general residual Axreg − b̃ and norm of the
regularized solution Lxreg .
For diﬀerent values of the hyperparameter k, λ or ∆ the corresponding pair
(log Axreg − b, log Lxreg )

with xreg

as xk , xλ or x∆

(2.129)

is one point of the L-curve, i.e. a logarithmic plot of the solution semi-norm versus
the residual norm. In [45] it was shown that if the noise vector e is not too big, has
zero mean and covariance matrix σ0 I and if the discrete Picard condition 2.2 holds,
the plot of the points deﬁned in (2.129) exhibits a distinct corner and the shape of the
curve looks like the letter ’L’ – which explains the name of this method. In the corner
of the L-curve a suitable regularization parameter is assumed since it corresponds to
a reasonable balancing between residual and size. In many examples a corner of the
L-curve is present even without fulﬁlling the above mentioned conditions.
In the case of a discrete hyperparameter k the L-curve consists of a ﬁnite set of
points, whereas for regularization with the continuous Tikhonov parameter λ or the
continuous quadratic constraint value ∆ the L-curve is continuous as well. It should
be emphasized that the same L-curve is derived by the use ∆ or λ, i.e. when applying
regularization with a quadratic constraint or by means of Tikhonov. The diﬀerence
lies only in the sensitivity with respect to the hyperparameters λ and ∆. Essentially
only a reparameterization is performed from λ ∈ [0, ∞) to ∆ ∈ [0, LxLS ] with some
nonlinear monotonic decreasing relation of λ and ∆, see also (2.98).
There are two important ingredients for this hyperparameter method: The ﬁrst one
is to determine the values of the L-curve, i.e. the points deﬁned by (2.129). The
second ingredient is the determination of the corner.
In the case of Tikhonov regularization there exists an explicit formula for the parameterized L-curve corresponding to the hyperparameter λ, cf. [50]. But therefore the
SVD of A or GSVD of (A, L) has to be available. If the matrix A is very large it is
prohibitive to compute the (G)SVD – which is the case that we are considering here.
Hence we are restricted to determine only some points on the L-curve. Note, that
with a discrete hyperparameter k we face a similar situation, i.e. only a set of points
on the L-curve is at hand.
The second task is the determination of the corner of the ’L’. One idea is to rotate
the L-curve such that the corner corresponds to the minimum of the rotated curve
and then solve the resulting minimization problem, cf. the local minimum criterion
in [90]. Another idea is to determine the maximal curvature of the L-curve. In
the case of Tikhonov regularization and with the (G)SVD at hand, the curvature of
the L-curve is given by an explicit formula, cf. [50]. But as we already mentioned
that this is prohibitive in the large-scale setting we face the problem to determine
the maximum curvature of a discrete set of points on the L-curve. So this task is
independent of the regularization method and the corresponding hyperparameters
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k, λ or ∆. Hansen recommends ﬁtting a cubic spline curve to the discrete points, cf.
[47, 50]. How to determine the corner of the spline approximation and how to catch
the shape of the ’L’ with few points as possible is beyond the scope of this work, i.e.
in the examples we will use a corner ﬁnding routine from Hansen [48].
It should be noted that there also exists another L-curve, denoted as residual L-curve,
cf. [91]. Instead of the pairs deﬁned by (2.129), the graph of the residual L-curve is
obtained by connecting consecutive points of the sequence
pk = (k, log Axk − b)

for k = 1, 2, . . . .

(2.130)

The parameter k indicates a discrete regularization parameter. In [91] it is the truncation index for TSVD, but the residual L-curve also can be applied in conjunction
with iterative methods, cf. subsection 2.3.2.
A short note on hybrid methods from subsection 2.5.3. Hybrid methods are a suitable
choice for the determination of the hyperparameter in RLS problems. Whenever the
original problem can be replaced by a reasonable good approximation of smaller size
computations become very eﬃcient. In [12] the L-curve is enclosed by a L-ribbon
which is used to determine a Tikhonov parameter from the projected problem (with
partial Golub-Kahan-Lanczos bidiagonalization) and in [55, 56, 77] diﬀerent hyperparameter methods are investigated in conjunction with an outer LSQR projection
step. The L-curve after the projection step is not the same as the ’true’ L-curve
of the original problem, but the optimal parameters will be close to each other (if
the dimension of the projection space is chosen not too small). The examination of
hybrid methods is beyond the scope of this work. It should be noted that the eﬀort
of the following approach is not much worse when compared to hybrid methods, i.e.
both approaches rely on matrix-vector multiplications only.
We will now present two methods to compute a set of points on the ’true’ L-curve for
trust-region subproblems (2.100) or quadratically constrained least squares problems
(2.37). For reasons of simplicity let us assume that the RLS problem is given in
standard form, hence (2.37) reduces to a special TRS problem – otherwise see Remark
2.9. The set of points is determined by the corresponding set of diﬀerent constraint
parameters {∆1 , . . . , ∆r } that we assume to be given. We further assume the set to
be assorted such that 0 ≤ ∆1 < · · · < ∆r ≤ (H − δ1 I)† g holds. For each value ∆k
of the set {∆1 , . . . , ∆r } another TRS (or RLS) problem has to be solved. By using
the approach presented in subsection 2.6.2 we need to solve a sequence of quadratic
eigenvalue problems or by using the LSTRS method from subsection 2.6.3 a sequence
of a sequence of linear eigenproblems has to be solved.
In the course of determining one point after the other it is highly advantageous to
use information from already computed points because two subsequent problems are
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so closely related. If the values ∆k , k = 1, . . . , r are not too coarse this does not only
hold for two but for many more subsequent problems.
Let us ﬁrst consider the sequence of EVP problems. The solution of one trustregion subproblem can be obtained by a sequence of linear eigenvalue problems, see
subsection 2.6.3. The LSTRS Algorithm 2.1 is an eﬃcient method for solving a
TRS. In [58] it has been shown that this method can be accelerated substantially by
using the Nonlinear Arnoldi Algorithm 2.3. The main advantage of the Nonlinear
Arnoldi as the eigensolver within the LSTRS method is the possibility to reuse as
much information as possible by performing thick starts.
The L-curve setting leads to a situation where the use of the Nonlinear Arnoldi is
even more suitable. Since not only the eigenproblems during one TRS are closely
related but also the eigenproblems corresponding to diﬀerent values of ∆k , it is even
more beneﬁcial to reuse the search space span{V }.
When using the Nonlinear Arnoldi for a sequence of LSTRS problems restarts will
play a more important role. In the examples of subsection 2.6.3 a restart happens only
in one example, but since for the L-curve the search space V will grow constantly
during working through the set {∆1 , . . . , ∆r } restarts will be deﬁnitely necessary.
Otherwise the costs for solving the projected problems V T Tk (µ)V z = 0 in Algorithm
2.3 cannot be neglected any longer. Also in this setting we can achieve low and
ﬁxed storage requirements by applying the same restart strategy as introduced in
subsection 2.6.3: A maximal dimension p
n of the search space span{V } is set in
advance, and if in the course of the sequence of LSTRS problems the dimension of V
reaches p, then the Nonlinear Arnoldi method is restarted with a subspace spanned
by q < p eigenvectors corresponding to the smallest eigenvalues of Tk (λ).
Remark 2.19 The points on the L-curve which correspond to the set {∆1 , . . . , ∆r }
could also be determined by corresponding Tikhonov parameters {λ1 , . . . , λr }. The
Tikhonov parameters are the Lagrange multipliers or smallest eigenvalues λ(α∗ ) in
Algorithm 2.1. In [37] it was pointed out that during the LSTRS algorithm for solving
a problem with ﬁxed ∆k any intermediate solution, i.e. the smallest eigenvalue of Bαk ,
correspond to a point on the underlying L-curve as well. Hence this relation can be
used to determine more than one point on the L-curve with one call of LSTRS, i.e.
the number of points is equal to the number of iterations that are needed for the
current LSTRS solution.
The second approach is solving a sequence of quadratic eigenvalue problems. In
subsection 2.6.2 it has been discussed how to solve a TRS by one QEP (2.107).
From the condition ∆k ≤ (H − δ1 I)† g it follows that the smallest eigenvalue and
corresponding eigenvector of
T
2
2
−2
T
Tk (λ)u = (H − λI)2 u − ∆−2
k gg u = (λ I − 2λH + H − ∆k gg )u = 0

(2.131)
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is suﬃcient to recover the solution of the TRS via equation (2.108) (and no additional
system has to be solved). In subsection 2.6.2 two methods for solving a single QEP for
a few eigenpairs have been mentioned, i.e. SOAR [3] and another Krylov method [69].
These methods could be used to solve the sequence of problems (2.131) successively.
Since both methods are Krylov subspace projection methods they have the freedom to
choose the starting vector. Hence it is advantageous to choose the solution vector of
the previous QEP as starting vector for the next. But it is even more advantageous to
use the same idea as for the sequence of EVP: to recycle more information than only a
single vector. Again the Nonlinear Arnoldi can be applied to reuse all information by
thick starts. Since this is a method for solving the more general nonlinear eigenvalue
problem (4.9), solving the QEPs (2.131) instead of EVPs is closer to the spirit of the
Nonlinear Arnoldi. With the following Algorithm 2.4 the sequence of QEPs can be
solved, where all previous search spaces are kept.
Algorithm 2.4 Nonlinear Arnoldi for QEPs
1: Start with initial basis V , V T V = I
2: For ﬁxed ∆k ﬁnd smallest eigenvalue µ of V T Tk (µ)V z = 0 and corresponding
eigenvector z
3: Determine preconditioner P C ≈ Tk−1 (µ)
4: Set u = V z, r = Tk (µ)u
5: while r/u >  do
6:
v = P Cr
7:
v = v − V V Tv
8:
ṽ = v/v, V = [V, ṽ]
9:
Find smallest eigenvalue µ of V T Tk (µ)V z = 0 and corresponding eigenvector
z
10:
Set u = V z, r = Tk (µ)u
11: end while
The Algorithm 2.4 looks very similar to Algorithm 2.3, the only diﬀerence are the
problems Tk (µ)u = 0 and the varying parameter αk and ∆k for the sequence of EVPs
and QEPs, respectively. Hence most of the comments on Algorithm 2.3 also hold
true in this case. The projected eigenvalue problem in line 2 and 9 reads
T
T
T
V T Tk (µ)V z = ((H − µI)V )T ((H − µI)V )z − ∆−2
k (g V ) (g V )z = 0

(2.132)

and can be determined eﬃciently when the matrices HV, V and g T V are known.
These can be updated cheaply by appending one vector to HV and V and one
element to g T V every inner iteration.
A more detailed description of Algorithm 2.4 is made in subsection 3.4.2 in connection
with TLS problems. There can be found a comparisons to the two Krylov solvers as
well. The two methods for the calculation of several points on the L-curve mentioned
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above are extended to the TLS case in section 3.5. We omit here examples how the
two approaches perform, because the results will be quite similar to the examples
and results that are shown in section 3.5.
For large-scale problems and not too many values ∆k , k = 1, . . . , r the computation
of the points of the L-curve stays an O(m · n) operation, since only matrix-vector
multiplications are performed. In section 3.5 this is shown for the computationally
more demanding TLS problems.

2.8 Summary
The basic theory about least squares and regularized least squares problems was
presented as well as an overview of existing methods to solve LS and RLS problems.
Several regularization matrices for smooth solutions in one, two and three dimensions
are presented with respect to an eﬃcient decomposition, i.e. a fast multiplication and
solving a system with LT L.
The trust-region subproblem as a generalization of the RLS problem was investigated
in more detail. Here especially the LSTRS method was analyzed and strongly enhanced. The main idea behind the acceleration was the reuse of information while
solving a convergent sequence of eigenvalue problems. All information can be kept by
using appropriate initial search spaces within the consecutively calls of the Nonlinear
Arnoldi method.
From several hyperparameter methods the L-curve is examined more closely. Typically hybrid methods are sound choices, but here two alternative ideas are presented
that do calculations on the ’true’ L-curve with comparable eﬀort. It is shown how
the above mentioned idea of reusing information can be carried over to the L-curve
setting by solving a sequence of problems. The individual problems are typically so
closely related that recycling of previously gained information pays much again.
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Chapter 3
Regularized Total Least Squares
Problems
In this chapter regularized total least squares (RTLS) problems are investigated.
Several solution schemes are analyzed and improved, a characterization of the RTLS
solution is worked out and eﬃcient techniques for solving regularized total least
squares problems are developed.
The chapter starts with the total least squares problem (TLS problem). Basic theory is reviewed and some extensions to TLS problems are mentioned. Since the
focus is set on ill-conditioned problems some regularization is needed. Regularization methods without a regularization matrix are discussed ﬁrst, which are based on
truncation. Then several methods for solving RTLS problems with a regularization
matrix are investigated. The Tikhonov TLS problem is discussed, which typically
results in solving a sequence of linear systems. The main emphasis of this work is on
quadratically constrained TLS problems. Two ﬁxed point iterations are discussed in
subsection 3.4.1, together with a characterization of the RTLS solution. One of the
ﬁxed point iterations is analyzed in great detail in subsection 3.4.2, which results in
solving a sequence of quadratic eigenvalue problems. Diﬀerent methods for solving
this sequence are investigated and we develop a very eﬃcient technique for solving
regularized total least squares problems based on the reuse of information during the
iterative process. In subsection 3.4.3 an alternative method based on a sequence of
linear eigenproblems is analyzed in detail, and a similar eﬃcient strategy for solving
the RTLS problem is developed that accelerates this approach substantially. This
idea is carried over successfully to the problem of determining an optimal hyperparameter in RTLS, where the computation of several points on the L-curve results in
solving a sequence of a sequence of eigenproblems.
The chapter is organized as follows. In section 3.1 the total least squares problem
is introduced and the existing TLS theory is brieﬂy reviewed. Methods for solving
the RTLS problem without a regularization matrix are covered in section 3.2. In
section 3.3 the regularization matrix is used by means of Tikhonov and within a dual
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RTLS approach. The use of hybrid methods is also discussed. The main part of the
chapter is about quadratically constrained TLS problems, which are investigated in
section 3.4. The RTLS solution is characterized and several eﬃcient methods based
on eigenproblems are developed. In section 3.5 the L-curve for the determination of
the hyperparameter is investigated. A summary of chapter 3 can be found in section
3.6.

3.1 Total Least Squares
In the previous chapter 2 we analyzed the least squares approach for overdetermined
linear systems
Ax ≈ b, A ∈ Rm×n , b ∈ Rm , m ≥ n
(3.1)
where the system matrix A is assumed to be error-free and all errors are conﬁned to
the right-hand side b̃, cf. (2.18). However, in engineering applications this assumption
is often unrealistic. Many problems in data estimation are obtained by linear systems
where both, the matrix A and the right-hand side b, are contaminated by noise,
for example if A as well is only available by measurements or if A is an idealized
approximation of the true operator. In subsection 3.1.1 the total least squares (TLS)
problem is introduced. In subsection 3.1.2 the TLS problem is analyzed in more
detail also concerning existence and uniqueness of a solution. Some extensions to
this problem are mentioned subsection 3.1.3.

3.1.1 TLS Problem
An appropriate approach to the problem of noisy A and b is the total least squares
(TLS) method which determines perturbations ∆A ∈ Rm×n to the system matrix
and ∆b ∈ Rm to the right-hand side such that it holds
[∆A, ∆b]2F = min! subject to (A + ∆A)x = b + ∆b

(3.2)

where  · F denotes the Frobenius norm of a matrix.
For simplicity we denote throughout this chapter the disturbed system matrix and
the disturbed right-hand side by A and b (and not by Ã and b̃). The underlying
consistent system is denoted by
Atrue xtrue = btrue .

(3.3)

An overview of total least squares methods and a comprehensive list of references is
contained in [74, 119, 120, 122].
The name total least squares appeared only recently in the literature [33], but under
the names orthogonal regression or errors-in-variables this ﬁtting method has a long
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history in the statistical literature. The univariate case, i.e. n = 1, was already
discussed in 1877 by Adcock [1]. Further historical remarks can be found in [74, 122].
The TLS problem (3.2) can be analyzed in terms of the singular value decomposition
of the system matrix A and the augmented matrix [A, b], cf. [30, 34, 122]. Let the
SVD of A be given in the compact form from (2.7)
A = U  Σ V T

(3.4)

with U  ∈ Rm×n , V  ∈ Rn×n having orthonormal columns and Σ = diag(σ1 , . . . , σn )
with σ1 ≥ σ2 ≥ · · · ≥ σn . And let the SVD of [A, b] be given by
[A, b] = UΣV T

(3.5)

with U ∈ Rm×(n+1) , V ∈ R(n+1)×(n+1) having orthonormal columns and the matrix
Σ = diag(σ1 , . . . , σn+1 ) where it holds that σ1 ≥ σ2 ≥ · · · ≥ σn+1 . Then by Cauchy’s
interlacing theorem it directly follows
σ1 ≥ σ1 ≥ σ2 ≥ · · · ≥ σn ≥ σn ≥ σn+1 ≥ 0.

(3.6)

A condition for a unique solution of the TLS problem is introduced in Theorem 3.1.
Theorem 3.1 A necessary and suﬃcient condition for a unique solution of problem
(3.2) is given by
(3.7)
σn+1 ≡ σmin ([A, b]) < σmin (A) ≡ σn .


Proof. See [33].

Note that this also implies σn > 0 which is the condition for a unique LS solution. Let
us assume for the moment that condition (3.7) holds, then a simple smallest singular
value σn+1 exists and the solution vector x is given by an appropriately scaled version
of the correspondent right singular vector vn+1 = V (:, n + 1), i.e.


1
xT LS
vn+1 .
=−
(3.8)
−1
vn+1 (n + 1)
An equivalent closed form solution is given by
2
I)−1 AT b
xT LS = (AT A − σn+1

(3.9)

which looks similar to the normal equations (2.4) for LS problems. If equation (3.9)
is compared to the normal equations for RLS problems with Tikhonov regularization
(2.91) we can observe some kind of deregularization in the TLS case. This deregularization results in a larger norm of the solution, i.e. the following relation holds
xT LS  ≥ xLS  ≥ xλ 

(3.10)
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with the xλ from (2.92) for some λ ≥ 0. The inequalities (3.10) can be directly
obtained with the help of the SVD of A

 
 

n
n
n




 T 
T  
 T 


σi (b ui)   
σi (b ui )  
b ui   


(3.11)
vi  ≥ 
vi  ≥ 
vi  .

2
2

2

σ − σn+1   i=1 σi   i=1 σi + λ 
i=1 i
If σn+1 = 0 the strict inequality xT LS  > xLS  holds, otherwise system (3.1) is
consistent.
The matrix [∆A, ∆b] that corresponds to xT LS is given by
T
[∆A, ∆b] = −un+1 σn+1 vn+1

(3.12)

where un+1 and vn+1 are the left and right singular vectors that correspond to σn+1 .
Hence the value of [∆A, ∆b]2F at the solution is
T
T
2
2F = un+1σn+1 vn+1
22 = σn+1
.
[∆A, ∆b]2F =  − un+1σn+1 vn+1

(3.13)

A diﬀerent interpretation of vn+1 is the minimizer of the Rayleigh quotient RM (y)
RM (y) :=

y T My
yT y

thus
arg min
n+1
y∈R

with M := [A, b]T [A, b],

y T My
= span{vn+1 }.
yT y

(3.14)

(3.15)

For the scaled vector from (3.8) it holds that
T
vn+1
Mvn+1
T
vn+1 vn+1

T  T



xT LS
A A AT b
xT LS
−1
−1
bT A bT b
AxT LS − b2
2
=
= σn+1
.
=
T 


1 + xT LS 2
xT LS
xT LS
−1
−1

(3.16)

In [33, 122] it was shown ﬁrst how to rewrite the TLS problem (3.2) into the form
f (x) :=

Ax − b2
= min!
1 + x2

(3.17)

which looks similar to the LS problem (2.1), for a diﬀerent derivation see [5].
Two approaches to solve large-scale TLS problems are presented in [9], which are
based on the eigenvalue problem
 T
 
 
A A AT b
x
x
=λ
.
(3.18)
T
T
b A b b
−1
−1

62

3.1 Total Least Squares
From (3.16) it can be derived that (xTT LS , −1)T is the eigenvector corresponding to the
2
smallest eigenvalue σn+1
of M, see also [33]. In [9, 11] Newton’s method and Rayleigh
Quotient iteration for (3.18) are presented, where in each step it is suggested to solve
the linear system by a CGTLS algorithm, which is a straightforward generalization
of CGLS, cf. subsection 2.3.2.
Remark 3.2 Solving a TLS problem can be performed by the determination of the
smallest eigenvalue and corresponding eigenvector of the positive semideﬁnite matrix
M. This exhibits a close connection to the approach used in the LSTRS method from
subsection 2.6.3. In the LSTRS algorithm the smallest eigenvalue and corresponding
eigenvector of several very similar symmetric matrices Bα have to be computed. When
considering quadratically constrained LS problems the corresponding TRS satisﬁes
H = AT A and g = −AT b, cf. (2.101). Hence equation (2.109) is given by

 
 
α
−bT A
1
1
Bα y =
=λ
(3.19)
x
x
−AT b AT A
which can be recast to

 
 
 T
x
x
A A AT b
B̃α ỹ :=
=λ
.
T
α
−1
−1
b A

(3.20)

Thus, whenever B̃αk stays positive deﬁnite for all iterates αk , solving a trust-region
subproblem by the LSTRS Algorithm 2.1 can be interpreted as solving a sequence
of TLS problems. The diﬀerent TLS problems could be obtained by the Cholesky
factorization of B̃αk = C T C := [Ã, b̃]T [Ã, b̃].

3.1.2 Core Problem
An important diﬀerence to least squares problems is that a solution of TLS problems
do not have to exist. We brieﬂy summarize the characterization of possible cases
from Paige and Strakoš [87] together with the core problem concept.
If condition (3.7) holds we are in case 1 with a unique solution. If this condition
does not hold, case 2 occurs and the matrix [A, b] might have got a multiple smallest
singular value σn+1 .
This case is divided further into the nice case 2a with a multiple σn+1 and a corresponding right singular subspace Vmin that contains at least one vector with a nonzero
last component. Then it is possible to deﬁne a unique minimum 2-norm TLS solution
which can be obtained by scaling an appropriate vector from Vmin according to (3.8),
cf. [33]. Note that the cases 1 and 2a occur analogously in the least squares setting.
They are denoted as the generic case.
In the unpleasant case 2b the right singular subspace Vmin corresponding to the (possibly multiple) σn+1 only contains vectors with last component equal to zero. These
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vectors are sometimes called nonpredictive multicollinearities, cf. [118]. Hence no
scalable vector can be chosen and therefore there does not exist a TLS solution to
(3.2). The case 2b is also denoted as nongeneric case. It should be noted that in
the nongeneric case the following concept introduced by Van Huﬀel and Vandewalle
[121] can be applied: Choose the singular vector which corresponds to the next larger
singular value that do not have a vanishing last component. This approach leads to
a nongeneric TLS solution.
Some of the expressions for a unique TLS solution of subsection 3.1.1 can be modiﬁed
such that they still hold in the case 2a. With a multiple σn+1 equation (3.8) has to
be changed into the scaling of a properly chosen vector from Vmin , see subsection
3.2.1 how to determine this vector. The expression (3.9) has to be changed into
2
xT LS = (AT A − σn+1
I)† AT b

(3.21)

2
I)xT LS = AT b. But one should be careful
with the consistent system (AT A − σn+1
in the case 2b: Then equation (3.21) pretends the existence of a TLS solution that
does not exist. The minimization of f (x) from (3.17) in the nongeneric case is also

problematic, since the minimum value of f (x) is approached for vectors x = αvmin

2



where it holds that limα→∞ f (αvmin
) = (σn )2 = σn+1
for any vmin
∈ Vmin
with Vmin

as the right singular subspace corresponding to σn . And this again is not a solution
to the TLS problem (3.2).

After recovering the connection to TRS problems in Remark 3.2 we can try to relate
some of the terminology to total least squares problems. Let us start with the
’potential hard case’ introduced in subsection 2.6.1

AT b ⊥ Vmin


or equivalently b ⊥ Umin

(3.22)



and Vmin
as the left and right singular subspaces of A corresponding to
with Umin
σn . This is a necessary condition for no unique TLS solution.
The other way round a suﬃcient but not necessary condition for a unique TLS
solution is obtained

rank(A) = n

and


AT b ⊥ Vmin


or equivalently b ⊥ Umin
.

(3.23)

Note that it only holds that (3.23) ⇒ (3.7) but the condition (3.22) does not necessarily imply σn+1 = σn . For severely ill-conditioned matrices A, i.e. those problems
we are interested in in this work, the potential hard case is almost automatically
present as shown in equation (2.102).
Remark 3.3 The TRS ’hard case’ corresponds to the TLS case 2a of a nonunique
solution whereas the case 2b of no TLS solution does not correspond to a TRS solution, since a trust-region subproblem always has at least a nonunique solution. But
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an interesting connection exists via the parameter α̃1 for the matrix Bα in the potential hard case and for the value of bT b = b2 for the matrix M respectively.
In [98] the following three cases are distinguished in the potential hard case: For
bT b < α̃1 a unique solution is obtained by scaling the eigenvector corresponding to
the smallest eigenvalue of M (or Bb2 ), which corresponds to case 1. For bT b = α̃1
it holds that σn+1 = σn and the eigenspace of Bb2 corresponding to its smallest
eigenvalue is given by (2.117), hence after turning all vectors upside down this is
the correspondent eigenspace for M. This is equivalent to case 2a and it is also in
accordance with the minimum norm TLS solution (3.21). For bT b > α̃1 it also holds
that σn+1 = σn but the multiplicity of σn+1 is not larger than the multiplicity of σn
which leads to no scalable eigenvector within the corresponding eigenspace Vmin , thus
case 2b is present. Because this frequently occurs in the LSTRS algorithm the Adjustment step, i.e. Algorithm 2.2, was introduced to determine one of the next larger
eigenvalues that corresponds to an eigenspace which contains a scalable eigenvector,
cf. [98]. This is exactly the idea proposed by Van Huﬀel and Vandewalle in [121].
A powerful tool to investigate the diﬀerent cases is the concept of the core problem
[87]. The core problem gives a deep insight in the structure of the TLS problem and
delivers a convincing way of distinguishing and handling the three above mentioned
cases.
In the core problem approach orthogonal transformations are applied to the augmented matrix [b, A] (note the ordering of A and b, here according to [87]). The
main idea is to split the matrix A into a ’relevant’ part A11 and a ’rest’ A22 . The
block A22 consists of copies of multiple singular values and of singular values that
correspond to singular vectors that are perpendicular to the direction of b, i.e. the
block A22 has no inﬂuence on the solution of the problem. Let us rewrite problem
(3.1) into
 
−1
[b, A]
≈0
(3.24)
x
and apply orthogonal transformations




−1
P [b, AQ]
≈0
QT x
T

(3.25)

with the orthogonal matrices P and Q such that the following structure is achieved
⎛ ⎞
 −1

b1 A11 0 ⎝ ⎠
y1 ≈ 0
(3.26)
0 0 A22
y2
with (y1T , y2T ) = (xT1 , xT2 )Q. Hence the problem Ax ≈ b is transformed into two
independent problems: A11 y1 ≈ b1 that is deﬁned as the core problem and the
problem A22 y2 ≈ 0 where it can be chosen y2 = 0.
For the decomposition (3.26) it can be stated the following:
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• It holds the strict inequality σmin (A11 ) > σmin ([b1 , A11 ]).
• If it holds that σmin (A22 ) > σmin ([b1 , A11 ]) this implies σn > σn+1 , which is case
1, a unique TLS solution.
• If it holds that σmin (A22 ) = σmin ([b1 , A11 ]) this implies σn = σn+1 with a
multiple smallest singular value and where it holds that eT1 Vmin = 0 with Vmin
as a basis of Vmin . Here the core problem gives the minimum norm solution from
case 2a. The multiplicity of σmin ([b, A]) is larger by one than the multiplicity
of σmin (A).
• If it holds that σmin (A22 ) < σmin ([b1 , A11 ]) this also implies σn = σn+1 but now
it holds that eT1 Vmin = 0. Here the core problem gives the solution that would
be obtained by the concept of Van Huﬀel/Vandewalle that was mentioned in
case 2b. The multiplicity of σn+1 is equal to the multiplicity of σn .
If the matrices P and Q are chosen as the matrices of left and right singular vectors
from equation (3.4), then the structure of (3.26) looks like
⎞
⎛
c Σ1 0
⎜δ 0 0 ⎟
⎟
U T [b, AV  ] = ⎜
(3.27)
⎝0 0 Σ2 ⎠ .
0 0 0
For (3.27) it holds the following: All entries of c from bT U  = bT1 = (cT , δ) are nonzero
by construction. The value of the scalar δ indicates a compatible system Ax ≈ b when
it is equal to zero and nonzero otherwise. Σ1 contains the distinct nonzero singular
values of Σ that correspond to left singular vectors which are not orthogonal to b.
Since the SVD is computationally expensive there exists an alternative form of the
core problem. The matrices P and Q can also be chosen such that [b1 , A11 ] is bidiagonal, i.e. for the upper part it holds that
⎞
⎛
β1 α1
⎟
⎜
β2 α2
⎜
⎟
⎜
⎟
T
.
.
.. ..
P1 [b, AQ1 ] = [b1 , A11 ] = ⎜
(3.28)
⎟.
⎜
⎟
⎝
βp
αp ⎠
(βp+1 )
For (3.28) it holds that: β1 = b and the bidiagonalization process is run until some
αk or βk are equal zero. If βk is equal to zero then a compatible system is present.
Note that the matrix A22 need not be bidiagonalized. In practical computations the
bidiagonalization process has to have some threshold criterion that decides which element is numerically zero and hence a decision can be made whether some information
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is relevant and placed into A11 or not. The bidiagonalization process can be performed by Householder reﬂections but for large matrices the Golub-Kahan-Lanczos
bidiagonalization is better suited. Concerning the name Golub-Kahan-Lanczos bidiagonalization we refer to the explanation in subsection 2.3.2, cf. also the historical
remark in [53]. See subsections 2.3.2 and 2.5.3 for its application to LS problems as
well as subsection 3.2.2 for the partial bidiagonalization of TLS problems. In [54] the
connection between Lanczos tridiagonalization and core problems is worked out.

3.1.3 Extensions of TLS
Let us look at some natural extensions of the TLS problem (3.2) concerning the
weighting of the errors in A and b. Diagonal scaling matrices for the rows and
columns of [A, b] have already been introduced in [33]. Later in [89] a weighted TLS
approach is considered. An additional weighting parameter γ > 0 is introduced
within the following weighted TLS problem formulation
[∆A, γ∆b]2F = min! subject to (A + ∆A)x = b + ∆b.

(3.29)

By varying the parameter γ the relative size of the corrections ∆A and ∆b changes
as well. The choice γ = 1 obviously coincides with the TLS problem (3.2). But when
γ → 0 the solution of (3.29) approaches the LS solution. And when γ → ∞ we
arrive at the data least squares (DLS) solution. In data least squares only the system
matrix is assumed to be erroneous, and the corresponding problem formulation reads
∆A2F = min! subject to (A + ∆A)x = b

(DLS).

(3.30)

Paige and Strakoš in [85, 86] carry out a uniﬁed analysis of LS, TLS and DLS problems. Instead of (3.29) they use a slightly diﬀerent problem formulation that is
denoted as scaled total least squares (STLS)
[∆A, ∆b]2F = min! subject to (A + ∆A)γx = γb + ∆b,

(3.31)

which is essentially equivalent. Here the core problem again turns out to be a highly
useful tool and allows to make the whole scaled TLS theory consistent.
An important underlying assumption of the TLS problem (3.2) is that the augmented
matrix [A, b] is obtained from the true values [Atrue , btrue ] disturbed by additive noise
D, i.e. [A, b] = [Atrue , btrue ] + D, and that the noise is independent and identically
distributed. This means that the covariance matrix of the errors of all rows of D is
equal to the identity matrix, cf. also Remark 2.3 in subsection 2.2.2 for LS problems
and Remark 2.7 in subsection 2.5.2 for the RLS case. In [114] a nice connection
between the point of view of statisticians and numerical analysts is made. If the
errors D are assumed to be row-wise independent and correlated within the rows with
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identical covariance matrix V = V T > 0 the resulting problem is called generalized
total least squares (GTLS) problem. The GTLS can be reduced to the TLS problem
with the help of the Cholesky factorization V = CC T , i.e. by post-multiplying the
data matrix by C −1 . A further generalization is called element-wise weighted total
least squares (EW-TLS) where the covariance matrix Vi is allowed to diﬀer from row
to row of D. For GTLS and EW-TLS we refer to [57], where also the analysis of the
consistency of EW-TLS is covered, and in [73] a detailed study and an algorithm for
solving EW-TLS problems can be found.
Another kind of assumptions on errors are restricted total least squares, i.e. the errors
D are conﬁned to a special form and can be analyzed with the help of a restricted
SVD, cf. [123].
The basic problem in this chapter are ordinary TLS problems (3.2). As mentioned
in chapter 2 our focus is on ill-conditioned problems which arise, for example, from
the discretization of ill-posed problems such as integral equations of the ﬁrst kind
(cf. [24, 38, 47]) that have been introduced in subsection 2.2.2.
An ill-conditioned matrix A directly implies an ill-conditioned matrix [A, b], i.e. it
holds that κ2 ([A, b]) = σ1 /σn+1 ≥ σ1 /σn = κ2 (A). By the use of the SVD perturbation theory of Stewart [113] it can be shown that the TLS problem is unstable
whenever σn is close to σn+1 . Hence numerical methods for solving a total least
squares problem often yield physically meaningless solutions, and regularization is
necessary to stabilize the computed solution.

3.2 RTLS without Regularization Matrix
In this section methods for regularizing the TLS problem (3.2) without an additional
regularization matrix L are presented. Those methods rely on the singular value
decomposition of the augmented matrix [A, b]. An integer parameter k acts as regularization parameter, cf. also section 2.3. In subsection 3.2.1 a method based on the
best rank-k approximation of [A, b] with respect to the 2-norm is presented, which
also serves as motivation for the iterative method discussed in subsection 3.2.2.

3.2.1 Truncated Total Least Squares
The truncated total least squares (TTLS) method has a similar idea like the truncated
SVD for LS problems presented in subsection 2.3.1. TTLS has been introduced in
[122] and further investigated in [25]. The matrix [A, b] is replaced by its best rank-k
approximation, measured in the 2-norm or the Frobenius norm, i.e. with the SVD
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(3.5) it holds that
[Ak , bk ] =

k


σi ui viT

with [A, b] − [Ak , bk ]2 = σk+1 .

(3.32)

i=1

Let us assume that σk > σk+1 and let not all right singular vectors corresponding to
σk+1 , . . . , σn+1 have a zero last component. If it holds that k = n we are in case 1
and the truncated solution xT T LS,n is identical to the TLS solution xT LS . If k < n
case 2a occurs with a multiple smallest singular value, i.e. for the singular values
of [Ak , bk ] it holds that σk+1 = · · · = σn+1 = 0. In terms of the SVD of [A, b] the
minimum norm TLS solution is given by


V11 V12
†
T
−2
(3.33)
with V =
xT T LS,k = −V12 V22 = −V12 V22 V22 
V21 V22
where (V21 , V22 ) is the last row of V and (V12T , V22T )T is the matrix that contains
the n − k + 1 right singular vectors corresponding to the smallest singular values.
This also answers the question which vector has to be chosen in the case 2a from
subsection 3.1.2 to perform the scaling step according to (3.8). If it holds that V22 = 0
case 2b occurs which indicates a nongeneric TLS problem. Results concerning the
ﬁlter factors of xT T LS,k can be found in [25]. A diﬃcult situation arises in the near
nongeneric case, i.e. when V22  approaches zero then xT T LS,k  becomes arbitrarily
large.
Here the truncation level k is the regularization parameter. The determination of a
suitable hyperparameter is discussed in section 3.5.

3.2.2 Krylov Methods for TLS
The motivation for Krylov methods for TLS problems is similar to the idea of iterative
Krylov methods for the LS problem, cf. subsection 2.3.2. It is the approximation of
the expensive truncation methods, cf. subsections 2.3.1 and 3.2.1.
An important alternative expression of the truncated TLS solution xT T LS,k is given
by
(3.34)
xT T LS,k = (V11T )† V21T = (ATk Ak )† ATk bk = A†k bk
with the partitioning of V from (3.33) and Ak and bk from (3.32). This is also
according to equation (3.21). Note that again case 1 or 2a have to be present. It is
well known that the partial Golub-Kahan-Lanczos bidiagonalization can be used to
compute good approximations to singular values and vectors corresponding to the
largest singular values. Therefore we take the expression (3.34) as the motivation
of Krylov methods for TLS problems. A reasonable approach is to perform k steps
of the bidiagonalization process to the augmented matrix [A, b], which is equivalent
to stop the core problem formulation (3.28) before αi or βi become zero. In [87] it
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was pointed out that the core problem can be considered as theoretical basis for the
following Lanczos TTLS algorithm. In [25] an alternative technique based on the
matrix A only is proposed. If the process is started with u1 = b/b and after k steps
it holds that
AVk = Uk Bk
(3.35)
with the bidiagonal matrix Bk ∈ R(k+1)×k and the sets of vectors U ∈ Rm×(k+1) and
V ∈ Rn×k . Hence the projected TLS problem is given by


2

 T
V
0
k
 = min! subject to UkT (A + ∆A)Vk yk = UkT (b + ∆b)
Uk [∆A, ∆b]

0 1 F
(3.36)
with the approximate TLS solution xk = Vk yk . The TLS solution yk of the projected
problem (3.36) is given with the help of the SVD of


Vk 0
T
= [Bk , be1 ] = Ũk Σ̃k ṼkT
(3.37)
Uk [A, b]
0 1
by
yk = −Ṽk (1 : k, k + 1)/Ṽk (k + 1, k + 1)

(3.38)

analogous to equation (3.8). Hence the approximate TLS solution in step k is given
by
xk = Vk yk = −Vk Ṽk (1 : k, k + 1)/Ṽk (k + 1, k + 1).
(3.39)
The Lanczos TTLS method needs the determination of a suitable iteration parameter k. This iteration parameter has a similar meaning as the truncation index in
subsection 3.2.1 and acts as regularization parameter. How to choose a reasonable
hyperparameter is discussed in section 3.5.
By combining the methods from subsection 3.2.1 and 3.2.2 a hybrid method for
the regularization of the TLS problem (3.2) without a regularization matrix can be
constructed. In the outer projection step kmax steps of the Golub-Kahan-Lanczos
bidiagonalization are applied to the matrix [A, b] or similarly to A only as proposed
above. Then the SVD of the projected problem is computed and the solution is
determined by the truncated TLS method as inner regularization step. The choice
of the inner truncation level can be made by one of the methods presented in section
3.5. The idea of this hybrid TLS was mentioned in [25, 47] and is similar to the
conjunction of bidiagonalization of A and TSVD of the projected problem for the
least squares problem, cf. [53].

3.3 RTLS with Regularization Matrix
In this section methods for solving regularized TLS problems are investigated that
make use of a regularization matrix L. How typical regularization matrices look like
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and why they are very useful is discussed in section 2.4. The two famous approaches
for LS problems (cf. subsection 2.5.2 and section 2.6) can be extended to the TLS
problem, i.e. the Tikhonov TLS problem
[∆A, ∆b]2F + λLx2 = min! subject to (A + ∆A)x = b + ∆b

(3.40)

and the quadratically constrained TLS problem
[∆A, ∆b]2F = min! subject to (A + ∆A)x = b + ∆b,

Lx2 ≤ ∆2 .

(3.41)

If we use equation (3.17) to express the TLS problem, the approaches (3.40) and
(3.41) can be transformed (under a mild condition) into
Ax − b2
+ λLx2 = min!
1 + x2

(3.42)

and

Ax − b2
= min! subject to Lx2 ≤ ∆2 ,
(3.43)
1 + x2
respectively. The condition is the existence of a RTLS solution. Note that the
condition for the transformation of the TLS problem formulation (3.2) into (3.17)
has been the existence of a TLS solution. Now the similarity between the two RTLS
problem formulations above and the RLS formulations (2.36) and (2.37) is obvious.
The Tikhonov TLS problem is considered in subsection 3.3.1 and for the quadratically
constrained TLS problem we spend an extra section. Solving the RTLS problem
(3.43) is the main part of the thesis and covered in section 3.4. In subsection 3.3.2 a
discussion about hybrid methods for RTLS problems with regularization matrix can
be found. The dual approach to problem (3.41) is brieﬂy presented in subsection
3.3.3.

3.3.1 Tikhonov Regularization for TLS
The Tikhonov regularization of TLS problems is by far less intensely studied than
the regularization by an additional quadratic constraint. It is an important property
of the Tikhonov TLS problem (3.40) (and problem (3.41) as well) that in general no
closed form solution for xRT LS exists.
This would not be the case if problem (3.42) were replaced by the slightly modiﬁed
problem
Ax − b2
Lx2
+
λ
= min!
(3.44)
1 + x2
1 + x2
where the solution can simply be obtained by the minimal Rayleigh quotient of

 T
A A + λLT L AT b
T
 ∗
y
y
bT b
bT A
x
.
(3.45)
and y =
min
T
n+1
−1
y∈R
y y
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Hence the solution x∗ to the modiﬁed problem (3.44) is obtained from the eigenvector
corresponding to the smallest eigenvalue of one linear eigenvalue problem. But since
the denominator 1 + x2 in the second term fails to have a reasonable explanation
it is the more complicated problem (3.40) or (3.42) to deal with.
Let us ﬁrst analyze the condition for the existence of a RTLS solution. In Theorem
3.4 a suﬃcient condition for the attainment of a RTLS solution is presented.
Theorem 3.4 Let F ∈ Rn×k be a matrix whose columns form an orthonormal basis
of the nullspace of the regularization matrix L. If it holds that
σmin ([AF, b]) < σmin (AF )

(3.46)

then the solution xRT LS of problem (3.42) is attained with
AxRT LS − b2
2
+ λLxRT LS 2 ≤ σmin
([AF, b])
2
1 + xRT LS 

(3.47)


Proof. See [4].
Remark 3.5 Some remarks about Theorem 3.4 are in order.

• If the kernel of L is empty a solution to the RTLS problem exists, e.g. this
holds for all regular regularization matrices.
• The weak inequality σmin ([AF, b]) ≤ σmin (AF ) always holds by Cauchy’s interlacing theorem.
• If the regularization is dropped by choosing L equal to the zero matrix it holds
that F = I and the condition (3.46) turns into σmin ([A, b]) < σmin (A), which
is exactly the condition for a unique TLS solution, cf. Theorem 3.1.
• Note that the uniqueness condition (3.7) of a TLS problem and the attainment
condition (3.46) for the regularized TLS are independent, i.e. there exists problems with a unique TLS solution but no RTLS solution and vice versa.
• The uniqueness of the solution xRT LS is analyzed in section 3.4.
With the solution xRT LS to the problem (3.40) the corrections ∆A and ∆b are given
by
(AxRT LS − b)xTRT LS
∆A = −
(3.48)
1 + xRT LS 2
and
∆b =
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AxRT LS − b
.
1 + xRT LS 2

(3.49)
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Hence it holds that
[∆A, ∆b]2F =

AxRT LS − b2
= f (xRT LS ).
1 + xRT LS 2

(3.50)

In [4] the RTLS problem (3.42) is reformulated into the following double minimization
problem
Ax − b2
+ λLx2
(3.51)
min min
α≥1 x2 =α−1
α
which can also be written as
min G(α)
α≥1

with
G(α) =

min
2

x =α−1

Ax − b2
+ λLx2 .
α

(3.52)

(3.53)

It can further be shown that G(α) is continuous and under a mild condition diﬀerentiable (and even unimodal in several cases). Calculating function values of G(α)
requires solving a minimization problem with a quadratic objective function and a
norm equality constraint, i.e. a trust-region subproblem. In [4] an enclosing bisection algorithm is suggested by solving a sequence of TRSs. The suggested TRTLSG
algorithm converges to the global minimum if the function G is unimodal, otherwise
the bisection strategy has to be replaced by more expensive one dimensional global
solvers.
Remark 3.6 Note that again the situation of a convergent sequence of trust-region
subproblems occurs. For solving large-scale TRSs we presented two suitable approaches in section 2.6. Either the TRS can be solved by one quadratic eigenvalue
problem as proposed in subsection 2.6.2 or by the LSTRS method from subsection
2.6.3. The situation of solving a sequence of TRSs also occurred in subsection 2.7.4,
where two algorithms based on the Nonlinear Arnoldi Algorithms 2.3 and 2.4 are
proposed. The idea of reusing as much information as possible during solving a sequence of converging trust-region subproblems can be directly adapted. Employing the
Nonlinear Arnoldi as TRS solver within the TRTLSG algorithm with bisection search
(and for a modiﬁed version with a global minimizer for G(α) as well) will substantially
speed up the computations.
Now we will present an alternative approach for the Tikhonov TLS problem based on
solving a sequence of linear systems. To derive the ﬁrst-order optimality conditions
of (3.42) we set its derivative with respect to x equal to zero
(2AT Ax − 2AT b)(1 + x2 ) − 2xAx − b2
+ 2λLT Lx = 0
(1 + x2 )2

(3.54)
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which can be recast to
q(x) := (AT A − f (x)I + λ(1 + x2 )LT L)x − AT b = 0.

(3.55)

From the set of solutions of (3.55) the minimizer of f (x) = Ax − b2 /(1 + x2 ) is
the solution xRT LS of (3.42). A straightforward idea is to apply Newton’s method to
q(x). After some calculations the Jacobian is given by
xT AT A − bT A − f (x)xT
.
1 + x2
(3.56)
Let us assume that q(x) is two times continuously diﬀerentiable in a neighborhood of
xRT LS and let J(xRT LS ) be a regular matrix. When starting with x0 close to xRT LS
the scheme
xk+1 = xk − J −1 (xk ) · q(xk )
(3.57)
J(x) = AT A − f (x)I + λ(1 + x2 )LT L + 2λLT LxxT − 2x

indeed converges quadratically to the RTLS solution. A second idea is to introduce
the new parameter
(3.58)
λL := λ(1 + x2 )
which simpliﬁes equation (3.55) to
q̃(x) := (AT A − f (x)I + λL LT L)x − AT b = 0.

(3.59)

The meaning of a ﬁxed value λL is not directly related to a ﬁxed Tikhonov parameter
λ. Only after solving problem (3.59) the corresponding Tikhonov parameter λ can be
determined by (3.58), i.e. λ = λL /(1 + xRT LS 2 ). One advantage of the formulation
(3.59) is the slightly simpler Jacobian
xT AT A − bT A − f (x)xT
˜
J(x)
= AT A − f (x)I + λL LT L − 2x
1 + x2

(3.60)

for the Newton iteration (3.57). The convergence is again locally quadratic. These
approaches are highly expensive since a sequence of linear systems with varying
˜ k ) has to be solved. The convergence drops to linear if
system matrices J(xk ) or J(x
˜ 0 ) and keep the Jacobian ﬁxed
we only calculate one decomposition of J(x0 ) or J(x
within a simpliﬁed Newton scheme.
There exists an interesting connection between the Newton iteration on q̃(x) and an
algorithm proposed in [107] denoted as ’Iterative Reﬁnement for the RTLS solution’
(Algorithm 4.1 in [107]). The essential idea is to keep the value f (x) within the
expression q̃(x) in (3.59) ﬁxed for one step, and then the solution of the resulting
linear system is used to update f (x). This leads to the following iteration procedure
xk+1 = (AT A − f (xk )I + λL LT L)−1 AT b.
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(3.61)

3.3 RTLS with Regularization Matrix
Iteration (3.61) is nothing else but Newton’s method applied to q̃(x) with a modiﬁed
ˆ
˜
Jacobian J(x)
= AT A − f (x)I + λL LT L, i.e. compared to J(x)
the rank-1 matrix is
ˆ
neglected. Hence with J(x)
inserted into the iteration scheme (3.57) we obtain the
Newton related iteration


ˆ k )−1 q̃(xk ) = xk − J(x
ˆ k )−1 (AT A − f (xk )I + λL LT L)xk − AT b
xk+1 = xk − J(x
(3.62)
k
which generates an identical sequence {x } as iteration (3.61). Note that this sequence of linear systems can be solved eﬃciently by Krylov solvers due to the constant right-hand side AT b and the shift-invariance of Krylov spaces. It would be
interesting to prove iteration (3.61) to be a Newton-like method with local (super)linear convergence (since up to now there exist no such proof). This is beyond the
scope of this work. The main diﬃculty for all these Newton approaches is their sensitivity with respect to the starting vector.

3.3.2 About Hybrid Methods in RTLS
In this subsection the applicability of hybrid methods for regularized total least
squares problems (3.40) and (3.41) with a regularization matrix L = I is discussed.
A very important diﬀerence between RTLS and RLS problems is the non-existence
of a closed form solution. The solution of RLS problems can be expressed via the
generalized SVD introduced in subsection 2.5.1 as well as for TLS problems where
the solution can be expressed by the standard SVD, cf. equation (3.8). But for the
RTLS problems (3.40) or (3.41) there does not exist such a decomposition of A, L
and b. On the one hand this means that the RTLS problem lacks in a powerful
tool for analyzing purposes, like the GSVD for RLS. And on the other hand this
takes away a prerequisite for iterative Krylov methods. For the TLS problem we
have presented Krylov methods in subsection 3.2.2 that determine approximate TLS
solutions; and those methods rely on the truncated TLS method from subsection 3.2.1
that is obtained from the SVD of [A, b]. And for RLS problems Krylov methods give
approximations to the truncated GSVD of the pair (A, L). But for RTLS problems
there is no explicit ’goal’ to approximate. This directly leads to the diﬃculty for
hybrid methods what to approximate in the ’outer regularization’. Let us look at
several possibilities.
One idea is to project the RTLS problem or the ﬁrst-order necessary conditions (cf.
(3.54) for the Tikhonov RTLS problem (3.40)) onto the union of the two Krylov
subspaces Kk (AT A, AT b) and Kk (LT L, AT b). But when the regularization matrix L
is some discrete approximation of a derivative operator, cf. section 2.4, the subspace
Kk (LT L, AT b) will mainly consist of ampliﬁed noise of AT b and thus is not very
useful.
We mention a hybrid method in subsection 3.2.2 for regularizing the TLS prob-
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lem without a regularization matrix. The outer regularization is the Golub-KahanLanczos bidiagonalization applied to [A, b] (or by Lanczos-TTLS) and the inner regularization is truncated total least squares, cf. subsection 3.2.1. How can this be
extended to RTLS problems with regularization matrix L? One possibility is to
apply the Krylov method to [A, b] ﬁrst and take the L into account only after the
problem is projected to a much smaller dimension. But it is common knowledge
that these projection vectors are not always the best basis vectors for a regularized
solution, which is analogous to RLS problems. Another possibility for the outer regularization is to apply a Krylov method to the matrix pair (A, L) by means of an
approximation to the GSVD. In this step the ’total’ is neglected and only in the inner
regularization a much smaller RTLS problem is solved. A similar idea is suggested
in [25] where the problem is transformed into the (RLS-)standard form, cf. (2.94) –
(2.97). After the transformation the hybrid method consisting of Lanczos-TTLS as
outer regularization and TTLS as inner regularization can be applied. The crux lies
in the transformation into standard form. There simply exists no RTLS standard
form. Let us assume that L is regular, hence it holds that L†A = L−1 . The RLS
problem Ax − b + λLx is easily transformed into Āx̄ − b + λx̄ with x̄ = Lx
and Ā = AL−1 . But the RTLS problem
Ax − b2
+ λLx2
1 + x2

is transformed into

Āx̄ − b2
+ λx̄2
1 + L−1 x̄2

(3.63)

which can hardly be denoted as ’standard form’. Nevertheless this hybrid idea works
ﬁne in several practical examples, cf. [25].
It can be stated that the lack of an analytical tool for the RTLS problems (3.40) and
(3.41) prevents Krylov methods that approximate the (G)SVD to have a theoretical
justiﬁcation. This diﬃculty directly aﬀects the choice of a suitable outer regularization step in hybrid methods. Thus in this work no hybrid methods for the RTLS
problem with regularization matrix are investigated.

3.3.3 Dual RTLS
The dual RTLS problem corresponds to the quadratically constrained total least
squares problem (3.41) and is analyzed in [70]. It is given by
Lx = min! subject to (A + ∆A)x = b + ∆b,

∆b ≤ δ,

∆A ≤ h (3.64)

where reliable bounds for the noise levels δ and h are assumed to be known. It is
further shown that when the two constraints ∆b ≤ δ and ∆A ≤ h are active
(3.64) can be reformulated into
Lx = min! subject to Ax − b = δ + hx.
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In 1973 Golub has analyzed in [30] the dual RLS problem
x = min! subject to Ax − b = δ

(3.66)

with an active constraint, i.e. δ < AxLS − b. The results also holds true for the
non-standard case L = I
Lx = min! subject to Ax − b = δ.

(3.67)

In [30] an approach with a quadratic eigenvalue problem is presented from which
the solution of (3.66) can be obtained. This QEP is essentially the same we have
already discussed in subsection 2.6.2. The dual RLS problem is exactly the dual
RTLS problem with h = 0, i.e. with no error in the system matrix A.
Although the formulation (3.65) looks tractable this is generally not the case. In [70]
algorithms are proposed for special cases only, i.e. h = 0, δ = 0 or L = I. In these
cases the dual RTLS problem reduces to another much easier problem. In [115] an
idea of an algorithm for the general case dual RTLS problem (3.64) is suggested, which
has been worked out as a special two parameter ﬁxed-point iteration in [72]. Several
numerical examples can be found in [71]. The proposed methods for solving the dual
RTLS problem require the solution of a sequence of linear systems of equations, and
up to now their complexity and eﬀort are much higher when compared to algorithms
for solving the RTLS problem (3.41).

3.4 Quadratically Constrained TLS
This section is the main part of this work where the quadratically constrained total
least squares problem (3.41) is investigated. Typically we consider the equivalent
expression (3.43) which is more tractable, i.e.
Ax − b2
= min! subject to Lx2 ≤ ∆2 .
2
1 + x

(3.68)

Throughout this section it is assumed that the attainment condition (3.46) in Theorem 3.4 is satisﬁed. It is usually assumed that the regularization parameter ∆ > 0 is
less than LxT LS , where xT LS denotes the solution of the total least squares problem
(otherwise no regularization would be necessary). Note that this condition implies
the underlying TLS problem to attain a solution, i.e. case 1 or 2a are present, although this is not a necessary condition for the attainment of a RTLS solution, cf.
Theorem 3.4 and Remark 3.5. For the case 2b the ∆ > 0 can be chosen arbitrarily,
see Remark 3.20. Then at the optimal solution of (3.68) the constraint Lx2 ≤ ∆2
holds with equality, cf. [31]. Hence the RTLS problem (3.68) can be replaced by
Ax − b2
= min! subject to Lx2 = ∆2
1 + x2

(3.69)
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and (3.41) by
[∆A, ∆b]2F = min! subject to (A + ∆A)x = b + ∆b,

Lx2 = ∆2

(3.70)

respectively.
In the standard case L = I the RTLS problem (3.69) (and the Tikhonov TLS (3.42)
as well) reduces to a regularized least squares problem. This can be directly obtained
from
Ax − b2
= min! subject to Ix2 = ∆2
(3.71)
1 + x2
by inserting the equality constraint in the denominator, i.e.
Ax − b2
= min! subject to x2 = ∆2
1 + ∆2

(3.72)

which is simply a quadratically constrained least squares problem (2.37). Hence
analyzing the RTLS problem with regularization matrix is motivated by the nonstandard case L = I.
Let us compare the norm of the solution xRT LS of (3.69) with the norm of the
regularized least squares solution xRLS . By introducing
f1 (x) := Ax − b2 ,

f2 (x) := 1 + x2

and f (x) :=

f1 (x)
f2 (x)

(3.73)

the quadratically constrained LS problem can be expressed as
f1 (x) = min! subject to Lx2 = ∆2

(3.74)

and the quadratically constrained TLS problems as
f (x) = min! subject to Lx2 = ∆2 .

(3.75)

Because the RTLS solution xRT LS minimizes f (x) over all x that satisfy Lx2 = ∆2
it especially holds that
f1 (xRLS )
f1 (xRT LS )
= f (xRLS ) ≥ f (xRT LS ) =
.
f2 (xRLS )
f2 (xRT LS )

(3.76)

Since the RLS solution xRLS minimizes f1 (x) over all x that satisfy the constraint
condition it particularly holds that f1 (xRLS ) ≤ f1 (xRT LS ). Thus it has to hold that
1 + xRLS 2 = f2 (xRLS ) ≤ f2 (xRT LS ) = 1 + xRT LS 2
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and hence
xRLS  ≤ xRT LS 

(3.78)

which is a similar relation like the LS/TLS comparison in (3.10).
Golub, Hansen and O’Leary [31, 51] analyzed the properties of the equality constrained TLS problem and suggested a method for solving it. They derived the
following ﬁrst-order necessary conditions of (3.69). Taking the derivative of the Lagrangian
Ax − b2
L(x, µ) =
+ µ(Lx2 − ∆2 )
(3.79)
2
1 + x
with respect to x and the Lagrange multiplier µ, and set it equal to zero yields
(2AT Ax − 2AT b)(1 + x2 ) − 2xAx − b2
+ 2µLT Lx = 0,
(1 + x2 )2

Lx2 = ∆2 . (3.80)

Note that this expression looks very similar to (3.54), and indeed the same RTLS solutions can be obtained by Tikhonov regularization (3.42) and by adding a quadratic
constraint (3.70). For each Tikhonov parameter λ ≥ 0 there exists a value of ∆ that
corresponds to a Lagrange multiplier µ = λ, hence the equations (3.54) and (3.80) coincide and deliver identical solutions xRT LS . Analogously to the RLS case there exists
a monotonic decreasing nonlinear relation that maps λ ∈ [0, ∞) to ∆ ∈ [0, LxT LS ]
(or ∆ ∈ [0, ∞) if no TLS solution exists).
The solution xRT LS of problem (3.69) is a solution of the problem
(AT A + λI I + λL LT L)x = AT b,

Lx2 = ∆2

(3.81)

where the parameters λI and λL are given by
1  T
Ax − b2 
(b
−
Ax)
−
b
.
∆2
1 + x2
(3.82)
Note the equivalence of both RTLS approaches when comparing the equations (3.81)
– (3.82) and (3.58) – (3.59). One diﬀerence is the Lagrange parameter µ which is
here implicitly given by ∆ and x.
λI = −f (x) = −

Ax − b2
,
1 + x2

λL = µ(1 + x2 ) =

This ﬁrst-order conditions were used in literature in two ways to solve problem (3.68):
In [60, 63, 66, 107, 108] for a ﬁxed parameter λI problem (3.81) is solved for (x, λL ),
which yields a convergent sequence of updates for λI . A closely related algorithm
is presented in [5, 6] that solve a similar sequence where in each iteration step the
equality constraint in (3.81) is replaced by the original inequality Lx2 ≤ ∆2 . The
basic properties of these ﬁxed point iterations are discussed in subsection 3.4.1 together with a characterization of the RTLS solution xRT LS . The approach based on
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the equality constraint is analyzed in detail in subsection 3.4.2 with the focus on
diﬀerent eﬃcient implementations.
Conversely, in [31, 39, 62, 66, 95] λI is chosen as a free parameter; for ﬁxed λL
problem (3.81) is solved for (x, λI ), and then λL is updated in a way that the whole
process converges to the solution of (3.68). This approach is analyzed in subsection
3.4.3.

3.4.1 RTLS Fixed Point Iteration
In this subsection two iterative methods are considered that both are ﬁxed point
iterations to the global minimum of the RTLS problems (3.68) and (3.69) respectively.
The global convergence of the ﬁrst Algorithm 3.1 was proven in [63] and a convergence
proof for the second Algorithm 3.2 can be found in [6].
Let us consider the quadratically constrained TLS problem (3.69), i.e.
Ax − b2
= min! subject to Lx2 = ∆2 .
2
1 + x

(3.83)

By using the notation from (3.73), problem (3.83) is equivalent to the quadratic
optimization problem
f1 (x) − f ∗ (x)f2 (x) = Ax − b2 − f ∗ (1 + x2 ) = min! subject to Lx2 = ∆2
(3.84)
where
f ∗ = inf {f (x) : Lx2 = ∆2 },
(3.85)
i.e. x∗ = xRT LS is a global minimizer of problem (3.83) if and only if it is a global
minimizer of (3.84). This follows directly from an observation of Dinkelbach [21]:
If f2 is bounded below on F by a positive number, the following two statements are
equivalent:
1.
2.

f1 (x)
≤c
x∈F f2 (x)
min{f1 (x) − cf2 (x) ≤ 0}.
min
x∈F

(3.86)
(3.87)

A lower bound for f2 is given by 1, i.e. it always holds that f2 (x) = 1 + x2 ≤ 1.
Some simple bounds for f are given by
0 ≤ f (x) and f ∗ ≤ f (0) = b2

(3.88)

where the upper bound f (0) can be used as parameter c. Note that F can be chosen
as {x : Lx2 = ∆2 } which leads to (3.84) as well as F = {x : Lx2 ≤ ∆2 } which
leads to the similar problem from [5, 6]
f1 (x) − f ∗ (x)f2 (x) = Ax − b2 − f ∗ (1 + x2 ) = min! subject to Lx2 ≤ ∆2 .
(3.89)
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If it holds that ∆ < LxT LS  the solutions of (3.84) and (3.89) are identical, but
lead to diﬀerent algorithms.
Based on (3.84) we consider for ﬁxed y ∈ Rn the more general optimization problem
g(x; y) := Ax − b2 − f (y)(1 + x2 ) = min! subject to Lx2 = ∆2 .

(3.90)

The following existence result was proven in Sima et al. [108]:
Lemma 3.7 Problem (3.90) admits a global minimizer if and only if
xT AT Ax
,
f (y) ≤
min
x∈N (L),x=0
xT x

(3.91)

where N (L) denotes the null space of L.
Lemma 3.8 Assume that y satisﬁes condition (3.91) and Ly2 = ∆2 , and let z be
a global minimizer of problem (3.90). Then it holds that
f (z) ≤ f (y).

(3.92)

Proof.
(1 + z)2 (f (z) − f (y)) = g(z; y) ≤ g(y; y) = (1 + y2)(f (y) − f (y)) = 0.

This monotonicity result suggests the following method for solving the optimization
problem (3.83):
Algorithm 3.1 RTLS with quadratic equality constraint
Require: x0 satisfying condition (3.91) and Lx0 2 = ∆2 .
1: for m = 0, 1, 2, . . . until convergence do
2:
Determine global minimizer xm+1 of
g(x; xm ) = min! subject to Lx2 = ∆2 .
3:

(3.93)

end for

By Lemma 3.7 the sequence {xm } is deﬁned, and from Lemma 3.8 it follows that
0 ≤ f (xm+1 ) ≤ f (xm ).

(3.94)

The quadratic optimization problem (3.90) can be solved via the ﬁrst-order necessary
optimality conditions
(AT A − f (y)I)x + λLT Lx = AT b,

Lx2 = ∆2 .

(3.95)

Although g(·; y) in general is not convex these conditions are even suﬃcient if the
Lagrange parameter is chosen maximal, cf. Lemma 3.1 in [108].
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Theorem 3.9 Assume that (λ̂, x̂) solves the ﬁrst-order conditions (3.95). If Ly =
∆ and λ̂ is the maximal Lagrange multiplier then x̂ is a global minimizer of (3.90)
Proof. The statement follows immediately from the following equation which can be
shown similarly as Theorem 1 in Gander [27]: If (λj , z j ), j = 1, 2 are solutions of
(3.95) then it holds that
1
g(z 2 ; y) − g(z 1 ; y) = (λ1 − λ2 )L(z 1 − z 2 )2 .
2

Sima et al. [108] suggested to solve the ﬁrst-order conditions (3.95) via a quadratic
eigenvalue problem
(W + λI)2 u − ∆−2 hhT u = 0.
(3.96)
where W ∈ Rk×k is a symmetric matrix and h ∈ Rk (the detailed form of W and h is
given in (3.120) and (3.121); notice however, that W = W (y) and h = h(y) depend
continuously on y). In [60] we studied this quadratic eigenproblem, and we proved
that (3.96) always has a rightmost real eigenvalue λ̂ such that
λ̂ ≥ real(λ) for every eigenvalue λ of (3.96).

(3.97)

It is this rightmost eigenvalue which corresponds to the global minimizer of problem
(3.90).
To prove the global convergence of the method deﬁned by Algorithm 3.1 we need the
boundedness of the generated sequence.
Lemma 3.10 The sequence {xm } constructed by the Algorithm 3.1 is bounded.
Proof. If L is quadratic and nonsingular, then the admissible set is bounded and the
lemma is trivial.
For rank(L) = k < n assume that xm is unbounded. xm can be uniquely written as
xm = y m +z m where y m ∈ R(LT L) and z m ∈ N (LT L), and trivially {y m } is bounded
and {z m } inherits the unboundedness from {xm }.
Without loss of generality we assume that tm := z m  → ∞, and that the sequence
w m := z m /tm converges to some w ∗ . Then it follows that
Az m + Ay m − b2
Axm − b2
=
1 + xm 2
1 + z m 2 + y m2
Aw m 2 + 2(Aw m )T (Ay m − b)/tm + Ay m − b2 /t2m
=
1/t2m + w m 2 + y m2 /t2m
(w ∗ )T AT Aw ∗
→
for m → ∞
w ∗2

f (xm ) =
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contradicting (3.91) with y = x0 and (3.94).

We are now in the position to proof the convergence of Algorithm 3.1.
Theorem 3.11 Any limit point x∗ of the sequence {xm } constructed by Algorithm
3.1 is a global minimizer of the optimization problem (3.83).
Proof. Let x∗ be a limit point of {xm }, and let {xmj } be a subsequence converging
to x∗ . Then xmj solves the ﬁrst-order conditions
(AT A − f (xmj −1 )I)xmj + λmj LT Lxmj = AT b.
By Lemma 3.10 {xmj −1 } is bounded. Hence, it contains a subsequence {xmj } converging to some limit point x̃, and from (3.94) it follows that f (x̃) = f (x∗ ).
Since W (y) and h(y) (cf. (3.96)) depend continuously on y the sequence of rightmost
eigenvalues {λmj } converges to some λ∗ , and x∗ satisﬁes
(AT A − f (x∗ )I)x∗ + λ∗ LT Lx∗ = AT b,

Lx∗ 2 = ∆2

where λ∗ is the maximal Lagrange multiplier. Hence, by Theorem 3.9 x∗ is a global
minimizer of
g(x; x∗ ) = min! subject to Lx2 = ∆2 ,
and for y ∈ Rn with Ly2 = ∆2 it follows that
0 = g(x∗ ; x∗ ) ≤ g(y; x∗)
= Ay − b2 − f (x∗ )(1 + y2)
= (f (y) − f (x∗ ))(1 + y2), i.e. f (y) ≥ f (x∗ ).

Sima et al. [108] proved the weaker convergence result, that every limit point of {xm }
satisﬁes the ﬁrst-order conditions (3.95).
The next result shows that the sequence of function values {f (xk )} generated by the
Algorithm 3.1 converges to f (x∗ ) with a linear rate, cf. [6].
Theorem 3.12 Let {xk } be the sequence generated by the Algorithm 3.1 and let x∗
be a global minimizer of (3.83). Let U be an upper bound of {xk }, i.e. xk  ≤
U, k = 0, 1, . . . .
Then it holds
f (xk+1 ) − f (x∗ ) ≤ γ(f (xk ) − f (x∗ )) for every k ≥ 0
with
γ =1−

U2

1
+1
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Proof. That an upper bound U exists follows directly by Lemma 3.10. In [6] it is
shown how to compute an upper bound explicitly. By the deﬁnition of xk+1 the
following inequality holds
f2 (xk+1 )(f (xk+1 ) − f (xk )) = g(xk+1 ; xk ) ≤ g(x∗ ; xk ) = f2 (x∗ )(f (x∗ ) − f (xk )) ≤ 0
and hence
f2 (x∗ )
(f (x∗ ) − f (xk )) − (f (x∗ ) − f (xk ))
f2 (xk+1 )


f2 (x∗ )
≤
1−
(f (xk ) − f (x∗ )).
f2 (xk+1 )

0 ≤ f (xk+1 ) − f (x∗ ) ≤

By taking a lower bound for f2 (x∗ ) and an upper bound for f2 (xk+1 ) = xk+1 2 + 1
the expression for γ is obtained.


Corollary 3.13 The ﬁnal inequality in the proof of Theorem 3.12 implies that it
holds f2 (xk+1 ) ≥ f2 (x∗ ) and thus xk+1  ≥ x∗  for all k = 0, 1, . . . Note that in
general x0  ≥ x∗  does not hold.
Now let us look at the inequality constrained problem (3.68) which can be equivalently expressed as (3.89), presented in [5, 6]:
f1 (x) − f ∗ (x)f2 (x) = Ax − b2 − f ∗ (1 + x2 ) = min! subject to Lx2 ≤ ∆2 .
(3.98)
Note that if it holds that ∆ < LxT LS  the solutions of the equality constrained
problem (3.84) and (3.98) are identical, but lead to two algorithms that are slightly
diﬀerent in spirit.
Let us now discuss the closely related approach that is suggested in [5, 6]. Replacing
the equality constraint in problem (3.84) by an inequality constraint (i.e. problem
(3.89)) motivates the following Algorithm 3.2.
Algorithm 3.2 RTLS with quadratic inequality constraint
Require: x0 satisfying condition (3.91) and Lx0 2 ≤ ∆2 .
1: for m = 0, 1, 2, . . . until convergence do
2:
Determine global minimizer xm+1 of
g(x; xm ) = min! subject to Lx2 ≤ ∆2 .
3:
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For this method Beck and Teboulle [6] proved global convergence (even for a more
general objective function). Notice however, that problem (3.99) cannot be solved by
a quadratic eigenvalue problem in general, i.e. in [5] it is suggested to compute the
spectral decomposition of a matrix of dimension n, thus it is much more expensive
to solve the minimization problem for g(·; xm) with inequality constraint.
For Algorithm 3.2 a condition is derived in [6] that ensures superlinear convergence
of the function values {f (xm )} and the iterates {xm }.
A necessary condition for the convergence of the sequence of iterates xm is the existence of a unique solution x∗ . The minimization problem (3.99) is a generalized
trust-region subproblem (GTRS for short)
xT (AT A − f (xm )I)x − 2bT Ax + bT b − f (xm ) = min! subject to Lx2 ≤ ∆2 .
(3.100)
The GTRS (3.100) can be described in a similar form like the TRS (2.100)
min
x

1 T
x H(f (xm ))x + g T x subject to Lx2 ≤ ∆2
2

(3.101)

with H(f (xm )) = H(f (xm ))T = AT A − f (xm )I and g = −AT b. Hence all iterates
of Algorithm 3.2 can be characterized by means of a corresponding the GTRS, see
[75] for results on GTRS. The results we need in this work can be directly obtained
by generalizing statements of subsection 2.6.1 for the general case L = I. The
generalization of Lemma 2.10 and the Corollaries 2.11 and 2.12 is straightforward
[75].
Lemma 3.14 A feasible vector xm+1 is a solution to (3.101) with corresponding

Lagrange multiplier λm+1 iﬀ xm+1 and λm+1 satisfy H(f (xm )) + λm+1 LT L xm+1 =
−g with H(f (xm )) + λm+1 LT L positive semideﬁnite, λm+1 ≥ 0, and λm+1 (Lxm+1  −
∆) = 0.
Note that the condition of the Lagrange parameter is still analogous to Lemma 2.10,
despite its opposite sign. The reason for the sign change of the Lagrange parameter
in this subsection is motivated by practical considerations, i.e. to keep in accordance
with most of the work done on RTLS.
Corollary 3.15 Lemma 3.14 implies that all solutions of the generalized trust-region

†
m+1
m
m+1 T
subproblem
are
of
the
form
x
=
−
H(f
(x
))
+
λ
L
L
g + z, with z from


m
m+1 T
N H(f (x )) + λ
L L .
Corollary 3.16 A suﬃcient but not necessary condition fora unique solution xm+1
of (3.101) is given
3.14 holds,
but the condition H(f (xm )) + λm+1 LT L ≥

 when mLemmam+1
LT L > 0.
0 is replaced by H(f (x )) + λ
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Hence it directly follows from G(f ∗ ) := H(f (x∗ )) + λ∗ LT L > 0 that x∗ is the
unique RTLS solution of (3.84) and (3.89).
Exactly this is the condition for the superlinear convergence of Algorithm 3.2, i.e. if
it holds G(f ∗ ) > 0 then {xm } converges superlinearly to x∗ as well as the sequence of
function values {f (xm )} converges superlinearly to f (x∗ ), see [6] for the proof. This
also implies that {xm } converges superlinearly to {x∗ }.
A potential hard case of the quadratically constrained TLS problem is given by
g ⊥ S1∗ , with S1∗ as the eigenspace corresponding to the smallest eigenvalue of G(f ∗ ).
A sharp condition for a unique RTLS solution is given by: Either it holds g ⊥ S1∗ ,
which implies G(f ∗ ) > 0, or it holds g ⊥ S1∗ and ∆ ≤ Lx∗min , with x∗min :=
−G(f ∗ )† g. Note that ∆ = Lx∗min  corresponds to a singular matrix G(f ∗ ) ≥ 0.
A nonunique RTLS solution is present if it holds g ⊥ S1∗ and ∆ > Lx∗min .
Analogously to trust-region subproblems the hard case for RTLS problems can be
deﬁned as g ⊥ S1∗ and ∆ ≥ Lx∗min .
With this terminology the condition G(f ∗ ) > 0 for superlinear convergence of {xm }
corresponds to the non-hard case.
Remark 3.17 If problem (3.89) encounters the hard case with g ⊥ S1∗ and ∆ >
Lx∗min  nonunique boundary solutions are present, cf. Figure 2.2. If the eigenspace
S1∗ corresponding to the smallest eigenvalue of G(f ∗ ) is one-dimensional there exist
two boundary solutions, and if the eigenspace S1∗ contains more than one vector, there
exist inﬁnitely many boundary solutions, cf. Remark 2.15.
To illustrate the case mentioned in Remark 3.17 the contourplot of f (x) from Example
3.23 (in subsection 3.4.2) is shown in Figure 3.1.
In Figure 3.1 we see two minimizers on the boundary constraint Lx = ∆, which
is an ellipse here. These two nonunique RTLS solutions correspond to the situation
g ⊥ S1∗ , ∆ > Lx∗min  and dim(S1∗ ) = 1.
Remark 3.18 There exists an interesting diﬀerence between nonunique RLS and
RTLS solutions: For a quadratically constrained LS problem the constraint Lx ≤
∆ with ∆ < LxLS  guarantees a unique solution xRLS , while for a quadratically
constrained TLS problem the constraint Lx ≤ ∆ with ∆ < LxT LS  does not
guarantee a unique RTLS solution, as shown in Example 3.23 and Figure 3.1.
One idea to enforce uniqueness when facing nonunique RTLS solutions is to require
additionally the solution to have a minimum 2-norm (which is a reasonable idea for
LS and TLS problems). But this does not remove nonuniqueness in general, i.e.
in Example 3.23 it does not only hold that Lx1RT LS  = Lx2RT LS  = ∆ but also
x1RT LS  = x2RT LS .
In Figure 3.2 the contourplot of f (x) from Example 3.24 (in subsection 3.4.2) displays
the potential hard case.
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Figure 3.1: Contourplot of f (x) – hard case with ∆ > Lx∗min 
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Figure 3.2: Contourplot of f (x) – potential hard case g ⊥ S1∗
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For the solution x∗ it holds g ⊥ S1∗ but the matrix G(f ∗ ) is positive deﬁnite. In both
ﬁgures the unconstrained minimum of f (x) is attained, i.e. a TLS solution xT LS
exists, but the corresponding point is not in the range of the axes.
Remark 3.19 It is also possible that the inequality constrained problem (3.89) has
2
interior solutions, cf. subsection 2.6.1. If it holds H(f ∗ ) > 0 with f (x∗ ) = σn+1
<
 2
∗
∗ †
∗
(σn ) and ∆ > Lxmin  = LG(f ) g the Lagrange parameter λ is zero, thus
∆ > LxT LS  implies one unique interior solution.
Let us consider nonunique interior solutions, cf. Figure 2.1. Therefore the hard case
with g ⊥ S1∗ and ∆ > LG(f ∗ )† g has to be present that leads according to Remark
3.17 to nonunique boundary solutions. If it additionally H(f ∗) ≥ 0 is singular then
it again holds that λ∗ = 0 and hence H(f ∗ ) = G(f ∗ ). According to Corollary 3.15
the solution set is given by x∗ = −H(f ∗ )† g + z, with z from N (H(f ∗)) where it has
to hold that L(−H(f ∗ )† g + z) ≤ ∆.
Remark 3.20 But it should be noted that no interior solutions exists if the natural
condition ∆ ≤ LxT LS  is assumed (which holds for both Figures 3.1 and 3.2). If
the underlying TLS problem exhibits a unique solution this is obvious, cf. Remark
3.19. In the case 2a of a nonunique TLS solution we consider xT LS as the minimum
2-norm solution. If the conditions in Remark 3.19 are fulﬁlled with a singular matrix
2
H(x∗ ) = AT A − f (x∗ )I, then it holds f (x∗ ) = (σn )2 = σn+1
. Hence by equation
(3.21) the condition ∆ ≤ LxT LS  can alternatively be expressed as ∆ ≤ LG(f ∗ )† g
which contradicts the requirement for nonunique interior solutions. This situation is
analogous to TRS where the condition ∆ ≤ LxLS  ensures no interior solutions, cf.
Remark 2.13.
Finally the underlying TLS problem could be nongeneric, i.e. case 2b. Then the
natural condition ∆ ≤ LxT LS  does not exist any longer since xT LS does not exist.
In this case there does not exist a ﬁnite minimizer of the unconstrained problem

f (x) = min!, i.e. the minimum value f (x∗ ) is approached for vectors x = αvmin



where it holds that limα→∞ f (αvmin
) = (σn )2 for any vmin
∈ Vmin
. The attainment

condition for RTLS from Theorem 3.4 implies in this case vmin ∈ N (L). Hence

the expression  limα→∞ αLvmin
 is unbounded and by any ﬁnite value ∆ > 0 the
constraint is active and only boundary solutions of problem (3.89) exist.
Remark 3.21 When facing the RTLS problem (3.84) or (3.89) there is unfortunately no way to check in advance if a potential hard case, a hard case or a nonunique
solution is present. All the criteria are based on the solution x∗ and the corresponding
Lagrange multiplier λ∗ . The characterization of the RTLS problem can only be done
a posteriori. This is in contrast to the TRS where an a priori characterization is
possible, i.e. without solving the whole problem.
Let us assume that it holds ∆ ≤ LxT LS  and a unique RTLS solution x∗ = xRT LS
is present. Thus the solution of the equality constrained problem (3.84) and the
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inequality constrained problem (3.89) coincide and it holds that LxRT LS  = ∆.
When starting Algorithms 3.1 and 3.2 with a vector x0 that fulﬁlls Lx0  = ∆ both
algorithms generate globally convergent sequences {f (xm )} and {xm }. The question
is when do they generate the same sequences? The answer is: If and only if all iterates
xm of Algorithm 3.2 are boundary solutions, i.e. it holds that Lxm  = ∆ for m =
0, 1, . . . If it further holds G(f ∗ ) > 0 then Algorithm 3.1 converges superlinearly, i.e.
produces the same superlinear convergent sequences {f (xm )} and {xm } as Algorithm
3.2 (but with a drastically reduced eﬀort).
When investigating the sequence {xm } generated by Algorithm 3.1 it is interesting to
monitor the sign of the corresponding sequence of Lagrange multipliers {λm }: If the
Lagrange multiplier λm is positive the constraint condition is active, which means
that the unconstrained minimum xm
uncon of the problem (3.93) in step m − 1 satisﬁes
m
Lxuncon  > ∆. But if a Lagrange multiplier λm is negative the constraint condition is active in the other direction, i.e. the unconstrained minimum xm
uncon satisﬁes
m
m
Lxuncon  < ∆. In this case the solution x of Algorithm 3.2 is excluded by the condition Lxm  = ∆. And exactly this is the diﬀerence between Algorithms 3.1 and
3.2. They produce diﬀerent sequences if and only if at least one negative Lagrange
multiplier occurs in Algorithm 3.1.
That a negative Lagrange parameter really occurs is shown in the next subsection
3.4.2 where the algorithm based on quadratic eigenvalue problems for solving the
equality constrained subproblems (3.93) is presented, cf. Figure 3.5 and Table 3.1.

3.4.2 RTLSQEP
Quadratically constrained least squares problems (i.e. even the more general trustregion subproblem (2.103)) can be solved essentially by one quadratic eigenvalue
problem [28], cf. subsection 2.6.2. Inspired by this fact Sima, Van Huﬀel, and Golub
[107, 108] developed an iterative method for solving (3.69) which has been introduced
as Algorithm 3.1 in the last subsection 3.4.1. In [107, 108] this method is called RTLSQEP (Regularized Total Least Squares via Quadratic Eigenvalue Problems) since
in each step the rightmost eigenvalue and corresponding eigenvector of a quadratic
eigenproblem has to be determined. Its global convergence was proved in [63], cf.
subsection 3.4.1.
Using a maxmin characterization for nonlinear eigenvalue problems [129] the occurring quadratic eigenproblems are analyzed and the existence of a rightmost real
eigenvalue is proven in [60]. The diﬀerence between Algorithms 3.1 and 3.2 is highlighted by proving the existence of a negative Lagrange multiplier, see also [60] and
the end of subsection 3.4.1.
Eﬃcient implementations for solving the sequence of QEPs are discussed in [60, 63,
66] with the special emphasis on iterative projection methods and updating techniques that accelerates the RTLSQEP method in [108] substantially.
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This subsection is organized as follows. After introducing the sequence of quadratic
eigenvalue problems and the RTLSQEP method we investigate nongeneric cases and
prove the existence of negative Lagrange multipliers. It follows computational considerations about several suitable solvers for the occurring QEPs and we discuss the
idea of reuse of information. We conclude the subsection with various numerical examples demonstrating that the RTLSQEP method is a powerful approach, especially
when combining with the heavy reuse of previously gained information.
RTLS via a Sequence of Quadratic Eigenvalue Problems
The minimization problem (3.93) in step k of Algorithm 3.1 can be solved by the
corresponding ﬁrst-order optimality conditions (3.95):
H(xk )x + λLT Lx = AT b,

Lx2 = ∆2 ,

with
H(xk ) = AT A − f (xk )I

and f (xk ) =

Axk − b2
.
1 + xk 2

(3.102)

(3.103)

When comparing (3.102) with (3.81) – (3.82) the connections f (xk ) = −λI (xk ) and
λ = λL are obvious. Thus Algorithm 3.1 can be interpreted as keeping the parameter
λI ﬁxed for one iteration step and treat λL as a free parameter. Note that the
Lagrange parameter λ of problem (3.93) is not equivalent to the Lagrange parameter
µ = λL /(1 + xk 2 ) of problem (3.79), which is due to the transformation of problem
(3.83) into (3.84).
The ﬁxed parameter λI is updated and initialized as suggested in (3.82)
λI = λI (xk ) = −

Axk − b2
.
1 + xk 2

(3.104)

This suggests the following Algorithm 3.3.
Algorithm 3.3 RTLSQEP
Require: Initial vector x0 .
1: for k = 0, 1, . . . until convergence do
2:
With Hk := H(xk ) solve
Hk xk+1 + λLT Lxk+1 = AT b,
3:
4:

Lxk+1 2 = ∆2

(3.105)

for (xk+1 , λ) corresponding to the largest λ ∈ R
end for

Sima, Van Huﬀel and Golub [108] proposed to solve (3.105) via a quadratic eigenvalue
problem similarly to the approach of Golub [28, 30] for regularized least squares
problems, cf. subsection 2.6.2. This motivates the name RTLSQEP of the algorithm.
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If L is square and nonsingular, then with z = Lxk+1 problem (3.105) is equivalent to
Wk z + λz := L−T Hk L−1 z + λz = L−T AT b =: h,

z T z = ∆2 .

(3.106)

Assuming that Wk + λI is positive deﬁnite, and denoting u := (Wk + λI)−2 h, one
gets hT u = z T z = ∆2 , and h = ∆−2 hhT u yields that (Wk + λI)2 u = h is equivalent
to the quadratic eigenvalue problem
(Wk + λI)2 u − ∆−2 hhT u = 0.

(3.107)

The choice of the rightmost eigenvalue is directly related to the maximal Lagrange
multiplier from Theorem 3.9, cf. [27, 63].
Note that the form of problem (3.107) is equivalent to the monic QEP (2.107) that
is considered in subsection 2.6.2.
Remark 3.22 Another possibility to solve the sequence of GTRS (3.100) is the multiple use of the LSTRS Algorithm 2.1 from subsection 2.6.3 applied to the transformed
sequence of TRSs (3.106). Thus for the solution of one RTLS problem with this approach a sequence of a sequence of linear EVPs has to be solved.
In Theorem 3.25 it is proven that the rightmost eigenvalue λ̂ of (3.107) is real and
that Wk + λ̂I is positive semideﬁnite.
In the generic case the matrix Wk + λ̂I is positive deﬁnite and according to Corollary
3.16 the solution of the original problem (3.105) is unique. The solution can be recovered from z = (Wk + λ̂I)u, and xk+1 = L−1 z where u is an eigenvector corresponding
to λ̂ which is scaled such that hT u = ∆2 , cf. equation (2.108).
RTLSQEP – Nongeneric Cases with Examples
In the case the matrix Wk + λ̂I ≥ 0 is singular the solution of (3.105) may not be
unique, cf. Corollary 3.15. This can be denoted as hard case in step k. Exactly
here are located most of the analytical diﬃculties of the RTLS problem. In subsection 3.4.1 we used the terminology ’hard case’ only for the solution xRT LS but
it is straightforward to use the characterization in intermediate steps as well. Note
that the potential hard case in step k is a necessary condition for a singular matrix
Wk + λ̂I, i.e. h ⊥ S1k , with S1k as the eigenspace corresponding to the leftmost eigenvalue of Wk . The diﬀerent cases can be distinguished analogously to subsection 3.4.1,
i.e. the matrix G(f (xk )) corresponds now to W (f (xk )) + λ̂I.
If the potential hard case in step k is present and it holds additionally that ∆ =
(Wk + λ̂I)† h then the rightmost eigenvalue λ̂ of the QEP coincides with the leftmost
eigenvalue of Wk , with a multiplicity two times the multiplicity of the eigenvalue of
Wk plus one. From the corresponding eigenspace the vector u has to be extracted by
orthogonalizing u against S1k and then perform the backsubstitution: Scale u such
that hT u = ∆2 , z = (Wk + λ̂I)u, and we obtain the unique solution of (3.105) by
xk+1 = L−1 z.
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If the hard case in step k is encountered with ∆ > (Wk + λ̂I)† h the solution
of (3.105) is nonunique, cf. [28]. The multiplicity of the rightmost eigenvalue λ̂
of the QEP is two times the multiplicity of the leftmost eigenvalue of Wk . Note
that the corresponding eigenspace S1k is directly related to N (H(f (xk )) + λk+1LT L)
from Corollary 3.15. Hence the solution xk+1 cannot be recovered from a solution
u ∈ S1k of the QEP only. The backsubstitution fails in the scaling step since it
holds that h ⊥ S1k , i.e. the potential hard case condition. The condition that the
eigenspace corresponding to the rightmost eigenvalue of the QEP is orthogonal to h
(here u ∈ S1k ⊥ h) can be used as an alternative indicator for a nonunique solution.
Thus an additional linear system has to be solved: (Wk + λ̂I)zmin = h where zmin
denote its minimum norm solution. Note that the system is consistent. The vectors
z k+1 that solves (3.106) are obtained by z k+1 = zmin + z with a vector z ∈ S1k ⊥ zmin
of suitable length such that it holds zmin 2 + z2 = z k+1 2 = ∆2 . And with
xk+1 = L−1 z k+1 the corresponding solutions to (3.105) are obtained. See Remark
3.17 for a note on the dimension of the solution set.
The near hard case in step k can be deﬁned as the following situation: It nearly
holds the potential hard case condition, i.e. h is nearly orthogonal to the space S1k
and ∆ ≥ (Wk + λ̂I)† h. Then the solution vector u of the QEP (3.107) can be very
close to the space S1k which leads to diﬃculties in the scaling step hT u = ∆2 .
To illustrate the hard case with nonunique solutions of a RTLS problem when solving
it with Algorithm 3.3 we consider the following example.
Example 3.23 Let
⎞
⎛ ⎞
⎛

√
1
1 0
√
2 0
⎝
⎠
⎝
⎠
, ∆ = 3.
A = 0 1 , b = √0 , L =
0 1
0 0
5

(3.108)


Then it holds that 1 = σmin
(A) > σmin ([A, b]) ≈ 0.8986 and the corresponding TLS
problem has the unique solution

xT LS = (A A −
T

2
σmin
I)−1 AT b



5.1926
≈
.
0

(3.109)

It holds N (L) = {0}, hence the RTLS problem (3.108) is solvable and the constraint
at the solution is active, because ∆2 = 3 < 53.9258 ≈ LxT LS 2 holds.
Let us investigate the situation at the minimal value f ∗ = 2 at the RTLS solution.
Problem (3.105)
H(f ∗ )x + λLT Lx = AT b,
Lx2 = ∆2
(3.110)
is transformed into
W (f ∗ )z + λz = h,
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where z = Lx, W = L−T HL−1 and h = L−T AT b, i.e.


√ 
−0.5 0
2/2
z + λz =
(3.112)
,
z T z = 3.
0
−1
0
√
Thus the potential hard case is present: h = [ 2/2, 0]T ⊥ S1∗ = α[0, 1]T , α ∈ R. The
corresponding QEP
(λ2 I + 2λW + W 2 − ∆−2 hhT )u = 0

(3.113)

has the eigenvalues λ1,2 = 1, λ3 = 0.9082, λ4 = 0.0918. The double rightmost eigenvalue λ̂ = 1 corresponds to the eigenspace α[0, 1]T , α ∈ R, so there exists no scalable
u such that it holds hT u = ∆2 . Hence the hard case with nonunique solutions is
present (equivalently ∆2 = 3 > 2 = (W (f ∗) + λ̂I)† h2 could be checked). The
multiplicity of the eigenvalue λ̂ = 1 of the QEP is two times the multiplicity of the
leftmost eigenvalue of W (f ∗ ), corresponding to the eigenspace S1∗ . The eigenvalue
λmin (W (f ∗ )) = −1 has multiplicity one and according to Remark 3.17 there exist
two RTLS solutions. Therefore we have to determine the minimum norm solution
zmin from (W (f ∗ ) + λ̂I)zmin = h, i.e.


√ 
1/2 0
2/2
z
=
(3.114)
0 0 min
0
√
gives zmin = [ 2, 0]T . From the condition ∆2 = z ∗ 2 = zmin 2 + z2 it follows
by x = L−1 z the vector
z = √
1. Since it holds z = α[0, 1]T this yields α = ±1. Thus
√
z1∗ = [ 2, 1]T corresponds to x1RT LS = [1, 1]T and z2∗ = [ 2, −1]T yields the second
solution x2RT LS = [1, −1]T .
In this example we do not only face the hard case at the solution f ∗ but for all intermediate steps f (xk ) ≥ f ∗ as well. This is illustrated in Figure 3.3 by investigating
the rightmost eigenvalue of the QEP and the leftmost eigenvalue of Wk with respect
to f (x). For a contourplot of f (x) see Figure 3.1.
In Figure 3.3 it can be observed that the rightmost eigenvalue λ̂(f (x)) of the QEP
coincides
√ √with the negative of the leftmost eigenvalue of Wk for all values f (x) ≥
1 + 2/ 3 ≈ 1.8165. Since
√ for
√ all intermediate steps k = 0, 1, . . . it holds that
f (xk ) ≥ f (x∗ ) = 2 > 1 + 2/ 3 the hard case is always present and the solution
of (3.105) cannot be obtained from the QEP (3.107) alone, but the additional linear
system (W (f (xk )) + λ̂k+1 I)zmin = h has to be solved in every iteration step.
√
Example 3.24 If we change in Example 3.23 the last component of b to 3 and
set ∆ = 1 the behavior of the extreme eigenvalues is displayed in Figure 3.4. For a
contourplot of f (x) see Figure 3.2.
From
3.4 we see that the RTLS problem has one unique solution, i.e. xRT LS =
√ Figure
T
[ 2/2, 0] with f ∗ = f (xRT LS ) = 2.0572. At f ∗ the potential hard case is present
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Figure 3.3: Behavior of QEP(f (x)) and W (f (x)) – hard case
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√
again, i.e. h = [ 2/2, 0]T ⊥ S1∗ = α[0, 1]T , α ∈ R. The rightmost eigenvalue of the
QEP (3.107) is strictly larger
√ than the negative of the leftmost eigenvalue of W (f (x))
for all values f (x) < 1 + 2 ≈ 2.4142. This means that
√ the hard case is only present
k
in the beginning of Algorithm 3.3 when f (x ) ≥ 1 + 2.
This underlines the diﬃculty mentioned in Remark 3.21 that there is no criterion that
can be used a priori to check whether we face a hard case, neither for the solution
at f ∗ nor for any intermediate problem at f (xk ). But it should be noted that this is
not the generic case, i.e. in all calculated examples from engineering praxis we have
never encountered a hard case in any iteration step.
Not Invertible Regularization Matrices
When L is not invertible the substitution z = Lx cannot be performed directly. If
rank(L) = p < n let LT L = USU T be the spectral decomposition of LT L. Then
(3.105) is equivalent to


(3.115)
(AU)T (AU) − f (xk )I y + λSy = (AU)T b, y T Sy = ∆2 ,
with y = U T xk+1 . Partitioning the matrices and vectors in (3.115) in block form



 
 

S1 0
y
c1
T1 T2
T
T
, (AU) b =
, S=
, y = 1 , (3.116)
(AU) (AU) =
c2
y2
0 0
T2T T4
where the leading blocks have dimension p, one gets
 


  
T2
y1
S1 y 1
T1 − f (xk )Ip
c
+λ
= 1 .
T2T
T4 − f (xk )In−p
y2
0
c2

(3.117)

Solving the second component for y2 yields
y2 = (T4 − f (xk )In−p )−1 (c2 − T2T y1 )

(3.118)

and substituting in the ﬁrst component one gets


T1 − f (xk )Ip − T2 (T4 − f (xk )In−p )−1 T2T y1 + λS1 y1
= (c1 − T2 (T4 − f (xk )In−p )−1 c2 ).

(3.119)

Hence, problem (3.115) is equivalent to the quadratic eigenvalue problem (3.107),
where
 −1/2
−1/2 
Wk = S1
(3.120)
T1 − f (xk )Ip − T2 (T4 − f (xk )In−p )−1 T2T S1 ,

−1/2 
c1 − T2 (T4 − f (xk )In−p )−1 c2 .
(3.121)
hk = S1
If (λ̂, u) is an eigenpair corresponding to the rightmost eigenvalue and u can be
normalized such that it holds uT hk = ∆2 , then the solution of (3.105) is recovered
by z = (Wk + λ̂I)u and xk+1 = Uy where
!
 
−1/2
S1 z
y1
=
y=
.
(3.122)
−1/2
y2
(T4 − f (xk )In−p )−1 (c2 − T2T S1 z)
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If all u from the eigenspace of the QEP corresponding to λ̂ are orthogonal to hk , the
same strategy as for (3.107) has to be applied to ﬁnd a nonunique solution.
Note that in the case of non-invertible regularization matrices the vector h(xk ) is
dependent on the current iterate xk . And a second important aspect has changed:
We are in need of the decomposition of LT L. To keep the computations for the
RTLSQEP Algorithm 3.3 eﬃcient, we have to make use of fast decompositions techniques which are presented in section 2.4, which can be applied to most of the typical
regularization matrices.
Characterization of the Rightmost Eigenvalue in RTLSQEP
We will show that all QEPs (3.107) that occur in Algorithm 3.3 always have a rightmost real eigenvalue and derive a condition when this eigenvalue is negative, cf.
[60]. That this rightmost eigenvalue should be real follows from its connection to the
Lagrange multiplier, cf. Theorem 3.9. A negative rightmost eigenvalue in an intermediate step k means that the unconstrained minimum of (3.105) is located inside
of Lx = ∆. Hence by replacing the equality constraint with Lx ≤ ∆ a diﬀerent xk+1 is calculated, cf. Algorithm 3.2. If all rightmost eigenvalues are positive
Algorithms 3.1 and 3.2 coincide, cf. subsection 3.4.1. For an introduction into the
maxmin principle for nonlinear eigenproblems we refer to section A.3.
We consider the quadratic eigenvalue problem in step k


(3.123)
Tk (λ)x := (Wk + λI)2 − ∆−2 hk hTk x = 0,
where Wk ∈ Rp×p is a symmetric matrix and hk ∈ Rp , cf. (3.120) and (3.121).
For any ﬁxed x ∈ Cp \ {0} the function
f (λ, x) = xH Tk (λ)x = λ2 x2 + 2λxH Wk x + Wk x2 − |xH hk |2 /∆2

(3.124)

is a parabola which attains its minimum at
λ=−

xH Wk x
.
xH x

(3.125)

Hence, we choose J = (−λmin , ∞) where λmin is the minimum eigenvalue of Wk , cf.
section A.3. Then f (λ, x) = 0 has at most one solution p(x) ∈ J for every x = 0,
and the Rayleigh functional p of (3.123) corresponding to J is deﬁned. Obviously
it holds that xH Tk (p(x))x > 0 for every x ∈ D, and the general conditions of the
maxmin characterization are satisﬁed.
Let xmin be an eigenvector of Wk corresponding to λmin . Then
2
H
2
2
H
2
2
f (−λmin , xmin ) = xH
min (Wk − λmin I) xmin − |xmin hk | /∆ = −|xmin hk | /∆ ≤ 0.
(3.126)
H
Hence, if xmin hk = 0 then xmin ∈ D.
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If xH
min hk = 0, which indicates the potential hard case, and the minimum eigenvalue
µmin of Tk (−λmin ) is negative, then for the corresponding eigenvector ymin it holds
that
H
f (−λmin, ymin) = ymin
Tk (−λmin )ymin = µmin ymin2 < 0,
(3.127)
and ymin ∈ D.
Finally, if xH
min hk = 0, and Tk (−λmin ) is positive semideﬁnite, then
f (−λmin , x) = xH Tk (−λmin )x ≥ 0 for every x = 0,

(3.128)

and D = ∅. In this case −λmin is the largest real eigenvalue of (3.123). This is exactly
the hard case in step k.
Assume that D = ∅. For xH hk = 0 it holds that
f (λ, x) = (Wk + λI)x2 > 0 for every λ ∈ J,

(3.129)

i.e. x ∈ D. Hence, the intersection of D and the orthogonal complement of hk (which
is an p−1 dimensional subspace) contains only the nullvector, i.e. D does not contain
any two-dimensional subspace of Cp , and therefore J contains at most one eigenvalue
of (3.123).
If λ ∈ C is a non-real eigenvalue of (3.123) and x a corresponding eigenvector, then
xH Tk (λ)x = λ2 x2 + 2λxH Wk x + W x2 − |xH hk |2 /∆2 = 0.

(3.130)

Hence, the real part of λ satisﬁes
real(λ) = −

xH Wk x
≤ −λmin .
xH x

(3.131)

Thus we have proved the following characterization of the rightmost eigenvalue of
problem (3.123):
Theorem 3.25 Let λmin be the minimal eigenvalue of Wk , and xmin be a corresponding eigenvector. Let J = (−λmin , ∞), and denote by p the Rayleigh functional of Tk (·)
and by D its domain of deﬁnition.
(i) If xH
min hk = 0 and Tk (−λmin ) is positive semideﬁnite, then λ̂ := −λmin is the
maximal real eigenvalue of (3.123) and xmin is a corresponding eigenvector.
(ii) Otherwise, the maximal real eigenvalue is the unique eigenvalue λ̂ of (3.123)
in J, and it holds that
(3.132)
λ̂ = max p(x).
x∈D

(iii) λ̂ is the rightmost eigenvalue of (3.123), i.e.
real(λ) ≤ −λmin ≤ λ̂ for every eigenvalue λ = λ̂ of (3.123) .
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Remark 3.26 An analogous argumentation can be carried out for the leftmost eigenvalue of (3.123). The interval has to be chosen as J = (−∞, −λmax ) with λmax as the
maximum eigenvalue of Wk . Thus for the derivative condition it holds xH Tk (p(x))x <
0 for every x ∈ D. Then it holds the following property, similar to (iii) from Theorem 3.25:
With λlm as the leftmost eigenvalue of (3.123) it holds
λlm ≤ −λmax ≤ real(λ)

for every eigenvalue λ = λlm of (3.123) .

Thus the spectrum of −Wk is embedded in the interval [λlm , λ̂].
In [108] it is noted that the special structure of the quadratic eigenvalue problem
(3.123) enforces the rightmost eigenvalue to be real and positive. But this is not true
in general.
The simplest counter-example is obtained as follows. If Wk is positive deﬁnite with
eigenvalues λj > 0, then −λj are the only eigenvalues of the quadratic eigenproblem
(Wk + λI)2 x = 0, and if the term ∆−2 hk hTk is small enough (for instance if ∆ is very
large or hk  is small enough), then problem (3.123) will have no positive eigenvalue,
and the rightmost eigenvalue will be negative.
However, in quadratic eigenproblems occurring in regularized total least squares problems ∆ and hk are not arbitrary, but regularization only makes sense if ∆ ≤ LxT LS 
assumed. The following theorem characterizes the case that the rightmost eigenvalue
of (3.123) is negative.
Theorem 3.27 The maximal real eigenvalue λ̂ of problem (3.123) is negative if and
only if Wk is positive deﬁnite and it holds that
Wk−1hk  < ∆.

(3.133)

Proof. By Theorem 3.25 λ̂ ≥ −λmin , and therefore λ̂ can only be negative if Wk is
positive deﬁnite. Moreover, from the maxmin characterization we get that λ̂ < 0 if
and only if the matrix
Tk (0) = Wk2 − ∆−2 hk hTk
is positive deﬁnite. Indeed, for positive deﬁnite T (0) it holds that f (0, x) = xH T (0)x >
0 for every x = 0, and therefore p(x) < 0 for every x ∈ D. Conversely, if T (0) is not
positive deﬁnite then there exists x̂ = 0 with f (0, x̂) = x̂H T (0)x̂ ≤ 0. Hence, x̂ ∈ D,
p(x̂) ≥ 0, and λ̂ = maxx∈D p(x) ≥ p(x̂) ≥ 0.
z T Tk (0)z = z T Wk2 z − ∆−2 z T hk hTk z > 0 for every z ∈ Rp , z = 0 is equivalent to
∆2 >
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Hence, λ̂ < 0 if and only if ∆2 is greater than the maximal eigenvalue of the generalized eigenvalue problem hk hTk z = µWk2 z which is equivalent to
(Wk−1hk )(Wk−1 hk )T z̃ = µz̃.
The matrix (Wk−1 hk )(Wk−1 hk )T is a symmetric rank-1 matrix, and its maximal eigenvalue is Wk−1hk 2 which completes the proof.

We now consider problem (3.123) where Wk > 0 and hk are given in (3.120) and
(3.121). Thus it holds that
1/2

Wk−1 hk = S1 (T1 −f (xk )Ip −T2 (T4 −f (xk )In−p )−1 T2T )−1 (c1 −T2 (T4 −f (xk )In−p )−1 c2 ).
(3.134)
Let
v := (T1 − f (xk )Ip − T2 (T4 − f (xk )In−p )−1 T2T )−1 (c1 − T2 (T4 − f (xk )In−p )−1 c2 ),
w := (T4 − f (xk )In−p )−1 (c2 − T2T v).
Then it is easily seen that
   

T2
c
v
T1 − f (xk )Ip
= 1 .
T
k
T2
T4 − f (x )In−p
c2
w

(3.135)

Hence,
1/2

1/2

Wk−1 hk  = S1 v = diag{S1 , 0}(T − f (xk )In )−1 c,

(3.136)

where T = (AU)T (AU), LT L = USU T and c = (AU)T b (cf. (3.116) and (3.117)),
from which we obtain by a simple calculation that
Wk−1 hk  = L(AT A − f (xk )In )−1 AT b.

(3.137)

This representation of Wk−1hk  demonstrates that within the RTLSQEP method a
negative rightmost eigenvalue of problem (3.123) may appear for any ∆ > 0. This is
obvious if the regularization matrix L is singular and (AT A − f (xk )In )−1 AT b lies in
the nullspace of L. Small perturbations of this case show that a negative rightmost
eigenvalue may appear for a nonsingular regularization matrices L as well.
Theorem 3.27 demonstrates also that in the standard case L = I the rightmost
eigenvalue λ̂ is always nonnegative if ∆ ≤ xT LS . Taking advantage of the singular
value decomposition A = U  Σ V T we get
Wk−1 hk 2 =

n

j=1

βj2 σj2
,
(σj2 − f (xk ))2

(3.138)
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where σ1 ≥ · · · ≥ σn are the singular values of A, and U T b = (βj ). If σn+1 denotes
the minimal singular value of the augmented matrix [A, b] and we assume σn+1 < σn
2
the unique TLS solution is given by (3.9). With (3.11) and σj2 > f (xk ) ≥ σn+1
,
otherwise Wk would not be positive deﬁnite, it follows that
Wk−1 hk 2

=

n

j=1

n

βj2 σj2
βj2 σj2
≥
= xT LS 2 ≥ ∆2 .
2
2
2
(σj2 − f (xk ))2
(σ
−
σ
)
n+1
j
j=1

(3.139)

Let us now look at an example where a negative rightmost eigenvalue really occurs.
Example 3.28 Let


 


1
2
2
0.95 −1.74
A=
, b=
, L=
, ∆ = 0.99LxT LS .
3 −4
1
−0.94
1.73

(3.140)

For the unconstrained solution it holds xT LS = xLS = [1, 0.5]T and the startvector
is chosen as x0 ≈ [0.36, 0.24]T with Lx0  = ∆. If we start Algorithms 3.1 and 3.2
with the vector x0 the iterates {xk } of both algorithms diﬀer. They are displayed in
Figure 3.5.
Iterates of RTLS Fixed Point algorithms
1

contouplot f(x)
||Lx|| = ∆
x

8
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1
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Figure 3.5: Occurrence of negative Lagrange multipliers

In Figure 3.5 it is shown the contourplot of f (x) together with the constraint condition Lx = ∆, i.e. only a part of the elongated ellipse is within the range of
the axes. Several interior solutions can be seen in intermediate iteration steps {xk2 }
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of Algorithm 3.2. The iterates x12 , x22 and x32 fulﬁll Lxk2  < ∆, k = 1, 2, 3. For
the ﬁnal iterates of both algorithms the constraint holds with equality because it
holds that ∆ < LxT LS . The solution xRT LS ≈ [0.9999, 0.5004]T can visually
hardly be distinguished from xT LS = [1, 0.5]T . The corresponding function values
are f (xRT LS ) ≈ 1.76e − 6 and f (xT LS ) = 0. In Table 3.1 the convergence history of
the corresponding values f (xk ) is shown.
Table 3.1: Convergence history of f (xk )
Iteration
0
1
2
3
4
5

f (xk1 ) Alg. 3.1
1.77e-0 (bound.)
6.84e-1 (bound.)
7.79e-2 (bound.)
8.85e-4 (bound.)
1.87e-6 (bound.)
1.76e-6 (bound.)

f (xk12 ) Alg. 3.1 + 3.2
–
6.63e-1 (interior)
7.91e-2 (interior)
8.93e-4 (interior)
–
–

f (xk2 ) Alg. 3.2
1.77e-0 (bound.)
6.63e-1 (interior)
7.40e-2 (interior)
8.04e-4 (interior)
1.85e-6 (bound.)
1.76e-6 (bound.)

In the second column of Table 3.1 the function values of the iterates {xk1 } of Algorithm
3.1 are given. When using the RTLSQEP Algorithm 3.3 the rightmost eigenvalue of
the QEP (3.123) in the iteration step k = 1, 2, 3 is negative. This is shown by the
third column where the value of the current minimizer of the quadratic approximation in step k of Algorithm 3.1 within the ellipse Lx ≤ ∆ is given. In the steps
k = 4, 5 the minimizer lies on the boundary which corresponds to a positive rightmost
eigenvalue or a positive Lagrange multiplier, i.e. an active constraint. Note that the
ﬁxed point approach approximates the nonconvex minimization problem (3.68) by
quadratic minimization problems at the iterates xk . Hence the interior minimizer of
the quadratic approximation compared to the minimizer on the boundary can correspond to a smaller value f (x) (cf. steps 1 and 2), but do not necessarily have to
(cf. step 3). In the last column the values for the iterates {xk2 } of Algorithm 3.2 are
given, where again interior solutions in steps k = 1, 2, 3 are present. Note that no
potential hard case occurs in any iteration step which implies unique solutions in all
iterations and a superlinear convergence of Algorithm 3.2.
Computational Considerations
Now we are going to investigate how the sequence of quadratic eigenvalue problems
(3.107) can be solved eﬃciently. If L is invertible Wk and h are given by (3.106)
otherwise Wk and hk are obtained from (3.120) and (3.121).
For not too small dimensions eﬃcient methods are iterative projections methods
where in each step the underlying problem (3.107) is projected to a search space
V = span{V } which is expanded until the approximation by the solution of the
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projected problem



V T (Wk + λI)2 − ∆−2 hk hTk V ũ = 0

(3.141)

is suﬃciently accurate. Expanding the subspace by some vector v obviously requires
only to append a new vector Wk v and a new component hTk v to the current projected
matrix Wk V and vector hTk V , respectively. Hence, one does not need the explicit
matrix Wk in these algorithms but only a procedure to evaluate Wk v for a given
vector v.
For small dimensions the quadratic eigenvalue problems can be solved by linearization. For problems of large dimension we discuss the use of two Krylov subspace
solvers introduced by Li and Ye [69] and Bai and Su [3], and the Nonlinear Arnoldi
method [126, 127]. We give hints and advices how to save matrix-vector multiplications and keep the algorithms free of matrix-matrix products. Numerical examples
from the Regularization Tools [46] are presented demonstrating that the formulation
of the RTLS problem using quadratic eigenvalue problems is a powerful approach.
Linearization
An obvious approach for solving the QEP


Tk (λ)u := (Wk + λI)2 − ∆−2 hk hTk u = 0

(3.142)

at the k-th iteration step of Algorithm 3.3 is linearization, i.e. solving the linear
eigenproblem
 
 

λu
λu
−2Wk −Wk2 + ∆−2 hk hTk
=λ
,
(3.143)
I
0
u
u
and choosing the maximal real eigenvalue, and the corresponding u–part of the eigenvector, which is an eigenvector of (3.142).
This approach is reasonable if the dimension n of problem (3.68) is small. For larger
n it is not eﬃcient to determine the entire spectrum of (3.142). In this case one could
apply the implicitly restarted Arnoldi method implemented in ARPACK [68] (and
included in MATLAB as function eigs) to determine the rightmost eigenvalue and
corresponding eigenvector of (3.143). However, it is a drawback of linearization that
symmetry properties of the quadratic problem are destroyed.
Krylov subspace solvers tailored for large quadratic eigenvalue problems are the one
proposed by Li and Ye [69] or the SOAR method suggested by Bai and Su [3].
A Krylov Subspace-type Method
Li and Ye [69] presented a Krylov subspace projection method for monic QEPs
(λ2 I − λP1 − P0 )u = 0

(3.144)

which does not use a linearization but works with the matrices P1 and P0 directly.
The method has particularly favorable properties if some linear combination of P1 and
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P0 is a matrix of small rank q. Then with  + q + 1 steps of an Arnoldi-type process a
matrix Q ∈ Rn×(+q+1) with orthonormal columns and two matrices H1 ∈ R(+q+1)×
and H0 ∈ R(+q+1)× with lower bandwidth q + 1 are determined such that
P1 Q(:, 1 : ) = Q(:, 1 : +q+1)H1

and P0 Q(:, 1 : ) = Q(:, 1 : +q+1)H0 . (3.145)

Approximations to eigenpairs of the monic QEP are then obtained from its orthogonal
projection onto span{Q(:, 1 : )}. The straightforward choice of P1 = 2Wk and
P0 = Wk2 − ∆−2 hk hTk results in the projected QEP

 2
(3.146)
λ I − λH1 (1 : , 1 : ) − H0 (1 : , 1 : ) ũ = 0.
But for this straightforward choice of P0 and P1 usually no linear combination is of
small rank q, and the matrices H0 and H1 will become full.
Applying  + 2 steps of the algorithm of Li and Ye with P1 = Wk and P0 = hk hTk one
obtains a matrix Q ∈ Rn×(+2) (diﬀerent from the one in (3.145)) with orthonormal
columns such that
P0 Q(:, 1 : ) = Q(:, 1 :  + 2)H0 (1 :  + 2, 1 : ),
P1 Q(:, 1 : ) = Q(:, 1 :  + 2)H1(1 :  + 2, 1 : ).

(3.147)
(3.148)

Hence,
P12 Q(:, 1 : ) = P1 Q(:, 1 :  + 2)H1 (1 :  + 2, 1 : )
= Q(:, 1 :  + 4)H1 (1 :  + 4, 1 :  + 2)H1 (1 :  + 2, 1 : )(3.149)
and the orthogonal projection of problem (3.144) to Q := span{Q(:, 1 : )} reads


2
(3.150)
λ I − 2λH1 (1 : , 1 : ) − Ĥ0 ũ = 0
with Ĥ0 (1 : , 1 : ) = ∆−2 H0 (1 : , 1 : ) − H1 (1 :  + 2, 1 : )T H1 (1 :  + 2, 1 : ).
As a consequence of rank(P0 ) = 1 it follows that H1 and Ĥ0 are symmetric pentadiagonal matrices, and the cost for expanding the subspace Q by one vector is one
matrix-vector product (1 MatVec for short) and 9 level-1 operations, cf. [69].
Because we have to solve a sequence of QEPs, and Wk and hk are converging it is
favorable to use the solution vector of the preceding QEP as initial vector of the
Arnoldi-type process.
The rightmost eigenvalue and corresponding eigenvector of a projected problem can
be determined cheaply by linearization and a dense eigensolver since the dimensions
of the projected problems are quite small.
The method is terminated if the residual (Wk + λrm I)2 urm − ∆−2 hk hTk urm  at the
rightmost Ritz pair (λrm , urm ) is small enough. Notice that the residual norm can
be evaluated inexpensively taking advantage of (3.147), (3.148), (3.149) with a delay of 2 expansion steps. Computing the residual of (3.105) is expensive due to the

103

Chapter 3 Regularized Total Least Squares Problems
back transformation to xk+1 . Since the residuals are not needed explicitly we recommend just to monitor the rightmost eigenvalue of the sequence of projected QEPs.
Second Order Arnoldi Reduction
Another approach is the Second Order Arnoldi Reduction (SOAR for short) introduced by Bai and Su [3] for solving the large-scale QEP (λ2 M + λD + K)u = 0. The
main idea is based on the observation that the Krylov space of the linearization
 
 

λu
λu
P1 P0
=λ
(3.151)
I O
u
u
 
r0
−1
−1
has the form
with P1 = −M D, P0 = −M K and initial vector
0


     
r1
r2
r−1
r0
K =
,
,
,...,
,
(3.152)
0
r0
r1
r−2
where
r1 = P 1 r0 ,
rj = P1 rj−1 + P0 rj−2 , for j ≥ 2

(3.153)

The entire information on K is therefore contained in the second-order Krylov space
G (P1 , P0 ; r0 ) = span{r0 , r1 , . . . , r−1}.

(3.154)

Bai and Su [3] presented an Arnoldi-type algorithm based on the two term recurrence
(3.153) for computing an orthonormal basis Q ∈ Rn× of G (P1 , P0 ; r0 ). The orthogonal projection of the QEP (3.142) onto G (P1 , P0 ; r0 ) is the structure-preserving
variant of projecting the linearized problem (3.151) onto K from (3.152). The SOAR
approach has the same approximation quality, but outperforms the Arnoldi method
applied to the linearized problem, cf. [59] for several examples.
Since the QEPs (3.142) are monic there is no need to perform a LU-decomposition
of the matrix M = I and the matrices P1 = −2Wk and P0 = −Wk2 + ∆−2 hk hTk are
directly available.
The current second-order Krylov space G (P1 , P0 ; r0 ) is expanded by q̃ := P1 q + P0 p ,
where p = Q s is some vector p ∈ span{Q }. Orthogonalization yields the direction
of the new basis element
q+1 = (I − Q QT )(P1 q + P0 p )
= (I − Q QT )(−2Wk q − Wk2 Q s + ∆−2 hk hTk Q s )
where Wk Q s can be updated from the previous step. Hence, expanding the search
space G (P1 , P0 ; r0 ) requires 2 MatVecs.
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A single step of the SOAR methods costs essentially twice as much as one step of the
Krylov-type method in the previous paragraph. On the other hand, SOAR builds up
a 2nd order Krylov space which has better approximation properties than the search
space from the method of Li and Ye, however, this gain usually is not enough to
balance the higher cost.
We now present a variant of the SOAR method that reduces the cost per expansion to
1 MatVec. This approach approximates the second-order Krylov space G (P1 , P0 ; r0 )
by G (P1 , P̃0 ; r0 ) with P̃0 = ∆−2 hk hTk . In this case the current search space is expanded by the vector
q̂+1 = (I − Q̂ Q̂T )(−2Wk q̂ + ∆−2 hk hTk Q̂ ŝ )
= (I − Q̂ Q̂T )(−2Wk q̂ − Q̂ (Wk Q̂ )T (Wk Q̂ )ŝ + ∆−2 hk hTk Q̂ ŝ ),
and the approximate eigenpairs are obtained from the projected problem


λ2 I + 2λQ̂T (Wk Q̂ ) + (Wk Q̂ )T (Wk Q̂ ) − ∆−2 (Q̂T hk )(Q̂T hk )T ũ = 0.

(3.155)

The search spaces of this variant and of the original SOAR coincide when the starting
vector is chosen to be r0 = hk . Then
G (−2Wk , −Wk2 + ∆−2 hk hTk ; hk ) = G (−2Wk , ∆−2 hk hTk ; hk ) = K (Wk ; hk ), (3.156)
and the second-order Krylov spaces G both reduce to the usual Krylov space. However, this choice is often not appropriate. For an arbitrary r0 it holds that
"
#
G (−2Wk , −Wk2 + ∆−2 hk hTk ; r0 ) ⊆ K (Wk ; r0 ) ∪ K−2 (Wk ; hk )
"
#
G (−2Wk , ∆−2 hk hTk ; r0 ) ⊆ K (Wk ; r0 ) ∪ K−2 (Wk ; hk ) .
Nonlinear Arnoldi Method
A further method for solving the QEP Tk (λ)u = 0 from (3.142) which does not
destroy its structure is the Nonlinear Arnoldi method [126, 127] which applies to
much more general nonlinear eigenvalue problems T (λ)u = 0, see Algorithms 2.3 and
2.4 in subsections 2.6.3 and 2.7.4 respectively. Note that Algorithm 3.4 is essentially
equivalent to Algorithm 2.4, i.e. ﬁnding the smallest eigenvalue is replaced by the
rightmost eigenvalue and instead of diﬀerent values ∆k Algorithm 3.4 has to deal
with diﬀerent Wk and hk .
In the RTLSQEP algorithm a sequence of quadratic eigenvalue problems has to be
solved, and the convergence of the matrices and vectors
Wk = C − f (xk )S̃ − D(T4 − f (xk )In−p )−1 D T ,
hk = g1 − D(T4 − f (xk )In−p )−1 c2 .
−1/2

−1/2

−1/2

(3.157)
(3.158)

−1/2

with C = S1 T1 S1 , S̃ = S1−1 , D = S1 T2 and g1 = S1 c1 (cf. (3.120) and
(3.121)) suggest to reuse information from the previous steps when solving problem
(3.142) in step k, cf. [60, 61, 63, 66].
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Algorithm 3.4 Nonlinear Arnoldi
Require: Initial basis V , V T V = I
1: Find rightmost eigenvalue µ of V T Tk (µ)V ũ = 0 and corresponding eigenvector ũ
2: Determine preconditioner P C ≈ Tk (σ)−1 , σ close to wanted eigenvalue
3: Set u = V ũ, r = Tk (µ)u
4: while r/u >  do
5:
v = P Cr
6:
v = v − V V Tv
7:
ṽ = v/v, V = [V, ṽ]
8:
Find rightmost eigenvalue µ of V T Tk (µ)V ũ = 0 and corresponding eigenvector
ũ
9:
Set u = V ũ, r = Tk (µ)u
10: end while
For the two Krylov subspace methods from the previous two paragraphs the only
degree of freedom is the choice of the initial vector, and we therefore start in step k
with the solution uk−1 of the preceding step. The Nonlinear Arnoldi method allows
thick starts, i.e. when solving Tk (λ)u = 0 in step k Algorithm 3.4 can be started
with the orthonormal basis V that was used in the preceding step when determining
the solution uk−1 = V ũ of V T Tk−1 (λ)V ũ = 0.
Some comments on an eﬃcient implementation of RTLSQEP with the Nonlinear
Arnoldi solver are in order.
– A suitable initial basis V of Algorithm 3.4 for the ﬁrst quadratic eigenvalue
problem (3.107) was determined by a small number (e.g.  = 6) of Lanczos steps
applied to the linear eigenproblem W0 z = λz with a random vector r0 ∈ Rp
because this is cheaper than executing the Nonlinear Arnoldi method.
– Since the dimensions of the projected problems are small they can be solved
by linearization and a dense eigensolver like the QR algorithm.
– In our numerical examples it turned out that we obtained fast convergence
without preconditioning, so we simply set P C = I.
– The representation of Wk and hk in (3.157) and (3.158) demonstrates that the
projected eigenvalue problem
V T Tk (µ)V ũ = ((Wk +µI)V )T ((Wk +µI)V )ũ−∆−2 (hTk V )T (hTk V )ũ = 0 (3.159)
can be determined eﬃciently if the matrices CV , S̃V , D T V and g1T V are known.
These can be updated cheaply by appending in every iteration step of the
Nonlinear Arnoldi method one column and component to the current matrices
and vector, respectively. Since the number n − p of columns of D is very small
the cost is essentially one MatVec C ṽ.
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– The determination of the residual r = Tk (µ)u costs another MatVec with Wk .
Due to Tk (µ)u = (Wk + µI)(Wk + µI)V ũ − ∆−2 hk hTk V ũ we can make use of
the stored matrices CV , S̃V , D T V and g1T V to obtain (Wk + µI)V ũ and hTk V ũ
easily, but one further multiplication with (Wk + µI) has to be executed. So,
one iteration step of the Nonlinear Arnoldi method roughly costs 2 MatVecs.
The considerations above demonstrate that due to the reuse of the entire search
space it is rather inexpensive to provide V T Tk (λ)V if V T Tk−1 (λ)V is known. This
suggests early updates, i.e. to leave the inner loop of the Nonlinear Arnoldi method
for determining the rightmost eigenpair long before convergence.
The cost of an outer iteration in the RTLSQEP Algorithm 3.3, namely to obtain
updates of Wk V and hTk V from the preceding matrices Wk−1 V and hTk−1 V (cf. (3.157)
and (3.158)) is only a fourth of the cost of one inner iteration in the Nonlinear Arnoldi
method. Evaluating f (xk ) costs 1 or 2 MatVecs (dependent on the structure of U)
and the cost of an inner iteration are 2 MatVecs with Wk , that is 4 resp. 8 MatVecs.
It turned out that while reducing the residual of the approximated rightmost eigenpair of a QEP in step k by a factor 100 (instead of solving it to full accuracy),
suﬃcient new information is added to the search space V . So the stopping criterion
in line 4 of Algorithm 3.4 is replaced by r/r0  > 0.01 with the initial residual r0
calculated in line 3. This approach leads to more outer iterations but overall to less
inner iterations.
The early update variant reduces the overall computation time substantially when
compared to the standard version. Implementing early update strategies in both
Krylov-type algorithms (from Li/Ye and Bai/Su) destroyed the convergence of the
overall process.
Numerical Examples
To evaluate the performance of Algorithm 3.3 for large dimensions we use several 1D
and one 2D test examples from Hansen’s Regularization Tools [46, 48]. The functions baart, shaw, phillips, deriv2, heat and tomo, which are discretizations
of integral equations, are used to generate matrices Atrue ∈ Rm×n , right-hand sides
btrue ∈ Rm and solutions xtrue ∈ Rn such that
Atrue xtrue = btrue .
In all cases the matrices Atrue and [Atrue , btrue ] are ill-conditioned.
To construct a suitable RTLS problem, the norm of btrue is scaled such that btrue  =
maxi Atrue (:, i) holds. xtrue is scaled by the same factor. The noise added to the
problem is put in
to the average value of the elements of the augmented
relation

matrix, aver =
( (abs[Atrue , btrue ]))/(m(n + 1)). We add white noise of level
1–50% to the data and obtained the systems Ax ≈ b where A = Atrue + σE and b =
btrue + σe, with σ = aver · (0.01 . . . 0.5) and the elements of E and e are independent
random variables with zero mean and unit variance.
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The numerical tests for the 1D problems baart, shaw, phillips, deriv2, which are
discretizations of Fredholm integral equations of the ﬁrst kind (cf. equation (2.16)
and appendix A.1), were run on a PentiumR4 computer with 3.4 GHz and 3GB RAM
under MATLAB R2006b. The regularization matrix L1D ∈ R(n−1)×n from equation
(2.38) approximates the ﬁrst-order derivative, cf. section 2.4. The value of ∆ is
chosen to be ∆ = 0.9L1D xtrue .
The Tables 3.2 and 3.3 contain the CPU times in seconds averaged over 100 random
simulations for dimensions n = 1000, n = 2000, and n = 4000 with noise levels 5%
and 50% for baart and shaw, respectively. The quadratic eigenproblems were solved
by the Krylov subspace methods for quadratic eigenproblems presented by Li and Ye
and by Bai and Su, and by the Nonlinear Arnoldi method. When using the Li&Ye or
SOAR algorithm the iteration is terminated if the rightmost eigenvalue of the projected QEPs has converged, i.e. if the relative change is less than 10−14 . We compared
two variants of the Nonlinear Arnoldi Algorithm 3.4. ’NL Arn. (exact)’ solves the
QEP in each iteration ’exact’, i.e. the initial QEP residual (with the rightmost Ritz
pair obtained by the initial basis consisting of 6 Lanczos vectors) is reduced by 10
orders of magnitude. ’NL Arn. (early)’ is the Nonlinear Arnoldi method as described
above with the stopping criterion in line 4 chosen to diminish the QEP residual at
least by a factor 100, i.e. r/r0  ≤ 0.01. Solving the quadratic eigenvalue problems
by linearization and the restarted Arnoldi method (calling eigs) took much more
time although in this case the precompiled FORTRAN routine ARPACK is used.
The outer iteration of the RTLSQEP Algorithm 3.3 was terminated if the residual
norm of the ﬁrst-order condition was less than 10−10 , i.e. according to equation
(3.105) this is Hk+1 xk+1 + λk+1 LT Lxk+1 − AT b/AT b.

Table 3.2: Example baart, average CPU time in seconds
noise
n
SOAR Li & Ye NL Arn. (exact)
5% 1000 0.28
0.15
0.21
2000 0.92
0.45
0.56
4000 3.51
1.62
1.99
50% 1000 0.19
0.11
0.22
2000 0.61
0.35
0.54
4000 2.45
1.18
1.87
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NL Arn. (early)
0.10
0.31
1.16
0.10
0.31
1.14
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Table 3.3: Example shaw, average CPU time in seconds
noise
n
SOAR
5% 1000 0.40
2000 1.33
4000 5.09
50% 1000 0.27
2000 1.01
4000 4.10

Li & Ye NL Arn. (exact)
0.23
0.29
0.60
0.65
1.89
2.06
0.14
0.28
0.44
0.68
1.73
2.23

NL Arn. (early)
0.12
0.37
1.39
0.11
0.35
1.31

The second-order Krylov subspace solvers [3, 69] show a similar behavior while the
Nonlinear Arnoldi method due to the thick initialization of the inner iterations is
signiﬁcantly faster, i.e. when using the early termination strategy.
Figures 3.6 and 3.7 show the typical convergence behavior of the RTLSQEP method
where the quadratic eigenvalue problems in the inner iteration are solved by the
Krylov subspace methods presented by Li and Ye and by Bai and Su, and Figures
3.8 and 3.9 show the convergence history for the same problem where the quadratic
eigenproblems are solved by the Nonlinear Arnoldi method and its variant with early
termination of the inner iteration, respectively. An asterisk marks the residual norm
of a quadratic eigenvalue problem in an inner iteration, and a circle denotes the
residual norm of the ﬁrst-order condition in an outer iteration. Notice, however, that
the method presented by Li and Ye requires only one matrix-vector product in every
inner iteration, whereas SOAR and the Nonlinear Arnoldi method need roughly two
matrix-vector products. However, due to the early updates the Nonlinear Arnoldi
method requires signiﬁcantly less matrix-vector products than the Krylov subspace
methods.
Since it is very inexpensive to obtain updates of Wk V and hTk V from the preceding
matrices Wk−1 V and hTk−1 V when using the Nonlinear Arnoldi method (cf. (3.157)
and (3.158)) it is an interesting idea to spent even more outer iterations as in Figure
3.9, e.g. changing the stopping criterion into reducing the QEP residual only by a
factor of 10; thus line 4 from Algorithm 3.4 then reads ’while r/r0 > 0.1’. That
this idea does not necessarily lead to faster convergence can be seen in Figure 3.10.
A similar set up was used for the problems phillips and deriv2. The Tables 3.4 and
3.5 contain the CPU times in seconds averaged over 100 random simulations for
dimensions n = 1000, n = 2000, and n = 4000 with noise levels 1% and 10%. The
quadratic eigenproblems were solved by the two variants of the SOAR method, the
Li & Ye method and by the Nonlinear Arnoldi method with early termination, i.e.
here ’NL Arn.’ means ’NL Arn. (early)’. ’SOAR (trad.)’ is the traditional version
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shaw(2000) − convergence history of Li/Ye−Arnoldi
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Figure 3.6: Convergence history solving QEPs by Li&Ye algorithm

shaw(2000) − convergence history of SOAR
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Figure 3.7: Convergence history solving QEPs by SOAR
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shaw(2000) − convergence history of NL−Arnoldi
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Figure 3.8: Convergence history solving QEPs by Nonlinear Arnoldi (exact)
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shaw(2000) − convergence history of NL−Arnoldi early
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Figure 3.9: Convergence history solving QEPs by Nonlinear Arnoldi (early)
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5

shaw(2000) − convergence history of NL−Arnoldi early
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Figure 3.10: Convergence history solving QEPs by Nonlinear Arnoldi (very early)

of the Second Order Arnoldi Reduction method and ’SOAR (var.)’ is the variant of
SOAR described above, where a random starting vector is used in each case.

Table 3.4: Example phillips, average CPU time in seconds
noise
n
SOAR (trad.)
1% 1000
0.16
2000
0.70
4000
2.21
10% 1000
0.16
2000
0.73
4000
2.16
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SOAR (var.)
0.11
0.38
1.30
0.11
0.45
1.16

Li & Ye NL Arn.
0.13
0.05
0.39
0.15
1.30
0.66
0.14
0.05
0.44
0.16
1.39
0.64
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Table 3.5: Example deriv2, average CPU time in seconds
noise
n
SOAR (trad.) SOAR (var.) Li & Ye NL Arn.
1% 1000
0.16
0.12
0.09
0.06
2000
0.50
0.31
0.28
0.18
4000
1.90
1.25
1.06
0.69
10% 1000
0.13
0.10
0.08
0.05
2000
0.40
0.27
0.24
0.16
4000
1.59
0.99
0.93
0.64

In Tables 3.4 and 3.5 it can be observed that the variant of SOAR signiﬁcantly speeds
up the calculation time when compared to the traditional SOAR. Notice, that the
variant of SOAR needs only one MatVec per inner iteration step, thus is only approximating the second-order Krylov space, and is comparable to the method of Li
and Ye. Again the Nonlinear Arnoldi with early updates outperforms all the other
Krylov solvers.
The numerical tests for the 1D problem heat, which is a discretization of a Volterra integral equation of the ﬁrst kind, and the 2D problem tomo, which is a two-dimensional
tomography problem, were run on a PentiumR4 computer with 3.4 GHz and 8GB
RAM under MATLAB R2007b. Tables 3.6 and 3.7 contain the CPU times in seconds
averaged over 100 random simulations. For the 1D problem the dimensions n = 1000,
n = 2000, n = 4000 are chosen and for the 2D problem n = 900, n = 1600, n = 2500
which correspond to a solution on a 30x30, 40x40 and 50x50 grid. In all examples
the number of the rows of A is twice the number of the columns, i.e. m = 2n. The
noise levels are 1% and 10% for both examples.
For the 1D problem heat(1) the regularization matrix L1D ∈ R(n−1)×n from equation
(2.38) is chosen again, but the constraint is now ∆ = 0.8L1D xtrue . The ’(1)’
indicates a severely ill-posed problem.
It was also tested a slightly disturbed variant L̃1D from equation (2.64) with ε = 0.1
which is denoted by ’b’ in comparison to the unperturbed L1D denoted by ’a’ in the
Tables 3.6 and 3.7.
For the 2D example tomo a discrete version of the 2D ﬁrst-order derivative operator
L2D (from equation (2.50)) is used. Here again a slightly disturbed variant L̃2D with
full rank is denoted by ’b’ whereas the original L2D is denoted by ’a’ in Table 3.7
below. The constraint value ∆ is chosen to be ∆ = 0.3L2D xtrue .
In Algorithm 3.3 the outer iteration was terminated if the f (xk ) has converged,
i.e. two subsequent values do not diﬀer relatively by more than 0.1%. If not a
regularization matrix L̃ is used, the matrix U from (3.115) is needed, but never set up
explicitly. Performing a matrix-vector multiplication with U can be done eﬃciently
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in less than O(n2 ) by using either the discrete cosine transform in the 1D case or
the Kronecker-product structure in the 2D case, cf. section 2.4. The quadratic
eigenproblems are solved by the presented solvers from the last three paragraphs.
From the Second Order Arnoldi Reduction method it is taken the variant of the
SOAR method that needs less MatVecs, i.e. ’SOAR (var.)’.
Table 3.6: Example heat(1), average CPU time in seconds
noise
n
Li & Ye a Li & Ye b
1% 1000
0.53
0.47
2000
1.28
1.19
4000
4.94
4.68
10% 1000
0.55
0.46
2000
1.37
1.18
4000
4.95
4.67

SOAR a
0.52
1.13
4.37
0.48
1.19
4.31

SOAR b
0.63
1.02
3.78
0.45
0.99
3.73

NL Arn. a
0.35
1.08
4.21
0.36
1.07
4.17

NL Arn. b
0.36
0.99
3.88
0.32
0.98
3.92

In Table 3.6 the following abbreviations are used: ’Li&Ye’ denotes the Krylov subspacetype method from Li and Ye, ’SOAR’ the Second Order Arnoldi Reduction and ’NL
Arn.’ denotes the Nonlinear Arnoldi method. The regularization matrices L in the
cases ’a’ and ’b’ are unperturbed and perturbed respectively.
When using the RTLSQEP for problem heat(1) roughly 100 MatVecs are performed in
about 3 outer iterations. This is the case for all tested eigensolvers, both noise levels
and diﬀerent problem sizes. A matrix-vector multiplication is the most expensive
operation within the algorithms, so the computation times are about equal.
Table 3.7: Example tomo, average CPU time in seconds
noise
n
Li & Ye a SOAR a NL Arn. a NL Arn. b
1% 30x30
0.77
1.01
1.02
1.24
40x40
2.62
2.55
2.07
2.81
50x50
6.93
6.44
4.78
6.03
10% 30x30
0.77
1.02
1.00
1.23
40x40
2.63
2.56
2.02
2.88
50x50
6.89
6.38
4.80
5.98

In the 2D problem tomo Algorithm 3.3 roughly needs 200-300 MatVecs, due to a lot
of outer iterations. From the diﬀerent quadratic eigensolvers the Nonlinear Arnoldi
with the unperturbed regularization matrix L2D (i.e. ’NL Arn. a’) is the best choice.
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The computation time also depends on the choice of the regularization matrix. While
for problem heat(1) computations speed up slightly when using a perturbed matrix
L̃, the behavior for problem tomo is the other way round.
The RTLSQEP algorithm for solving the RTLS problem (3.68) is very eﬃcient when
combined with iterative projection methods in the inner loop like the Li/Ye method,
SOAR or the Nonlinear Arnoldi method. Since the latter one can be initialized in
every outer iteration taking advantage of previous iterations in an optimal way it
turns out to be faster than the two former methods. The computational complexity
of the proposed approaches is kept at the order of O(m · n). We present a detailed
description of an eﬃcient implementation of the diﬀerent parts of the algorithms.
We are grateful to Ren-Chang Li and Qiang Ye for providing their MATLAB code
for solving monic quadratic eigenvalue problems.

3.4.3 RTLSEVP
In this subsection the second principle idea to solve the ﬁrst-order optimality condition (3.81) is discussed in detail. As mentioned in the beginning of section 3.4 the
ﬁrst idea was to ﬁx λI for one iteration step and treat λL as free parameter which
leads to a sequence of quadratic problems, cf. subsections 3.4.1 and 3.4.2.
Now λI is chosen as a free parameter, and for ﬁxed λL problem (3.81) is solved for
(x, λI ) by a linear eigenproblem. Then λL is updated in a suitable way that the whole
process converges to the solution of the RTLS problem (3.68).
This approach was ﬁrst presented by Guo and Renaut [39, 95] who took advantage
of the fact that the RTLS problem (3.68) is equivalent to the minimization of the
Rayleigh quotient of the augmented matrix M := [A, b]T [A, b] subject to the regularization constraint. See equations (3.14) – (3.18) for the relation between the TLS
solution and the minimum of RM (y). For solving the RTLS problem a real equation
g(θ) = 0 has to be solved where at each step of an iterative process the smallest
eigenvalue and corresponding eigenvector of the matrix
 T

L L
0
B(θ) = M + θN, with N :=
,
(3.160)
0
−∆2
is determined by Rayleigh Quotient Iteration. The iterates θk are the current approximations to the root of g. To enforce convergence the iterates θk are modiﬁed
by backtracking such that they are all located on the same side of the root which
hampers the convergence of the method.
Renaut and Guo [95] tacitly assume in their analysis of the function g that the
smallest eigenvalue of B(θ) is simple which is in general not the case. We generalize
the deﬁnition of g in [62], and suggest two modiﬁcations of the approach of Guo and
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Renaut thus accelerating the method considerably. We introduce a solver for g(θ) = 0
based on a rational interpolation of g −1 which exploits the known asymptotic behavior
of g. We further take advantage of the fact that the matrices B(θk ) converge as θk
approaches the root of g. This suggests solving the eigenproblems by an iterative
projection method thus reusing information from the previous eigenproblems. A
similar technique has been successfully applied in subsection 3.4.2 for accelerating the
RTLS solver in [108] which is based on a sequence of quadratic eigenvalue problems,
cf. [60, 63].
This subsection is organized as follows. We ﬁrst present the derivation of the algorithm from Renaut and Guo. Then the modiﬁed function g is introduced and
analyzed, and some connections to other problem classes are depicted. After that we
present the above mentioned modiﬁcations of Renaut and Guo’s method, cf. [66].
Numerical examples from the Regularization Tools [46, 48] demonstrate the eﬃciency
of the method, cf. [64].
The minimum of a Rayleigh quotient on a subspace appears at many instances. It
goes without saying that the zero element is excluded of the mentioned subspace in
all of these cases.
Regularized Total Least Squares based on Linear Eigenproblems
We assume that for the RTLS problem (3.68) the attainment condition is fulﬁlled,
i.e. it holds that σmin ([AF, b]) < σmin (AF ) (cf. Theorem 3.4), and that it holds for
the constraint ∆ > 0 is less than LxT LS . Thus (3.68) maybe replaced by (3.69),
i.e.
Ax − b2
= min! subject to Lx2 = ∆2 .
(3.161)
f (x) =
1 + x2
The following ﬁrst-order condition was proved in [31] (cf. also (3.79) – (3.82)):
Theorem 3.29 The solution xRT LS of RTLS problem (3.161) solves the problem
(AT A + λI In + λL LT L)x = AT b,

(3.162)

λI = λI (xRT LS ) = −f (xRT LS ),
1
λL = λL (xRT LS ) = − 2 (bT (AxRT LS − b) + f (xRT LS )).
∆

(3.163)

where

(3.164)

We take advantage of the following ﬁrst-order conditions which were proved in [95]:
Theorem 3.30 The solution xRT LS of RTLS problem (3.161) satisﬁes the augmented
eigenvalue problem




xRT LS
xRT LS
= −λI (xRT LS )
,
(3.165)
B(λL (xRT LS ))
−1
−1
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where the matrix B(θ) is from (3.160) and λL and λI are given in (3.163) and (3.164).
Conversely, if (((x∗ )T , −1)T , −λ∗I ) is an eigenpair of B(λL (x∗ )) where λL (x∗ ) is recovered according to (3.164), then x∗ satisﬁes (3.162), and λ∗I = −f (x∗ ).
Theorem 3.30 suggests Algorithm 3.5 called RTLSEVP for obvious reasons (as proposed by Renaut and Guo [95]).
Algorithm 3.5 RTLSEVP
Require: Initial guess λ0L > 0 and B0 = B(λ0L )
1: for k = 1, 2, . . . until convergence do
2:
Solve
Bk−1y k = λy k

(3.166)

for eigenpair (y k , λ) corresponding
 k  to the smallest λ
x
3:
Scale y k such that y k =
−1
k
k
4:
Update λL = λL (x ) and Bk = B(λkL )
5: end for
The choice of the smallest eigenvalue is motivated by the fact that we are aiming
at λ = −λI (cf. (3.165)), and by the ﬁrst order conditions (3.163) it holds that
2
−λI = f (x) = Ax−b
is the function to be minimized.
1+x2
The straightforward idea in [39] to update λL in line 4 with (3.164), i.e.


Axk+1 − b2
1
T
k+1
k+1
(3.167)
λL = 2 b (b − Ax ) −
∆
1 + xk+1 2
does not lead in general to a convergent algorithm.
The Auxiliary Function g(θ)
To enforce convergence Renaut and Guo [95] proposed to determine a value θ such
that the eigenvector (xTθ , −1)T of B(θ) corresponding to the smallest eigenvalue of
B(θ) satisﬁes the constraint Lxθ 2 = ∆2 , i.e. ﬁnd a non-negative root θ∗ of the real
function
Lxθ 2 − ∆2
g(θ) :=
.
(3.168)
1 + xθ 2
Renaut and Guo claim that (under the conditions bT A = 0 and N (A) ∩ N (L) = {0})
the smallest eigenvalue of B(θ) is simple, and that (under the further condition that
the matrix [A, b] has full rank) g is continuous and strictly monotonically decreasing.
Hence, g(θ) = 0 has a unique root θ∗ , and the corresponding eigenvector (scaled
appropriately) yields the solution of the RTLS problem (3.161).
Unfortunately these assertions are not true. The last component of an eigenvector
corresponding to the smallest eigenvalue of B(θ) need not be diﬀerent from zero, and
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in that case g(θ) is not necessarily deﬁned. A problem of this type is given in the
following Example 3.31 (which is identical to Example 3.24).
Example 3.31 Let
⎛ ⎞
⎞
⎛
√

1
1 0
2
0
A = ⎝0 1⎠ , b = ⎝√0 ⎠ , L =
, ∆ = 1.
0 1
0 0
3

(3.169)

Note that the conditions ‘[A, b] has full rank’, ‘bT A = [1, 0] = 0’, and ‘N (A)∩N (L) =
{0}’ are satisﬁed.
⎛
⎞
1 + 2θ
0
1
1+θ
0 ⎠,
B(θ) = ⎝ 0
(3.170)
1
0
4−θ
and the smallest eigenvalues λmin (B(0.5)) = 1.5 and λmin (B(1)) = 2 of
⎛
⎞
⎛
⎞
2 0
1
3 0 1
B(0.5) = ⎝0 1.5 0 ⎠ and B(1) = ⎝0 2 0⎠
1 0 3.5
1 0 3

(3.171)

have multiplicity 2, and for θ ∈ (0.5, 1) the last component of the eigenvector yθ =
(0, 1, 0)T corresponding to the minimal eigenvalue λmin (B(θ)) = 1 + θ is equal to 0.
This means that g is undeﬁned in the interval (0.5, 1) because (xTθ , −1)T cannot be
an eigenvector.
To ﬁll this gap we generalize the deﬁnition of g in the following way [62]:
Deﬁnition 3.32 Let E(θ)denote the eigenspace
of B(θ) corresponding to its smallest

LT L
0
eigenvalue, and let N :=
. Then
0
−∆2
Lx2 − ∆2 x2n+1
y T Ny
=
min
y∈E(θ) y T y
x2 + x2n+1
(xT ,xn+1 )T ∈E(θ)

g(θ) := min

(3.172)

is the minimal eigenvalue of the projection of N to E(θ).
This extends the deﬁnition of g to the case of eigenvectors with zero last components.
Theorem 3.33 Assume that σmin ([AF, b]) < σmin (AF ) holds, where the columns of
F ∈ Rn×(n−p) form an orthonormal basis of the null space of L. Then g : [0, ∞) → R
has the following properties:
(i) if σmin ([A, b]) < σmin (A), then g(0) > 0;
(ii) limθ→∞ g(θ) = −∆2 ;
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(iii) if the smallest eigenvalue of B(θ0 ) is simple, then g is continuous at θ0 ;
(iv) g is monotonically not increasing on [0, ∞);
(v) let g(θ∗ ) = 0 and let y ∈ E(θ∗ ) be such that g(θ∗ ) = y T Ny/y2, then the last
component of y is diﬀerent from 0;
(vi) g has at most one root.
Proof. (i): Let y ∈ E(0). From σmin ([A, b]) < σmin (A) it follows that yn+1 = 0 and
xT LS := −y(1 : n)/yn+1 solves the total least squares problem (3.2); see [122]. Hence,
∆ < LxT LS  implies g(0) > 0.
(ii): B(θ) has exactly one negative eigenvalue for suﬃciently large θ (cf. [95]), and
the corresponding eigenvector converges to the unit vector en+1 having one in its last
component. Hence, limθ→∞ g(θ) = −∆2 .
(iii): If the smallest eigenvalue of B(θ0 ) is simple for some θ0 , then in a neighborhood of θ0 the smallest eigenvalue of B(θ) is simple as well, and the corresponding
eigenvector yθ depends continuously on θ if it is scaled appropriately. Hence, g is
continuous at θ0 .
(iv): Let yθ ∈ E(θ) be such that g(θ) = yθT Nyθ /yθT yθ . For θ1 = θ2 it holds that
yθT2 B(θ1 )yθ2
yθT1 B(θ1 )yθ1
≤
yθ1 2
yθ2 2

and

yθT2 B(θ2 )yθ2
yθT1 B(θ2 )yθ1
≤
.
yθ2 2
yθ1 2

Adding these inequalities and subtracting equal terms on both sides yields
yθT1 Nyθ1
yθT2 Nyθ2
yθT2 Nyθ2
yθT1 Nyθ1
+ θ2
≤ θ1
+ θ2
,
θ1
yθ1 2
yθ2 2
yθ2 2
yθ1 2
i.e.,
(θ1 − θ2 )(g(θ1 ) − g(θ2 )) ≤ 0,
which demonstrates that g is monotonically
not increasing.
 ∗
x
(v): Assume that there exists y =
∈ E(θ∗ ) with
0
0=

(x∗ )T LT Lx∗
y T Ny
=
.
yT y
(x∗ )T x∗

Then x∗ ∈ N (L), and the minimum eigenvalue λmin (θ∗ ) of B(θ∗ ) satisﬁes
 ∗
x
[(x∗ )T , 0] B(θ∗ )
T
∗
0
z B(θ )z
=
λmin (B(θ∗ )) = min
z∈Rn+1
zT z
(x∗ )T x∗
 
x
[xT , 0] B(θ∗ )
0
xT AT Ax
=
min
.
= min
x∈N (L)
x∈N (L)
xT x
xT x
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That is,

λmin(B(θ∗ )) = (σmin (AF ))2 .

(3.173)

On the other hand, for every x ∈ N (L) and α ∈ R, it holds that
 
x
T
∗
[x , α] B(θ )
T
∗
α
z B(θ )z
≤
λmin (B(θ∗ )) = min
T
T
2
n+1
z∈R
z z
x x+α
 
 
x
x
[xT , α] M
[xT , α] M
2 2
α
α
α ∆
=
− θ∗ T
≤
,
T
2
x x+α
x x + α2
xT x + α2
which implies
 
x
T
[x , α] M
α
λmin(B(θ∗ )) ≤
min
= (σmin ([AF, b]))2 ,
T
2
x∈N (L), α∈R
x x+α
contradicting (3.173) and the solvability condition σmin ([AF, b]) < σmin (AF ) of the
RTLS problem (3.161).
(vi): Assume that the function g(θ) has two roots g(θ1 ) = g(θ2 ) = 0 with θ1 = θ2 .
With E(θ) being the invariant subspace corresponding to the smallest eigenvalue of
B(θ) it holds that
yjT Nyj
y T Ny
= 0, j = 1, 2.
=:
y∈E(θj ) y T y
yjT yj

g(θj ) = min

Hence, the smallest eigenvalue λmin,1 (B(θ1 )) satisﬁes
λmin,1 (B(θ1 )) = min
y

y1T My1
y1T My1
y1T Ny1
y T B(θ1 )y
+
θ
=
,
=
1
yT y
y1T y1
y1T y1
y1T y1

which implies
y T B(θ1 )y
y1T My1
y2T B(θ1 )y2
y2T My2
≤
=
min
=
.
y
y1T y1
yT y
y2T y2
y2T y2

(3.174)

Interchanging θ1 and θ2 we see that both sides in (3.174) are equal, and therefore it
holds that λmin := λmin,1 (B(θ1 )) = λmin,2 (B(θ2 )).
By part (v) the last components of y1 and y2 are diﬀerent from zero. So, let us scale
y1 = [xT1 , −1]T and y2 = [xT2 , −1]T .
We distinguish two cases:
Case 1: Two solution pairs (θ1 , [xT , −1]T ) and (θ2 , [xT , −1]T ) exist, with θ1 = θ2 but
with the same vector x. Then the last row of
   T
 
 
AT b
x
A A + θj LT L
x
x
B(θj )
=
= λmin
, j = 1, 2,
T
T
2
b A
−1
b b − θj ∆
−1
−1
(3.175)
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yields the contradiction θ1 = − ∆12 (bT Ax − bT b + λmin ) = θ2 .
Case 2: Two solution pairs (θ1 , [xT1 , −1]T ) and (θ2 , [xT2 , −1]T ) exist, with θ1 = θ2 and
x1 = x2 . Then we have
y T B(θ1 )y
y1T B(θ1 )y1
y1T My1
y1T Ny1
=
=
+
θ
1
y
yT y
y1T y1
y1T y1
y1T y1
y T My1
y T My1
y T B(θ2 )y1
y T Ny1
y T B(θ2 )y
= 1T
= 1T
+ θ2 1 T
= 1 T
= min
.
y
y1 y1
y1 y1
y1 y1
y1 y1
yT y

λmin = min

Therefore, y1 is an eigenvector corresponding to the smallest eigenvalue λmin of both,
B(θ1 ) and B(θ2 ), which yields (according to Case 1) the contradiction θ1 = θ2 .

Remark 3.34 Note that if the attainability condition (3.46) in Theorem 3.33 would
not be fulﬁlled, the properties (v) and (vi) of the function g are not true any longer.
Then it is possible that there does not exist only one root but a whole interval for θ
where it holds that g(θ) = 0. And these roots may correspond to an eigenspace E(θ)
with only zero last components.
Theorem 3.33 demonstrates that if θ∗ is a positive root of g, then x := −y(1 :
n)/y(n + 1) solves the RTLS problem (3.161) where y denotes an eigenvector of
B(θ∗ ) corresponding to its smallest eigenvalue.
Remark 3.35 If the smallest singular value σn+1 (θ̃) of B(θ̃) is simple, then it follows
from the diﬀerentiability of σn+1 (θ) and its corresponding right singular vector that
dσn+1 (B(θ)) $$
= g(θ̃).
θ=θ̃
dθ

(3.176)

Hence, searching the root of g(θ) can be interpreted as searching the maximum of the
minimal singular values of B(θ) with respect to θ.
However, g is not necessarily continuous. If the multiplicity of the smallest eigenvalue
of B(θ) is greater than 1 for some θ0 , then g may have a jump discontinuity at θ0 ,
and this actually occurs; cf. Example 3.31 where g is discontinuous at θ0 = 0.5 and
θ0 = 1. Hence, the question arises whether g may jump from a positive value to a
negative one, such that it has no positive root.
Theorem 3.36 demonstrates that this is not possible for the standard case L = I.
Theorem 3.36 Consider the standard case L = I, where σmin ([A, b]) < σmin (A) and
∆2 < xT LS 2 .
Assume that the smallest eigenvalue of B(θ0 ) is a multiple one for some θ0 . Then
it holds that
0 ∈ [ lim g(θ), g(θ0)].
θ→θ0−
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Proof. Let Vmin
be the space of right singular vectors of A corresponding to σn =

σmin (A), and v1 , . . . , vr be an orthonormal basis of Vmin
.
Since λmin (B(θ0 )) is a multiple eigenvalue of
 T

A A + θ0 I
AT b
,
B(θ0 ) =
bT A
bT b − θ0 ∆2

it follows from the interlacing property that it is also the smallest eigenvalue of

+ θ0 I. Hence, λmin (B(θ0 )) = (σn )2 + θ0 , and for every v  ∈ Vmin
we obtain
AT A


v

.
∈ E(θ0 ) with AT b ⊥ Vmin
0
If the
 last
 component of an element of E(θ0 ) does not vanish, then it can be scaled
x
to
. Hence,
−1
 
 T
 
AT b
x
A A + θ0 I
x
 2
= ((σn ) + θ0 )
T
T
2
b b − θ0 ∆
b A
−1
−1
from which we obtain (AT A − (σn )2 I)x = AT b. Therefore, it holds that x = xmin + z

where xmin = (AT A − (σn )2 I)† AT b denotes the pseudonormal solution and z ∈ Vmin
.
Hence,

  
  
xmin
vr
v1
,
,...,
V :=
0
−1
0
is a basis of E(θ0 ) with orthogonal columns and



0
Ir
w
w
0 xmin 2 − ∆2
y T Ny
w T V T NV w


= min
= min
g(θ0 ) = min
y∈E(θ) y T y
w∈Rr+1 w T V T V w
w∈Rr+1
0
I
r
w
wT
0 xmin 2 + 1
T

demonstrating that


xmin 2 − ∆2
g(θ0 ) = min 1,
xmin 2 + 1


=

xT LS 2 − ∆2
xmin 2 − ∆2
≥
.
xmin 2 + 1
xmin 2 + 1

The active constraint assumption xRT LS 2 = ∆2 < xT LS 2 ﬁnally yields that g
stays positive at θ0 .


Corollary 3.37 Note that AT b ⊥ Vmin
is a necessary and suﬃcient condition for
the occurrence of one jump of g(θ) in the standard case L = I. Then any vector

v̄ = ((v )T , 0)T with v  ∈ Vmin
is an eigenvector of B(θ) that either corresponds to
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the smallest or to the second smallest eigenvalue. For very large values of θ this is
the second smallest eigenvalue (cf. Theorem 3.33 (ii)) and for small values of θ it is
the smallest eigenvalue (note that here also negative values of θ are considered). As
long as only vectors v̄ correspond to λmin (B(θ)) the function g(θ) stays constant, i.e.
RN (v̄) = (v̄ T N v̄)/(v̄ T v̄) = ((v  )T Iv  )/((v )T v  ) = 1. When θ is increased there exists
a value θ0 where a scalable eigenvector w = (xT , α)T enters the eigenspace corresponding to λmin (B(θ)). Exactly at this θ0 the function g(θ) has a jump discontinuity: It
holds that
g(θ0− ) = RN (v̄) = 1

and g(θ0 ) = RN (w) =

xT x − α2 ∆2
(xT , α)N(xT , α)T
=
< 1.
(xT , α)(xT , α)T
xT x + α2


then B(θ) always has a
If the standard case is present and if it holds that AT b ⊥ Vmin
simple smallest eigenvalue and g(θ) is indeed strictly monotonically decreasing. This
can be obtained similarly to (iv) from Theorem 3.33 or from Lemma 2.5 in [95].

For general regularization matrices L it may happen that g does not have a root, but
it jumps below zero at some θ0 .
Remark 3.38 A jump discontinuity of g(θ) can only appear at a value θ0 if λmin(B(θ0 ))
is a multiple eigenvalue of B(θ0 ) (cf. Remark 3.35 and Corollary 3.37). By the interlacing theorem λmin is also the smallest eigenvalue of AT A + θ0 LT L. Hence there
θ
of AT A+θ0 LT L corresponding to the
exists an eigenvector v from the eigenspace Vmin
smallest eigenvalue λmin , such that v̄ = (v T , 0)T ∈ E(θ0 ) is an eigenvector of B(θ0 ).
The Rayleigh quotient RN (v̄) = (v̄ T N v̄)/(v̄ T v̄) of N at v̄ is positive (cf. Theorem
3.33 (v)), i.e. RN (v̄) = Lv2 .
If g(θ0 ) < 0, there exists some w ∈ E(θ0 ) with RN (w) = g(θ0 ) < 0 and w has a
non vanishing last component. The space E(θ0 ) consists of two parts: The (possible multi-dimensional) eigenspace corresponding to λmin (B(θ0− )) with only zero last
components and the one-dimensional eigenspace corresponding to λmin (B(θ0+ )) with
nonzero last component.
In this case of a jump discontinuity below zero it is still possible to construct a RTLS
solution: A linear combination of v̄ and w has to be chosen such that RN (αv̄ +βw) =
0. Note that not the whole eigenspace E(θ0 ) has to be determined, but any vector v̄ is
suﬃcient. Scaling the last component of αv̄ + βw to -1 yields a solution of the RTLS
problem (3.161), which is not unique in this case.
θ
θ
The case AT b ⊥ Vmin
, where Vmin
is the eigenspace corresponding to the smallest
T
T
eigenvalue of A A + θ0 L L, is a necessary condition for a jump discontinuity of g(θ0 )
θ
and is therefore denoted as potential hard case. Note that the eigenspace Vmin
is
dependent on the value of θ.
If the function g(θ) is discontinuous and at θ0 a jump below or onto zero occurs the
hard case is present. A jump on zero corresponds to the ’last’ unique (boundary)
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solution and a jump below zero corresponds to a nonunique solution. In both cases
the RTLS solution has to be extracted from the smallest eigenspace of B(θ0 ), cf.
Remark 3.38.
A near hard case can be deﬁned as the situation where the function g(θ) is continuous but very steep at the root, i.e. g decreases signiﬁcantly in a very small interval
[θL , θU ] where it holds that g(θL ) > 0 > g(θU ).
The following Example 3.39 (which is identical to Example 3.23) illustrates the hard
case described in Remark 3.38.

Example 3.39 Let

⎛
⎞
⎛ ⎞

√
1
1 0
√
2
0
, ∆ = 3.
A = ⎝0 1⎠ , b = ⎝√0 ⎠ , L =
0 1
0 0
5

(3.177)

Then, 1 = σmin (A) > σ̃min ([A, b]) ≈ 0.8986 holds, and the corresponding TLS problem has the solution

xT LS = (A A −
T

2
σ̃min
I)−1 AT b



5.1926
≈
.
0

Since N (L) = {0}, the RTLS problem (3.68) is solvable and the constraint at the
solution is active, because ∆2 = 3 < 53.9258 ≈ LxT LS 22 holds.
Figure 3.11 shows the corresponding function g(θ) with two jumps, one at θ = 0.25
and another one at θ = 1 with a jump below zero. A potential hard case is present
for all θ > 0.
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Jump below zero in the case L ≠ I
2
g(θ)

1

g(θ)

0

−1

−2

−3
0

0.5

1
θ

1.5

2

Figure 3.11: Jump below zero of g(θ) in the hard case

The matrix B(θ) for θ0 = 1
⎛
⎞

 T
3 0 1
0
L L
= ⎝ 0 2 0⎠
B(1) = [A, b]T [A, b] + 1
0
−∆2
1 0 3
has the double smallest eigenvalue λmin = 2 and corresponding eigenvectors v̄ =
(0, 1, 0)T and w = (1, 0, −1)T . The eigenvectors with RN (x) = 0 and last component
−1 are x1 = v̄ + w = (1, 1, −1)T and x2 = −v̄ + w = (1, −1, −1)T yielding the two
solutions xRT LS,1 = (1, 1)T and xRT LS,2 = (1, −1)T of the RTLS problem (3.177).
It is an interesting idea to investigate a continuous function g̃(θ) ≈ g(θ) that employs
only scalable eigenvectors. In the case of an eigenspace which corresponds to the
smallest eigenvalue of B(θ) with only zero last components it is chosen the next larger
eigenvalue that corresponds to an eigenvector with a non vanishing last component.
Thus the generalization of g(θ) from equation (3.172) is not necessary, but the scalable
eigenvector can be directly used with the function g(θ) from (3.168). This approach
is similar to the nongeneric TLS solution (for the case 2b) suggested by Van Huﬀel
and Vandewalle in [121].
Let us investigate this strategy at the Example 3.39. In Figure 3.12 the functions
g(θ) and g̃(θ) are shown together with their roots.
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Continuous variant of the function g ( θ )
2

g

cont

(θ)

g(θ)

1

g (θ)

0

−1

−2

−3
0

0.5

1
θ

1.5

2

Figure 3.12: Continuous function g̃(θ) in the hard case

The function g(θ) is displayed by dashes with the root θ∗ = 1 indicated by the square.
The value g(1) = 0 corresponds to the nonunique RTLS solution, as explained in the
example above. The minimum value of f (x) for all feasible x is f (xRT LS ) = 2.
The root of the continuous
approximation g̃(θ) (denoted as gcont (θ) in Figure 3.12)
√
∗
is θ̃ = 1 − 1/(5 6) ≈ 0.9184 that is indicated by the circle.
√ corresponding
√ The
solution vector is obtained after suitably scaling by x̃RT LS = [ 3/ 2, 0]T , note that
the solution is unique this time. The value f (x̃RT LS ) ≈ 2.0202 > 2 = f (xRT LS ).
The vector x̃RT LS can be visualized in the contourplot in Figure 3.1 at the rightmost
point of the ellipse Lx = ∆ (the point is not shown in Figure 3.1).
But since this approach excludes the RTLS solution we do not recommend this idea
for solving the RTLS problem (3.68).
Remark 3.40 Consider a jump discontinuity at θ∗ below zero and let the smallest
eigenvalue of (AT A + θ∗ LT L) have a multiplicity greater than one (in Example 3.39
it is equal to one). Then there exist inﬁnitely many solutions of the RTLS problem
(3.161), all satisfying RN ([xTRT LS , −1]T ) = 0, see also Remarks 2.15 and 3.17.
Remark 3.41 The value θ∗ at the RTLS solution can be characterized as
θ∗ = max λmin(B(θ))
θ

(3.178)

where it holds f (xRT LS ) = λmin(B(θ∗ )), cf. also Remark 3.35. For xRT LS it holds
RN ([xTRT LS , −1]T ) = 0, and if no jump below zero occurs at θ∗ it holds that g(θ∗ ) = 0.
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It should be noted that the RTLSEVP approach shares the same diﬃculty in predicting a potential hard case or a hard case a priori (see Remark 3.21 and the paragraph
about nongeneric cases of RTLSQEP in subsection 3.4.2):
θ
θ
If it holds that AT b ⊥ Vmin
with Vmin
as the eigenspace corresponding to the smallest
T
T
eigenvalue of (A A + θL L) for all values of θk then no potential hard case occurs.
But unfortunately this has to be checked for each value of θ individually.
If we try to ﬁnd a condition that in the case of a jump at θ0 , the function g(θ0 ) does
not jump below zero we obtain the following suﬃcient condition
∆2 ≤ L(AT A + θ0 LT L − λ(θ0 )I)† AT b2
with λ(θ0 ) = λmin (B(θ0 )), which can be obtained similarly to the proof of Theorem
3.36 for the standard case. This hard case condition has to be checked for each value
of θ0 , which is by no means cheaper than evaluating g(θ0 ) directly.
Remark 3.42 One diﬀerence between the RTLSEVP Algorithm 3.5 and the RTLSQEP Algorithm 3.3 in the hard case is the following: While the eigenspace of the
QEP (3.107) corresponding to the rightmost eigenvalue is not suﬃcient to recover a
solution (and an additional linear system has to be solved), the eigenspace E(θ∗ ) of
the linear eigenproblem (3.166) always contains the RTLS solution.
Connection to Sequence of TLS Problems
The sequence of linear eigenvalue problems (3.166) that has to be solved within
Algorithm 3.5 can be interpreted as solving a sequence of TLS problems (under mild
conditions).
From Theorem 3.33 (i) we know that it holds g(0) > 0 if we assume that a TLS
solution exists. Since g(θ) can be interpreted as the change of the smallest eigenvalue
of B(θ) (see Remark 3.35) and since it holds B(0) ≥ 0 there exists an interval (0, θc )
where B is positive deﬁnite. If we assume [A, b] to have full rank this is the interval
[0, θc ). For values θ > θc the matrix B(θ) is indeﬁnite. The root of g is deﬁnitely
contained in the interval [0, θc ]. If for all θk holds θk ∈ (0, θc ), then B(θk ) > 0 for
k = 0, 1, . . . and the sequence of EVPs can be interpreted as a sequence of TLS
problems. A TLS problem (3.2) is just the determination of the smallest eigenvalue
and corresponding eigenvector of a positive deﬁnite matrix, cf. equation (3.18).
An upper bound of θc is given by θU = bT b/∆2 . This follows directly from the
Rayleigh quotient of B(θU ) at en+1 , the (n + 1)st unit vector.
For θk < θc there can always be determined a matrix Ãk and a right-hand side b̃k
such that it holds
  T

 T
Ãk Ãk ÃTk b̃k
AT b
A A + θk LT L
=
.
(3.179)
B(θk ) =
bT A
bT b − θk ∆2
b̃Tk Ãk b̃Tk b̃k
This can be achieved for example by the Cholesky factorization [Ãk , b̃k ] = chol(B(θk )),
cf. Remark 3.2. Note that any square matrix of the form Q[Ãk , b̃k ] with an orthogonal
matrix Q satisﬁes [Ãk , b̃k ]T QT Q[Ãk , b̃k ] = B(θk ).
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Thus in particular the RTLS solution at θ∗ ∈ (0, θc ) can be characterized as the
solution of a total least squares problem (3.2) corresponding to Ã(θ∗ )x ≈ b̃(θ∗ ) with
[Ã(θ∗ ), b̃(θ∗ )] = chol(B(θ∗ )), i.e.


Ã(θ∗ ) + ∆A xRT LS = b̃(θ∗ ) + ∆b. (3.180)
[∆A, ∆b]2F = min! subject to
This means that the possible nonunique RTLS solution xRT LS can also be completely
investigated with tools for TLS problems from section 3.1. When using the core problem theory from subsection 3.1.2 we discover that only the cases 1 and 2a are possible.
The case 2b does not occur since we require the attainment condition (3.46) to be
satisﬁed, thus an (at least nonunique) RTLS solution will be attained.
Connection to LSTRS
In subsection 3.4.1 we investigate the connection between RTLS and generalized
trust-region problems. In subsection 2.6.3 the LSTRS Algorithm 2.1 for ordinary
trust-region subproblems is discussed, where a sequence of linear eigenproblems has
to be solved as well, thus it arises the question how this approach is connected to the
RTLSEVP Algorithm 3.5.
It was shown at the beginning of section 3.4 that in the standard case L = I the
RTLS problem reduces to a RLS problem, cf. equations (3.71) and (3.72). Thus
solving an RTLS problem with L = I should be very similar to solve a TRS with
H = AT A and g = −AT b. Let us compare one step of the LSTRS method with one
step of the RTLSEVP algorithm in this case:
 
 

1
1
αk g T
= λ
(3.181)
(LSTRS)
g H
x
x
% T


&  
 
A A AT b
I 0
x
x
+ θk
= (λ + θk )
(3.182)
bT A αk
0 1
−1
−1
'
!(  

 
T
T
I
0
A A A b
x
x
T
+ θk
= (λ + θk )
(3.183)
k
bT A bT b
−1
−1
0 1 − b b−α
θk
 

&  
%
x
I
0
x
.
(3.184)
= −λI
(RTLSEVP)
M + θk
−1
0 −∆2
−1
This shows that the algorithms are directly connected by −λI = λ + θk and θk =
bT b−αk
, i.e. in the case L = I both are solving essentially the same linear eigen1+∆2
problems. The ’essentially’ means that the eigenproblems do not coincide since the
update strategies for α and θ are diﬀerent. The value of α is determined iteratively
using a sequence of rational interpolations of the secular function φ(λ) deﬁned in
equation (2.112). The α is adjusted such that it holds (2.114), i.e.

2
φ (λ) = g T (H − λI)† g = xT x = ∆2 .

128

(3.185)

3.4 Quadratically Constrained TLS
This is essentially the same idea as determining the root of the monotonic function
T x−∆2
g(θ) = x 1+∆
(assuming a scalable vector such that equation (3.168) can be used).
2
Unfortunately there is no straightforward generalization of the secular equation (2.112)
from the TRS to the GTRS in the general case L = I. For the generalized trust-region
problem there simply do not exist one underlying secular equation, but the secular
function is dependent on the current iterate θk (or f (xk )), i.e. a secular function for
the RTLSEVP Algorithm 3.5 reads
φ(λ; θk ) = g T (AT A + θk LT L − λI)† g = −g T x

(3.186)

(and for the RTLSQEP Algorithm 3.3: φ(λ; f (xk )) = g T (AT A + λLT L − f (xk )I)† g =
−g T x). Thus, approximations of (3.186) can only be used for one iteration step and
are not very eﬃcient for solving the RTLS problem. The root-ﬁnding method for
g(θ) = 0 in RTLSEVP is introduced in the next paragraph about computational
considerations.
Computational Considerations
It is a common demand of both approaches of this section, i.e. the RTLSQEP Algorithm 3.3 and RTLSEVP Algorithm 3.5, that one has to solve a converging sequence
of eigenvalue problems which suggests to reuse information gained in previous iteration steps. An advantage of RTLSEVP over RTLSQEP is the fact that for p < n
(i.e. for regularization matrices L which do not have full rank n) we do not have to
reduce the ﬁrst-order conditions (3.105) to the range of L and hence do not need a
spectral decomposition of LT L, as presented in the paragraph about not invertible
regularization matrices in subsection 3.4.2 (although this can be implemented inexpensively in many cases, cf. section 2.4).
Solving the Sequence of Linear Eigenproblems
Renaut and Guo [95] proposed to determine the minimum eigenvalue of (3.166)
B(θk )y = (M + θk N) y = λy

(3.187)

via the Rayleigh Quotient Iteration initialized by the eigenvector found in the preceding iteration step. Hence, one uses information from the previous step, but an
obvious drawback of this method is the fact that each iteration step requires O(n3 )
operations providing the LU factorization of B(θk ).
Similar to the approach in LSTRS and RTLSQEP the entire information gathered in
previous iteration steps can be employed solving (3.187) via the Nonlinear Arnoldi
Algorithm 3.4 applied to
Tk (µ)u = (M + θk N − µI)u = 0.

(3.188)

This time in lines 1 and 8 of Algorithm 3.4 we aim at the minimum eigenvalue of
Tk (µ). The Nonlinear Arnoldi method allows thick starts in line 1, i.e. when solving
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Tk (µ)u = 0 in step k of RTLSEVP we start Algorithm 3.4 with the orthonormal
basis V that was used in the preceding iteration step when determining the solution
uk−1 = V ũ of V T Tk−1 (µ)V ũ = 0.
Some comments on an eﬃcient implementation of RTLSEVP with the Nonlinear
Arnoldi solver are in order.
– It turned out that a suitable start basis V for the Nonlinear Arnoldi is an
orthonormal basis of the Krylov space K (M, en+1 ) of M with initial vector
en+1 of small dimension ( = 5) complemented by the vector e := ones(n + 1, 1)
of all ones.
– The projected problem


V T Tk (µ)V ũ = ([A, b]V )T ([A, b]V ) + θk V T NV − µI ũ = 0

(3.189)

can be updated eﬃciently in both cases, if the search space is expanded by a
new vector and if the iteration counter k is increased, i.e. a new θk is chosen.
– The explicit form of the matrices M and N is not needed. If a new vector v
is added to the search space span{V }, the matrices AV := [A, b]V and LV :=
LV (1 : n, :) are refreshed appending the new column Av := [A, b]v and Lv :=
Lv(1 : n), respectively, and the projected matrix MV := V T MV has to be
augmented by the new last column cv := (ATV Av ; ATv Av ) and last row cTv . Since
the update Lv is usually very cheap (e.g. when using a discrete derivative
operator of section 2.4) the main cost for determining the projected problem is
essentially 1 MatVec.
– For the preconditioner in line 3 it is appropriate to choose P C ≈ N −1 which
according to a typically structured sparse regularization matrix can be implemented very cheaply. The preconditioner can be kept constant throughout the
whole algorithm.
– The evaluation of the residual
r = Tk (µ)V ũ = [A, b]T ([A, b]V )ũ + θk NV ũ − µu

(3.190)

in line 3 and 9 costs another MatVec with [A, b]T . Hence, one inner iteration
step of the Nonlinear Arnoldi method costs 2 MatVecs (4 MatVecs in the case
of an unstructured and full regularization matrix L). These are half the cost
of an inner iteration step of the Nonlinear Arnoldi applied in the RTLSQEP
algorithm, see the paragraph about the Nonlinear Arnoldi in subsection 3.4.2.
Root-ﬁnding Algorithm
Assuming that g is continuous and strictly monotonically decreasing Renaut and Guo
[95] derived the update (which follows directly from (3.167))
θk+1 = θk +
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θk
g(θk )
∆2

(3.191)
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for solving g(θ) = 0 where g(θ) is deﬁned in (3.168), and at step k the eigenvector of
B(θk ) corresponding to its minimal eigenvalue is nicely scalable. Since this sequence
usually does not converge, an additional backtracking was included, i.e. the update
in line 4 of Algorithm 3.5 was modiﬁed to
θk+1 = θk + ι

θk
g(θk )
∆2

(3.192)

where ι ∈ (0, 1] was bisected until the sign condition g(θk )g(θk+1 ) ≥ 0 was satisﬁed.
However, this safeguarding hampers the convergence of the method considerably.
We propose a root-ﬁnding algorithm taking into account the typical shape of g(θ)
which is shown in Figure 3.13. Left of its root θ∗ the slope of g is often very steep,
while right of θ∗ it is approaching its limit −∆2 quite quickly, cf. Theorem 3.33
(ii). This makes it diﬃcult to determine θ∗ by Newton’s method and lead to the
backtracking (3.192) to enforce convergence.
Plot of g(θ)
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Figure 3.13: Plot of a typical function g(θ)
We approximate the root of g based on rational interpolation of g −1 (if it exists)
which has a known pole at γ = −∆2 . Assume that we are given three pairs (θj , g(θj )),
j = 1, 2, 3 with
θ1 < θ2 < θ3 and g(θ1 ) > 0 > g(θ3 ).
(3.193)
We determine the rational interpolation
h(γ) =

p(γ)
, where p is a polynomial of degree 2,
γ + ∆2

(3.194)
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and p is chosen such that h(g(θj )) = θj , j = 1, 2, 3, and we evaluate θ4 = h(0). In
exact arithmetic θ4 ∈ (θ1 , θ3 ), and we replace θ1 or θ3 by θ4 such that the new triple
satisﬁes (3.193).
The coeﬃcients of p are obtained from a 3 by 3 linear system which may become very
badly conditioned, especially close to the root. We therefore use Chebychev polynomials transformed to the interval [g(θ3 ), g(θ1 )] as a suitable basis for representing
p.
If g is strictly monotonically decreasing in [θ1 , θ3 ] then h is a rational interpolation
of g −1 : [g(θ3 ), g(θ1 )] → R.
Due to nonexistence of the inverse g −1 on [g(θ3 ), g(θ1 )] or due to rounding errors very
close to the root θ∗ , it may happen that θ4 is not contained in the interval (θ1 , θ3 ).
In this case we perform a bisection step such that the interval deﬁnitely still contains
3
the root of g. If g(θ2 ) > 0, then we replace θ1 by θ1 = θ2 +θ
, otherwise θ3 is exchanged
2
θ1 +θ2
by θ3 = 2 .
To initialize the RTLSEVP Algorithm 3.5 we determine three values θi such that not
all g(θi) have the same sign. Given θ1 > 0 we multiply either by 0.01 or 100 depending
on the sign of g(θ1 ) and obtain after very few steps an interval that contains the root
of g.
If a discontinuity at or close to the root is encountered, then a very small θ = θ3 − θ1
appears with relatively large g(θ1 ) − g(θ3 ). In this case we terminate the iteration
and determine the solution as described in Remark 3.38.
The evaluation of g(θ) can be performed eﬃciently by using the stored matrix LV =
LV (1 : n, :) to determine Lu2 = (LV ũ)T (LV ũ) in much less than a MatVec. The
cost of an outer iteration is hence less than a MatVec.
Remark 3.43 The relation of RTLSEVP and trust-region subproblems has been
shown in the paragraph ’Connection to LSTRS’. Since equations (3.181) and (3.184)
T b−α
are equivalent (i.e. with θ = b1+∆
2 ) the function g(θ) can be used to update the parameter α in the LSTRS Algorithm 2.1. Thus instead of approximating the secular
equation (2.115), the proposed enclosing root-ﬁnding algorithm can alternatively be
applied.
Numerical Examples
To evaluate the performance of the RTLSEVP method for large dimensions we use
test examples from Hansen’s Regularization Tools [48]. The eigenproblems are solved
by the Nonlinear Arnoldi method and the proposed root-ﬁnding algorithm is applied.
The results are compared to the numerical examples for RTLSQEP in subsection
3.4.2.
The functions phillips, deriv2, heat and tomo, which are discretizations of integral equations, are used again to generate matrices Atrue ∈ Rm×n , right-hand sides
btrue ∈ Rm and solutions xtrue ∈ Rn such that it holds Atrue xtrue = btrue . In all cases
the matrices Atrue and [Atrue , btrue ] are ill-conditioned.
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To construct a suitable RTLS problem, the norm of btrue is scaled such that btrue 2 =
maxi Atrue (:, i)2 holds. The vector xtrue is scaled by the same factor. The noise
added to the problem is put
relation to the average value of the elements of the
in
augmented matrix, aver = ( (abs[Atrue , btrue ]))/(m(n + 1)). We add white noise
of level 1–10% to the data and obtained the systems Ax ≈ b where A = Atrue + σE
and b = btrue + σe, with σ = aver · (0.01 . . . 0.1) and the elements of E and e are
independent random variables with zero mean and unit variance.
The numerical tests were run on a PentiumR4 computer with 3.4 GHz and 8GB RAM
under MATLAB R2007b. For the examples phillips and deriv2 the regularization
matrix L1D ∈ R(n−1)×n from equation (2.38) approximates the ﬁrst-order derivative,
cf. section 2.4. The value of ∆ is chosen to be ∆ = 0.9L1D xtrue . This is the same
set up as in the paragraph about numerical examples for RTLSQEP.
The outer iteration was terminated if the residual norm of the ﬁrst-order condition
was less than 10−8 . The preconditioner was calculated with UMFPACK [19], i.e.
MATLABs [L, U, P, Q] =lu(N), with a slightly perturbed N to make it regular.
Tables 3.8 and 3.9 contain the CPU times in seconds and the number of matrix-vector
products averaged over 100 random simulations for dimensions n = 1000, n = 2000,
n = 4000, m = n, with noise levels 1% and 10%, respectively.
Table 3.8: Example phillips, average CPU time in seconds
noise
n
RTLSEVP
1% 1000
0.06
2000
0.15
4000
0.57
10% 1000
0.05
2000
0.14
4000
0.54

MatVecs 1 LU
19.8
0.12
19.0
0.80
20.0
5.10
18.8
0.12
18.2
0.80
18.9
5.10

RTLSQEP
0.05
0.15
0.66
0.05
0.16
0.64

Table 3.9: Example deriv2, average CPU time in seconds
noise
n
RTLSEVP
1% 1000
0.07
2000
0.20
4000
0.69
10% 1000
0.07
2000
0.19
4000
0.68

MatVecs 1 LU
24.9
0.12
24.6
0.80
24.1
5.10
23.6
0.12
23.4
0.80
23.6
5.10

RTLSQEP
0.06
0.18
0.69
0.05
0.16
0.64
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The third column of the Tables 3.8 and 3.9 contains the CPU time in seconds of the
Algorithm 3.5 with the Nonlinear Arnoldi as eigensolver and the forth column contains the number of overall performed matrix-vector multiplications. To compare this
times to other algorithms the ﬁfth column contains the time for a single LU decomposition (during the originally in [95] suggested Rayleigh Quotient Iteration several
LU decompositions are necessary). The last column contains the time for solving
the problem by the RTLSQEP method with the Nonlinear Arnoldi as eigensolver, cf.
subsection 3.4.2 (the values are taken from Tables 3.4 and 3.5).
The times for solving these problems by Algorithms 3.3 or 3.5, with Algorithm 3.4
as eigensolver, are about equal. Note that the time for a single LU decomposition is
much larger than solving one RTLS problem by the proposed methods.
Figure 3.14 shows an exemplary convergence history of the RTLSEVP algorithm.
The problem is phillips with a dimension of m = n = 2000 and a noise level of 1%.
Convergence history of RTLSEVP
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Figure 3.14: Convergence history solving EVPs by Nonlinear Arnoldi

The convergence behavior in Figure 3.14 is typical for the RTLSEVP method where
the eigenvalue problems in the inner iteration are solved by the Nonlinear Arnoldi
method. An asterisk marks the residual norm of an eigenvalue problem in an inner
iteration, a circle denotes the residual norm of the ﬁrst-order condition in an outer
iteration and a diamond is the absolute value of g(θk ).
The size of the starting subspace for the Nonlinear Arnoldi is equal to six, which
corresponds to the six MatVecs at the ﬁrst EVP residual. After 16 MatVecs the
three starting pairs (θi , g(θi)) are found. This subspace already contains such good

134

3.4 Quadratically Constrained TLS
information about the solution that only two more MatVecs are needed to obtain the
RTLS solution. The main costs of Algorithm 3.5 with the Nonlinear Arnoldi method
used in line 2 and the proposed root-ﬁnding algorithm in line 4 are only matrix-vector
multiplications.
For the problems heat(1) and tomo Algorithm 3.5 is terminated if the g(θk ) is suﬃciently close to zero, i.e. less than 10−10 . The same setup is used as for the numerical
examples in subsection 3.4.2.
Table 3.10: Examples heat(1) and tomo, average CPU time in seconds
heat(1)
n
RTLSEVP
1% 1000
0.19
2000
0.60
4000
2.65
10% 1000
0.19
2000
0.61
4000
2.54

RTLSQEP

0.35
1.08
4.21
0.36
1.07
4.17

tomo
n
RTLSEVP
1% 30x30
0.20
40x40
0.54
50x50
3.86
10% 30x30
0.21
40x40
0.56
50x50
3.83

RTLSQEP

1.02
2.07
4.78
1.00
2.02
4.80

In Table 3.10 the average CPU times for solving these problems by the RTLSEVP
and RTLSQEP method with Nonlinear Arnoldi as eigensolver are compared. In both
examples unperturbed regularization matrices are used, i.e. for heat(1) this is L1D
from (2.38) and for the 2D example tomo this is L2D from (2.50). The RTLSQEP
corresponds to ’NL Arn. a’ and the times are taken from Tables 3.6 and 3.7.
When using the RTLSQEP method for problem heat(1) roughly 100 MatVecs are
performed in about 3 outer iterations. The RTLSEVP Algorithm 3.5 only needs
approximately 50 MatVecs and this results in half the time.
For the 2D problem tomo Algorithm 3.3 roughly needs 200-300 MatVecs, due to a lot
of outer iterations. The computation time is much less when using the RTLSEVP
method with about 60 MatVecs for the smaller problems and about 150 MatVecs for
the 50x50 example.
For these examples the RTLSEVP method turned out to be superior to the RTLSQEP
algorithm.
Both approaches do converge in much less MatVecs than the dimension of the problems, hence the computational complexity of both approaches is of order O(m · n).
Regularized total least squares problems can be solved eﬃciently by the RTLSEVP
method introduced by Renaut and Guo [95] via a sequence of linear eigenproblems.
Since in general no ﬁxed point behavior to a global minimizer can be shown, the
function g(θ) is introduced. A detailed analysis of this function and a suitable rootﬁnding algorithm are presented. For problems of large dimension the eigenproblems

135

Chapter 3 Regularized Total Least Squares Problems
can be solved eﬃciently by the Nonlinear Arnoldi method. We present a detailed
description of an eﬃcient implementation of the diﬀerent parts of the algorithm.
Remark 3.44 It is an interesting idea to extend the problem class of regularized
total least squares problems to generalized total trust-region subproblems (GTTRS
for short). With the GTRS given by (3.101) we can deﬁne the function
T
T
˜ := x Hx − 2g x
f(x)
1 + x2

(3.195)

and hence the GTTRS is given by
min
x

˜
f(x)

subject to

Lx2 ≤ ∆2 .

(3.196)

The function f˜(x) is motivated by (3.16), i.e.

y T B0 y
=
yT y

−1
x

T 

 
−1
0 gT
g H
x
= f˜(x)
 T  
−1
−1
x
x

(3.197)

with the B0 from equation (2.109) from subsection 2.6.3. Now by exchanging AT A
with H = H T (which can also be indeﬁnite) and AT b with g (which does not have to
lie in the rowspace of A) we can directly apply the algorithms proposed in this section
3.4.
This could be an interesting approach when the Hessian matrix H within a GTRS is
not known explicitly but only an approximation is available, e.g. by ﬁnite diﬀerences.
But we are not sure how the uncertainty of the matrix H is exactly taken into account,
since the relation from TLS problems f (x) = ∆A, ∆b2F = min! is missing for
indeﬁnite H.

3.5 Determine Hyperparameter for TLS
When solving ill-conditioned TLS problems it is necessary to apply some form of
regularization to be able to compute a reasonable solution. The regularization can
be described by a regularization parameter, the hyperparameter. In subsections
3.2.1 and 3.2.2 the hyperparameter is the discrete truncation or iteration index k,
in subsection 3.3.1 it is the continuous Tikhonov parameter λ, or as in section 3.4 it
can be the constraint parameter ∆.
For the determination of the regularization parameter in least squares problems there
exist several well-known methods, presented in section 2.7. In principle it is possible
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to extend all of these methods to the RTLS case. Hansen discusses in [47] a generalized discrepancy principle (cf. subsection 2.7.1) and Sima in [107] investigates
generalized cross validation for TLS problems (cf. subsection 2.7.3). In [95] the Lcurve (cf. subsection 2.7.4) has been applied to the Tikhonov TLS problem (3.42) to
determine a suitable hyperparameter λ (by the Newton like iteration (3.61)).
The topic of this section is the determination of a suitable value of the hyperparameter
∆ in quadratically constrained TLS problems (3.68) if no previous knowledge about
its size is available. We particularly investigate the L-curve method, see also [65].
Throughout this section we assume the condition (3.46) to be fulﬁlled, since otherwise
for no regularization parameter a solution is attained.
The section is organized as follows. In subsection 3.5.1 the L-curve for RTLS problems is introduced. A straightforward approach to set up a discrete approximation of
the RTLS L-curve is described in subsection 3.5.2, together with an eﬃcient implementation. The emphasis is on the reuse of information gained during the process to
set up the L-curve at discrete points. Subsection 3.5.3 contains numerical examples,
demonstrating the eﬃciency of the presented approach.

3.5.1 L-curve for RTLS
The goal is to obtain a suitable L-curve for the quadratically constrained regularized
total least squares problem (3.68). Let us brieﬂy review some facts about the L-curve
in general, cf. subsection 2.7.4.
In [44, 45] it was shown that for least squares problems with Tikhonov regularization
the corresponding L-curve exhibits a corner if the following holds: If the noise vector
is not too big, has zero mean, a covariance matrix σ0 I, and if the discrete Picard
condition 2.2 holds. In the corner a suitable regularization parameter is located
since it corresponds to a reasonable balancing between the residual and the size. In
many examples a corner of the L-curve is visible even without fulﬁlling the Picard
condition.
In regularized least squares the GSVD is a powerful tool: With this decomposition
an analytical expression for the L-curve can be derived (and then determining its
corner is trivial). Hence eﬃcient methods are based on an approximation of this
decomposition which leads to a reasonable approximation of the L-curve.
In the RTLS case there is a big diﬀerence: No closed-form solution exists, neither
with respect to a Tikhonov parameter λ nor to a quadratic constraint ∆. This means
that the L-curve can only be approximated by a ﬁnite number of points, i.e. for every
chosen value of λ or ∆ one RTLS problem has to be solved.
Measuring the residual of a RTLS problem in terms of Ax∆ − b is not suitable. In
[107, 122] it was shown that the generalized error f (x∆ ) = Ax∆ − b2 /(1 + x∆ 2 ) is
a consistent choice. Note, that it is the quantity f (x) which is going to be minimized
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in RTLS. Hence the curve of interest is deﬁned by


Ax∆ − b2
log
, log Lx∆ 
for values ∆ ∈ [0, LxT LS ]
1 + x∆ 2

(3.198)

corresponding to problem (3.68). The same L-curve is described by


Axλ − b2
, log Lxλ 
log
1 + xλ 2

for values λ ∈ [0, ∞)

(3.199)

corresponding to the Tikhonov TLS problem (3.42). Analogously to the RLS case
this is only a reparameterization from λ ∈ [0, ∞) to ∆ ∈ [0, LxT LS ] (or ∆ ∈ [0, ∞)
if no TLS solution exists) with some nonlinear monotonic decreasing relation of λ
and ∆, as already mentioned in the beginning of section 3.4. The diﬀerence is the
sensitivity of the generalized error with respect to λ and ∆.
There is no guarantee for the occurrence of an L-shape of this curve. Since the Picard
condition cannot be extended straightforward to the RTLS case there is the lack of
an analytical tool. So the curve deﬁned by (3.198) is used to visualize the relation
between the generalized error and the size of the solution. When setting up this
curve, it turned out that many examples do exhibit L-curve behavior, which allows
a reasonable balancing by picking the regularization parameter that corresponds to
the corner.
In subsection 3.5.2 a straightforward approach to set up the L-curve is suggested: For
several values of ∆ another RTLS problem is solved. But since two subsequent RTLS
problems are so closely related, it is very favorable to use as much old information as
possible. It turns out that the well-suited solver for a single RTLS problem introduced
in subsection 3.4.2 and 3.4.3, i.e. the Nonlinear Arnoldi method, ﬁts even better to
the L-curve setting.

3.5.2 Sequence of RTLS Problems
As described in subsection 3.5.1 it is only possible to approximate the L-curve (3.198)
for the RTLS problem at a given set of discrete values for ∆. For each value ∆i of
the set {∆1 , . . . , ∆r } another RTLS problem has to be solved. Hence, when using
the RTLSQEP Algorithm 3.3 we need to solve a sequence of a sequence of quadratic
eigenproblems or when using the RTLSEVP Algorithm 3.5 we need to solve a sequence of a sequence of linear eigenproblems.
Note, that for setting up the L-curve for RLS problems the use of the Nonlinear
Arnoldi Algorithms 2.3 and 2.4 has been suggested in subsection 2.7.4, since it is
advantageous to utilize previously gained information when solving a sequence of
LSTRS problems or solving a sequence of QEPs.
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Let us assume the set be assorted such that 0 ≤ ∆1 < · · · < ∆r ≤ LxT LS  holds.
If the set is not too coarse, two subsequent RTLS problems are so closely related
that it will pay to reuse as much information as possible. Depending on the values
of ∆i , i = 1, . . . , r this does not only hold for two but for many more subsequent
problems. This makes it even more attractive to use the Nonlinear Arnoldi Algorithm
3.4 in the L-curve setting. It turned out that keeping the search space during solving
the sequence of RTLS problems, instead of keeping it only for one RTLS problem, is
a highly eﬃcient choice.
The main computational cost is solving the ﬁrst problem of the sequence, where a
starting search space has to be built up. The following RTLS problems are often
solved within a few matrix-vector multiplications due to the known search space of
related problems that have already been solved.
One important algorithmic aspect is the use of restarts. When keeping all information
during the sequence of RTLS problems the search space span{V } grows too large and
the costs for solving the projected problems V T Tk (λ)V ũ = 0 cannot be neglected any
longer. To avoid this the following restart strategy is applied: A maximal dimension
p
n of the search space is set in advance, and if in the course of Algorithms 3.3
or 3.5 the dimension of V reaches p, then the Nonlinear Arnoldi method is restarted
with a subspace spanned by a small number q < p of eigenvectors corresponding to
the rightmost or smallest eigenvalues of V T Tk (λ)V .
Remark 3.45 When a restart is necessary this normally purges out information
of the search space that corresponds to old ∆i , i.e. values of ∆ that are orders of
magnitudes smaller and hence highlight diﬀerent aspects of the problem. So in general
a restart is not harmful at all.
For large-scale problems and a reasonable number of values ∆i , i = 1, . . . , r (i.e.
r ≈ 20−50) the computation of the points of the L-curve stays an O(m·n) operation,
since only matrix-vector multiplications are performed.

3.5.3 Numerical Examples
To evaluate the performance of Algorithms 3.3 and 3.5 with the Nonlinear Arnoldi
method as inner eigensolver we use large dimensional test examples from Hansen’s
Regularization Tools, [48]. Most of the problems in this package are discretizations of
Fredholm integral equations of the ﬁrst kind, which are typically very ill-conditioned.
The MATLAB routines baart, shaw, deriv2, phillips and heat (κ = 1) provided the matrices Atrue , the right-hand sides btrue and the true solutions xtrue , with
Atrue xtrue = btrue . In all cases the matrices Atrue and [Atrue , btrue ] are ill-conditioned.
The parameter κ = 1 for problem heat indicates a severely ill-conditioned problem.
To construct a suitable RTLS problem, the norm of btrue is scaled such that it holds
btrue  = maxi Atrue (:, i), xtrue is then scaled by the same factor. The noise added

139

Chapter 3 Regularized Total Least Squares Problems
to the problem is putin 
relation to the average value of the elements of the augmented
matrix, i.e. aver = ( (abs[Atrue , btrue ]))/(m(n + 1)). We add white noise of level
1 − 10% to the data and obtained the system Ax ≈ b where A = Atrue + σE and
b = btrue + σe, with σ = aver · (0.01, 0.1) and the elements of E and e are independent
random variables with zero mean and unit variance.
To create a suitable L-curve scenario, r = 30 RTLS problems with values ∆i , i =
1, . . . , 30 over a range of six orders of magnitude are calculated. In the examples baart,
shaw, deriv2 and phillips 30 logarithmically equally spaced values from ∆∗ ·[1e−4, 1e2]
are chosen, and for heat the 30 values are from ∆∗ · [1e−4, 5e0], with ∆∗ = ∆true =
Lxtrue . For all values it holds that ∆i < LxT LS .
The numerical test were run on a PentiumR4 computer with 3.4 GHz and 8GB RAM
under MATLAB R2008a.
In Algorithm 3.3 the outer iteration for one RTLS problem was terminated if the
f (xk ) has converged, i.e. two subsequent values do not diﬀer relatively by more than
0.1%. The starting search space for all examples with RTLSQEP was an orthonormal basis of the Krylov space K10 (L−T AT AL−1 , (1, . . . , 1)T ). When the dimension
of the search space V exceeds the value p = 60, the Nonlinear Arnoldi method is
restarted with q = 10 eigenvectors corresponding to the rightmost eigenvalues. For
the RTLSQEP algorithm two regularization matrices have been tested: The 1D discrete ﬁrst-order derivative operator L1D from equation (2.38) and a slightly disturbed
variant L̃1D with ε = 0.1 from (2.64) which is denoted by ’b’ in comparison to the
unperturbed L1D denoted by ’a’ in the Tables 3.11 and 3.12. If not the regular matrix
L̃1D is used, one needs to solve systems with the range of L1D , cf. the paragraph
about not invertible regularization matrices in subsection 3.4.2. This can be done
eﬃciently in less than O(n2 ) by using the discrete cosine transform, cf. section 2.4.
Algorithm 3.5 was terminated if the g(θk ) is suﬃciently close to zero, i.e. less than
10−3 ∆2i /(1+xk 2 ). It was used the enclosing root-ﬁnding algorithm from subsection
3.4.3, where in the starting phase one has to ﬁnd three pairs (θi , g(θi )) with the g(θi )
not all having the same sign. One step of the enclosing algorithm is counted as one
(outer) iteration, note that performing such an outer iteration costs much less than
a matrix-vector multiplication. The starting search space for all examples with the
RTLSEVP method was an orthonormal basis of the Krylov space K10 (M, en+1 ) with
en+1 as last unit vector. When the dimension of the search space V exceeds the
value p = 80 the Nonlinear Arnoldi method is restarted with q = 10 eigenvectors
corresponding to the smallest eigenvalues. Here a preconditioner is useful and was
calculated with UMFPACK [19], i.e. MATLABs [L, U, P, Q] =lu(Ñ ), with a slightly
perturbed Ñ ≈ N to make it nonsingular.
Tables 3.11 and 3.12 contain the results of regularization problems averaged over 10
random simulations, diﬀering only in the additional noise that was put onto Atrue
and btrue with noise levels 1% and 10% respectively. The dimension of the matrix
A ∈ Rm×n is either m = 2n = 2000 or m = 2n = 4000. Originally the examples are
quadratic, here simply two system matrices are put on top of each other.
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In Table 3.11 the following abbreviations are used: ’QEP’ denotes the RTLSQEP
Algorithm 3.3 and ’EVP’ denotes the RTLSEVP Algorithm 3.5. The use of the
regularization matrices L1D and L̃1D are indicated by an additional ’a’ and ’b’ respectively.
’MVs’ is the number of matrix-vector multiplications (MatVecs) for setting up the
whole L-curve consisting of r = 30 points. ’Iter’ is the number of iterations. For
RTLSQEP one step of the Nonlinear Arnoldi, i.e. one inner iteration, was counted
as one iteration, whereas for RTLSEVP it means one evaluation of g(θ), which is
an outer iteration. RTLSQEP has much less outer iterations, but one outer iteration needs much more MatVecs than in RTLSEVP, hence it was more interesting
to compare these values. ’Restarts’ is the average number of restarts that are performed. |Lxi  − ∆i |/∆i denotes the
 average relative constraint violation, i.e. with
r = 30 problems for one L-curve 1r ri=1 |Lxi  − ∆i |/∆i , where the xi are the computed solutions of the corresponding RTLS problem with constraint equal to ∆i . In
the last two columns the relative
 error of the corner of the L-curve and the point
Axtrue −b2
∗
∗
(f , ∆ ) = 1+xtrue 2 , Lxtrue  is given. The values ∆C and fC are determined
by a corner ﬁnding routine from P.C. Hansen, cf. [48]. This routine chooses the
pair (f (xi ), ∆i ) that most likely corresponds to the corner of an underlying L-curve.
Note, that by picking the ∆C from the set of given values for ∆i it was impossible
by construction to hit the value ∆∗ . An asterisk behind the relative error of ∆C
indicates that the best possible ∆i was picked in all 10 random examples.
For most examples one needs about 400-600 MatVecs with the matrix A for setting
up one L-curve, independent of the problem size. The three diﬀerent algorithms
’QEPa’, ’QEPb’ and ’EVPa’ have a comparable number of MatVecs, but in most
examples the ’QEPa’ needs a little less. These MatVecs of the algorithms are the
main costs, determining the corner after having calculated the points on the Lcurve is neglectable. For RTLSQEP one inner iteration roughly costs 4 MatVecs, cf.
paragraph about the Nonlinear Arnoldi in subsection 3.4.2, which can be seen in the
tables. The cost of an inner iteration of RTLSEVP is about the half, i.e. 2 MatVecs.
The number of inner iterations of ’QEP’ and outer iterations of ’EVP’ are similar,
hence RTLSEVP roughly performs two inner iterations within one outer iteration,
which leads to many more inner iterations when compared to RTLSQEP.
The number of restarts for the ’QEP’ algorithms is between 1-2, compared to 3-4
restarts for ’EVPa’. When using the exact regularization matrix L1D in ’QEPa’ and
’EVPa’ the relative constraint violation is smaller than compared to ’QEPb’. In
general these small relative errors indicate a reliable determination of the complete
L-curve. The last two columns indicate that the L-curve approach was suitable for
the examples. The determined corner is a good approximation to the corresponding
unperturbed data. When using the exact regularization matrix L1D one more likely
hits the best possible ∆i .
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Table 3.11: Problems from Regularization Tools - 1% noise
Problem
size(A)

Solver

MVs(Iter)

Restarts

|Lxi −∆i |
∆i

|∆C −∆∗ |
∆∗

|fC −f ∗ |
f∗

QEPa
2000×1000 QEPb
EVPa
baart
QEPa
4000×2000 QEPb
EVPa
shaw
QEPa
2000×1000 QEPb
EVPa
shaw
QEPa
4000×2000 QEPb
EVPa
deriv2
QEPa
2000×1000 QEPb
EVPa
deriv2
QEPa
4000×2000 QEPb
EVPa
phillips
QEPa
2000×1000 QEPb
EVPa
phillips
QEPa
4000×2000 QEPb
EVPa
heat (κ=1) QEPa
2000×1000 QEPb
EVPa
heat (κ=1) QEPa
4000×2000 QEPb
EVPa

400 ( 82)
545 (106)
525 (117)
382 ( 77)
494 ( 96)
517 (116)
396 ( 78)
608 (120)
542 (118)
357 ( 70)
569 (112)
537 (118)
580 (126)
571 (112)
544 (116)
547 (115)
614 (121)
640 (158)
476 ( 94)
656 (130)
607 (137)
488 ( 96)
696 (136)
623 (143)
501 (104)
701 (146)
599 (149)
550 (114)
660 (138)
528 (116)

1.0
1.7
3.0
1.0
1.4
3.0
1.1
1.6
3.0
1.0
1.9
3.0
1.8
1.6
3.0
1.7
1.6
3.8
1.1
1.8
3.3
1.1
1.9
3.4
1.0
1.9
3.6
1.5
1.7
3.0

1e-5
9e-2
8e-5
5e-8
9e-2
8e-5
3e-5
2e-2
8e-5
1e-5
4e-2
9e-5
1e-2
1e-2
3e-3
2e-2
1e-1
6e-3
3e-4
3e-3
2e-4
2e-1
2e-1
1e-3
2e-2
7e-2
4e-3
2e-2
5e-2
3e-3

0.35
0.15∗
0.35
0.37
0.17
0.37
0.15∗
0.15∗
0.15∗
0.15∗
0.15∗
0.15∗
0.15∗
0.37
0.15∗
0.15∗
0.38
0.15∗
0.37
0.88
0.37
0.38
0.79
1.04
0.12∗
0.28
0.12∗
0.12∗
0.28
0.12∗

4e-3
2e-3
4e-3
2e-3
1e-3
2e-3
7e-2
7e-2
7e-2
6e-2
7e-2
6e-2
1e-1
9e-3
1e-1
1e-1
5e-3
1e-1
1e-2
1e-2
1e-2
7e-3
7e-3
8e-3
2e-2
2e-3
2e-2
6e-3
4e-2
1e-2

baart

In Table 3.12 the examples are calculated again, now with the noise level increased
to 10%. For most examples the three algorithms still require about 400-600 MatVecs
with the matrix A for setting up the L-curve, independent of the problem size. The
other values are also comparable to those from Table 3.11. This indicates that the
approach is not very sensitive to the noise level.
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Table 3.12: Problems from Regularization Tools - 10% noise
Problem
size(A)

Solver

MVs(Iter)

Restarts

|Lxi −∆i |
∆i

|∆C −∆∗ |
∆∗

|fC −f ∗ |
f∗

QEPa
2000×1000 QEPb
EVPa
baart
QEPa
4000×2000 QEPb
EVPa
shaw
QEPa
2000×1000 QEPb
EVPa
shaw
QEPa
4000×2000 QEPb
EVPa
deriv2
QEPa
2000×1000 QEPb
EVPa
deriv2
QEPa
4000×2000 QEPb
EVPa
phillips
QEPa
2000×1000 QEPb
EVPa
phillips
QEPa
4000×2000 QEPb
EVPa
heat (κ=1) QEPa
2000×1000 QEPb
EVPa
heat (κ=1) QEPa
4000×2000 QEPb
EVPa

514 (114)
356 ( 68)
532 (119)
468 (102)
369 ( 72)
527 (115)
440 ( 94)
394 ( 77)
546 (119)
367 ( 74)
392 ( 77)
536 (115)
441 ( 98)
379 ( 76)
545 (121)
432 ( 93)
383 ( 75)
542 (117)
431 ( 92)
417 ( 86)
558 (119)
401 ( 84)
421 ( 85)
583 (129)
455 ( 98)
461 ( 99)
581 (133)
452 ( 96)
517 (113)
594 (136)

1.1
1.0
3.0
1.0
1.1
3.0
1.1
1.1
3.0
1.0
1.1
3.0
1.0
1.0
3.1
1.0
1.0
3.0
1.0
1.0
3.0
1.0
1.0
3.1
1.0
1.1
3.3
1.0
1.4
3.5

6e-8
3e-4
3e-4
2e-9
2e-3
8e-5
2e-6
4e-4
4e-4
4e-7
2e-3
7e-5
1e-6
6e-5
8e-5
5e-6
2e-4
9e-5
3e-5
6e-4
2e-4
3e-5
1e-3
2e-4
1e-2
2e-3
2e-2
6e-6
1e-2
7e-3

0.80
0.15∗
0.80
0.80
0.15∗
0.80
0.67
0.47
0.67
0.67
0.47
0.67
0.15∗
0.15∗
0.15∗
0.15∗
0.15∗
0.15∗
0.21
0.21
0.21
0.24
0.24
0.24
0.23
0.23
0.23
0.23
0.23
0.23

5e-2
2e-3
5e-2
6e-2
7e-4
6e-2
3e-2
1e-2
3e-2
2e-2
9e-3
2e-2
9e-4
1e-2
9e-4
7e-4
3e-2
7e-4
4e-1
4e-1
4e-1
3e-1
3e-1
3e-1
2e-2
2e-2
2e-2
2e-2
2e-2
2e-2

baart
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Figure 3.15: Convergence history of RTLSQEP L-curve

Figure 3.15 shows the convergence history of the Nonlinear Arnoldi method for setting
up the L-curve for the example deriv2 with dimension 2000×1000 and 1% noise.
Algorithm 3.3 with an exact regularization matrix L1D has been used. The dashed red
lines indicate the solution of a RTLS problem after the corresponding number of inner
iterations. The blue asterisks denote the relative residuals of the quadratic eigenvalue
problems, where ’relative’ means with respect to the norm of the current rank-one
T
matrix ∆−2
i hh . The ﬁrst 10 inner iterations are needed to build up the starting
search space and after another 6 iterations 2 QEPs are solved, which are suﬃcient
to solve the ﬁrst RTLS problem with the constraint Lx = ∆1 . The search space
at this moment contains such good information that subsequent problems are solved
within 2-3 inner iterations. After the restart which is indicated by the straight blue
line, the next problems needed some more iterations until the search space contains
again enough good information.
The RTLSQEP algorithm with the unperturbed regularization matrix turned out to
be slightly superior to the RTLSEVP algorithm, at least in the chosen examples.
In many cases the L-curve is a suitable tool to determine the hyperparameter ∆ for
the RTLS problem with quadratic constraint. Two eﬃcient algorithms for evaluating
the L-curve at discrete points have been presented.
Setting up the L-curve requires solving a sequence of RTLS problems, where the
advantage of the Nonlinear Arnoldi method is even more apparent: The high reuse of
information, not only within one RTLS problem but throughout the whole sequence.
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3.6 Summary
For large-scale problems with huge dimension m × n and a reasonable number of
points on the L-curve, i.e. r
n, the overall costs are still of order O(m · n).

3.6 Summary
We presented the basic theory of total least squares problems and give an overview
of possible extensions. Regularization of TLS problems by truncation and bidiagonalization approaches are brieﬂy covered.
Regularization of TLS problems by means of Tikhonov makes use of a regularization
matrix. Several approaches for solving the Tikhonov TLS problem based on Newton’s
method are mentioned, which lead to a converging sequence of linear systems.
The emphasis of this chapter is on quadratically constrained TLS problems. Two
diﬀerent iterative concepts for the solution of the ﬁrst-order necessary condition are
analyzed. The ﬁrst iteration results in a sequence of quadratic problems while the
second concept leads to a sequence of linear eigenvalue problems. In the course of
the ﬁrst concept two ﬁxed point iterations are analyzed in subsections 3.4.1 and
3.4.2. For the ﬁxed point iteration based on quadratic eigenvalue problems, i.e. the
RTLSQEP method, the global convergence to the RTLS solution is proven. With
the characterization of the rightmost eigenvalue of the QEPs the diﬀerence between
the two ﬁxed point iterations is worked out. In this context the RTLS solution is
characterized via generalized trust-region problems.
The second concept has been studied in detail as well, i.e. the RTLSEVP method
in subsection 3.4.3. To ensure convergence to the RTLS solution it was necessary to
generalize the function g. The properties of this function have been heavily analyzed,
which lead to a deeper understanding of the RTLS solution: It can also be characterized by the solution of a TLS problem that is not nongeneric. A much better suited
root-ﬁnding algorithm for g(θ) = 0 has been developed, based on rational inverse
interpolation and making use of the known pole.
The RTLSQEP algorithm for solving the RTLS problem is shown to be very eﬃcient
when combined with iterative projection methods in the inner loop. The Li/Ye
method and the Second Order Arnoldi Reduction, especially the accelerated variant,
are sound choices. But since a sequence of convergent problems has to be solved it
turned out that the Nonlinear Arnoldi method is even better suited, because it is
able to recycle most of the information during the iterative process. The RTLSEVP
algorithm is also very eﬃcient when combined with the Nonlinear Arnoldi in the
inner loop and when a suitable root-ﬁnding algorithm is applied. The computational
complexity of the proposed approaches is kept at the order of O(m· n). We presented
a detailed description of an eﬃcient implementation of the diﬀerent parts of the
algorithms.
From diﬀerent methods for the determination of the regularization parameter we
have examined the L-curve more closely. This choice is mainly due to the idea
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of reusing the search space for computing several points on the L-curve. In this
setting the advantage of the Nonlinear Arnoldi is even more evident. It is possible
to keep the overall costs for setting up the L-curve still of the order of matrix-vector
multiplications.
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Conclusions and Outlook
In the ﬁrst part of the thesis we reviewed basic knowledge of regularized least squares
problems and present a signiﬁcant acceleration of the LSTRS method for solving
large-scale trust-region subproblems. The main computation in LSTRS is the solution
of a sequence of eigenvalue problems. Since by construction of the algorithm this
sequence is convergent, it is highly advantageous to use information gathered while
solving one eigenproblem for the solution of the next. The Nonlinear Arnoldi method
can eﬃciently use all previously obtained information.
In the main part of the thesis regularized total least squares problems are investigated.
We analyzed diﬀerent solution schemes, worked out a characterization of the RTLS
solution and developed eﬃcient methods based on eigenproblems for solving RTLS
problems. Two diﬀerent approaches for the solution of the RTLS problem with
quadratic constraint have been studied in great detail. This is the ﬁxed point iteration
consisting of quadratic problems on the one hand and the convergent sequence of
linear eigenproblems on the other hand. Both approaches shed some light on the
solution of RTLS problems, but from diﬀerent perspectives. Thus they lead to two
diﬀerent characterizations of the RTLS solution, which gives a deeper understanding
of this problem.
The ﬁrst method results in a sequence of quadratic eigenvalue problems, i.e. the
RTLSQEP method. We proved its convergence to a global minimizer, the RTLS
solution. For the rightmost eigenvalue and corresponding eigenvector of the QEPs
a detailed characterization is carried out. For problems of high dimension we compared two Krylov subspace methods for quadratic eigenproblems with the Nonlinear
Arnoldi method. Since the latter one can be initialized in every outer iteration taking
advantage of previous iterations in an optimal way it turned out to be faster than
the two former methods.
The second approach is based on a sequence of linear eigenproblems, i.e. the RTLSEVP method. Since in general no ﬁxed point behavior to a global minimizer can be
shown, the function g(θ) has been introduced. In the original literature this function
is not always deﬁned, hence we worked out a convenient generalization of g which
is always well deﬁned. A detailed analysis of this function and a suited root-ﬁnding
algorithm are presented. For problems of large dimension the eigenproblems can be
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solved again very eﬃciently by the Nonlinear Arnoldi. The computational complexity of the proposed approaches is kept at the order of O(m · n). We present a detailed
description of an eﬃcient implementation of the diﬀerent parts of the algorithms.
Finally these approaches are built in a method for the determination of the regularization parameter ∆. Two eﬃcient algorithms for evaluating the L-curve at discrete points have been presented. Since setting up the L-curve requires solving a
sequence of RTLS problems the advantage of the Nonlinear Arnoldi method is even
more apparent: Recycling the search space, not only within one RTLS problem but
throughout the whole sequence. For large-scale problems with huge dimension m × n
and a moderate number of points r
n, the overall costs are still of order O(m · n).
The following outlook contains four interesting aspects in which direction future work
could evolve.
Often engineering problems have the additional physical constraint x > 0, e.g. if the
solution x is a temperature or density. For such nonnegative RTLS problems, techniques for solving nonnegative RLS problems could be extended. Thus the additional
nonnegativity constraint could be met by active set methods, but they are typically
extremely slow. Or within an iterative process the intermediate approximations to
the solution could be projected on the positive quadrant each step, which may (or
may not) lead to convergence. Another interesting idea is the extension of the so
called log-barrier functions for least squares problems to the TLS setting.
A further important aspect is the extension of RTLS solvers within a multigrid approach. This would be very attractive for applications where it is important to obtain
some rough approximation to the solution in a very short time. Hence some picture
on the coarsest level could be determined very fast and afterwards the complete details on the ﬁner grid are calculated. One diﬃculty of this approach will be a suitable
separation of the regularization matrix L as well.
Another natural extension are problems with multiple right-hand sides. Since for
TLS problems with a right-hand side matrix B strange eﬀects may occur, this will
probably be inherited to RTLS problems with multiple right-hand sides. But in
an application where the matrix B is determined columnwise, i.e. if one by one
column is determined by measurements, it could be useful to reuse the search space
of previously solved RTLS problem within a Nonlinear Arnoldi solver. This will be
deﬁnitely advantageous when facing a video sequence where the columns of B do not
change dramatically.
The ﬁnal idea is to extend the RTLS solvers to the nonlinear least squares problem
f (x) − b = min!, when it is solved within a Gauss-Newton scheme together with a
suitable line search method. It is the question if one can deﬁne a reasonable nonlinear
total least squares problem, e.g. by taking into account that the Jacobian matrix
is not always determined exactly but only an approximation is available. It should
be beneﬁcial again to recycle prior information when solving a sequence of RLS or
RTLS problems, because the Jacobians will converge when approaching the solution.
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Appendix A
The appendix consists of three sections where diﬀerent topics are presented that are
useful as background knowledge for this work. In section A.1 continuous integral
equations are considered and the Picard condition is derived. Section A.2 introduces
two basic algorithms for solving nonlinear eigenvalue problems. Iterative projection
methods are motivated with the focus on the Nonlinear Arnoldi. A maxmin characterization for nonlinear eigenvalue problems is presented in section A.3.

A.1 Fredholm Integral Equations
A typical example of a linear ill-posed problem is a Fredholm integral equation of
the ﬁrst kind, cf. [47]. It can be transformed into the generic form (in one space
dimension)
 1
K(s, t)f (t) dt = g(s), 0 ≤ s ≤ 1.
(4.1)
0

The kernel K(s, t) and the right-hand side g(s) are known functions and one is
interested in the unknown function f (t).
In many applications the kernel is given exactly by an underlying mathematical
model and the right-hand side g can consist of measurements. If there exists no
exact mathematical model for the kernel the numerical treatment of such problems
leads to methods described in chapter 3.
The most important tool for the analysis of equation (4.1) with a square integrable
kernel K is the singular value expansion of the kernel. A kernel K is square integrable
if it has a bounded norm
 1 1
2
K =
K(s, t)2 ds dt < ∞.
(4.2)
0

0

Then with the singular value expansion (SVE) the kernel can be expressed as
K(s, t) =

∞


µi ui (s)vi (t),

(4.3)

i=1

where the µi are the singular values and the functions ui and vi are called singular
functions of K. The singular functions are orthonormal with respect to the inner
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product



1

φ, ψ =

φ(t)ψ(t) dt.

(4.4)

0

The singular values of K are ordered in nonincreasing order
µ1 ≥ µ2 ≥ · · · ≥ 0
and they satisfy the relation

∞


µ2i = K2 .

(4.5)

(4.6)

i=1

With the help of the SVE of K the solution of problem (4.1) can be expressed as
∞

ui (s), g(s)
f (t) =
vi (t).
µi
i=1

(4.7)

In general the kernel has a certain smoothing property. It can be observed that the
smaller the singular values µi , the more oscillations (or roots) the singular functions ui
and vi will have. This leads to a smoothing eﬀect when regarding the integration with
K(s, t) since the high spectral components of f (t) are damped by the multiplication
with µi . When solving the inverse problem the opposite takes place. The high
spectral components of g(s) are ampliﬁed by the multiplication with µ−1
i .
To ensure the solution f to be square integrable, the right-hand side g has to satisfy
the following condition:
Deﬁnition 4.1 (Picard condition)
2
∞ 

ui , g
< ∞, µi = 0.
µi
i=1

(4.8)

This condition essentially demands the coeﬃcients ui, g to decay faster than the
corresponding singular values µi , i.e. they only have to decay faster than µi i−1/2 .

A.2 Numerical Methods for Nonlinear Eigenvalue
Problems
In this section we will review two methods for solving nonlinear eigenvalue problems
and we discuss the connection to the Nonlinear Arnoldi method, cf. Algorithms 2.3,
2.4 and 3.4. We consider the nonlinear eigenvalue problem
T (λ)x = 0
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(4.9)

where T (λ) ∈ Cn×n is a family of matrices depending on the parameter λ ∈ J ⊂ C.
If a pair (λ̂, x̂) solves equation (4.9) with λ̂ ∈ J and x̂ = 0 then λ̂ is denoted as an
eigenvalue and x̂ the corresponding eigenvector. This is an extension to the linear
eigenvalue problem, i.e. T (λ) := λI − A.
A simple method for solving the nonlinear eigenvalue problem is Inverse Iteration.
It can be derived by adding an additional normalization condition v H x = 1 to (4.9)
with an arbitrary vector v ∈ Cn \ {0}. When Newton’s method is applied to the
system


T (λ)x
=0
(4.10)
vH x − 1
we derive the following Algorithm 4.1 with similar convergence properties. In [125,
Algorithm 4.1 Inverse Iteration
1: Choose initial vector x1 and eigenvalue approximation λ1
2: for k = 1, 2, . . . until convergence do
3:
Solve T (λk )x̃k+1 = T  (λk )xk
1
4:
λk+1 = λk − H
v x̃k+1
x̃k+1
5:
xk+1 = H
v x̃k+1
6: end for
128] it is shown that if (λ̂, x̂) is an eigenpair of (4.9) with v H x̂ = v H x1 = 1, T is
twice continuously diﬀerentiable, T  (λ̂) is nonsingular and 0 is an algebraically simple
eigenvalue of T  (λ̂)−1 T (λ̂), then the Inverse Iteration converges quadratically.
The main cost is the solution of the linear system in line 3 in every iteration. This
is expensive because the matrix T (λk ) changes with k. The idea to replace line 3 by
T (σ)x̃k+1 = T  (λk )xk

(4.11)

with a ﬁxed value σ is not working properly because for large k an eigenpair of the
linear eigenvalue problem T (σ)x = T  (λ̃)x is approached with λ̃ as the limit of the
sequence {λk } and not to an eigenpair of the original problem (4.9).
An algorithm that avoids the solution of a linear system in every step was proposed
by Neumaier in [79]. The Residual Inverse Iteration generates a sequence of iterates
{xk } that fulﬁll up to normalization the following recursion
xk+1 = xk − T (σ)−1 T (λk+1)xk .

(4.12)

In line 3 of Algorithm 4.2 a root of the expression has to be determined with respect
to λk+1 . Typically the root closest to λk is chosen. The term v H T (σ)−1 can be
interpreted as an approximation to a left eigenvector of T (σ) corresponding to an
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Algorithm 4.2 Residual Inverse Iteration
1: Choose eigenvalue approximation σ and initial vector x1 with v H x1 = 1 with the
normalization vector v
2: for k = 1, 2, . . . until convergence do
3:
Solve v H T (σ)−1 T (λk+1)xk = 0
4:
Compute residual rk = T (λk+1 )xk
5:
Solve T (σ)dk = rk
6:
Compute x̃k+1 = xk − dk
x̃k+1
7:
Normalize xk+1 = H
v x̃k+1
8: end for
eigenvalue small in modulus. This is simply one step of the (linear) Inverse Iteration.
Hence this should be a suitable approximation to a left eigenvector of T (λ̂) as well
(when σ is not too far away from λ̂). The convergence properties of Algorithm 4.2
are stated in the following Theorem 4.2.
Theorem 4.2 Let T (λ) be twice continuously diﬀerentiable and let λ̂ be a simple
eigenvalue of problem (4.9) and x̂ be a corresponding eigenvector normalized to v H x̂ =
1 with a ﬁxed vector v ∈ Cn . For σ suﬃciently close to λ̂ the Residual Inverse
Iteration converges, and it holds
xk+1 − x̂
= O(|σ − λ̂|)
xk − x̂

and |λk+1 − λ̂| = O(xk − x̂).

(4.13)

If T (λ) is a family of symmetric matrices and λ̂ is real, for the second equation in
(4.13) it then holds |λk+1 − λ̂| = O(xk − x̂2 ).
Proof. See [79].



Iterative Projection Methods
Another class of methods to solve the nonlinear eigenvalue problem (4.9) are iterative
projection methods. They are very eﬃcient if the matrices T (λ) are large and sparse
and when we are only interested in a few eigenvalues and eigenvectors. The idea
is to solve the much smaller projected nonlinear eigenvalue problem VkH T (λ)Vk zk =
0 of dimension k to obtain an approximative eigenvalue λk and a corresponding
eigenvector approximation by xk = Vk zk . The projected problem could be solved for
example by Inverse Iteration 4.1 or Residual Inverse Iteration 4.2. A crucial task
for an iterative projection method is how to expand the search space Vk ∈ Cn×k to
Vk+1 = [Vk , vk+1 ] ∈ Cn×(k+1) .
One idea is the generalization of the rational Krylov approach to nonlinear eigenvalue
problems. In [101, 102] this is done by making use of linearizations of (4.9) that
are solved by the (rational) Arnoldi method within a Regula falsi iteration process.
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Another idea of expanding the search space Vk is by some adapted Jacobi-Davidson
approach for nonlinear eigenproblems, cf. [7].
A very desirable expansion would be vk+1 = T (λk )−1 T  (λk )xk which can be obtained
by Inverse Iteration. But this is an expensive direction since in every step a diﬀerent
linear system has to be solved. A much cheaper expansion is given by vk+1 = xk −
T (σ)−1 T (λk )xk which can be obtained with the Residual Inverse Iteration. With this
expansion the projection method is assumed to have similar convergence properties to
Algorithm 4.2, see Theorem 4.2. Since the new direction vk+1 will be orthogonalized
against Vk , we may also choose vk+1 = T (σ)−1 T (λk )xk because the Ritz vector xk is
already contained in Vk . For a linear eigenvalue problem this direction corresponds
to the Cayley transform and the Shift-and-Invert Arnoldi method, respectively.
If it is too expensive to solve T (σ)vk+1 = T (λk )xk for vk+1 it can also be chosen
vk+1 = P C · T (λk )xk as new direction with a suitable preconditioner P C ≈ T (σ)−1 .
For a linear eigenproblem this corresponds to a preconditioned Arnoldi method. The
resulting iterative projection method is the Nonlinear Arnoldi method, cf. [126, 127]
and Algorithms 2.3, 2.4 and 3.4 in subsections 2.6.3, 2.7.4 and 3.4.2. In this work
we mainly use the ability of the Nonlinear Arnoldi to provide a suitable search space
Vk at reasonable costs and the easy way of reusing old search directions by simply
putting them into the initial basis.

A.3 Maxmin Principle for Nonlinear Eigenproblems
In this section we provide a maxmin result for symmetric nonlinear eigenvalue problems which generalizes the well known variational characterization of Poincaré for
linear problems.
We consider the nonlinear eigenvalue problem
T (λ)x = 0,

(4.14)

where T (λ) ∈ Cn×n is a family of hermitian matrices parameterized by λ in an open
real interval J which may be unbounded.
For a linear symmetric and positive deﬁnite problem Ax = λBx all eigenvalues are
real. If they are ordered by magnitude λ1 ≥ λ2 ≥ · · · ≥ λn , then it is well known
that they can be characterized by the maxmin principle of Poincaré
λj = max

min

V ∈Sj x∈V, x=0

xH Ax
,
xH Bx

j = 1, 2, . . . , n.

(4.15)

Here Sj denotes the set of all j-dimensional subspaces of Cn .
Similar results also hold for certain nonlinear symmetric eigenvalue problems, cf.
[129]. We assume that for every ﬁxed x ∈ Cn \ {0} the real function f (λ; x) :=
xH T (λ)x is continuously diﬀerentiable in J, and that the real equation
f (λ; x) = 0

(4.16)

153

Chapter 4 Conclusions and Outlook
has at most one solution in J. Then equation (4.16) implicitly deﬁnes a functional p
on some subset D of Cn \ {0}. For a linear problem T (λ) := λB − A this is exactly
the Rayleigh quotient, and we therefore call p the Rayleigh functional of problem
(4.14).
We further assume that
xH T  (p(x))x > 0 for every x ∈ D,

(4.17)

which generalizes the deﬁniteness requirement for B in the linear case.
The following Theorem 4.3 is a special case of the general maxmin principle for
nonlinear eigenproblems proved in [129] (cf. Theorems 2.1 and 2.9 in [129]):
Theorem 4.3 Assume that for every ﬁxed x ∈ Cn , x = 0 the real equation f (λ; x) =
0 has at most one solution and that condition (4.17) is satisﬁed. Suppose that
sup p(x) ∈ J.

(4.18)

x∈D

Then the following assertions hold:
(i) Problem (4.14) has m eigenvalues in J if and only if there exists an m-dimensional
subspace of Cn , V ∈ Sm which is contained in D ∪ {0}.
(ii) The eigenvalues λ1 ≥ λ2 ≥ · · · ≥ λm , m ≤ n, ordered by magnitude satisfy the
maxmin characterization
λj =

max

min p(x),

V ∈Sj ,V ∩D =∅ x∈V ∩D

j = 1, 2, . . . , m.

(4.19)

(iii) λ̃ is the jth largest eigenvalue of (4.14) in J if and only if 0 is the jth smallest
eigenvalue of the linear eigenproblem T (λ̃)y = µy.
(iv) The maximum in (4.19) is attained for the invariant subspace of T (λj ) corresponding to its jth smallest eigenvalues.
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