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Ing. Alexander Düster for chairing the examination board.

Special thanks are directed to my colleagues from the Institute for Fluid Dynamics and
Ship Theory as well as the developer group of FreSCo+. In particular I would like to thank
Jörg Brunswig, Jörn Kröger, Arthur Stück and Dieke Hafermann for their continuous
support.

Finally and most important I thank my family and especially Mihaela and Isabel for
their patiently and continuous support.



Abstract
Flows in marine applications are characterized by very high Reynolds numbers and com-
plex three-dimensional geometries, which in combination often lead to localized turbulent
structures. Furthermore, most flows include free surfaces. For both features, localized
turbulent structures and free surfaces, a sufficiently fine local grid resolution is indispens-
able to achieve accurate solutions. On the other hand the effort for solving flow problems
increases with increasing numbers of cells and the locations for the local grid refinement
depends on the solution of the flow. Therefore, it is hardly possible to generate optimal
grids, meaning using a minimum number of cells to solve a problem accurately, before
knowing the solution for the flow problem. A well known technique to overcome this
problem is dynamic local grid-adaptation, where the grid is adapted to the flow during
the solution process. Although being a well known technique, the number of applications
that are feasible to perform local grid-adaptation in turbulent flows for complex three-
dimensional geometries is limited, which is caused by the high complexity of the software
implementation and the lack of appropriate grid refinement indicators. Within this work
the algorithm to perform local anisotropic grid-adaptation for hexahedral cells in a parallel
unstructured grid environment is described in detail. The developed grid-adaptation tech-
nique is combined with different grid refinement indicators, ranging from simple feature
based indicators via error estimators to sophisticated goal-oriented indicators for three-
dimensional turbulent flows. Simple feature based indicators refine the grid at specific
flow features without any link to an error or a stopping criterion for the refinement. Error
estimator based refinement indicators try to estimate the error for each cell in the domain
and to minimise the error by refining the grid at locations associated with large errors.
However, they do not provide a link between the local errors and their influence on a
scalar quantity of interest (e.g. drag). Goal-oriented error estimators link the local errors
to the error in a scalar (global) quantity of interest and hence indicate refinement only
in those cells where the local error has an influence on the global quantity of interest.
Furthermore, it is possible to define a desired range of accuracy for the global quantity of
interest to provide a stopping criterion for the refinement. In addition to the developed
grid refinement technique, methods to enhance the accuracy of the VoF method, widely
used for free-surface flows within finite volume flow solvers, are developed. The accuracy
of the method is enhanced by the application of an Explicit Interface Sharpening (EIS)
technique, which is able to resharpen blurred surfaces. The efficiency is enhanced by means
of a sub-cycling technique, solving the transport equation for the mixture fraction with
smaller time steps than the other transport equations. For the sub-cycling technique two
dedicated modes associated to flow problems which lead to steady and transient solutions
are developed.
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ûi adjoint velocity vector

ui velocity vector

ix



Contents

u+ non-dimensional velocity

xi cartesian coordinate

y closest wall distance

y+ non-dimensional wall distance

Upper-case Latin

AP main diagonal equation system coefficient

ANB off diagonal equation system coefficient

P̃ limited production term

Cε1 turbulence model constant

Cε2 turbulence model constant

D·
Dt

substantial derivative

EP upper bound of local error eP in cell P

E total error
E =

N∑
k=1
Ek

EP error estimate in cell P

Fi surface vector

Fo Part of surface on which the objective function is evaluated

Fn Froude number

Z arbitrary quantity

Ii refinement indicator vector

J scalar quantity of interest = objective functional

LHh prolongation operator from coarse grid H to fine grid h, being of lower
order than M

x



Contents

L differential operator

Lt turbulent length scale

MH
h prolongation operator from coarse grid H to fine grid h, being of higher

order than L

N∆t number of discrete time steps

P turbulent production

Q residual of continuity equation

R discrete residual operator

Ri residuals of momentum equations

Re Reynolds number

S rate of strain S =
√

2SijSij, ideal sub-cycling speed-up

S source term

Sij rate of strain tensor (Sij = 0.5
(
∂ui
∂xj

+ ∂uj
∂xi

)
)

T refinement indicator threshold

T temperature

V material volume

V volume

Vt turbulent velocity scale

Symbols- & Specials

(̆·) marker indicating linear part of term

(̌·) marker indicating constant part of term

(̇·) marker for flux

xi



Contents

(·)n upper index indicating time level

(·)n,t,s upper indices indicating bases of local boundary coordinate system

O(V) closed surface of volume V

(·)′ turbulent fluctuations, marker indicating correction quantities

(̂·) marker for adjoint variables

(·) average value

(̃·) instantaneous value, normalised variable

xii



1 Introduction

1.1 Background and Motivation

In the past decades the usage of Computational Fluid Dynamic (CFD) tools in industrial
projects increased continuously. In 2012 Keith Hannah reported an annual growth rate
for the CFD market of 13% [68]. The main drivers for this growth are the increasing
computational power and continuous development of CFD methods. Due to the available
computational power the usage of CFD is no longer limited to reduced flow models e.g
inviscid flow problems. A large amount of the CFD tools used in the industry is able
to solve viscous turbulent flow problems at feasible turn-around times. Therefore, CFD
methods nowadays allow the investigation of several complicated flow phenomena with
a reasonable commercial and temporal effort. The results of these investigations can
be used to provide superior designs. Accordingly, CFD tools are widely used in the
design phase. Weinhold [198] stated in 2013 that in recent years a paradigm shift to
simulation-based design approaches has been observed. Currently the use of CFD tools
within the design process in a multi-disciplinary environment is increasing, which leads
to Multidisciplinary Design Analysis and Optimisation (MDAO) applications. Hence,
CFD results become the sole basis for making design decisions with serious business and
financial impact (Weinhold [198]). These developments have two main consequences. First
the robustness and uncertainty of CFD methods is a main issue and secondly the CFD
user profile changes from the CFD specialist to the design engineer.

The same trends as in the overall industry are also visible in the maritime industry.
CFD tools are used within integrated design environments to enhance the design process
[2]. This leads to a change in the design approach. The traditional design spiral gets more
and more substituted by an integrated design approach, as depicted in Figure 1.1. The
consequences are the same as in the overall industry – the user profile is changing from
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1 Introduction

(a) Design Spiral (b) Integrated Design Approach

Figure 1.1: Design Approaches.

the CFD specialist to the design engineer and the robustness and uncertainty is a main
issue for CFD methods. This is also reflected by the results of a questionnaire that has
been distributed by the specialist committee on Computational Fluid Dynamics of the
International Towing Tank Conference (ITTC) within the maritime industry. According
to the results the main difficulties of CFD usage from the industrial point of view are the
accuracy of CFD results, the grid generation and the confidence in CFD results (Figure
1.2).

The successful usage of CFD tools in the industry hinges on the integration of the CFD
tools in the design process. The main requirements to integrate CFD tools in the design
process are:

• High robustness

• Low uncertainty

• (Short) time to solution

To identify how these requirements can be satisfied, the typical process of a CFD simula-
tion is reviewed, and the relation of these steps to the requirements is analysed. Each CFD
simulation starts with the geometry preparation. Within the design process the geometry
is usually defined within CAD systems. The requirements on the geometry representation

2



1.1 Background and Motivation

Figure 1.2: Main Difficulties in the Usage of CFD in Maritime Community. From [30].

within the CAD system are different to the requirements of a geometry representation for
a CFD simulation. Most of the times the geometry in the CAD system is modelled very
detailed down to a single screw of the assembly, which however is much to detailed for
the CFD representation. On the other hand a CFD simulation usually requires a closed
surface, which is usually not necessary within the CAD representation. The preparation
of the CAD geometry to fulfil the CFD requirements can be time consuming. To improve
this process the seamless integration of CFD tools in the CAE workbenches is required,
where only one geometry representation is present or the transformation between differ-
ent geometry representations is automatised. Based on the geometry a numerical mesh
on which the flow problem is solved has to be created. Depending on the type of mesh
(structured / block-structured / unstructured) the creation of the mesh can be a time
consuming task. However, the numerical mesh has major impacts on the quality of the
results and the robustness of the simulation. The creation of an appropriate mesh requires
the knowledge of the solution of the flow problem. On the other hand, the solution of the
flow problem is only possible with a numerical mesh. Therefore, the creation of the numer-
ical mesh often turns into an iterative process, which is of course time consuming. This

3



1 Introduction

is underlined by Slotnick et.al. [168] who state:Today, the generation of suitable meshes
for CFD simulations about complex configurations constitutes a principal bottleneck in the
simulation workflow process. Often the mesh generation phase constitutes the dominant
cost in terms of human intervention, and concerns about the cost and robustness of mesh
generation were raised repeatedly [...] . Accordingly, the mesh generation requires a sound
knowledge, which is usually provided by expert users. The mesh generation process may
be improved by automated mesh adaptation procedures, which adjust the mesh during
the simulation to the specific requirements. When the mesh has been generated the flow
problem is solved numerically. Depending on the flow problem and the selected flow mod-
els, this may be a time consuming task. The choice of the flow models moreover affects
the accuracy of the results and the stability of the simulation. The numerical simulation
can be enhanced by the selection of the appropriate flow models, which requires expert
knowledge, and by improved flow models which are adapted to specific problems. Once
the flow problem has been numerically solved the results need to be post-processed to
extract the required informations. Depending on the mesh size and the required informa-
tions this task may be time consuming. However, it is possible to automatise large parts
of the post-processing process to minimise the required time. Table 1.1 summarises the
impact of the individual steps of the CFD process on the above mentioned requirements
for the integration of CFD in the design process and the associated optimisation tasks.

Table 1.1: The CFD process and the associated optimisation potential.

Step Affects Optimisation Tasks

Geometry Preparation Time to Solution CAD/CAE Integration
Grid Generation Time to Solution Adaptive Mesh Refinement

Result Quality
Stability

Numerical Solution Time to Solution Improved CFD models
Result Quality Improved Hardware
Stability

Post-Processing Time to Solution Automation

From the optimisation tasks identified in Table 1.1, the following two are covered within
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1.1 Background and Motivation

this work, because it is deemed that they have a major impact:

• Adaptive Mesh Refinement

• Improved CFD Models

According to Slotnick et. al. [168] adaptive mesh techniques offer great potential, but
have not seen widespread use due to issues related to software complexity, inadequate
error estimation capabilities, and complex geometries. The potential of adaptive mesh
techniques is enormous, especially in the marine industry where many problems involve
dynamic or even violent free-surface flows, which require a substantial grid resolution
localised to the free-surface. Therefore, the integration of automated adaptive mesh re-
finement techniques into a flow solver capable to solve flows around complex geometries is
demonstrated within this work. Even more important than the mesh adaptation itself is
question where to refine the mesh. Typically accurate results for the quantities in question
are required. However, the accuracy of the results of the simulation hinges on the utilised
numerical mesh. Simply said, sufficient mesh resolution is required in the areas of interest
and in the areas with large numerical errors that influence the areas of interest. A tech-
nique to provide a refinement indicator that identifies these regions and also provides an
approximation of the uncertainty in the result in question is goal orient mesh refinement,
which is applied in the present work. The ultimate goal of adaptive mesh refinement
techniques can be summarised as follows: Given a suitable geometry representation and a
desired level of solution accuracy, a fully automated meshing capability would construct a
suitable mesh and adaptively refine this mesh throughout the solution process with minimal
user intervention until the final accuracy levels are met. [168]

The improvement of CFD models within this work is confined to the modelling of the
free-surface flow. Within RANS based flow solvers the Volume of Fluid (VoF) method is
most frequently used to simulate free-surface flows. However, compared to single phase
flows the required computational effort for these methods is much larger. This is mainly
caused by the limitations of the underlying discretisation practices. To include free-surface
effects using the VoF method transient simulations are required, even when the required
result is of quasi-static nature (e.g wave pattern of a ship in still water). Furthermore, the
VoF discretisation scheme requires extremely small time steps to fulfil the Courant number
limitations, which significantly increases the required numerical effort. When the Courant
number limitation is not fulfilled the VoF method either produces largely blurred surfaces
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1 Introduction

or gets unstable. Within the present work the above mentioned problems associated to
the VoF method are tackled by improved and additional models.

1.2 Starting Point and Aim of the Thesis

The overall goal of this thesis is the improvement of the the accuracy and efficiency of
RANS based finite volume schemes especially for maritime flow problems. Therefore,
methods to enhance the grid generation process and the free-surface flow prediction have
been developed.

The developed methods have been implemented in the in-house flow solver FreSCo+,
which uses a second-order accurate finite volume discretisation of the Reynolds Averaged
Navier Stokes (RANS) equations in space and time. It supports arbitrary shaped three-
dimensional cells in an unstructured grid environment. The pressure-velocity coupling is
achieved by a SIMPLE-type projection scheme. The code is parallelised using the MPI-
protocol in the Single Program Multiple Data (SPMD) paradigm. Domain decomposition
is achieved via the PARMETIS library. Base-line implementations of the Volume of Fluid
(VOF) method, to include multiple phases are available. Furthermore, the code is sup-
plemented by an adjoint solver, which has been developed in a previous work by Stück
[171].

1.3 Present Contributions

The specific contributions to the prediction of free-surface flows with RANS based flow
solvers in the marine context are summarised as follows:

• A sub-cycling technique, which can operate in an unsynchronised mode to speed
up the time to solution, is developed for the sequential computational procedure.
The time integration of the mixture fraction equation and the remaining considered
equations is decoupled to achieve a maximum speedup for simulations, which aim
at quasi steady results. A theoretically achievable speedup is derived to verify and
validate the implemented procedure.

• Two main sources that lead to (partly) blurred interfaces in free-surface simulations
using standard compressive interface capturing schemes are commonly identified.

6



1.3 Present Contributions

These sources are high Courant numbers and unfavourable alignments of the flow
and the numerical grid. Both sources can hardly be avoided in the standard un-
structured grid environment with the use of reasonable timesteps particularly for
violent flows which feature dynamic interfaces. Hence, an Explicit Interface Sharp-
ening (EIS) technique is developed, which is designed as an add-on technique. The
approach analyses the sharpness of the interface and redistributes the mixture frac-
tion in a locally and globally conservative manner where necessary, to obtain a sharp
interface. Any convection scheme supplemented with EIS is at least partly turned
into a compressive scheme.

Specific contributions to the field of automatic grid refinement are:

• A procedure to adapt cells in the numerical mesh in an anisotropic manner is devel-
oped. The procedure ensures topological and geometrical validity of the mesh at all
instants of time. The mesh adaptation procedure is fully integrated into the parallel
environment of the flow solver.

• Refinement of boundary layer cells requires special attention in order to be consistent
with the boundary layer approximation. The present mesh adaptation technique is
adjusted to not disturb the mesh in the boundary layer depending on the applied
boundary layer approximation.

• Mesh refinement in the vicinity of complex curved three-dimensional bodies needs
to take into account the shape of the body. The present technique is able to align
the mesh to the geometrical representation of the body, which needs to be present
in the simulation.

• A new refinement indicator for free-surface flows has been developed. Unlike other
published refinement indicators, it is not based on the gradients of the mixture
fraction, because gradients especially in unstructured grids are afflicted with uncer-
tainties.

• A technique to combine several different refinement indicators is developed.

• A refinement indicator for goal-oriented grid refinement in three-dimensional turbu-
lent high Reynolds number flows in the finite volume framework is developed.

7



1 Introduction

All developed methods are intensively verified and validated using a wide range of
suitable test cases.

1.4 Outline of the Thesis

The mathematical background of the flow solver is introduced in Chapter 2. Suitable
discretisation techniques within the finite volume framework are introduced in Chapter 3.
The chapter is followed by a discussion of error sources in the finite volume framework in
Chapter 4, which is necessary to identify areas afflicted with rather large errors and hence
possibilities for improvement. Chapter 5 starts with a review of the state of the art for free-
surface flows in the finite volume framework and concludes with the introduction of the
sub-cycling technique and the Explicit Interface Sharpening (EIS) technique. The dynamic
grid adaptation procedure and the goal-oriented grid adaptation is introduced in Chapter
6. The chapter also starts with a review of the state of the art in dynamic grid adaptation.
Chapter 7 presents the verification and validation studies for the developed techniques,
while Chapter 8 shows application examples in which the developed techniques are used
to enhance the accuracy and efficiency. The closure of the thesis provides a summary and
gives an outlook with regard to the developed techniques.

Throughout the thesis index notation is used for formulas – Einstein’s sum convention
applies to small-type Latin subscripts, unless declared differently. A glossary of terms and
abbreviations used within the thesis is provided on page iv to xii.

8



2 Mathematical Model

For the simulation of fluid flow the fluid is considered as a continuum, because the charac-
teristic time- and length-scales for flow problems are usually much larger than the scales
associated with the individual molecules of the matter. The mechanics of continua are
described by balance equations, which are introduced in the first part of this chapter. For
the closure of these balance equations constitutive relations are necessary. They describe
the relation between two physical properties of a matter and approximate the response to
an external force. Constitutive relations for Newtonian fluids are introduced in the second
part of this chapter. The last part of this chapter introduces the employed basics for the
statistical modelling of turbulent flows.

2.1 Transport Equations

In fluid mechanics the balance laws are usually considered in the Eulerian reference frame,
rather than in the Lagrangian reference frame. An Eulerian representation of the material
derivative that describes the rate of change of an intensive physical property φ within a
material volume V in time reads

d

dt

∫
V
φdV →

∫
V

∂φ

∂t
dV +

∮
O(V)

(uiφ) dFi = Sφ. (2.1)

Here, the source term Sφ describes the production, dissipation or redistribution of
φ. Mind that Einsteins summation convention and Cartesian coordinates are used. The
Leibnitz integration rule is applied because the borders of the integral and integrand are
time-dependant. V is the volume instantaneously coincident with the material volume,
ui is velocity vector and dFi an outside pointing unit normal vector on a surface of the
material volume O(V).

9



2 Mathematical Model

Using the Gauss’ theorem an alternative formulation can be written as
∫

V

[
∂φ

∂t
+ ∂

∂xi
(uiφ)

]
dV = Sφ. (2.2)

In differential form it reads

∂φ

∂t
+ ∂

∂xi
(uiφ) = Dφ

Dt
+ φ

∂ui
∂xi

= sφ, with sφ = Sφ
dV

(2.3)

because Equation (2.2) is valid for arbitrary control volumes V in the framework of con-
tinuum mechanics. The substantial derivative Dφ

Dt
used in the above equation is defined

as
Dφ

Dt
= ∂φ

∂t
+ ui

∂φ

∂xi
. (2.4)

Conservation of Mass

Conservation of mass in a source free flow-domain (Sφ = 0) is described by the transport
of density ρ and reads ∫

V

∂ρ

∂t
dV +

∮
O(V)

(ρui) dFi = 0 (2.5)

in integral formulation and
∂ρ

∂t
+ ∂uiρ

∂xi
= 0 (2.6)

in differential formulation.

Conservation of Linear Momentum

The change of linear momentum is equal to sum of external forces acting on the fluid
according to Newtons first law.

∫
V

∂(ρui)
∂t

dV +
∮
O(V)

(ρuiuj) dFj = −
∮
O(V)

pdFi +
∮
O(V)

τijdFj +
∫

V
fi dV (2.7)

External forces are the static pressure p, the still unknown shear stress tensor τij, which
will be defined by the constitutive relations, and arbitrary body forces fi, which may
account for e.g. gravity. The differential formulation of the momentum equation reads

ρ
Dui
Dt

= − ∂p

∂xi
+ ∂τij
∂xj

+ fi. (2.8)
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2.2 Constitutive Relations

Generic Transport Equation

Generic properties are transported according to the following equation

ρ
Dφ

Dt
= ∂

∂xi

(
Γφ

∂φ

∂xi

)
+ sφ (2.9)

with a property dependant (isotropic) diffusion coefficient Γφ.

2.2 Constitutive Relations

The set of balance equations introduced in the previous section is valid for any continuum.
However, the number of unknown quantities is larger than the number of available equa-
tions. This gap is closed using the matter-dependant constitutive relations. In the present
work only Newtonian fluids are considered. The viscous stress tensor τij for Newtonian
fluids in a Cartesian reference frame reads

τij = 2µSij −
2
3µ

(
∂uk
∂xk

)
δij ,with Sij = 0.5

(
∂ui
∂xj

+ ∂uj
∂xi

)
and µ = ρν (2.10)

with µ being the dynamic viscosity and δij the Kronecker delta

δij =


1 , i = j

0 , otherwise.
(2.11)

The transport coefficient µ is usually a function of the thermodynamic state variables

µ = µ(p, T ) (2.12)

where T is the temperature.

2.3 Turbulence Modelling

Most flows which are relevant for engineers are turbulent. Turbulent flow might be char-
acterised as irregular and chaotic with stochastic property changes. They are always
three-dimensional and unsteady even if the boundary conditions are steady. Unsteady
interacting vortices appear on many scales ranging from the Kolmogorov micro-scales to

11



2 Mathematical Model

scales comparable with the size of the geometry. However, it is often still possible to sepa-
rate the fluctuations from the mean (transient) flows, and for most technical applications
only the statistic mean values of a flow are relevant.

Turbulent flows can be simulated using the Direct Numerical Simulation (DNS) tech-
nique in conjunction with Equations (2.1) to (2.10). The governing equations are inte-
grated for the whole range of turbulent scales which puts high demands on the required
spatial and temporal resolution. Therefore, this technique is not feasible for engineering
applications.

Another possibility is to use low-pass filtering to separate different length scales in a tur-
bulent flow domain. Large scale structures can be resolved by integration of the governing
equations, while the influence of all other unresolved or filtered scales is modelled. This
technique is usually known as Large Eddy Simulation (LES). Small scales of turbulence
are deemed more homogeneous and isotropic and thus easier to model.

The last possibility presented within this work is statistical modelling. In fluid dynamics
two popular averaging techniques are used. Reynolds averaging (unweighted) is most
used for incompressible flow while Favré averaging (density-weighted) is usually used for
compressible flows. This work considers only incompressible flow, therefore only Reynolds
averaging is presented.

The Reynolds average of an arbitrary quantity Z reads

Z̃ = Z + Z ′ with Z̃ = Z , Z ′ = 0 (2.13)

with Z̃ being the instantaneous value, Z the average value and Z ′ the fluctuation. The
average value of the ensemble is defined as

Z (xi, t) = lim
N→∞

(
1
N

N∑
n=1
Z̃n (xi, t)

)
. (2.14)

The decomposition of the most important variables within this work read

p̃ = p+ p′, ũi = ui + u′i, ρ̃ = ρ+ ρ′, φ̃ = φ+ φ′. (2.15)

Substituting all variables in the balance equations given in Section 2.1 with the statistical
equivalent and averaging the balance equations, assuming non-fluctuating densities, results
in the Reynolds-averaged transport equations

Dρ

Dt
= ∂ρ

∂t
+ ui

∂ρ

∂xi
= 0 and ∂u′i

∂xi
≡ 0 (2.16)

ρ
Dui
Dt

= − ∂p
∂xi

+ ∂τij
∂xj
− ρ∂u

′
iu
′
j

∂xj
+ fi. (2.17)
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2.3 Turbulence Modelling

The difference compared to the transport equations for the instantaneous values are the
second moments u′iu′j . The Reynolds-averaged shear stress tensor reads

τij = µ

(
∂ui
∂xj

+ ∂uj
∂xi

)
= 2µSij. (2.18)

Further modelling is necessary to close the system. The second moments can be either
closed using a correlation between the Reynolds stresses ρu′iu′j and the gradients of the
mean velocity by an eddy-viscosity model or solving the exact transport equations for the
second moments.

In the present work eddy viscosity turbulence models have been used. The most popu-
lar approximation for this approach is the Boussinesq approximation, describing a linear
relation as

u′iu
′
j = νt

(
∂ui
∂xj

+ ∂uj
∂xi

)
+ 2

3kδij (2.19)

with
k = 1

2u
′
iu
′
i. (2.20)

In order to close the system the isotropic eddy-viscosity νt has to be modelled. The
modelling process is often divided in a turbulent length scale Lt and a turbulent velocity
scale Vt

νt ∼ Lt · Vt. (2.21)

There are many ways to approximate Lt and Vt. If νt is approximated by a purely algebraic
function, the turbulence model is called an algebraic turbulence model. Models which are
based on the transport of one or two additional variables are called one-equation-models
or two-equation-models, respectively. Some popular models which have been used within
this work will be briefly presented.

k − ε Model

Using the k − ε model from Jones and Launder [96], νt is expressed as a function of the
turbulent kinetic energy k and its dissipation rate ε

νt = cµ
k2

ε
(2.22)

with cµ being a model constant. The transport equation for the turbulent kinetic energy
– omitting buoyancy effects – reads

13



2 Mathematical Model

Dk

Dt
= P − ε+ ∂

∂xk

[(
ν + νt

σk

)
∂k

∂xk

]
(2.23)

where P is the production of turbulent kinetic energy and σk a model constant. The
production of term P reads

P = −u′iu′j
∂ui
∂xj

= νtS2 with S =
√

2SijSij. (2.24)

The modelling of the energy transfer relates to the transport equation of the turbulent
kinetic energy and reads

Dε

Dt
= ε

k
(Cε1P − Cε2ε) + ∂

∂xk

[(
ν + νt

σε

)
∂ε

∂xk

]
(2.25)

with Cε1, Cε2 and σε being coefficients which are calibrated based on analytical solutions
for fundamental flows. The most popular coefficients found in literature are

σk = 1.0, cµ = 0.09, Cε1 = 1.44, Cε2 = 1.92, σε = 1.3.

Equation (2.25) is only valid for fully turbulent flow (so called high Reynolds number flow)
fields which are located acceptably far away from no-slip walls. The viscous boundary layer
regime at the wall is not resolved using this approach but modelled using wall functions.
Wall functions mimic the near-wall behaviour of the velocity, the turbulent kinetic energy
and its dissipation rate and assume that the near wall flow behaves uniquely, e.g. like a
fully developed flat plate boundary layer.

So called low-Reynolds number versions of the k − ε model, which are able to resolve
the near wall field are available in literature, but have not been used within this work.

The standard k−ε model performs well for free-shear layer flows with moderate pressure
gradients [18], however its accuracy decreases when the flow contains large adverse pressure
gradients [199].

Wilcox k − ω Model

The k − ω model developed by Wilcox [199] is another popular turbulence model. The
eddy-viscosity is defined as

νt = k

ω
(2.26)
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2.3 Turbulence Modelling

within this model. The transport of turbulent kinetic energy follows Equation (2.23),
where ε can be rewritten as

ε = β∗ωk. (2.27)

The transport equation for the specific dissipation rate ω reads

Dω

Dt
= α

ω

k
P − βω2 + ∂

∂xk

[
(ν + σωνt)

∂ω

∂xk

]
. (2.28)

The coefficients can be determined along the route of the k − ε framework. Wilcox
recommends to use

α = 5
9 , β = 3

40 , β∗ = 0.09, σk = 2, σω = 0.5.

The k−ω model has its advantages in modelling the flow near the wall. It is able to capture
complex boundary layer flows with adverse pressure gradients. However, it is sensitive to
the definition of the far field and boundary conditions of the length-scale variables, which
is not trivial.

Menter Shear Stress Transport Model

The Shear Stress Transport Model, developed by Menter[118, 119], is a zonal model which
aims on using the k − ω model near the wall and the k − ε model in the outer boundary
layers and the free-stream and thus combines the advantages of both models. Moreover,
it addresses non-equilibrium effects associated to high non-dimensional strain rates using
the Bradshaw hypothesis [28]. It was developed to accurately predict aeronautical flows
with separation and large adverse pressure gradients. The following formulas refer to the
newer version of the MSST model published by Menter [119].

The transport equation for the turbulent kinetic energy reads

Dk

Dt
= P̃ − β∗ωk + ∂

∂xk

[(
ν + σ(k)νt

) ∂k

∂xk

]
(2.29)

where, P̃ is the limited production term

P̃ = min (P, 10β∗ρωk) . (2.30)

The specific dissipation rate is transported by

Dω

Dt
= α

νtρ
P̃ − βω2 + ∂

∂xk

[(
ν + σ(ω)νt

) ∂ω
∂xk

]
+ 2 (1− F1) σ(ω)2

ω

∂k

∂xk

∂ω

∂xk
(2.31)
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with σk, α, β and σ(ω) being responsible to blend between the k − ε and k − ω model.
σ(k), σ(ω), α and β are constants for the two base models, and are blended between inner

(1) and outer (2) regions by

Φ = F1Φ1 + (1− F1) Φ2. (2.32)

The function F1 which controls the blending reads

F1 = tanh
(
arg4

1

)
(2.33)

with
arg1 = min

[
max

( √
k

β∗ωy
,
500ν
y2ω

)
,
4ρσ(ω)2k

CDkωy2

]
(2.34)

and
CDkω = max

(
2ρσ(ω)2

1
ω

∂k

∂xj

∂ω

∂xj
, 10−10

)
, (2.35)

where y is the near wall distance.
The turbulent eddy-viscosity µt is determined by

µt = ρa1k

max (a1ω,SF2) with S =
√

2SijSij (2.36)

where F2 is another zonal blending function that reads

F2 = tanh
(
arg2

2

)
(2.37)

with
arg2 = max

(
2
√
k

β∗ωy
,
500ν
y2ω

)
. (2.38)

The constants for the Shear Stress Transport model read

α1 = 5
9 α2 = 0.44

σk1 = 0.85 σk2 = 1.0

σω1 = 0.5 σω2 = 0.856

β1 = 0.075 β2 = 0.0828

β∗ = 0.09 κ = 0.41 a1 = 0.31.
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2.4 The Dual Problem

2.4 The Dual Problem

A CFD simulation is usually used to estimate a functional output (e.g. drag) for a physical
problem (e.g. flow around a vessel). Typically the functional output has to be estimated
with a certain accuracy, preferably using the lowest effort. The achievable accuracy is
directly coupled to the discretisation of the solution domain – using smaller elements re-
duces the error. However, using smaller elements the number of elements and therefore
the effort increases. The distribution of the error in the solution domain especially for
complex flows is not known a priori, therefore the selection of a reasonable discretisation
of the solution domain is a challenging task. Introducing techniques that can estimate the
local error during the solution process, and combining them with procedures to automat-
ically adapt the discretisation of the solution domain, is an efficient technique to reduce
the difficulties in creating a suitable discretisation of the solution domain. However, this
technique does not relate the discretisation error to the error in the predicted functional
and therefore may not lead to an optimal discretisation of the solution domain. A rela-
tionship between the error and its influence on a specific output functional is provided by
the adjoint equations, which are widely used in the field of optimisation.

Optimisation strategies aim to evaluate the variation of the output functional with
respected to the input variables (e.g. discretised shape of the vessel). Direct methods
perform flow calculations for each perturbed input parameter (e.g each face of the dis-
cretised hull form) and therefore the effort scales with the number of input parameters.
On the other hand adjoint methods evaluate the variation of the output functional with
respect to all input parameters by solving the adjoint problem. The effort of solving the
adjoint Navier-Stokes equations is in the same order as the effort of one flow calculation.
The derivation of the adjoint Navier-Stokes solver follows two main approaches published
in literature. The discrete approach (e.g. [59]) is based on the discretise-then-derive
paradigm. The adjoint code is derived from the discretised Navier-Stokes equations, by
transposing the linearised operators. This technique is the basis for the automatic dif-
ferentiation approach (e.g. [64, 122]), which aims to generate the adjoint flow solver
automatically by source-to-source pre-compilation. The continuous (e.g. [87]) approach
follows the derive-then-discretise philosophy. The adjoint Navier-Stokes equations are de-
rived and subsequently discretised. The advantages and shortcomings of both approaches
have been discussed by many authors [60, 126, 144, 171]. Using the discrete approach
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the exact gradient of the discrete objective function is obtained, while the continuous ap-
proach provides an approximation of the continuous gradient. Furthermore, the discrete
approach allows an automatic derivation of the adjoint Navier-Stokes solver. However, it
requires the complete Jacobian matrix of the discretisation, which is usually not available
for face-based finite-volume schemes or cumbersome manual summation by parts opera-
tions, to provide the exact gradient. The continuous approach facilitates the mathematical
and physical understanding of the adjoint equations. Code obtained from this approach
has generally a lower operation count, lower memory requirements and a simpler code
structure. Large portions of the code for the primal problem can be reused, including
structures for parallel simulations and dedicated libraries (e.g. for solving the equation
system). However, the derivation of the continuous adjoint equations for transport equa-
tions associated with complex source terms or singularities at boundaries (e.g. turbulence
equations) and bounded field variables (e.g. concentration equation) remains a challeng-
ing task. The hybrid differentiation technique (e.g. [126]) aims to combine the merits of
both approaches. The discrete adjoint approach can be used to derive consistent discreti-
sation methods for the continuous adjoint equations. Furthermore, the discrete approach
can be used to include transport equations or functionals that can hardly be handled by
the continuous approach. The adjoint Navier-Stokes solver, which has been developed by
Stück [171] and forms the basis for the goal-oriented mesh refinement technique, follows
the hybrid approach. It uses the frozen turbulence assumption and hence neglects the
influence of the variation of the turbulence quantities, caused by a perturbation of the
input variables (e.g. shape), on the functional. A discussion of the consequences for the
goal-oriented grid refinement technique follows in Section 6.3.3. This section briefly de-
scribes the derivation of the continuous adjoint Navier-Stokes equations using Lagrangian
multipliers. A detailed derivation is provided by Stück [171].

The starting point is the optimisation problem for a specific objective functional

J =
∫
Fo
jFdF +

∫
V
jV dV (2.39)

under the constraint that the steady state incompressible Navier-Stokes equations

Ri = ρuj
∂ui
∂xj

+ ∂p

∂xi
− ∂τij
∂xj
− fi = 0 (2.40)

and
Q = −∂ui

∂xi
= 0, (2.41)
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presented in their local residual formulation, are satisfied. The objective functional may be
an arbitrary function defined in the Volume V and/or the surface Fo. Prominent examples
for objective functionals in marine hydrodynamics refer to drag or wake homogeneity
objective functions. To derive the adjoint Navier-Stokes equations, the objective functional
is augmented with the volume integral of the Navier-Stokes equations weighted by the
Lagrangian multipliers ûi and p̂

L = J +
∫

(ûiRi + p̂Q)dV (2.42)

also known as adjoint variables. The adjoint Navier-Stokes equations are derived through
a variation of the extended objective functional and a subsequent integration by parts,
which are provided in detail by Stück [171]. Assuming frozen turbulence properties, the
resulting steady adjoint Navier-Stokes equations for incompressible flow read

−ρuj
∂ûi
∂xj

= ∂

∂xj

(
2µeff Ŝij − p̂δij

)
− ρûj

∂uj
∂xi
− ∂jΩ

∂ui
(2.43)

and
∂ûi
∂xi

= ∂jΩ

∂p
(2.44)

where ∂jΩ
∂ui

and represent ∂jΩ
∂p

the source terms originating from the objective functional.
As these equations are derived using integrations by parts, they are supplemented by a
number of boundary integrals [173].
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3 Finite-Volume Technique

3.1 Discretisation of the Solution Domain

The discretisation of the solution domain is decomposed of the discretisation of space and
time. The result of the discretisation is a set of vertices in space and time, to which the
numerical grid is connected.

Time is a parabolic coordinate, accordingly the solution is obtained marching in time
from prescribed initial values. For the discretisation of the time marching procedure a
time step has to be defined.

For the finite volume (FV) technique, the domain is subdivided into a finite number of
control volumes, which do not overlap and completely fill the domain. The control volumes
can have an arbitrary polyhedral shape depicted in Figure 3.1. They are bounded by faces

Figure 3.1: A control volume represented by an arbitrary polyhedron.

which have a polygonal shape. Faces are either classified as internal faces or boundary
faces. Boundary faces are located at the boundary of the domain and have exactly one
adjacent cell, while internal faces are located inside the domain and have exactly two
adjacent cells. Both types of faces with its face normal vectors are presented in Figure
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L R
F nF

nF nF

B B

Figure 3.2: Illustration of internal boundary faces.

3.2. Face normal vectors of boundary faces point outside the domain by definition. The
discretisation of the governing equations relies on face normal vectors pointing outward of
the cell. However, the direction of internal face normal vectors is random. Therefore, it is
necessary for each cell to know if the face normal vector is pointing inside or outside the
cell. For each cell a list of surrounding faces exists, where faces pointing outside the cell
have a positive sign and faces pointing inside the domain a negative sign. Polygonal faces
are not always perfectly flat. Especially boundary faces, where the vertices are placed on
an arbitrarily shaped domain boundary, are usually non-planar as shown in Figure 3.1.
Hence, it can not be ensured that all cells have a convex shape and the evaluation of
geometric properties has to be able to deal with non-planar faces and concave cells.

The centre of a face is located in its barycentre. To account for the non-planarity of
faces the evaluation of the barycentre is a two-step process. First a temporary face centre
is evaluated as the arithmetic mean of the coordinates of the connected vertices. Then
the barycentre’s for all triangles, that can be constructed by the edges of the face and the
temporary face centre, weighted by their area are summed up, and divided by the sum of
all triangle areas. The same procedure is used to determine the face normal. A similar
two step approach is used to calculate the cell centres. A preliminary cell centre is first
assigned to the arithmetic mean of all corner vertices. Subsequently the preliminary cell
centre is used to build up tetrahedrons from which the final cell centre is computed.

Flow variables are stored in the cell centres in a collocated manner. The use of unstruc-
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nF1
nF2

nF1 nF2

(a) Arbitrary Face on sphere. (b) Isometric and side view of face.

Figure 3.3: Non-planar face formed by 4 vertices split into 2 triangles.

tured grids simplifies the grid generation for complex geometries. Furthermore, it provides
the flexibility to enrich the grid in regions of interest.

3.2 Approximation Techniques

The numerical evaluation of the flow field needs a discretised form of the transport equa-
tions. The transport equations involve integrals over faces and cells and contain the flow
variables and their gradients.

Approximation of Integrals

Integrals are approximated to second-order accuracy using the mid point rule
∫
V
φ dV ≈ φP∆V and

∫
F
φdF ≈ φF∆F. (3.1)

The discretisation of an integral of a flow variable over a cell is straightforward, as the
flow variables are stored in the cell centres. However, for the surface integrals the flow
variables have to be interpolated to the face centre. Interpolation techniques for face
values are presented in the next section.
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C ′ C

Figure 3.4: Subdivision of a face into triangles to determine its barycenter.

Interpolation of Face Values

The value at the face is evaluated by a simple, second-order accurate, linear 1D-interpolation
from the known left and right neighbour cells to an intermediate point located on the line
connecting the two cell centres. This intermediate point does not necessarily coincide
with the face centre as shown in Figure 3.5, accordingly a subsequent ”non-orthogonality”
correction is introduced.

L

R

F

F ′ d

F

(a) Orthogonal projection.

L

R

F

F ∗ d

F

(b) Intersection point approach.

Figure 3.5: Interpolation to face center F from adjacent cells L and R.

φF = (1− λ)φL + λφR︸ ︷︷ ︸
linear interpolation

+
(
xi(F ) − xi(F ′)

)( ∂φ
∂xi

)
F ′︸ ︷︷ ︸

non-orthogonality correction

(3.2)
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The gradient used for the correction is interpolated to the intermediate point using the
linear interpolation scheme.(

∂φ

∂xi

)
F ′

= (1− λ)
(
∂φ

∂xi

)
L

+ λ

(
∂φ

∂xi

)
R

(3.3)

The choice of the intermediate point on the connecting line is not unique. An intuitive
choice is the point which has the smallest distance to the face centre. The vector from
this intermediate point to the face centre is orthogonal to di connecting the cell centres.
The corresponding interpolation weight λ reads

λ =

(
xi,(F ) − xi,(L)

)
di

d2
i

. (3.4)

An alternative choice is the intersection point of di and the face. This point is located
on the connecting line di

xi(F ∗) = xi(L) + λdi (3.5)

and on the surface
∆Fi

(
xi(F ∗) − xi(F )

)
. (3.6)

The combination of these criteria yields the definition of the interpolation weight

λ =
∆Fi

(
xi(F ) − xi(L)

)
∆Fi di

. (3.7)

F ∗
L =

F ′ R

F

Figure 3.6: Exaggerated illustration of distort mesh situation.

Although the distance from the intersection point to the face centre is larger, the in-
terpolation using the piercing point has shown to be more stable. Figure 3.6 shows an
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exaggerated example of a distorted mesh. The value at the face centre would be completely
determined by values of the left cell when the minimal distance correction technique is
applied. The correction technique based on the intersection point determines the face
value from values of both neighbour cells.

Approximation of Gradients

A second-order accurate approximation of the gradient in a control volume centre, that
obeys the conservation principle, can be derived from the application of the mid point rule
to the Gauss-Green theorem ∫

V

∂φ

∂xi
dV =

∮
O(V)

φdFi. (3.8)

The discrete gradient is evaluated by

∂φ

∂xi
≈ 1

∆V
∑
F (P )

(φF∆Fi) (3.9)

and depends on the values of φ at the face centres. As shown in the previous section the
values at the face centres depend on the gradient in the cell centres. Therefore, an iterative
procedure, which is not necessarily converging, is necessary to accurately evaluate the face
values and gradients.

An alternative method to approximate the gradients, which is also second-order accurate
and does not require an iterative procedure is provided by a pre-conditioned Least-Square
based method. To evaluate the gradient, an asymmetric over-determined equation system
for ∂φ

∂xi
at the control volume centre, involving all neighbouring control volume locations i

is assembled.
1
d(i)

[φi − φP ]︸ ︷︷ ︸
(∆φ)i

= 1
d(i)

[
xk(i) − xk(P )

]
︸ ︷︷ ︸

Aik

(
∂φ

∂xk

)
P

(3.10)

It is regularised by an algebraic manipulation

1
d(i)

ATmi (∆φ)i = 1
d(i)

ATmiAik︸ ︷︷ ︸
Bmk

(
∂φ

∂xk

)
P

(3.11)

and finally solved
1
d(i)

B−1
kmA

T
mi (∆φ)i =

(
∂φ

∂xk

)
P

. (3.12)
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3 Finite-Volume Technique

To counteract singularities during the solution of the equation system, which can be caused
by distorted grids, the equation system is pre-conditioned by the reciprocal distance 1

d(i)

between the neighbouring cell centre and the cell centre of the considered control volume.
This technique is known as the weighted Least-Square based approach.

In the present method both gradient approximation techniques are available. By default
the approximation based on the Gauss-Green theorem is used for the pressure-correction
equation and the Least-Square based method for all other transport equations. When
the Gauss-Green theorem is used, the gradient is initialised using the Least-Square based
method.

3.3 Discretisation of Transport Equations

The generic transport equation in its weak integral form reads
∫

V

∂(ρφ)
∂t

dV︸ ︷︷ ︸
temporal derivative

+
∮
O(V)

(φρui) dFi︸ ︷︷ ︸
convection term

−
∮
O(V)

(
ρΓφ

∂φ

∂xi

)
dFi︸ ︷︷ ︸

diffusion term

=
∫

V
f dV︸ ︷︷ ︸

source term

(3.13)

and is a second-order equation because it includes the second derivative of φ in space.
Accurate solutions of this equation can therefore be computed using an second-order or
higher-order discretisation. Second-order accurate discretisations for each component will
be discussed in the following sections.

Convection Term

The convective term is of parabolic nature. The quantity φ is transported in the di-
rection of the flow. Therefore, a physically consistent approximation should rely only
on neighbours, which are located up-stream. Within unstructured grids only the direct
neighbour cells for a face are known by the data structure. However, a physically consis-
tent approximation that can only use one neighbour value, results in a first-order accurate
approximation. The error introduced due to the missing second-order term acts like an
additional diffusive flux [88] and is known as numerical diffusion. It can be of the same
magnitude as the solution itself. The second-order accurate interpolation practice intro-
duced in Chapter 3.2 avoids numerical diffusion. However, it is not physically consistent
and not bounded causing oscillations within the solution [80, 138]. Furthermore, it deteri-
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3.3 Discretisation of Transport Equations

orates the condition of the coefficient matrix, because the diagonal contribution is usually
weakened.

Due to the difficulties described above and the importance of the convective flux in
high Reynolds number flows, the discretisation of the convective term has been an area of
intense research within the past decades [39, 71, 80, 90, 105, 106, 107, 110, 131, 138, 141,
156, 176, 185, 196]. In the following the convection schemes that have been used within
this work will be briefly presented.

The convective flux over a face is approximated using the mid-point rule (3.1) and reads∫
F

(φρui) dFi ≈ [ρ∆Fiui]F φF = ṁφF (3.14)

where ṁ is the mass flux over the face. Details on the evaluation of the mass flux will
be given in Section 3.5. The upwind discretisation scheme (UDS) of the convective flux is
given by

φFUDS =


φL , ṁ ≥ 0

φR , ṁ < 0
(3.15)

under the assumption that flow from the left hand cell of the face, denoted by the lower
index L, to the right hand cell, denoted by the lower index R, leads to a positive mass
flux ṁ at the face. It is treated completely implicit. All higher order differencing schemes
are considered by the deferred correction technique. Using linear interpolation according
to Equation (3.2) yields the central differencing scheme (CDS). The linear combination of
UDS and CDS

φFFB = φF,UDS + α(φF,CDS − φF,UDS) (3.16)

is known as flux blending scheme. Upwind, central and blended differencing schemes
feature a compact interpolation stencil. For the remainder of this section cells will be
denoted as located down-stream (·)D, up-stream (·)U and far up-stream (·)UU from the
face of interest.

A number of higher order interpolation practices, that intent to increase the order by
an additional point upstream shown in Figure 3.7, are published [105, 196]. As they all
share the same principle an unified formulation can be constructed which reads

φF ≈ φU + 1
4 [(1 + κ) (φD − φU) + (1− κ) (φU − φUU)] (3.17)

where the parameter κ controls which convection scheme is mimicked. It shall be noted
that the far up-stream cell value φUU is not known in the data structure of an unstructured
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3 Finite-Volume Technique

U
D

F

UU

u

Figure 3.7: Reconstruction of virtual point UU up-stream from cell centre U .

grid framework and hence needs to be reconstructed. The higher-order correction terms
tend to predict values at the face which are not bounded by the neighbouring cell values.
This leads to new extrema at the faces and causes oscillations within the solution. Dif-
ferent methods are published which account for this problem. A well known approach by
Harten [71], requires that limited schemes neither should produce new extrema nor amplify
existing extrema. TVD (Total Variation Diminishing) schemes fulfil these requirements.
In a TVD scheme the total variation, which is defined as sum of the absolute differences
of adjacent cell values, is reduced for every new time step. The unified formulation can
be extended by limiters, which locally decrease the order of accuracy and introduce a
non-linearity, thus that the TVD is fulfilled. The resulting Monotone Upstream-centred
Schemes for Conservation Laws (MUSCL) from van Leer [184] reads

φF ≈φU + 1
4

[
(1 + κ) Ψ(r) (φD − φU) + (1− κ) Ψ

(1
r

)
(φU − φUU)

]
≈φU + 1

2 (φD − φU) ζ(r).
(3.18)

The limiter ζ(r) reads

ζ(r) =
[1 + κ

2 Ψ(r) + 1− κ
2 rΨ

(
r−1

)]
with r = φU − φUU

φD − φU
. (3.19)

Table 3.1 shows the coefficients for some prominent convection schemes and its limiters.
Although the TVD approach is widely accepted, schemes based on the TVD approach
which are either too diffusive (e.g. MINMOD [202]) or too compressive (e.g. SUPERBEE
[156]), are reported.
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3.3 Discretisation of Transport Equations

Table 3.1: Coefficients and limiters for unified convection.

scheme κ ζ(r)
CDS 1 1
LUDS -1 r
QUICK 1

2
3+r

4

Another approach to satisfy boundedness has been introduced by Leonard [107] and
Gaskell and Lau [56]. It is based on the normalised variables which read

φ̃F = φF − φUU
φD − φUU

φ̃U = φU − φUU
φD − φUU

(3.20)

in the one-dimensional case. Non-physical oscillations can be avoided when φF is bounded
by φD and φUU . In the normalised variable notation this requirement is fulfilled when

φ̃F = φ̃U for φ̃U < 0 or φ̃U > 1

φ̃U < φ̃F < 1 for 0 < φ̃U < 1.
(3.21)

The normalised variable notion has been graphically presented by Gaskell and Lau [56]
in the normalised variable diagram, which is presented in Figure 3.8. The shaded region
including the line φ̃F = φ̃U marks the area, where the convective boundedness criterion is
satisfied. The unbounded versions of some popular convection schemes are also depicted
in Figure 3.8.

An extension of both, the TVD and the NVD approach to unstructured grids has been
presented by Jasak [88]. The original definition depends on the far upstream node φUU ,
which is not known in an unstructured grid framework. Moreover, it has been developed for
uniform meshes, which implies that NVD based convection schemes are sensitive to local
changes in mesh spacing. To overcome these shortcomings a definition of the normalised
variable based on the gradient field has been introduced by Jasak [88], which reads

φ̃U = 1−

(
∂φ
∂xi

)
F
di

2
(
∂φ
∂xj

)
U
dj

or φUU = φD − 2
(
∂φ

∂xj

)
U

dj. (3.22)

The gradient at the face
(
∂φ
∂xi

)
F

is interpolated by the gradients of the adjacent cells.
Therefore, the new definition just depends on values in the cells adjacent to the face and
enables the use of NVD schemes on arbitrary unstructured grids. Mind that the attainable
order of accuracy for φF is restricted by the gradient evaluation in Equation (3.22).
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Figure 3.8: NVD diagram with some prominent convection schemes.

Diffusion Term

The evaluation of the diffusive flux

−
∫
F

(
ρΓφ

∂φ

∂xi

)
dFi ≈ −

[
ρΓφ

∂φ

∂xi

]
F

∆Fi (3.23)

on an orthogonal grid (∆F and d in Figure 3.9 are parallel) is straightforward and reads

L R
d

F

(a) Minimal correction.

L R
d

F

(b) Orthogonal correction.

L R
d

F

(c) Over-relaxed correction.

Figure 3.9: Different evaluation modes for diffusive fluxes.

∂φ

∂xi
∆Fi = ∆F φR − φL√

d2
i

. (3.24)
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3.3 Discretisation of Transport Equations

On non-orthogonal grids the face vector can be split into a orthogonal part ∆Fi(O) aligned
with di and a non-orthogonal part ∆Fi(N) such that

∆Fi = ∆Fi(O) + ∆Fi(N) (3.25)

is satisfied. Inserting the decomposed face vector into the diffusive flux evaluation yields

∂φ

∂xi
∆Fi = ∆Fi(O)

(
∂φ

∂xi

)
F︸ ︷︷ ︸

orthogonal part

+ ∆Fi(N)

(
∂φ

∂xi

)
F︸ ︷︷ ︸

non-orthogonal part

. (3.26)

Some usual decomposition types for the face vector are depicted in Figure 3.9.
The minimal correction approach with ∆Fi(O) = (ζj∆Fj)ζi, where ζi = di√

d2
j

, minimises
the contribution from the non-orthogonal part. The contribution from the orthogonal part
decreases with increasing non-orthogonality.

Within the orthogonal correction approach the contribution from the orthogonal part
is the same as on an orthogonal grid, irrespective of the degree of non-orthogonality. The
associated orthogonal face vector reads ∆Fi(O) =

√
∆F 2

j ζi.

When the orthogonal face vector is evaluated as ∆Fi(O) =
(√

∆F 2
j

ζknk

)
ζi, with nk = ∆Fk√

∆F 2
j

,
the contribution of the orthogonal part increases with increasing non-orthogonality. This
technique is labelled as over-relaxed correction.

A unified expression for the diffusive flux, where the correction type depends on the
exponent γ reads

∂φ

∂xi
∆Fi =∆Fi(O)

(
∂φ

∂xi

)
F

+ ∆Fi(N)

(
∂φ

∂xi

)
F

(3.27)

=

√
∆F 2

j√
d2
k

 1
(ζmnm)γ (φR − φL) +

(
∂φ

∂xi

)
F

∆Fi

√
d2
j√

∆F 2
k

− di
(ζmnm)γ

 . (3.28)

For γ = −1 the unified expression is equal to the minimal correction approach, while
it resembles the orthogonal and over-relaxed correction approach for γ = 0 and γ = 1,
respectively. During the solution process the orthogonal part is treated implicitly, while
the non-orthogonal part is treated as a deferred correction. A large contribution to the
implicit part enhances the stability of the equation system, which has been proven by
Jasak [88]. Therefore, the over-relaxed correction approach improves the condition of
the equation system and is used to discretise the pressure correction equation. For the
momentum equation the orthogonal correction approach is chosen, because the matrix
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3 Finite-Volume Technique

coefficients of the pressure correction equation depend on the reciprocal matrix coefficients
of the momentum equation.

Source Terms

Source terms ∫
V
f dV (3.29)

can be general functions of φ. To improve the condition and stability of the equation
system source terms should be treated as implicit as possible. Therefore, they have to be
linearised before the discretisation with f̆ being defined as inherently negative:

f(φ) = f̌ + f̆φ. (3.30)

Following Equation (3.1) the discretised form reads∫
V
f dV = f̌∆V + f̆∆V φP . (3.31)

Temporal Term

Within this work only implicit approximations of the temporal derivative have been used.
In contrast to explicit time integration schemes they are unconditionally stable and allow
larger time steps. Within an implicit approximation the solution on the new time level n
depends at least partly on the unknown variables at time level n. Therefore, an implicit
approximation leads to an algebraic equation system which has to be solved.

The Implicit Euler approximation, which can be derived by a first-order truncation of
a Taylor series expansion of φ around tn reads∫

V

∂(ρφ)
∂t

dV ≈ (ρφ∆V )n − (ρφ∆V )n−1

∆t (3.32)

where the upper index denotes the time level and ∆t the time step. A second-order
accurate discretisation, based on three time levels and constant time steps, reads∫

V

∂(ρφ)
∂t

dV ≈ 3 (ρφ∆V )n − 4 (ρφ∆V )n−1 + (ρφ∆V )n−2

2∆t (3.33)

for constant time steps. A formulation based on varying time steps reads∫
V

∂(ρφ)
∂t

dV ≈ a (ρφ∆V )n − (a+ b) (ρφ∆V )n−1 + b (ρφ∆V )n−2

∆tn(∆tn−1)2 + (∆tn)2∆tn−1 (3.34)
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3.4 Boundary Conditions

with
a = (∆tn−1)2 + 2∆tn∆tn−1 and b = (∆tn)2 (3.35)

which is especially useful when the time step is automatically adapted to certain flow
features (e.g. Courant number).

3.4 Boundary Conditions

For many flow quantities the boundary behaviour may be modelled by either setting
the flow quantity at the boundary to a specific value (Dirichlet condition) or setting its
derivative normal to the boundary to a specific value (Neumann condition). Furthermore,
both boundary conditions may be linearly combined yielding the Robin condition. For the
sake of brevity the implementation of the boundary conditions into the equation system,
explained in detail by Ferziger et al. [54], is omitted.

Before the boundary condition types for all flow quantities used within this work at
different physical boundary types are presented in Table 3.2, details on the treatment of
flow quantities at boundaries associated with specifics are given. The implementation of
the boundary conditions is based on a local coordinate system (n, t, s), depicted in Figure
3.10, defined at each boundary of a cell. The decomposition of the velocity vector in

P

n

B

uP

uB

t

Figure 3.10: Definition of local coordinate system at boundary cells.

local boundary coordinates reads

ui = unni + utti + ussi. (3.36)
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3 Finite-Volume Technique

The first in-plane unit vector ti, which is the unit vector of the velocity vector projected
on the boundary, reads

ti = ∆ui − (∆ujnj)ni√
[∆ui − (∆ujnj)ni]2

(3.37)

with ni being the unit normal vector of the boundary face and

∆ui ≈ ui,B − ui,P . (3.38)

The second in-plane vector sk reads

sk = εijknitj. (3.39)

In the following sections the specifics for different physical boundary conditions and flow
variables are presented.

No-Slip Walls

At impermeable no-slip walls the flow adheres to the wall, hence a zero relative velocity

ui ≈ ui,wall → ui,rel ≈ ui,wall − ui = 0 (3.40)

occurs at the wall. In the local boundary coordinate system this condition reads

uiti = ui,wallti , uisi = ui,wallsi and uini = 0. (3.41)

Therefore, the convective flux through the wall boundary face is zero. Instead of directly
prescribing the velocities at the wall via a Dirichlet boundary condition, a cut-free tech-
nique is used to prescribe the diffusive flux, which ensures that the viscous normal stress
at the wall is zero. The forces acting on the boundary face σi,F are obtained from the flux
of momentum through the face

σi,F =
∫
wall

[p∆Fi − τij∆Fj] . (3.42)

The evaluation of τij in the local boundary coordinate system is based on the decomposi-
tion given in Equation (3.36) and

∂

∂xi
= si

∂

∂s
+ ti

∂

∂t
+ ni

∂

∂n
. (3.43)
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3.4 Boundary Conditions

Based on the hypothesis of a plane Couette flow, the changes of the local base coordi-
nates (ti, si, ni) are omitted. Therefore, curvature effects are neglected, which implies that
strongly curved surfaces rely on a fine discretisation to minimise the discretisation error.
In such situations the velocity vector has solely one component ui,rel = utrelti (cf. Eqn.
(3.41)) and the gradient operator is approximated by ∂

∂xi
= ni

∂
∂n

. Hence, the components
of the viscous stress tensor in the local boundary coordinate system reads

τij =
[
µB

∂utrel
∂n

]
(nitj + tinj) ≈ −

[
µB

uk,reltk
y

]
(nitj + tinj) (3.44)

with y being the normal distance from the boundary to the cell centre. The discrete form
of the wall force expressed in the local wall reference system reads

σi,F = − [pδin − τin] ∆Fn = pδin∆Fn − τin∆Fn with i ∈ n, t, s. (3.45)

Inserting the viscous stress tensor leads to the following expression

τij∆Fj = τijnj∆F ≈ −
[

∆FµB
y

]
(uk,reltk) ti, (3.46)

because niti = 0 and njnj = 1.
In turbulent flows the determination of the viscosity at the wall µb depends on the

employed wall model. If the boundary layer is fully resolved the equations are integrated
up to the wall. This requires a fine grid resolution in the normal direction. A measure of
the necessary grid resolution is introduced through the non-dimensional wall distance y+

which is defined as
y+ = y

uτ
ν

with uτ =
√
τw
ρ

(3.47)

with τw being the wall shear stress. To accurately resolve the boundary layer y+ for the
first cell layer adjacent to the wall should be smaller than one. Furthermore, a sufficient
number of cells (e.g. 30 cells with a stretching factor of 1.2) needs to be placed within the
boundary layer. The viscosity at the wall is defined as the sum of the material viscosity
µ and the turbulent eddy-viscosity µt:

µB = µeff = µ+ µt (3.48)

In principle a Dirichlet boundary condition could be used for the turbulent kinetic energy
k, however a Neumann boundary condition is applied

kB ∼ y2 → lim
y→0

∂k

∂n
= 0 assuming kB ≈ kP (3.49)
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to ensure consistency between boundary conditions for fully resolved boundary layers, and
modelled boundary layers. The dissipation rate ε is fixed at the first cell layer above the
boundary using an asymptotic expansion, i.e.

εP ≈ 2ν kP
y2
P

. (3.50)

The definition of the specification dissipation rate ω

ω = ε

Cµk
(3.51)

has a singularity at the wall boundary. Therefore, the dissipation rate is set to

ωP = 80 ν
y2
P

(3.52)

at the first cell layer, based on its analytical near-wall solution in absence of convection
production and turbulent diffusion.

An alternative approach is the usage of wall functions. The velocity distribution in the
boundary layer is modelled according to the law of the wall. Based on the law of the
wall, depicted by Figure 3.11, the non-dimensional velocity u+ in the logarithmic region
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Figure 3.11: Law of the wall.
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(y+ > 20) can be prescribed by

u+ = −uiti
uτ

= 1
κ
ln
(
Ey+

)
with κ = 0.41 and E = 8.432. (3.53)

The viscosity in the cell centre P near the wall can be expressed using the following relation

τw
ρ

= u2
τ = νP

u

y
→ µP = ρuτ

uτ
u
y =

ρκ 4
√
Cµ
√
k

ln(Ey+) yP (3.54)

which is based on the definition of uτ obtained from the law of the wall (3.53)

uτ = − uitiκ

ln (Ey+) (3.55)

and the turbulent kinetic energy
uτ = 4

√
Cµ
√
k (3.56)

to obtain a close coupling between the momentum and turbulence equations. While a
standard Neumann boundary condition type for the turbulent kinetic energy k

∂k

∂n
= 0 (3.57)

can be applied in line with Equation (3.56), the associated production term P is manipu-
lated at the first cell layer above the wall. The manipulated production term follows from
P = µ3

τ

κy
by means of

P = τw
ρ

√k 4
√
cµ

κy

 . (3.58)

The dissipation rate is fixed in the first cell layer to the local equilibrium expression ε ≡ P

viz.

εP = C
3
4
µ k

3
2
P

κyP
(3.59)

and the specific dissipation rate in the first cell layer reads

ωP =
√
kP

4
√
CµκyP

. (3.60)

More details about the derivation of the boundary conditions for the turbulence quantities
are given by Rung [159].
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Symmetry Planes and Slip-Walls

At symmetry planes and slip walls the normal velocity component is zero under the as-
sumption of zero curvature. However, slightly above the wall the normal velocity com-
ponent may be non-zero. The flow does not adhere to symmetry planes or slip walls,
accordingly the in-plane gradients are zero. Hence, the near wall velocity vector and
gradient operator read

ui = unni + utti + ussi and ∂

∂xi
= ni

∂

∂n
(3.61)

in the local boundary coordinate system. Inserting the viscous stress tensor (2.18) based
on these definitions into the discrete form of the wall force (3.45) yields

τij∆Fj = τijnj∆F ≈ −
[

∆FµB
y

]
(uk,relnk)ni (3.62)

for the viscous part of the wall force.

Boundary Conditions for Pressure-Correction

For all boundaries where the mass flux over the face is prescribed a Neumann boundary
condition ∂p′

∂n
= 0 for the pressure correction is applied. A non-zero derivative of the

pressure correction would imply a change of the mass flux, which would deteriorate the
prescribed mass flux. On the other hand a Dirichlet boundary condition for the pressure
correction equation, in general p′ = 0, leads to a correction of the velocity and mass flux
at the boundary face. The evaluation of the velocity and mass flux correction will be
presented in Section 3.5.

3.5 Derivation of Pressure-Correction Scheme

After the momentum equations are solved to estimate the new velocities at the control
volume centres, the continuity equation is left to determine the pressure. However, the
pressure does not occur in the continuity equation. This problem can be solved using the
SIMPLE algorithm by Patankar et al. [139], which will be briefly outlined in the following.

Having determined the velocities from an estimated pressure by the momentum equa-
tions, new mass fluxes at the faces can be evaluated as

ṁF = ρFui,F∆Fi = ρFui,Fni∆F. (3.63)
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Table 3.2: Boundary condition types for flow quantities at physical boundaries.

Inlet Pressure Outlet Symmetry Plane Slip Wall No-Slip Wall

ui D N * * *
p′ N D N N N
k D N N N N(*)
ε D N N N *
ω D N N N *
c D N N N N

N refers to Neuman, D to Dirichlet.
* needs special attention and has been discussed in Section 3.4

Mind that a linear 1D interpolation scheme according to Equation (3.2) is used to compute
ui,F from cell centred velocities. In case of multi-phase flows, where the phases have differ-
ent densities ρF is determined using the interpolation schemes dedicated to the transport
of the individual phases. Due to the continuity equation the sum of all mass fluxes of a
control volume needs to vanish∫

V
ρ
∂ui
∂xi

dV →
∑
F (V )

ṁF = 0, (3.64)

which is usually not the case. To counteract the mass defect ∆ṁV = ∑
F (V ) ṁF 6= 0, the

mass fluxes at the faces have to be modified such that

∆ṁV +
∑
F (V )

ṁ′F = 0. (3.65)

The modification of the mass fluxes ṁ′F shall be pressure driven. A relationship between
the pressure driven change of the face mass fluxes and the gradient of the pressure over
the face (

(
∂p
∂ni

)
F

) is introduced via the pressure correction scheme. It can be derived from
the discrete momentum equation of a control volume, i.e.

AuiP ui =−
(
∂p

∂xi

)
P

∆VP −
∑
NB

AuiNBui,NB + fi,P∆VP︸ ︷︷ ︸
this part is neglected

⇒

ui,Fni ≈−
(

∆V
AuiP

)
F

(
∂p

∂xi
ni

)
F

(3.66)
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where AuiP refers to the central coefficient, AuiNB to the neighbour coefficients and fi to the
source term of the momentum equation. The correction is applied locally for each face,
where the sum of the local face corrections for one cell needs to assure a negligible mass
defect for the cell. Each internal face has two adjacent cells, therefore a coupled equation
system for the pressure correction p′ is derived∑

CV

[
Ap
′

P p
′
P +

∑
NB

Ap
′

NBp
′
NB = −∆ṁV

]
. (3.67)

The equation system coefficients can be derived considering the desired mass flux correc-
tion ṁ′F

ṁ′F =ρF∆Fu′ini

≈− ρF∆F
∆V
A
u′i
P


F

(
∂p′

∂xi
ni

)
F

,
(3.68)

where the artificial volume at the face (∆V )F is approximated as

(∆V )F = di∆Fi. (3.69)

The approximation of the pressure correction gradient at the face
(
∂p′

∂xi

)
F

is done according
to the discretisation practice of the diffusive fluxes. Therefore, the term is split into an
orthogonal (implicit) and a non-orthogonal (explicit) part. However, the explicit part
depends on the gradient of the pressure correction field, which is zero because the initial
pressure correction is zero. Therefore, the solution of the pressure correction equation
usually exists of at least two stages. Within the first stage only the implicit contribution
is considered. Sorting the equation according to central and neighbouring coefficients
yields the following equation system:

∑
CV


(
−ρ∆F 2

Auip

)
F︸ ︷︷ ︸

Ap
′
P

p′P +
∑
NB

(
ρ∆F 2

Auip

)
F︸ ︷︷ ︸

Ap
′
NB

p′NB

 = −∆ṁV (3.70)

Based on the obtained pressure correction field p′ the mass fluxes at the faces are corrected
via

ṁF,1 = ṁF + Ap
′

NB (p′R − p′L) . (3.71)

A supplementary correction of the velocities at the cell centres reads

ui,1 = ui +
(
−∆V
AuiP

)
P

(
∂p′

∂xi

)
P

. (3.72)
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3.5 Derivation of Pressure-Correction Scheme

The pressure field is corrected via

pP,1 = pP + αp′P , (3.73)

where α ∈ [0, 1] denotes a factor by which the pressure correction is scaled. This factor
replaces the usual under-relaxation of the equation system, which would lead to erroneous
non-zero mass defects.

During subsequent stages non-orthogonality effects are taken into account. The obtained
pressure correction field from the first stage is used to explicitly calculate the pressure
correction gradient field. Based on this field the explicit contributions from the gradient
approximation at the face are considered on the right hand side of the equation system.
Because the mass defect has been eliminated within the first stage, it no longer contributes
to the right hand side of the equation system. The coefficient matrix for the second stage
is identical to the first stage. The resulting second pressure corrections are used to update
the pressure field. The velocity field and the mass fluxes remain however unchanged.

Rhie and Chow Interpolation

The combination of discretised first derivatives, which are included in the gradient of the
pressure (3.66) and divergence of the velocities (3.64), tend to produce oscillations when a
collocated variable arrangement at the cell centres is used. These oscillations are known as
chequerboard pattern. Considering an oscillating solution shown in Figure 3.12, a straight-

ii− 1i− 2 i+ 1 i+ 2

δφ
δx

∆x

φ

Figure 3.12: Chequerboard pattern of φ on collocated grid (solid line) and gradient of φ
based on 2∆x approximation (dashed line) .

forward approximation based upon central differences would not be able to detect such
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3 Finite-Volume Technique

oscillations. Following an approach suggested by Rhie and Chow [151], the interpolated
velocity at each face is augmented by a derivative term, i.e.

ui,F = ui,F + (dj∆Fj)F

(
1
AuiP

)
F

( ∂p
∂xi

)
F

−
(
∂p

∂xi

)
F

 . (3.74)

The underlined terms are linearly interpolated from the adjacent cell centres, while
(
∂p
∂xi

)
F

is a CDS approximation based on the adjacent cell centres of the face. Peraire et al. [140]
have shown that the proposed procedure can be interpreted as a fourth-order artificial
damping term applied to the pressure correction equation. Therefore, the associated error
is reduced quadratically when the grid is refined.

3.6 Numerical Procedure

The algebraic equation system for each transport equation is obtained from the discre-
tised transport equation, written in terms of unknowns at the cell centres. A compact
discretisation stencil for cell P , contains the contribution from the cell itself and its direct
neighbours NB:

APφP +
∑

NB(P )
ANBφNB = SP (3.75)

Contributions that depend on unknowns in other cells are considered through the deferred
correction approach in the source term SP . The algebraic equation system for all cells n
reads

Aiiφi +
∑

j∈NB(i)
Aijφj =

∑
j

Aijφj = Si, i = 1, . . . , n, (3.76)

and yields a sparse coefficient matrix Aij. On unstructured grids the non-zero pattern of
the coefficient matrix is irregular.

The solution procedure for an unsteady flow problem is outlined in Algorithm 1. First
all flow variables including the mass fluxes at the faces are initialised. The old values
for all flow variables are initially set to the current values. Then the segregated solution
algorithm is employed to iteratively solve the coupled equation system, in so called outer
iterations for each time step. Within an outer iteration first the Picard-linearised mo-
mentum equations are solved to obtain new velocities at the cell centres. The predicted
velocities do not necessarily satisfy the continuity equation. Therefore, the first stage
of the pressure correction equation is solved and subsequently the mass fluxes, velocities
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3.6 Numerical Procedure

initialise flow variables and mass fluxes
repeat

repeat
solve momentum equation
solve first stage of pressure correction equation
correct fluxes, velocities and pressures
repeat

solve n’th stage of pressure correction equation
correct pressures

until stage = nMaxStages
optionally solve equations for turbulence
optionally solve equation for concentration
optionally solve equations for other fields

until (nOuterIteration≥maxOuterIteration) or (residual < residualThreshold)
old flow variables=current flow variables

until nTimeSteps≥maxTimeSteps

Algorithm 1: Pseudo-code illustrating the basic segregated solution procedure of
the RANS solver.

and pressures are corrected, to obtain a solution without mass defects. In the following
pressure correction loops the n’th stage of the pressure correction equation is solved to
account for non-orthogonality effects in the grid. The solution is used to update the pres-
sures at the cell centres. The mass-fluxes and velocities are left unchanged because they
already satisfy the continuity equation. Based on the corrected mass fluxes, all additional
equations (e.g. turbulence, concentration) are solved afterwards. When a convergence
criterion for the coupled system of equations is satisfied the outer loop is finished. The
old values of the flow variable are set to the current values before the algorithm proceeds
to the next time step.
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3 Finite-Volume Technique

Parallelisation

The algorithm is parallelised using a domain-decomposition technique based on a Single
Program Multiple Data message-passing model. Inter-processor communication employs
the MPI communications protocol [120]. Load balancing is achieved using the ParMETIS
partitioning software [98]. The prescribed discretisation approach features a compact
computational stencil, e.g. all terms in a cell depend on values of the cell itself and
its direct neighbours. Contributions from other than direct neighbours are incorporated
through the gradients of the cell itself and its direct neighbours. During the assembly
stage the information of all direct neighbours have to be available. Therefore, ghost
cells are introduced at the partition boundaries, where the direct neighbours are located
on another process as depicted in Figure 3.13. Ghost cells just serve as source for the

Process 0
Process 1 Cells on Process 0 Cells on Process 1

Figure 3.13: Illustration of domain decomposition with 2 processes. Cells with dashed
grey lines are ghost cells.

evaluation of terms in the adjacent cells, terms are never evaluated at the ghost cells.
Hence, no information other than the values of the dependant variables, its gradients, the
cell volume and the barycentre of the cell have to be present at ghost-cells. They receive
their values through parallel exchange routines, which are built upon the knowledge of the
global cell id’s and the association of the cells to the processes. During the solution stage
all issues associated to the parallel solution of equation systems are handled by the PETSc
toolkit [13, 14, 15] , which was provided with the global cell id’s and the cell adjacencies.

Solution of Linear Equation System

Iterative Krylov subspace methods, provided by the PETSc toolkit [13, 14, 15], are used to
solve the linearised equation systems. The solution process consists of a preconditioning
and a subsequent iterative solution of the equation system in so-called inner iterations.
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3.6 Numerical Procedure

To ensure convergence of the linear equation system it has to be diagonal dominant. The
condition for diagonal dominance reads

|Ap| ≥
∑

NB(P )
|ANB|. (3.77)

Furthermore, the magnitude of the central coefficient is required to be larger than the sum
of the magnitudes of the neighbouring coefficients for at least one cell.

The convergence criterion for the coupled system of equations is based on the algebraic
integral residual R for each transport equation considered in the solution process. It is
usually calculated by the L1-norm of the local residuals Ri of the algebraic equations
system and normalised by the residual of the first outer iteration R

1. It reads

R
k =

∣∣∣∣∣ 1
R

1

n∑
i=1

Rk
i

∣∣∣∣∣ =

∣∣∣∣∣∣ 1
R

1

n∑
i=1

Akiiφk−1
i +

∑
j∈NB(i)

Akijφ
k−1
j − Ski

∣∣∣∣∣∣ (3.78)

using the matrix coefficients of the current outer iteration k and the field values of the
previous outer iteration k − 1. Mind that the above expression is only valid for k > 1.
Other norms and normalisation techniques may be chosen alternatively. Typically the
convergence criterion depends on the largest residual of all solved transport equations.

Under-Relaxation

While the diagonal dominance ensures the convergence of the linear equation system, it
does not guarantee that the coupled equation system converges during the outer iterations.
To promote the convergence of the coupled equation system, the change of the unknowns
through the outer iterations is slowed down using an under-relaxation. The new value of
the unknown is written as a mixture of old value and predicted value from the solution of
the linear equation system

φk = φk−1 + αφ
(
φ∗ − φk−1

)
, (3.79)

where the upper index k denotes the outer iteration, and φ∗ is the predicted value from
the linear equation system

φ∗ =
S −∑NB(P ) ANBφ

k
NB

AP
. (3.80)
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3 Finite-Volume Technique

The under-relaxation factor α ∈ [0 : 1] defines how much of the new solution is used.
According to Patankar [138] an implicit formulation of the under-relaxation technique can
be derived by substituting Equation (3.80) in Equation (3.79) and rearranging it

AP
α︸︷︷︸
A∗P

φkP +
∑

NB(P )
ANBφ

k
NB = S + 1− α

α
APφ

k−1︸ ︷︷ ︸
S∗

. (3.81)

Thus the implicit under-relaxation also increases the diagonal dominance, because the cen-
tral coefficient grows when α is chosen smaller than unity and the off-diagonal coefficients
remain unchanged. The implicit under-relaxation technique is applied for all transport
equations except the pressure-correction equation where the relaxation is directly applied
to the update of the pressure as explained in Section 3.5.

Typical values for the under-relaxation factors in three-dimensional simulations on
unstructured grids are αu = 0.4, . . . , 0.7 for the momentum and turbulence equations,
αc = 0.7, . . . , 0.9 for the concentration transport and αp = 0.1, . . . , 0.3 for the pressure-
correction equation. Note that a theoretical investigation of Ferziger and Peric [54] rec-
ommends to use αp + αu = 1.0.
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4 Error Classification

Any numerical solution scheme is afflicted with different types of errors that may deterio-
rate the accuracy of the method. The dynamic grid adaptation technique aims to improve
the accuracy of the results of the numerical procedure by local grid refinement. To under-
stand to which degree local grid refinement can improve the accuracy, a sound knowledge
of possible sources of errors is necessary. In the following errors will be classified into
different sources and analysed. Furthermore, methods to counteract the individual error
types will be discussed.

4.1 Modelling Error

The modelling error is the difference between the real flow and the exact solution of
the mathematical model [54]. The mathematical model used to describe the fluid flow
within this work is based on the Navier-Stokes equations. The ’simple’ direct numerical
simulation of the Navier-Stokes equations for turbulent flows at high Reynolds numbers is
impossible, due to the enormous numerical effort arising from the large spectrum of scales.
Therefore, turbulence is modelled through simpler statistical approaches. Furthermore,
the simulation of free-surface flows is based on a simple mixture-fraction model, which
treats the flow as homogeneous even at the free-surface and deliberately ignores surface
tension and any diffusion or reaction terms. Additional errors are introduced by the
boundary conditions, which are either not exactly known (e.g. inflow/outflow) or simplified
to a certain flow model (e.g. walls). Moreover, a finite computational domain is used which
is only a cut-out of the real world.

The analysis of the modelling error is a challenging task, because it requires the knowl-
edge of the exact flow. The determination of the real flow can either be based on sim-
ulations using Direct Numerical Simulations (only suitable for simple problems) or mea-
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4 Error Classification

surements from experiments, where both of which are usually afflicted with uncertainties.
Even when the real flow is known, other sources of errors in the simulations need to be
negligible.

Modelling errors can be reduced using a more sophisticated model that is a better
approximation of the real flow. The development of a sophisticated model requires a deep
knowledge of the underlying physics. Usually a more sophisticated model is associated
with an increase in the overall computational effort.

The choice of the mathematical model strongly depends on the purpose of the numerical
method. It should capture all relevant physics for the specific purpose of the investigation,
but neglect computationally expensive models that merely effect this purpose.

4.2 Discretisation Error

When it is impossible to solve the mathematical model exactly, which is usually the
case, it needs to be discretised to provide an algebraic equation system that can be solved
numerically. The difference between the exact solution of the mathematical model and the
exact solution of algebraic equation system is the discretisation error. The discretisation
error depends on the discretisation method for both the equations and the solution domain.
In the following the discretisation errors associated with the presented method will be
discussed.

The quality of the discretisation is judged by its order of accuracy, which relates the
truncation error of the approximation to some power of a characteristic size d (e.g. grid
spacing for spatial approximation). For a pth order method the truncation error is pro-
portional to dp. The order defines the rate of change in the error due to a change in the
characteristic size. It is not a direct measure for the magnitude of the error. The present
approach generally assumes linear variation in space and time

φ(xi) = φP + (xi − xi,P )
(
∂φ

∂xi

)
P

with φP = φ(xi,P ) (4.1)

φ(t+ ∆t) = φt + ∆t
(
∂φ

∂t

)t
with φt = φ(t). (4.2)
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4.2 Discretisation Error

A comparison with the Taylor series expansion in space of a function around xi,P

φ(xi) =φP + (xi − xi,P )
(
∂φ

∂xi

)
P

+ 1
2 (xi − xi,P ) (xj − xj,P )

(
∂φ

∂xj

∂φ

∂xi

)
P

+O(3)

(4.3)

proves second-order accuracy for the assumed linear variation, because the truncation
error scales with | (xi − xi,P ) (xj − xj,P ) |. Second-order accuracy for the temporal term is
proven by a similar analysis. The theoretical second-order accuracy of the method can be
proven through grid refinement studies. The error for each quantity should decrease by a
factor of four, when the grid spacing is halved.

The following discussion of discretisation error is based on the findings of Jasak [88].
Discretisation errors can be divided in two groups. The first group contains errors due
discretisation practices less accurate than second-order. In case of the convective flux
discretisation usually higher order differencing schemes are used, which are limited to
ensure boundedness of the solution. Due to the limiters the order is locally decreased as
discussed in Section 3.3. Any higher order convection scheme can be written as the sum
of a central differencing scheme, a diffusion term with an associated numerical diffusion
tensor and a source term, which inheres contributions from approximations based on other
cells than the direct neighbours of the face in question [88]. To analyse the numerical
diffusion tensor the difference of an interpolation to the face (δφ)F based on the second-
order accurate central differencing scheme and the flux blending scheme is examined.

(δφ)F = φF,CDS − φF,FB
= φF,CDS − (1− α)φF,UDS − αφF,CDS
= (1− α)(φF,CDS − φF,UDS)

= (1− α)[(λ−max(sgn(ṁF ), 0))φP+

((1− λ)−min(sgn(ṁF ), 0))φN ]

(4.4)

Assuming ṁF > 0 the expression simplifies to

(δφ)F = (1− α)(1− λ)(φN − φP ) = (1− α)(1− λ)di
(
∂φ

∂xi

)
F

. (4.5)
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Summing up the differences on all faces of a cell yields

EP =
∑
F (P )

ṁF (δφ)F =
∑
F (P )

[ρ∆Fiui]F (1− α)(1− λ)dj
(
∂φ

∂xj

)
F

=
∑
F (P )

∆Fi
[
[(1− α)(1− λ)(ρui)Fdj]

(
∂φ

∂xj

)
F

]

=
∑
F (P )

∆Fi
[
τij,N

∂φ

∂xj

]
F

(4.6)

where τij,N is the numerical diffusion tensor. The analysis of the diffusion term EP and
the numerical diffusion tensor

(1− α)(1− λ)(ρui)Fdj (4.7)

reveals that it tends to zero when central differencing is used (α = 1) or the weighting
factor λ from the linear interpolation scheme is close to one. This is obvious since a
high interpolation factor implies a small distance of the face to the cell centre. On the
other hand the interpolation factor is 1− λ for the other cell associated to the face which
implies a larger numerical diffusion. The diffusion tensor scales with the velocity ui and
the distance between two adjacent cells dj, which indicates the grid spacing. Furthermore,
the numerical diffusion vanishes for a uniform distribution of φ which implies ∂φ

∂xj
= 0

and gets large in case of steep gradients. When the flow is aligned with the mesh the
contribution of all faces where the velocity is orthogonal to the face normal disappears.
To effectively reduce the numerical diffusion, convection schemes close to second-order
should be used. A reduction of the flow velocity is impossible because it is the solution
of the flow problem. Mesh alignment is only possible when the mean flow direction is
known a priori and requires attention during the mesh generation. The most general way
to minimise the numerical diffusion is to minimise the grid spacing. Jasak [88] has shown
a similar derivation of the numerical diffusion caused by temporal discretisation that are
not at least second-order accurate. The numerical diffusion from an implicit first order
Euler approximation scales with the Courant number Co. For Co = 1 it resembles the
same order as the numerical diffusion from upwind differencing.

The second group contains errors due to the discretisation of the solution domain.
This includes errors from insufficient grid resolution, excentricity and non-orthogonality
of cells. The most obvious mesh induced error originates from an insufficient grid reso-
lution. The second-order accurate method assumes a linear variation of the variables of
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4.2 Discretisation Error

state over a cell. Accordingly, a sufficient number cells have to be placed in the field to
obtain sufficiently accurate approximations of the shape of the solution with piecewise
linear functions. Usually the rate of change of the solution is not uniform over the entire
domain. Hence, an appropriate grid resolution needs to place enough cells only in re-
gions afflicted with a large local change of the resolution. The obvious way to counteract
errors originating from insufficient grid resolution is to add cells to regions where they
are necessary. Unfortunately, the locations of these regions often display large temporal
changes.

When the face normal vector is not parallel to the vector connecting the two adja-
cent cells as depicted in Figure 4.1(a) the face is afflicted with non-orthogonality issues.
The non-orthogonality influences the discretisation of the diffusion term. If the non-

L R
Fd

F

(a) Non-orthogonality.

L R

F

d

F

F
*

(b) Excentricity.

Figure 4.1: Explanation of non-orthogonality and excentricity.

orthogonality term in the diffusion approximation is used non-orthogonality does not de-
teriorate the order of the methods. However, the non-orthogonal term inheres terms not
only from the cell and its direct neighbours but also from the neighbours of the neigh-
bours. The larger computational molecule implies a larger leading term in the Taylor
series expansion and larger errors.

When the piercing point of the line connecting the two adjacent cells with the face does
not coincide with the barycentre of the face, depicted in Figure 4.1(b), the order of the
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face integral using the midpoint rule∫
F
dFiφ = FiφF (4.8)

is lower than two. Summing up the error due to a face integral based on φF ∗ rather than
φF for the convection term reads

EE =
∑
F

Fi (ρuiδφ)F with δφF = φF − φF ∗ = (xi,F − xi,F ∗)
(
∂φ

∂xi

)
F

. (4.9)

It can be transformed to a volume integral

EE =
∑
F

Fi

[
(ρui)F (xj,F − xj,F ∗)

(
∂φ

∂xj

)
F

]

= ∂

∂xi

(
τij,E

(
∂φ

∂xj

))
with τij,E = (ρui)F (xj,F − xj,F ∗)

(4.10)

where τij,E is a diffusion tensor due to excentricity. The diffusion tensor scales with the
distance from the piercing point to the barycentre of the cell and the flow velocity. The
numerical diffusion tensor τij,N scales with the length of the connecting line between the
adjacent cell centres, which is usually larger. Therefore, the influence of the diffusion
caused by excentricity is deemed to be less important than the influence from numerical
diffusion for large portions of the mesh. However, many automatic grid generators tend
to produce grids, which are afflicted with a high excentricity in the region of sharp convex
edges. In these regions the diffusion introduced by excentricity can be significant. The
reduction of the order caused by excentricity can be avoided when, an explicit correction
from F ∗ to F is applied as proposed in Equation (3.2). However, the correction term
increases the numerical stencil, implying a larger leading terms in Taylor series expan-
sions and hence larger errors. Furthermore, they can possibly violate boundedness of the
solution due to the extrapolation character of the correction in Equation (3.2).

4.3 Iterative Error

The iterative error is the difference between a numerical, usually iterative, and exact
solution of an algebraic equation system. The direct solution of linearised algebraic equa-
tion systems originating from RANS procedures for engineering problems is usually not
preferred, due to the associated enormous numerical effort. Therefore, the equation sys-
tems are solved iteratively, where the iteration process has to be stopped at some point.
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4.4 Round-off Error

The stopping criterion is usually based on a prescribed reduction of the residuals of the
algebraic equation system. Whatever stopping criterion is used, the obtained solution
will always deviate from the exact solution at least due to round-off errors, that will be
discussed in the next section. Lowering the iterative error to a specific value requires
a significantly larger effort when the size of the equations system grows. The choice of
the stopping criterion is a non-trivial task, since it needs to ensure that the remaining
iterative error is negligible at least compared to the other errors, while the solution has to
be computed with an appropriate effort. Ferziger et al. [54] advise to reduce the iterative
error to a level at least one order lower than the discretisation error.

The reduction of the iterative error can be estimated by monitoring the residuals of
the algebraic equation system. Investigations by Ferziger et al. [53] have shown that the
norm of the residual, the norm of the difference between successive iterations and the
actual iteration error are reduced at the same rate, at least for iterations after the initial
stage. Therefore, a reduction of the residual by n orders implies a reduction of the iterative
error by approximately n orders. Assuming that at the initial stage of a simulation all
fields are initialised with zero, the error at the initial stage is the solution itself. When the
residual in the simulation is reduced by n orders the iterative error is most likely reduced
by at least n− 1 orders. Therefore, a residual drop of five orders of accuracy implies that
the solution is accurate within approximately 0.001% regarding the iterative error.

4.4 Round-off Error

The round-off error describes the error due to truncation of a floating point number which
has an unlimited amount of digits in the mathematical description, but is reduced to a
finite number of digits on a computer. In ill-conditioned systems the round off error may
accumulate and get important. However, for the present method using double precision
variables to store floating point numbers, the influence of the round-off error is deemed to
be negligible compared to the other errors.

Concluding Remarks

Modelling errors are introduced when a mathematical model is selected to represent the
real world. When a choice is made the only way to counteract these errors, is to select
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another mathematical model, which has to be discretised subsequently. The influence
of the iterative error is controlled through the selected convergence criterion. To reduce
the error a stricter convergence criterion has to be used, which increases the necessary
computational effort. Round-off errors are deemed to be negligible for the present study.
Discretisation errors due the discretisation practice lower than second-order can be min-
imised selecting the appropriate discretisation practices. All grid-related errors can be
decreased by a reduction of the cell size. Reducing the cell size in the whole computa-
tional domain, which is the easiest methodology, leads to huge numerical effort. On the
other hand, usually only a small number of cells that are afflicted with large errors need to
be refined to enhance the overall solution accuracy. Refining only these parts of the com-
putational domain yields an efficient method. However, regions where the cell size needs
to be reduced are usually not known a priori and might also vary over time. Therefore, an
automatic grid adaptation procedure, that detects the regions with large errors depending
on the cell size, and refines the grid in the respective regions is a powerful tool. Grid
quality measures that influence the accuracy of the solution (e.g. non-orthogonality and
excentricity) have to be considered within the grid refinement procedure. An automatic
grid adaptation procedure that fulfils the above mentioned requirements will be presented
in Chapter 6.
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5 Immiscible Two-Phase Flows

Maritime two-phase flows are characterised by immiscible fluids which can be treated as
incompressible. In marine engineering flows the interface between immiscible fluids al-
ways remains sharp. Therefore, the simulation of two-phase flows requires a model which
is able to maintain a sharp interface. Furthermore, the method should be as general as
possible to treat flows with large interface deformations and topology changes like they
occur for breaking waves. In most maritime flows the effect of surface tension is negligi-
ble. The simulation of such two-phase flows has been a research topic since many decades.
Some popular approaches used in the finite-volume discretisation and their strengths and
weaknesses will be briefly presented. The discussion will show that none of the proposed
methods is able to combine the requirements of efficiency, accuracy and generality. Tech-
niques to improve a general model with respect to its efficiency and accuracy have been
developed and will be presented subsequently.

5.1 State of the Art

The developed approaches can be classified into two major groups – interface-tracking
methods and interface-capturing methods [54]. Interface-tracking methods explicitly define
the interface which is dynamically followed by the discretised domain. On the other hand
interface-capturing need to reconstruct the free-surface position from marked particles or
indicator functions on a static or dynamic mesh.

5.1.1 Interface Tracking Methods

Interface-tracking methods follow the explicitly defined free-surface by adjusting the do-
main. The advancement of the free-surface is based on the Lagrangian method, while the
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5 Immiscible Two-Phase Flows

discretisation of the underlying flow field can be treated by the Lagrangian, Eulerian or
Arbitrary Lagrangian Eulerian (ALE) method.

a) ALE

Interface tracking methods based on the ALE representation [38, 52, 69, 179] align the
interface between the fluids with a domain boundary, which is deformed during simulation
to satisfy the free-surface boundary conditions, namely the dynamic boundary condition
(p = patmospheric at the free-surface) and the kinematic boundary condition (ṁF = 0, no
net mass flux through the faces forming the free-surface). Hence, the interface between
the fluids is inherently kept sharp, and only one fluid is modelled which enhances the
efficiency of the method. The inner grid has to be deformed according to the deformation
of the domain boundaries. Large free-surface deformations lead to decreased mesh quality,
in particular with an increased deviation of the wetted domain from the initial domain.
Furthermore, topological changes in the interface require re-gridding or at least intensive
grid optimizations. Re-gridding and intensive optimization are computationally expensive
operations. Accordingly, these methods are limited to flows with moderate free-surface
deformations.

b) Front Tracking

In the front tracking approach presented by Daly [41] the free-surface is represent by
ordered and connected massless particles. The particles are advanced according to the ve-
locity of the underlying cells. The deformation of the free-surface leads an inhomogeneous
distribution of particles which in turn yields an inhomogeneous resolution of the free-
surface. Therefore, particles need to be added or deleted dynamically and the connections
need to be updated. This process is straightforward in two dimensions, but gets compli-
cated in three dimensions [177]. Due to the ordered sequence of particles the treatment
of merging and rupturing interface shapes is almost impossible. Furthermore, the method
offers no implicit conservatism. For instance, mass conservatism can only be ensured by
subsequent iterative front correction methods.
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5.1.2 Interface Capturing Methods

Interface capturing methods define the free-surface position from marked particles or indi-
cator functions defined on both sides of the interface. Accordingly, the interface position
is not explicitly defined but has to be reconstructed.

a) Marker and Cell

The Marker and Cell (MAC) method presented by Harlow and Welch [69] mostly used
in conjunction with finite difference discretisations uses massless particles introduced in
the fluid domain at the initial time, which are convected according to the fluid velocities.
The fluid flow is only solved in cells which are marked as liquid phase. The free-surface
is located in cells containing markers and having neighbouring cells without markers.
Examples showing that the method is capable to treat complex interface deformations and
topological changes are shown by Daly [40] and Hirt et al.[82], however the computational
effort to track the huge number of necessary particles is large [9]. Furthermore, the
distribution of markers tends to become irregular with progressing simulation time and
needs to be reinitialised. Moreover, the conservation properties are not implicitly satisfied
as ’newly’ marked fluid cells need to be initialised and require special consideration.

b) Volume of Fluid

The Volume-of-Fluid (VoF) method first used by Noh et al.[127] and refined by Hirt et
al. [81] uses a scalar fraction function c defined at each cell. It ranges from zero to one
with zero indicating the first fluid and one the second fluid. The interface is characterised
by values greater than zero and lower than one. The fluid properties in interface cells are
defined as a mixture from both fluids according to the value of c. Contrary to the MAC
method flow equations in regions filled by both phases are solved. The accuracy of the VoF
method hinges on the discretisation of the concentration transport equation, because the
transport of the mixture fraction function principally allows mixing of both phases which
is physically incorrect. The method is capable to predict merging and rupturing of free-
surfaces, while the numerical effort is moderate. A sharp representation of the interface
implies a concentration distribution according to a step function, posing challenges for the
discretisation. A major advantage of the VoF method is the inherited conservatism. The
VoF method will be discussed in more detail in Section 5.1.3.
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c) Level Set

The signed distance function introduced by Osher et al. [132] is used to characterise the
interface. It is located at the zero iso-surface of the signed distance function. The contin-
uous distribution of the signed distance function simplifies the higher order discretisation
of the scalar advection equation. Furthermore, the interface normal and curvature can
be determined with higher accuracy. It has been proven by Osher [132] that the inter-
face remains at the zero distance iso-surface, however the distance function tends to get
’irregular’. This behaviour prevents merging of interfaces, which can be overcome by re-
initialising the distance function after each time step as shown by Sussmann et al. [175].
To compute the fluid properties in cells cut by the interface, it has to be reconstructed
after each time to determine the volume fractions. A major drawback of the Level Set
method is that it does not guarantee mass conservation. Olsson [128] presented a Level Set
method using a smeared heaviside function as level set, which can be advected using con-
servative methods. Therefore, mass conserving properties have been improved, however
the method is not strictly conservative. The reinitialisation step is modified to resharpen
the surface. The resharpening method has been continuously improved by Olsson [129]
and Sato [162] and the model has been extended to 2-fluid models by Štrubelj et al. [170].
An overview about level set methods is given by Sethian et al. [165].

d) Moment of Fluid

Within the Moment of Fluid (MoF) method presented by Shashkov et al. [3, 4, 49]
the concentration and the local concentration centroids are utilised. This enables the
MoF method to reconstruct the interface using only local cell values. The location is
determined such that the volumes are preserved and the concentration centroids are best
approximated. The concentration and the first moment of the concentration are trans-
ported by a Lagrangian remap scheme described in [49]. The technique is able to resolve
interface details as small as a cell, and therefore requires less cells than the VoF method.
The additional transport of the first moment and the iterative procedure to reconstruct
the interface imply that the method is afflicted with a high computational effort.
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e) Hybrid Models

A number of hybrid models combining some of the aforementioned methods to benefit from
their particular strengths are published. Combined Level Set VoF (CLSVOF) methods aim
to inhere the mass conservation property of the VoF scheme and the surface representation
accuracy of the Level Set scheme. Examples for CLSVOF methods are presented by
Sussmann et al. [174], Son [169] , Van der Pijl [183] and Park et al. [133]. CLSVOF
methods are able to accurately predict the interface with an improved mass conservation
behaviour compared to pure Level-Set at the cost of increased computational demands.

The combination of particle methods and Level Set methods presented by Enright et
al. [51] and Aulisa et al. [8] aims on combining the mass conservation properties of
particle methods with the accurate geometrical surface information obtained from Level
Set methods. Furthermore, the particles can be used to enrich under-resolved reasons. The
method is shown to have a better treatment of small filaments compared to the CLSVOF
method. Again, the increased accuracy is accompanied by an increased numerical effort.

A combination of the Level Set method with the MoF (CLSMOF) has been proposed
by Jemison et al. [91]. The method used the Level Set information to speed up the
interface reconstruction of the MoF scheme, and for some special interpolations. Although
slight performance improvements could be shown, the method is still afflicted with high
computational costs.

5.1.3 The VoF model

For maritime free-surface flows surface tension effects are negligible. Therefore, the VoF
model seems to be the best compromise with respect to efficiency and accuracy. In the
following the basics of the Volume of Fluid model will be introduced, subsequently some
popular discretisation practices of the VoF model will be described in more detail and
shortcomings of the model will be highlighted.

Although the respective fluids are immiscible, the flow field is computationally modelled
by a locally varying mixture of the two phases. The mixture state is governed by the
transient evolution of a mixture fraction from its initial state. In this regard, the volumetric
concentration c of the first phase is defined by

c = ∆V1

∆V = ∆V1

∆V2 + ∆V1
, (5.1)
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where ∆V1 denotes the fraction of the discrete control volume ∆V filled with the first
phase and ∆V2 is the respective fraction filled by second phase. The local properties of
the mixture, density ρ and molecular viscosity µ, are computed from simple algebraic
equations of state. The most frequently employed linear version reads

ρ = c ρ1 + (1− c) ρ2 and µ = c µ1 + (1− c) µ2 . (5.2)

Since the fluids are immiscible, the initial material-state will never change, viz.

Dc

Dt
= ∂c

∂t
+ Uj

∂c

∂xj
= 0 . (5.3)

In conjunction with VoF-methods, the continuity Equation (2.6) is subdivided into two
parts. Substituting the density by the equation of state (5.2), the continuity expression
for incompressible phases yields[

(ρ1 − ρ2) Dc
Dt

]
+ ρ

∂Uj
∂xj

= 0 . (5.4)

The transient first part of (5.4) vanishes due to the immiscibility relation (5.3). The
steady-state second part refers to the traditional volume conservation for incompressible
flows, which is often used to compute the pressure from a pressure-correction or pressure-
projection scheme [36, 54]. In conclusion, (5.2) and (5.3) are the only multi-phase related
modifications of the computational procedure.

Using a second-order accurate, cell-centred finite-volume approach, a modified version
of (5.3) for divergence-free velocity fields, i.e.

∫
∆V

(
∂c

∂t
+ ∂ (c Uj)

∂ xj

)
dV = 0 , (5.5)

is integrated over a sequence of control volumes ∆V which are used to discretise the
domain.

A discretisation of the transport equation using standard convection schemes is not
straightforward. Boundedness of the field could be guaranteed using upwind differenc-
ing schemes, however the diffusive character of upwind biased schemes blurs the surface.
Higher order differencing is better suited to maintain the sharpness of the interface, how-
ever boundedness is not guaranteed. Furthermore, a correct discretisation of the concen-
tration flux depends on the slope of the free-surface as shown in the exemplary flow in
Figure 5.1. The Figure depicts a droplet which is transported downward. Predicted con-
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Figure 5.1: Example illustrating the different modes.

centration values at selected faces using different interpolation practices are given. None
of the classical interpolation practices is able to predict concentration values which are
at least close to the theoretical values for all cases. This simple example reveals that a
successful interpolation practice for the concentration value at the faces has to include
information about the surface slope.

Within the class of VoF methods several approaches use a geometric reconstruction of
the interface which can be used to approximate the concentration value at faces and to de-
termine the interface normals and curvature. Within the Simple Line Interface Calculation
(SLIC) algorithm presented by Noh [127] the interface in each cell has been constructed
as a line parallel to the Cartesian axis, depending on the the volume fraction distribution
of the neighbouring cells. An explicit operator-splitting technique has been used for the
advection step. The SLIC algorithm has been replaced by the Piecewise Linear Interface
Reconstruction (PLIC) in the method presented by Hirt and Nichols [81]. Since the several
improvements of the geometric reconstruction schemes aiming on an improved geometrical
representation of the interface are published [7, 114, 116, 123, 147, 152, 201]. All proposed
geometric reconstruction methods are afflicted with a high algorithmic complexity even on
structured grids composed of rectangular or parallelepipedic cells. Early versions apply the
explicit split operator, while recently unsplit operators are developed [111]. The extension
of the methods to arbitrary unstructured grids is complicated. Furthermore, the geomet-
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ric reconstruction is computationally demanding, and the explicit nature of the advection
process limits the time-step. Parallel versions for unstructured three-dimensional grids are
published in [93, 94]. However, the computational efficiency in parallel simulations is still
an issue, since the geometrical reconstruction only takes place in the free-surface regions
which may be unevenly distributed over the processes.

The donor-acceptor scheme published by Ramshaw and Trapp [150] sets the face value
for the concentration according to the concentration value in the downwind (acceptor)
cell. Accordingly, no explicit reconstruction of the interface is necessary. This approach
changes any finite gradient into a step and thus compresses the interface. This behaviour
becomes obvious when analysing the resulting matrix coefficients for different convection
discretisations and the discretisation of the diffusive flux. The discretised upwinding
scheme reads ∑

O(V )
max(ṁF , 0)φNB − φP

∑
O(V )

max(−ṁF , 0)
 , (5.6)

where the sum runs over all faces of the considered cell and all face normals are pointing
outward. Discretised central differencing reads

∑
O(V )

0.5ṁF φNB − φP
[∑

O(V ) 0.5ṁF

]
(5.7)

and the discretisation of the diffusive fluxes reads

∑
O(V )

ΓFρF∆F
∆dF

φNB − φP

∑
O(V )

ΓFρF∆F
∆dF

 . (5.8)

The coefficients for a simple one-dimensional equidistant grid given in Table 5.1 reveal

Table 5.1: Matrix coefficients for a 1-dimensional equidistant finite volume discretisation
ṁF,PD = −ṁF,UP = α > 0 ;

(
Γρ∆F

∆d

)
F,PD

=
(

Γρ∆F
∆d

)
F,UP

= β

AU AP AD

Fc,DD −α α

Fc,UD −α α

Fc,CD −0.5 α 0.5 α
Fd −β 2β −β

that the coefficients for downwind differencing can be constructed by a sum of central
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differencing and diffusive fluxes, the latter although with opposite signs. Therefore, these
diffusive fluxes with an opposite sign have a compressive character. However, the approach
is unbounded and can create concentrations below zero and above one, e. g. the requested
concentration from the acceptor cell may not be available in the donor cell. Therefore,
boundedness is considered using the available concentration in the upwind (donor) cell
to correct the value predicted by the downwind cell. The compressive character of this
discretisation leads to un-physical free-surface shapes when the free surface is aligned
with the flow direction. This shortcoming was removed by Hirt and Nichols [81], who
introduced informations about the slope of the interface to switch between upwind and
downwind discretisations. Further improvements of the method to handle merging and
fragmenting interfaces have been presented by Lafaurie et al. [102]. However, the use of
first-order accurate upwind differencing introduced additional numerical diffusion, as the
matrix coefficients for upwind differencing

∑
O(V )

max(−ṁF , 0)φNB − φP

∑
O(V )

max(ṁF , 0)
 (5.9)

shown in Table 5.1 can be composed of central differencing coefficients and positive diffu-
sion coefficients.

The difference between the available compressive schemes was outlined by Davis [42]
and led to the development of a number of compressive discretisation schemes, based
on the blending of downwind and higher order upwind approaches e.g. CICSAM [180],
HRIC [125], IGDS [90], BRICS [192], which are state of the art in today’s commercial
codes. These schemes are developed on the basis of the Normalised Variable Diagram
(NVD) which has been presented in Section 3.3. Basically all methods aim to be as
compressive as possible, while being numerically stable and satisfying boundedness. To
obtain the compressive behaviour the downwind is chosen as the baseline discretisation
scheme. Gaskell and Lau [56] have shown that the convective boundedness criteria (CBC)
for implicit flow calculation is satisfied if

φ̃F = φ̃D for φ̃D < 0 or φ̃D > 1

φ̃D < φ̃F < 1 for 0 < φ̃D < 1.
(5.10)

Therefore, all compressive interface capturing schemes use first order upwind differencing
in regions where φ̃D < 0 or φ̃D > 1. Discontinuities in the slope of φ̃F cause a discontinuous
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change in the discretisation practice depending on φ̃D which is a function of the field
variables. Jasak [88] mentioned that occasionally non-linear NVD schemes are not able to
produce unique solutions for steady-state problems, caused by the mutual recursion – the
discretisation practice depends on the flow field, which itself depends on the discretisation
practice. Therefore, all presented discretisations are at least C0 continuous, except the
CICSAM scheme which has a C0 discontinuity for Courant numbers equal zero as depicted
in Figure 5.2. The normalised variable diagrams introduced in Figure 5.2 illustrate the
Courant number and and free-surface to flow direction alignment (angle between free-
surface normal and flow direction) dependency of CICSAM. As previously shown, upwind
differences can be constructed by a sum of central differences and diffusion terms, while
downwind differences can be constructed by a sum of central differences and compression
terms. Figure 3.8 shows that central differences in the NVD diagram are indicated by a
straight line from

(
φ̃U = 0 ; φ̃F = 0.5

)
to
(
φ̃U = 1 ; φ̃F = 1

)
. Hence, the region between

this line and the upwind differences (φ̃F = φ̃U) is characterised as diffusive while the region
in between the CDS line in the NVD diagram and the DDS line (φ̃F = 1.0 for 0.0 ≤ φ̃U ≤
1.0) is characterised as compressive. The C0 discontinuity of the CICSAM scheme is due
to the convective boundedness criterion for explicit flow calculations [180]

φ̃F = φ̃D for φ̃D < 0 or φ̃D > 1

φ̃D < φ̃F < min

[
1, φ̃D
CoF

]
for 0 < φ̃D < 1

(5.11)

obeyed by CICSAM, with CoF being the face Courant number. Due to the CBC for
explicit flow calculation the CICSAM scheme inheres a strong Courant number depen-
dency. However, all presented high resolution schemes depend on the Courant number.
Whilst being of importance to the predictive accuracy, an influence of the time step on
the stability of an implicit approximation is usually not expected. Employing the Gauss-
Green theorem to Equation (5.5), the resulting volume and surface integrals are usually
approximated by the 2nd-order accurate mid-point rule. In case of stationary grids and
an exemplary implicit 1st-order temporal approximation one obtains the discrete form of
(5.5) for the control volume around the cell centre P

∆V
[
cnP − cn−1

P

∆t

]
+
∑
F

V̇F c
n
F = 0 . (5.12)

Here, the sum runs over all discrete faces of the control volume ∆V which are represented
by their face centroid values. The superscript n − 1 marks values known from the pre-
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Figure 5.2: Courant number (a) and angle dependency (b) of the CICSAM scheme shown
in NVD diagram.

vious time step and V̇F refers to the discrete volume flux across a face. Using downwind
differences to approximate the face values the discretised equation reads

∆V
[
cnP − cn−1

P

∆t

]
+
∑
F

max(V̇F , 0) cnNB − cnP
[∑

max(−V̇F , 0)
]

= 0 , (5.13)

where the subscript NB marks the location of the neighbouring control-volume centre
adjacent to the face F . A time-step limitation occurs when looking at the coefficient
matrix. Rearranging Equation (5.13) one obtains

cnP

[
1−

∑
F

max
(
−∆t V̇F

∆V , 0
)]

+
[∑
F

max
(

∆t V̇F
∆V , 0

)
cnNB

]
= cn−1

C . (5.14)

Due to the downwind bias of the interpolation scheme, transient and spatial contributions
to the main-diagonal coefficient have opposite sign. The main-diagonal coefficient vanishes
for Courant numbers Co = −∆t V̇F/∆V = 1 and diagonal dominance is only preserved
for small Courant number magnitudes below 0.5. In 3D applications the Courant number
limit gets even lower. Therefore, the presented high resolution schemes smoothly switch
to upwind or central differencing biased interpolation schemes with an increasing Courant
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number. The Courant number dependencies of CICSAM, HRIC and BRIC are shown in
Figure 5.2(a), 5.3(a) and 5.4(a). As for the original donor acceptor scheme downwind
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Figure 5.3: Courant number (a) and angle (b) dependency of HRIC shown in NVD dia-
gram.

differences lead to non-physical interface deformations when the free-surface is aligned
with the flow direction, due to its unconditional compressive character. Therefore, all
high resolution schemes use a non-compressive fall-back discretisation scheme when the
interface is aligned with the flow direction. In the original work of Hirt and Nichols [81],
a certain angle has been defined as switching point. Again the sudden switch between
discretisation schemes can lead to convergence problems. A smooth transition between
the proposed downwind-biased base scheme and the non-compressive fall-back scheme
depending on the angle between the surface normal and the face normal is used by all
high resolution schemes (Figure 5.2(b), 5.3(b) and 5.4(b)).

All presented schemes try to maintain a sharp interface, by using downwind biased
interpolation schemes. However, all schemes occasionally switch to upwind differencing,
which introduces numerical diffusion,to fulfil the CBC, stability requirements or to avoid
non-physical interface deformations. Therefore, all schemes have the tendency to blur
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Figure 5.4: Courant number (a) and angle (b) dependency of BRIC shown in NVD dia-
gram.

the interface under certain conditions, especially for high Courant numbers. It can be
summarised that the presented methods are afflicted with two shortcomings. To maintain
their compressive character low Courant numbers are necessary increasing the compu-
tational effort and even then they occasionally introduce numerical diffusion leading to
partly blurred interfaces.

A methodology to counteract the numerical diffusion based on the artificial compression
method of Harten [70] has been developed by Weller and is presented by Rusche [160]. An
additional compression term is added to the convection equation for the volume fraction

∂c

∂t
+ Uj

∂c

∂xj
+Rj

∂

∂xj
[c(1− c)] = 0 , (5.15)

where Rj is an artificial velocity field suitable to compress the blurred surface, and c(1−c)
ensures that the compression is only active in the free-surface region. The direction of
Rj is determined by the unit interface normal. However, due to the poor approximation
of the interface normal in VoF schemes a smoothed concentration is determined, where
smoothing is accomplished using an elliptic relaxation approach, and its gradients are
used. The level of compressibility is governed by the magnitude of the artificial velocity
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Rj, which is determined according to the maximum velocity magnitude in the cell mul-
tiplied by an arbitrary factor. The choice of the arbitrary factor is based on numerical
experiments. The factor chosen by Rusche [160] is 1.5 which means that the compression
flux can be larger than the usual flux. More recently publications [26, 100] state that the
compression flux should be evaluated face-wise and that the magnitude of the compressive
flux should be in the order of the usual flux. Gopala [63] showed that the inclusion of
the interface compression term can lead to interface deformations. The inclusion of the
artificial interface compression term has been adopted by Heyns et al. [77] within their
proposed high resolution scheme. However, they report results which are able to maintain
sharp interfaces using a factor of 0.1. Although for all proposed factors results keeping
the interface sharp are presented the choice of the factor to scale the compressive flux is
somehow arbitrary.

The use of downwind-biased interpolation practices, which are necessary to maintain a
sharp interface, cause a dependency on the Courant number. Whenever downwind-biased
schemes are used a Courant number higher than Co = 0.3 will deteriorate the main
diagonal dominance. To improve the efficiency of the VoF approach the use of sub-cycles,
which employ smaller time steps for the evolution of the mixture fraction than for the other
transported quantities, has been proposed by Ubbink [180]. The use of the sub-cycling
technique is stated by various authors [23, 77, 160], however the time reduction capability
of sub-cycling has only been present by Leroyer et. al. [108] for flows converging to steady
state.

In the next section the sub-cycling method is presented in detail, and improvements
of the technique when approaching steady state solutions will be shown. In Section 5.3
a newly developed Explicit Interface Sharpening (EIS) scheme will be presented, which
aims on an explicit redistribution of the concentration field to maintain a sharp interface
and resharpen small inaccuracies of the convective approximations.

5.2 Sub-Cycling Technique

The aim of the sub-cycling technique is to improve the overall efficiency of the solution
algorithm for two-phase flows, while maintaining the accuracy. In the previous section the
time step dependency of compressive discretisation schemes used for flows with immiscible
fluids was highlighted. The time-step limitation retards the transport within numerically
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admissible bounds and assures a physically realizable evolution of the mixture fraction.
Violations of the limitation introduce spurious non-physical gravity waves, which might
persist in the simulation domain and interact in a non-linear manner with physical waves.
The time-step limitation, however, pertains only to the mixture-fraction transport. Other
properties, e.g. momentum or turbulence parameters, run at much larger time scales.

The idea of the sub-cycling strategy is rather simple and illustrated in the pseudo-code
displayed in Algorithm 2. The evolution of the mixture fraction (5.14) follows from an

repeat
repeat

solve momentum equation
solve pressure correction equation
solve equations for auxiliary fields

∆t = ∆t
N∆t

for sub-cycle=1,N∆t do solve concentration equation

∆t = ∆tN∆t

until (nOuterIteration≥maxOuterIteration) or (residual < residualThreshold)
until nTimeSteps≥maxTimeSteps

Algorithm 2: Pseudo-code illustrating the basic integration of the sub-cycling pro-
cedure into the RANS solver

embedded sub-cycling approach which is executed over N∆t reduced discrete time steps
∆t/N∆t

cP

[
1−

∑
F

max
(
− ∆t V̇F
N∆t ∆V , 0

)]
+
[∑
F

max
(

∆t V̇F
N∆t ∆V , 0

)
cNB

]
= cn−1

C . (5.16)

The global cycle of the segregated algorithm remains unchanged. A sequence of outer
iterations is performed for each time step. The outer iterations start with the solution
of the momentum Equations (2.3), followed by the pressure-correction scheme and an
update of the auxiliary fields. The final step refers to the solution of the mixture-fraction
Equation (5.5) and the determination of the related fluid properties (ρ, µ) from Equation
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(5.2). Utilizing the sub-cycling approach, the solution of the mixture-fraction equation
employs not one but multiple time steps to reach the new iterative value.

In practice, the integration of the mixture fraction equation obeys to the Courant-
number limit , e.g. ∆t/N∆t ≤ ∆V/(3V̇F ), while the remainder is advanced with a much
larger global step (∆t). As usual, coupling terms are mostly lagged during the iterative
process, in particular the volume fluxes employed in (5.16). In conjunction with the sub-
cycling approach, this practice deserves attention when moving geometries are involved in
an Arbitrary Lagrangian Eulerian (ALE) frame, e.g. when simulating floating-body mo-
tions. Synchronisation is only reached at the end of the sub-cycling procedure and requires
that the history of the mixture fraction is re-initialised before beginning the next outer
iteration. For transient flow simulations, synchronisation is obviously necessary. When at-
tention is confined to converged steady state solutions, time-accurate intermediate states
are not required and an unsynchronised integration — which omits the reinitialisation
step — helps to reduce the computational effort further (cf. Section 7.2.1). The design
of the synchronised and unsynchronised version of the sub-cycling algorithm is shown in
Algorithm 3.

High-resolution interpolation schemes for convective kinematics frequently employ gra-
dients of the concentration itself to derive the equation system in the framework of un-
structured grids. Accurate gradient computations can only be performed if the discrete
data is evaluated at the same sub-cycle. On the contrary, the predictive accuracy dete-
riorates if the concentration field computed at the last sub-cycle of the previous outer
iteration enters the evaluation of gradients. Therefore, the concentration field of each
sub-cycle has to be either reconstructed linearly from the old and current concentration or
saved in temporary fields. The latter approach has been employed, since the reconstruc-
tion approach features a non-satisfactory predictive accuracy in conjunction with highly
non-linear free-surface motion (e.g. during tank sloshing).

Since most of the equations employ the larger global time step, the total effort should
be reduced by an approximate factor of N∆t. In order to verify the attainable effort
reductions, the employed algorithm has been instrumented for profiling the fraction of the
execution times T associated to the prediction of the mixture-fraction, i.e. αT . The latter
is used to derive an expected ideal sub-cycling speed-up S for transient cases defined as

S = T

αT + T (1−α)
N∆t

(5.17)
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and serves as a reference for the assessment of the achieved speed-up using different num-
bers of sub-cycles.
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if synchronise and outer iteration= 1 then
cn−1
save ← cn−1

if time discretisation scheme=Implicit Three Time Level then cn−2
save ← cn−2

end
for sub-cycle=1,N∆t do

if outer iteration>1 then cn ← csubcycle,save

solve concentration equation
csubcycle,save ← cn

if sub-cycle< N∆t then
switch time discretisation scheme do

case Implicit Euler do cn−1 ← cn

case Implicit Three Time Level do cn−2 ← cn−1 ; cn−1 ← cn

end
end

end
if synchronise then

cn−1 ← cn−1
save

if time discretisation scheme=Implicit Three Time Level then cn−2 ← cn−2
save

end

Algorithm 3: Pseudo-code showing the synchronised and unsynchronised version
of the sub-cycling procedure within an outer iteration
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5.3 Explicit Interface Sharpening Technique

The Explicit Interface Sharpening (EIS) technique developed herein aims to improve the
accuracy of the interface prediction while maintaining its efficiency. In contrast to the
artificial compression method no user-prescribed factors influence the technique.

It is composed of two major steps:

1. Identify areas associated with a blurred interface.

2. Explicitly redistribute the concentration to sharpen the interface.

Within the first step the sharpness of the interface is face-wise analysed as follows:

A blurred interface is identified when both cells adjacent to the face are partly filled,

A sharp interface is identified if at least one cell is completely filled with one phase.

An illustrative one-dimensional example of a blurred interface is provided in Figure 5.5
where an explicit redistribution leads to a sharp(er) interface after two steps. The admis-
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Figure 5.5: Illustration of the basic idea of explicit interface sharpening.

sible transfer is evaluated face-wise considering physically valid liquid-levels in the donor
and acceptor cell. The direction of the transfer is evaluated according to the local interface
shape. The conservation properties are satisfied by an additional book-keeping instance.
The proposed redistribution is added to the right-hand side of the concentration transport
equation.
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5.3.1 Liquid-Level Sensor and Transfer Rate

An interface is blurred if more than one partly filled control volume occurs between two
control volumes completely filled with different phases. Hence, at least two partly filled
volumes are direct neighbours along a blurred interface. This serves for the definition of
a face-based liquid-level sensor

δF = max (max [(1− cL) , cL] ,max [(1− cR) , cR]) ∈ [0.5, 1] (5.18)

where the subscripts R and L denote the left and right neighbouring control volumes for
the face F . The face-based liquid-level sensor quantifies the largest physically admissible
transfer viz:

∆F = (1− δF ) ∈ [0, 0.5] (5.19)

Experience shows that even if the predicted interface is slightly blurred the iso-surface
of the concentration c = 0.5, which indicates the interface position, is usually correct.
Therefore, a transfer dependant under-relaxation is introduced to avoid spurious interface
deformations via

∆F = (1−∆F )(2∆F − 1) ∈ [0, 0.125]. (5.20)

This modification reduces the admissible transfer in regions where a large transfer is within
the physically admissible bounds. However, due to the iterative solution process for all
transport-equations a sharp interface is usually obtained.

The concentration is transferred in the direction of the concentration gradient ∇ (c).
However, the gradient evaluation of the concentration is difficult, due to its step function
character. The proposed procedure is sensible to small variations in the transfer direction.
Introduced errors may be accumulated and distort the interface. Therefore, the gradient
has to be a sufficiently smooth field. An implicit discrete smoothing operator is applied
to the concentration gradient which reads

φ∗P = αφP + 1− α
nNB

∑
F

φNB (5.21)

where φ∗P is the smoothed quantity in cell p, α is a weighting factor and nNB is the number
of neighbouring control volumes. The weighting factor α is set to α = 0.9.

For each face the transfer oblique to the interface gradient is attenuated by a direction-
ality factor

γsharpF = dF
d

∇ (c∗)
|∇ (c∗) | ∈ [−1, 1]. (5.22)
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The final concentration transfer for each cell reads

ψF = γsharpF ∆F ∈ [−0.125, 0.125]. (5.23)

5.3.2 Conservation Properties

The explicit sharpening operates face-wise by means of a source term to the mixture-
fraction equation for cells adjacent to faces featuring δF < 1. The source term aims
to explicitly transfer mixture fraction between two cells. Since this correction influences
the status of the liquid levels of these cells, it also has an impact on the face sensors
δF , in particular with respect to potential other transfer candidates that will be treated
subsequently.

The above mentioned procedure could yield an ’overbooking’ of cells, which in turn
would be the origin of liquid sources or sinks. Resulting values could always finally be
limited, however, the approach would not be conservative any more and might cause a
continuous leakage or convergence problems. In order to obtain a conservative approach
and avoid ’overbooking’, the procedure requires an additional book-keeping.

For all cells an intermediate concentration due to the sharpening transfer is evaluated

c∗P = cP +
∑
F (P )

ψF (5.24)

and if it is outside the physical bounds a scale factor s based on the concentration defect
δcP

δcP = max [max (c∗P − 1, 0) ,max (−c∗P , 0)] (5.25)

is evaluated for all face transfers

sF =


1 if c < 0 or c > 1

δcP∑
F (P ) ψF

(5.26)

which ensures the boundedness of the concentration. For each face the maximal transfer
scale factor smaxF is evaluated. The final contribution to the right hand side of the
concentration equation for each cell reads

sP =
∑
F

(P )± smaxP ψF
∆t ∆V̂F , with ∆V̂F = min [∆VL,∆VR] (5.27)

where the source is added for interior and subtracted for exterior cells.
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5.3.3 Concluding Remarks

Due to the explicit nature of the developed sharpening algorithm it is able to compress a
blurred interface, where the blurred region extends by one cell on each side of the interface.
It is possible to apply the explicit interface sharpening technique multiple times within
one outer iteration by using the virtually modified concentration levels for each cell as
the basis for the subsequent run. Hence, the blurred interface can be compressed by the
number of applied cycles. However, tests have shown that the temporal discretisation
error is dominant when multiple runs of the explicit interface sharpening algorithm would
be necessary. Therefore, only one explicit interface sharpening loop is executed for each
outer iteration.
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Following the discussion of Chapter 4 the accurate representation of flows hinges on an
appropriate spatial discretisation of the domain, given that the numerical method is able
to predict results at the desired level of accuracy. However, the generation of an adequate
(static) mesh requires at least a rough estimate of the simulation results, since cells usually
need to be clustered in regions afflicted with large gradients assuming that these regions
inherit large resolution dependant errors. The problem gets more challenging in transient
simulations, such as violent flows, where the solution changes and an appropriate mesh
may be different for each instant of time. A convenient technique to tackle these problems
is adaptive mesh refinement. The mesh is adjusted during the simulation to satisfy user-
defined criteria. Methods for adaptive mesh refinement have been developed since the
early 1980’s and will be reviewed in the following section.

6.1 Review of Dynamic Grid-Adaptation

Any mesh refinement technique consists of the following three building blocks:

• Mesh optimality criterion,

• Adaptation indicator,

• Mesh (de-)refinement algorithm.

Relevant works for each building block are presented in the following sections.

6.1.1 Mesh Optimality Criterion

When a grid-adaptation technique is available, the question arises where to refine the grid
to obtain an optimal grid and how to measure the optimality. Assuming the local error
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ε can be estimated, a homogeneous spatial distribution of the local error through grid-
adaptation leads to a meaningful optimal grid for the given number of grid points [203].
The left-hand part of Figure 6.1 illustrates an in-homogeneously distributed error. For a

(a) Adaptation through mesh deformation / point
movement.

(b) Adaptation through point insertion and dele-
tion.

Figure 6.1: Illustration of the homogeneous error distribution concept.

fixed number of grid points only the location of cell centroids or the size and shape of the
cells may be adapted in a cell centred finite volume method. As the error scales with the
element sizes, a homogeneously distributed error is achieved through adapted element sizes
as shown in Figure 6.1(a). Babuška and Rheinboldt [10] have shown that this optimum
is comparably insensitive to small error inhomogeneities. Hence, it is sufficient to have
an approximately homogeneous distribution of the local error. The error can be reduced
when elements afflicted with large errors are replaced by smaller elements and elements
afflicted with small errors are merged to obtain larger cells as depicted in Figure 6.1(b).
The error may not only be minimised but reduced below a prescribed threshold when
the total number of cells may be changed. Furthermore, the error tolerance can vary
over the domain leading to the class of local absolute error tolerances [113]. A low error
tolerance may be used in regions of interest for the specific simulation, while a larger error
tolerance may be assigned to other regions. This approach leads to a lower total number
of cells reducing the computational effort. whilst being attractive from an efficiency point
of view, the local absolute error tolerance approach requires knowledge about regions of
importance and unimportance.
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6.1.2 Adaptation Indicator

A wide range of adaptation indicators, which differ substantially in their associated com-
plexity and success in approaching an optimal grid, have been developed in the past
decades. A brief overview about adaptation indicators applicable in the finite volume
framework is provided in the following sections.

a) Feature-Based Criteria

Many flows inherit highly localised flow features, e.g. interfaces in multiphase flows,
shocks in compressible flows, boundary layers, tip vortices and many more. Assuming
that large gradients, which can be attributed to localised flow features, indicate regions
associated with large errors leads to the class of feature-based adaptation criteria (e.g.
[19, 92, 197]). However, continuous refinement in these regions does not necessarily reduce
the global error in the solution. Some examples of increasing errors due to feature-based
grid-adaptation are reported by Dwight [48] and Warren et al. [197]. Feature based criteria
flag a certain region for refinement, however they usually don’t provide any information
about a target cell size. Therefore, a stopping criterion for the adaptation process has
to be provided. Frequently employed criteria are the maximum number of refinements or
the minimal cell size. Although the deficits of feature-based adaptation criteria are well
known, it is often used in marine free-surface flows [191, 193] due to its simplicity.

b) Local Error Estimates

Another class of adaptation indicators aims on an estimate for the local error. The most
popular error estimation technique in the finite volume framework is Richardson extrap-
olation [155]. Richardson extrapolation is based on the evaluation of the same problem
on at least two different grids of increasing resolution. Reasonably accurate results are
achieved ([24, 124, 178]), assuming that all utilized grids are fine enough to observe error
reduction in the asymptotic range. However, the associated effort to determine solutions
on grids of increasing resolution is large. The direct Taylor Series Error estimate by
Jasak [88] aims to provide an error estimate based on a single mesh within a single run.
Therefore, the second gradient tensor of the Taylor series is estimated applying the Gauss’
theorem twice. It has been shown that the direct Taylor Series Error estimate consistently
underestimates the error, which is an undesired feature. Furthermore, it is afflicted with
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some uncertainties in second-order accurate discretisation frameworks, due to the repeated
application of the Gauss Theorem.

Simple estimates for the local error based on the solution obtained from only one grid
are derived using interpolation theory. Under the assumption of a smooth solution the
second derivatives of a scalar field, also known as Hessian, are proportional to the error
associated with a piecewise-linear interpolation of that field ([12],[55],[66],[112]). In an
unstructured grid framework for finite volume schemes special care has to be taken to
accurately evaluate the second derivatives [193]. For a second-order accurate method, a
second-order accurate estimation of the second derivative must be based on more than
just the direct neighbours.

Another method proposed by Jasak [88] is based on the transport of higher moments of
the variables. When the original transport equations would be solved without errors, all
higher moment equations would be satisfied automatically. A measure of the local error
based on the imbalance of the higher moment equation, calculated on a cell-by-cell basis
has been introduced.

A technique inspired by error estimates used in the finite element framework is the
residual error estimate by Jasak [88]. Second-order accurate finite volume discretisation
assumes a linear change of the variable over the control volume. However, the solution
usually is associated with non-linear changes. Using the value and gradient of a variable
at one cell, values at the faces, which satisfy the assumption of the linear change, can be
assembled. On the other hand values at faces can be obtained from linear interpolation
of the adjacent cells. The difference in the values obtained from both methods is used to
assemble the residual error estimate.

All proposed methods estimate the error for a cell, based on the solution in the cell itself
and its near vicinity. In this sense they are local error estimates. Following a classification
from Roache [155] these methods can be called algebraic. However, it is well known that
the error for an unknown is transported in the same way as the unknown itself [157].
Therefore, errors introduced at one location of the mesh may be transported to other
regions. Local error estimates would give an indication to refine the mesh in the area
where the error is located at one instant of time, but not necessarily at the origin of the
error. Published methods that are able to account for these effects will be presented in
the subsequent paragraph.
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c) Global Error Estimates

Methods that account for effects due to the transport of the error rely on the solution of
partial differential equations that mimic the transport. A method to derive a transport
equations for the error was introduced by Babuška and Rheinboldt [11] for finite element
methods (FEM). Considering the transport of φ, through a differential operator L, and a
source term S

L(φ) = S (6.1)

the insertion of an approximate solution φ∗

L(φ∗)− S = R (6.2)

produces a residual R. Therefore, a transport equation for the error e reads

L(e) = −R with e = φ− φ∗. (6.3)

Extensions of this method to the finite volume framework were provided by Qin et al.
[149]. The evaluation of the error transport equations is quite demanding in terms of the
discretisation practice, which should be of higher order than the discretisation of the flow
variables. Applications in an unstructured grid framework and extensions to turbulent
flows were published by Hay et al. [75]. However, no application of the error trans-
port equation in finite volume frameworks to complex three-dimensional flows have been
reported, possibly due to the complexity of the required higher order discretisation for
arbitrary control volumes. Two alternatives to a higher order approximation are proposed
by Roy [157]. The first one relies on an approximation of the exact solution through
Richardson extrapolation. This however requires the solution on at least two grids of
increasing and sufficient resolution. The second one is based on continuous approxima-
tions of the discrete solutions, which can be found through curve-fitting techniques (e.g.
Roy and Sinclair [158]). However, the application of this technique to complex three-
dimensional turbulent flows has not been demonstrated and is deemed to be cumbersome.
An interesting combination of this technique with the adjoint correction technique has
been published by Pierce and Giles [146].

Applications of CFD in industrial environments usually aim to predict a single objec-
tive, e.g. the drag or the lift force. Though, error estimates based on the solution of
partial differential equations for the transport of the error provide an accurate estimate
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of the error, there is no indication whether the error has an influence on the accuracy of
the predicted objective functional. A link between the error and the functional of interest
can be established by adjoint methods. Giles [58] introduced the concept of goal-oriented
grid-adaptation, which is based on a posteriori error estimates presented by Becker and
Rannacher [21]. The solution of the adjoint partial differential equations with inhomoge-
neous source terms and/or boundary conditions appropriate for the particular objective
functional defines the relationship between the error in the functional and the local error
in the discretisation. Using this relationship grid refinement can be applied to locations
where the local error has an influence on the functional of interest. The concept presented
by Giles [58] has been the starting point of intensive research activities for goal-oriented
grid refinement especially in the finite element framework applied to aerodynamics.

Venditti and Darmofal [187, 188] presented a technique based on the work of Pierce
and Giles [145], where the adjoint error correction is used to correct the objective func-
tional, and the adaptation is driven by the remaining error in the corrected functional.
The developed technique has been applied to one- and two-dimensional viscous flows. An
extension towards multiple objectives was presented by Hartmann et al. [72, 74]. The
method is based on the calculation of the primal problem, the adjoint problem and an
adjoint adjoint problem, taking into account an unlimited number of different functionals.
The error indicator provided from goal-oriented refinement strategies is a scalar value at
each cell. Therefore, it does not incorporate any information for anisotropic refinement.
On the other hand, anisotropic refinement can drastically reduce the number of necessary
cells especially for three-dimensional flow problems. Venditti and Darmofal [189] sub-
stituted additional information from the Hessian of a primal scalar flow quantity to the
refinement decision to enable anisotropic refinement for goal-oriented approaches. They
successfully applied the methodology to two-dimensional flows. Further developments of
this approach for parallel computing environments have been reported by Lee-Rausch
[104] for three-dimensional inviscid flows. Park [134] developed a direct control approach
to drive the anisotropic adaptation. It takes into account anisotropic effects from both, the
primal and the adjoint solution, blended relative to their importance for the functional.
A method, based on simplexes, targeting the mesh quality for the anisotropy decision has
been proposed by Houston [83]. Another approach to incorporate the mesh quality in
the refinement decision has been proposed by Ceze et al. [33] for quadrilateral elements
in two dimensions and hexahedrons in three dimensions. Loseille et al. [115] derived a
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different strategy for anisotropic goal-oriented grid-adaptation. It is derived by an a priori
version of the adjoint error estimator and its resolution in an abstract continuous frame-
work, representing the grid. Few attempts for transient goal-oriented mesh adaptation
are published. This is possibly due to the fact that the adjoint solution travels back in
time and therefore relies on the complete time history of the primal advancing in time.
A combination of the anisotropic goal-oriented error estimate from Loseille et al. [115]
with the transient fixed-point mesh adaptation algorithm [6, 65] has been proposed by
Belme et al. [22] and applied to a two-dimensional problem. However, nowadays applica-
tions of this method in three-dimensional complex flows seem to be too demanding from
the computational point of view. The goal-oriented grid-adaptation procedure has been
extended to turbulent flows by Hartman et al. [73] using the k − ω two-equation model
and Park [135] using the Spalart-Allmaras one-equation model. The challenges associated
to turbulent flows are the derivation of the adjoint of the turbulent transport equations
and a robust grid-adaptation procedure, as the grid is usually very fine in the boundary
layer. All previously mentioned goal-oriented grid-adaptation procedures use a discrete
adjoint approach, where the discrete adjoint equations are derived by transposing the pri-
mal discrete transport equations. While the discrete adjoint approach ensures duality it
can be very difficult to derive, especially when the Jacobian of the complete system ma-
trix is not stored. Discrete adjoint methods using automatic differentiation techniques are
fairly difficult to apply to industrial procedures, which heavily employ scripting, hybrid
coding languages, operator overloading and pre-compiled third party libraries. They are
also extremely storage demanding and not well suited for HPC . The continuous adjoint
approach, which is based on the continuous adjoint equations derived from the continuous
primal equations, offers a large flexibility in implementation. However, special care has to
be taken to ensure duality. The only published work of goal-oriented grid-adaptation based
on the continuous adjoint approach is from Li, Allaneau and Jameson [109]. It is applied
to the Euler equations for a two-dimensional airfoil in sub- and transonic flow. Results
indicate that goal-oriented refinement procedures based on either discrete or continuous
adjoints are able to refine the mesh in suitable regions.

6.1.3 Mesh (De-)Refinement Algorithm

Mesh (de-)refinement algorithms can be divided into three groups:
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p-refinement Within p-refinement techniques the order of the discretisation is locally
increased in regions with large errors. It is usually used for finite element discretisa-
tions, where the shape function can vary locally. Increasing the order of the shape
function introduces new computational nodes. Therefore, the mesh topology or at
least the topology of the unknowns is changed. As shape functions are usually
smooth, the method suits better to flows with smooth changes of the solution than
to flows with discontinuities (e.g. shocks, free-surface).

r-refinement A refinement technique which maintains the grid topology and number of
computational points is called r-refinement. It locally reduces the error by clustering
computational nodes in regions afflicted with large errors. The number of compu-
tational nodes stays constant, therefore the reachable accuracy is limited. Special
care has to be taken to ensure sufficient grid quality.

h-refinement Adding new computational nodes, while maintaining the order of discreti-
sation and the locations of the initial computational nodes is known as h-refinement.
In regions afflicted with large errors new computational nodes are added to obtain
a better spatial resolution and minimise the error. Furthermore, in regions with
low computational errors computational nodes may be removed. In contrast to p-
refinement this technique is well suited for problems with discontinuities.

Within the present work only h-refinement has been used, because it is suitable for flows
with discontinuities and allows to reduce the error to a desired level. Therefore, the
subsequent review of grid refinement and coarsening algorithms focuses on h-refinement
techniques.

Published h-refinement techniques can be classified as structured mesh refinement tech-
niques and unstructured mesh refinement techniques [45]. Structured mesh refinement
techniques use a hierarchy of rectangular grids and exchange the solution through the
boundaries of the grids to higher or lower levels of the hierarchy. Unstructured mesh re-
finement techniques are based on a local change of the grid topology and a mapping of
the solution from the initial grid to the adapted grid.
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a) Structured Mesh Refinement Techniques

The first published developments of mesh adaptation algorithms were based on the multi-
grid approach. Brandt [29] adopted the idea not to work with a single grid, but with a
sequence of local grid patches at different levels of resolution. Levels may be introduced
and changed during the solution process and interact with each other. The interaction
of the different levels is managed through boundary conditions. Further enhancements of
this technique were presented by Caruso [31]. The patches introduced at each level may
be rotated relative to the base grid. Optimisations of the patch positioning and size have
been presented by Berger et al.[25], using a clustering algorithm. In a later work, Berger
and Colella [24] focused on unsteady flows with moving shocks, where mass conservation
was a critical issue. Errors concerning mass conservation are introduced at the boundaries
of the patches, especially when rotated against each other. An efficient cure was the
alignment of grid lines of overlapping patches. Another work of Thompson and Ferziger
[178] aimed on solving the mass conservation issues at the boundaries of patches through
modified and improved interpolation techniques. However, the problem has never been
solved appropriately.

An attractive feature of structured mesh refinement techniques is the use of efficient ded-
icated solution algorithms for structured rectangular grids. Furthermore, these methods
have low storage requirements as no explicit topological data structure is necessary. On
the other hand the usage of rectangular grids poses limits on the geometric complexity of
the flow problem.

Parallelisation of structured mesh refinement techniques can borough basic techniques
that exist for non-adaptive structured mesh methods. In both cases a patch is associated
to a processor, and inter-processor communication is established through the boundaries
of the patches. Adaptive mesh refinement adds complexity to the communication patterns
as the grid configuration is strongly irregular and changes throughout the simulation.

A number of toolkits which provide the infrastructure for structured mesh refinement
techniques exist. Prominent examples are BoxLib [27] and Chombo [35] from Lawrence
Berkeley National Laboratory.

85



6 Dynamic Grid-Adaptation

b) Unstructured Mesh Refinement Techniques

Unstructured mesh refinement techniques are based on the nested splitting or merging of
existing topological entities. Bank et al. [17] provided a general description of refinement
algorithms for two-dimensional problems discretised by triangles or quads. An essential
problem associated with nested refinement is that certain grid quality measures, which
depend on the underlying discretisation procedure to solve the governing equations, have
to be satisfied. Nested refinement usually changes these quality measures, and when they
are violated, the refinement has to be propagated to neighbouring cells to maintain the grid
quality. Additional refinement of a neighbouring cells again changes the quality measures,
therefore refinement may be propagated over several cell layers. A widely used criterion
to judge the mesh quality and drive the propagation of the refinement information is the
1-irregular rule for two-dimensional elements. It says that any un-refined element having
a side with more than one irregular vertex needs to be refined. Bank et al. [17] focused
on isotropic refinement, where each edge associated to the element marked for refinement
is split. Extensions to anisotropic refinement for simplexes in two dimensions have been
proposed by several authors [153, 154, 166]. A comparison of these methods by Mitchell
[121] revealed that their performance applied to the solution of elliptic problems using
the finite element scheme was quite similar and clearly superior to uniform refinement.
Vilsmeier and Hänel [190] developed a finite volume method for the solution of Euler
and Navier-Stokes equations that was supplemented by a grid-adaptation procedure for
simplexes in three dimensions. The h-refinement was based on a cell-by-cell method,
emphasizing on grid quality measures. A combination of multi-grid acceleration and local
grid refinement was developed by Muzaferija [124]. The grid refinement algorithm was
based on quadrilateral and hexahedral elements, rather than on simplexes. Results for
three-dimensional turbulent flows were produced with the proposed method. A three-
dimensional numerical method using the finite volume discretisation based on polyhedrons
has been presented by Jasak [89]. Unstructured adaptive mesh refinement for hexahedrons
is incorporated in the method. It allows anisotropic splits of hexahedrons, and uses an
adopted 1-irregular concept inspired by Berger [25], where the number of neighbours for
each cell is limited to seven. A coarsening procedure based on lists of cell pairs was
implemented, where pairs with minimum surface areas are preferred. The refinement
algorithm is implemented in serial. Parallel simulations are based on a sequence of parallel
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execution of the flow solver, collection of the results, serial execution of the refinement
procedure and redistribution of the new grid for the next calculation cycle.

Since the early 1990’s research focused on the development of parallel unstructured
grid refinement techniques. In parallel implementations of grid refinement algorithms the
uniqueness of a topological entity has to be ensured. In the widely used Single Program
Multiple Data (SPMD) approach the computational domain is decomposed according to
the number of processes. If a vertex is introduced on an edge at a process boundary, where
the cells adjacent to the edge always also belong to different processes, then the insertion
has to be done on all processes adjacent to the edge and the same global ID has to be
assigned to the vertex. Furthermore, it has to be ensured that the propagation of refine-
ment decisions, necessary to ensure grid quality measures, can cross process boundaries.
An important issue in parallel local grid-adaptation is load-balancing. Local grid refine-
ment usually adds different amounts of work load to each processor. Without re-balancing
of the workload the overall performance of the numerical method is severely deteriorated.
One of the first published approaches from Williams [200] was based on a voxel database
approach for parallelisation of the refinement algorithm for two-dimensional simplexes.
Later research from Kallinderis et al. [97] focused on the development of dedicated data-
structures and generic primitives to manage the connections of the faces over process
boundaries. They showed that the developed primitives were suitable for shared- and
distributed memory systems. An implementation from Jones [95] divided the refinement
procedure for two-dimensional simplexes into two phases. Within the first phase the sub-
meshes, located entirely on one process, are refined independently. Therefore, the shared
faces at partition boundaries are treated as if they were boundary faces. The resulting
overall mesh of the first step is composed of locally conforming sub-meshes with non-
conforming shared faces. In the second phase, simplexes containing one or more shared
faces, which have been bisected during the first phase, are exchanged between neighbour
sub-meshes. Subsequently all simplexes having one or more non-conforming shared faces
are bisected. The process is repeated until the global conformity of the mesh is reached,
i.e., no more non-conforming shared faces exist. A re-partitioning algorithm was imple-
mented to ensure load-balance. A method capable to adapt simplexes in two and three
dimensions from Castanos et al. [32] used the same principle for a parallel implementation
of the bisection method from Rivara [154]. It has been proven that serial and parallel runs
of the code on the same problem lead to identical grids. Facing the challenge of load bal-
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ancing Bank et al. [16] proposed a different grid refinement philosophy consisting of three
steps. First the problem is solved in serial using a coarse mesh following a partitioning
that ensures that the estimated error is equally distributed over all partitions, which may
largely differ in their number of grid points. Afterwards each process solves the whole
problem on the complete coarse mesh, where the process is allowed to adapt the mesh
only in the region identified by the first step. Finally the refined portions of the meshes
on each process are merged and regularised, and the resulting mesh is used for the final
simulation, which is based on standard domain de-composition techniques. Although the
proposed scheme eases some issues related to parallel grid-adaptation, it is clearly limited
in the maximum number of processes, due to the solution of the whole problem on coarse
meshes during the first step.

Wackers et al. [194] developed a finite volume method which incorporates anisotropic
grid-adaptation of hexahedral cells in parallel. They provided a brief description of the re-
finement procedure, which is based on an initial flagging of cells for refinement depending
on the indicator and a subsequent propagation of the refinement flags to the neighbouring
cells in case that certain cell qualities are violated. The refinement itself is performed
on a cell by cell basis, leaving a valid grid after each refinement. Each partition is re-
fined independently based on the refinement flags from the previous step. No additional
communication across partition boundaries is necessary during the refinement process.
Various applications of the developed adaptation procedure mainly to marine free-surface
flows with complex three-dimensional flow features are provided (e.g.[191, 193]).

When a grid is adapted at a curved boundary, new inserted vertices on an edge located
at the boundary have to be projected to the curved boundary, to generate an accurate
geometry representation. However, this may lead to invalid inverted elements. To ensure
element validity the displacement of the boundary vertex has to be propagated into the
volume mesh. Various methods to propagate the displacement have been proposed, e.g.
Laplacian smoothing, linear springs, linear elasticity. However, as noted by Park [134],
none of these methods is able to guarantee a valid grid. Therefore, he proposed another
concept based on the cut-cell method. Within this approach the background grid is
generated without any knowledge of the curved boundaries, and subsequently all cells that
intersect with the boundary are cut. Though this method is very powerful in producing
geometrically valid grids, it is very hard to provide grids at curved boundaries suitable to
accurately resolve turbulent boundary layers.
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c) Concluding remarks

Balasubramanian et. al [12] published a comparison of feature-based grid-adaptation to
goal-oriented grid-adaptation. The study revealed that grids obtained from goal-oriented
grid adaptation are able to provide the same level of accuracy – for the specific objective
– as feature-based grid-adaptation. However, grids obtained from feature-based adapta-
tion had three to five times more cells. Furthermore, in contrast to feature-based grid-
adaptation goal-oriented grid-adaptation does not suffer from poor initial grid resolution.
Therefore, many goal-oriented grid-adaptation techniques have been developed. The de-
velopments have focused on aerodynamic compressible flows, usually afflicted with shocks.
Shocks require a substantial grid resolution and are very localised. Therefore, they are
a very suitable problem for mesh adaptation. Mesh adaptation for flows which have less
localised features are more challenging, especially for feature-based grid-adaptation algo-
rithms. Goal-oriented grid adaptation for these kind of flows is expected to be clearly
superior to feature-based grid adaptation algorithms. However, to the authors knowledge
no applications of methods using goal-oriented grid-adaptation in complex turbulent three
dimensional flows, without shocks, are present in literature.

The majority of developed and published grid-adaptation techniques is based on sim-
plexes. The use of simplexes simplifies the algorithmic implementation of grid-adaptation.
However, using simplexes often introduces numerical diffusion, because the cells can hardly
be aligned with the flow. Due to this reason grids based on quadric elements in two dimen-
sions and hexahedrons in three dimensions are often preferred, especially in free-surface
flows. Considering free-surface flows anisotropic grid-adaptation is an essential feature to
generate adequate grids. However, published literature lacks a complete description of
grid-adaptation algorithms for anisotropic adaptation of hexahedrons.

Nowadays parallel computation of complex problems based on unstructured cells is
supposed to be standard approach. Accordingly, a grid-adaptation feature should be fully
integrated into the parallel computation procedure without posing any addition require-
ments, like e.g. first merging the mesh from the various processes to a single process on
which the actual adaptation takes place and a subsequent redistribution of the mesh to
the processes. Furthermore, the adaptation technique should also be scalable. From the
reviewed methods, only the method presented by Wackers et al. [194] is able to fulfil these
requirements. Again, available literature does not provide a complete description of the
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parallelisation.

6.2 Mesh Optimality Criterion

The dynamic mesh adaptation method developed herein can be combined with adaptation
indicators from feature- and error-based criteria as well as indicators from goal-oriented
refinement. Furthermore, anisotropic refinement is supported. The indicator Ii in each
cell is a vectorial quantity to account for anisotropy. It contains the indicator information
in the directions of the Cartesian reference frame unit vectors. However, the refinement of
the cell is aligned to its local coordinate system which usually does not coincide with the
Cartesian reference frame (Figure 6.2). Therefore, the indicator vector is projected to the
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Figure 6.2: Local coordinate frame of a hexahedron.

subspaces defined by the unit vectors ec1, ec2 and ec3 of the local cell coordinate system,
to derive a refinement indicator in the direction of the local cell unit vectors. When the
indicator is above an user defined threshold the cell is marked for refinement in the specific
direction. Refinement indicators that provide information for isotropic refinement set all
values of the vector to the indicator value.

In some cases it is desirable to combine several refinement criteria. The different criteria
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may be associated with different refinement thresholds. To allow a combined analysis of
error indicators with different thresholds each indicator Ii is normalised by the associated
threshold T and the maximum normalised indicator for each direction is stored. Because
all indicators are scaled to their associated threshold, cells that have indicator values above
one are flagged for refinement.

The developed dynamic mesh adaptation method in general obeys the principal of spa-
tial equal distribution of the local error. However, in certain situations it is known in
advance that the errors in specific locations will probably have a negligible influence on
the results that have to be obtained from the analysis. In these situations the refine-
ment can be restricted to certain geometrically defined regions of the mesh. Moreover,
limitations for the resulting cell sizes can be prescribed. They are given in the Cartesian
reference frame and projected into the cell coordinate system of each cell.

Special care needs to be taken when refinement occurs at walls in turbulent flows. The
boundary layer at no-slip walls reacts very sensible to changes in the normal distance of
the first cell layer to the wall. Therefore, the refinement in the normal direction of the wall
should be avoided, unless all cells at the wall are refined in that direction. Furthermore,
when the law of the wall is employed, the centre of the first cell should be located consid-
erably outside the viscous sub-layer. The easiest way to ensure that both criteria are met
is to exclude cells in the boundary layer from refinement. Simulations where cells in the
boundary layer are not allowed to be refined, rely on a sufficiently fine mesh at the wall to
capture all relevant flow features. On the other hand it is often not known which regions
at the wall need to be sufficiently fine and what sufficiently fine means. Moreover, using
a fine discretisation of wall surfaces in the simulations counteracts potential benefits from
automatic grid-adaptation due to the lower computational effort associated to a grid with
less cells. Therefore, a second methodology to cope with boundary layers is to prevent the
refinement of boundary layer cells just in the direction of the wall normal, which automat-
ically leads to anisotropic refinement. The remaining issue is the detection of boundary
layer cells. Although an automatic detection based on turbulence quantities of the flow
could be developed, in the present contribution all cells that have a wall-distance lower
than an user-prescribed threshold are treated as boundary layer cells.

Solely using the adaptation criterion to identify cells for refinement would usually result
in grids associated with a poor mesh quality. Therefore, the adaptation algorithm prop-
agates refinement decisions to neighbouring cells to satisfy certain mesh quality criteria.
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Quality criteria that are taken into account during the adaptation procedure are:

• mesh irregularity,

• cell aspect ratios and

• mesh orthogonality.

A detailed description of the procedure to flag neighbouring cells for refinement follows in
the description of the refinement procedure.

6.3 Adaptation Indicator

Adaptation indicators that have been used within this work will be briefly presented in this
section. The description will focus on implementation issues rather than the mathematical
background which can be found in the given references.

6.3.1 Feature-Based Criteria

Many maritime flows are two-phase flows. The accurate prediction of these flows depends
on suitable convection schemes, possibly with extensions that have been introduced in
Chapter 5, and a sufficient resolution of the free-surface. Refinement at the free-surface is
a natural candidate for anisotropic refinement, because a good resolution is mostly required
normal to the free-surface. The normalised gradient of the mixture fraction seems to be a
natural choice for the anisotropic refinement indicator. However, as outlined in Chapter
5 the computation of the gradient is usually afflicted with a low quality due to the step-
function character of the mixture fraction. Therefore, an alternative indicator based on
the absolute difference of the mixture fraction in adjacent cells has been derived. The
difference is evaluated at each face and multiplied by the normalised connection vector of
the adjacent cells ζi

∆cF,i = |cL − cR|ζi. (6.4)

The adaptation indicator in cell P is the maximum value of the face indicator ∆cF,i from
all surrounding faces

IP,i = max(∆cα,i) α ∈ F (P ) (6.5)

separately evaluated in each coordinate direction.
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6.3.2 Local Error Estimator

The residual error estimator from Jasak [88] has been implemented to compare adaptation
procedures based on local and global error estimators. In finite element methods the
residuals measure how good the local solutions satisfy the original governing equations.
Therefore, the level of the residuals is associated with the local solution error. The residual
error in a finite volume discretisation can be derived along a similar route. If the exact
solution of a problem varies over a control volume at a higher order than the numerical
order of accuracy (p), a control volume imbalance exists. In second-order accurate schemes,
the residual error EP in a control volume P for a steady-state scalar-transport equation
is given by

EP (φ) =
∑
F (VP )

Fi

[
(ρuiφ)F − (ρΓφ)F

(
∂φ

∂xi

)
F

]
− ŠVP − S̆φPVP (6.6)

with Fi denoting the face vector coordinates, ρ the density and Γφ, Š, S̆ and VP the
diffusion coefficient, the constant part of the source term, the linear part of the source
term and the control volume of cell P . For a second-order accurate implementation the
face values of φ and ∂φ

∂xi
are determined via

φF = φP + (xFi − xPi)
(
∂φ

∂xi

)
P

and
(
∂φ

∂xi

)
F

=
(
∂φ

∂xi

)
P

. (6.7)

This error estimate is then normalised by

Fnorm,P =
∑
F

[
∆F (ρΓφ)

d

]
F

+
∑
F

max(ṁ, 0) + S̆ (6.8)

with d being the distance between the cell centres of the two cells adjacent to face F , ṁ
the flux through the face and ∆F the face area. The final error estimate reads

εP (φ) = EP (φ)
FnormP

(6.9)

and has the same dimension as φ.

6.3.3 Goal-Oriented Criteria

As shown by Giles [60] the error in a scalar quantity of interest J(φi) that depends on the
primal solution variables φi can be expressed as

Jh(φi,h)− Jh(φi(xh)) ≈ φ̂Ti,hRh(φi(xh)) (6.10)
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where the subscript h denotes a grid of density h and φi(xh) and φi,h are the analytical
and the numerical solution on this grid. The error can be expressed as the inner prod-
uct of the adjoint solution variables φ̂i,h and the vector of truncation errors Rh(φi(xh)),
obtained by substituting the analytical solution φi(xh) into the discrete residual operator
Rh. Assuming that an approximate analytical solution can be obtained, an approximate
error can be evaluated, which can be used as a grid refinement criterion.

A more elaborate procedure to estimate the error is described by Venditti and Darmofal
[187]. It is based on the correction technique presented by Pierce and Giles [145]. A
corrected value for the scalar quantity of interest J̃h(φi,H) is given as

J̃h(φi,H) = Jh(φHi,h)− (φ̂Hi,h)TRh(φHi,h)︸ ︷︷ ︸
AdjointCorrection

− (φ̂i,h − φ̂Hi,h)TRh(φHi,h)︸ ︷︷ ︸
RemainingError

(6.11)

where the subscript h indicates a systematically refined grid originating of grid H, e.g for
hexahedrons one cell in H is split to eight cells in h, and φHi,h and φ̂Hi,h are reconstructions of
the coarse grid primal and adjoint variables on the fine embedded mesh. In regions where
the remaining error is zero, but the adjoint correction not, no refinement is necessary,
because the adjoint correction is sufficient. In regions where the remaining error is not zero
a refinement criterion is evaluated based on the remaining error. In the remaining error
term of Equation (6.11) the solution of the adjoint problem on the fine mesh φ̂i,h is required.
However, it is not desirable to compute this solution, therefore φ̂h is reconstructed from the
coarse grid solution using a reconstruction operator with a higher order than the operator
used for φHi,h and φ̂Hi,h. This approach yields

J̃h(φi,H) =Jh(LHh φi,H)− (LHh φ̂i,H)TRh(LHh φi,H)

− (MH
h φ̂i,H − LHh φ̂i,H)TRh(LHh φi,H)

(6.12)

with LHh and MH
h as reconstruction operators and MH

h being of higher order than LHh .
A bound on the local error EP in each cell P of the coarse mesh can be expressed as

EP =
(
(MH

h φ̂i,H − LHh φ̂i,H)TRh(LHh φi,H)
)
P

(6.13)

and the total error E is the sum of the local errors E = ∑N
P=1 EP . A refinement criterion

can then be derived by an user prescribed tolerance for the total error E in the scalar
value of interest J .

Some details on the implementation of the goal-oriented grid-adaptation procedure are
given in the following.
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The evaluation of the residual of the coarse mesh solution on the fine grid can be done
either on a cell by cell basis or for the complete grid at once. Performing the evaluation
for the complete grid at once requires that the whole mesh is refined isotropically. For
three-dimensional flows based on hexahedral cells the total number of cells is increased
by a factor of eight for each refinement level. The required computer memory scales
with the total number of cells. Therefore, this procedure demands large computational
memory resources. For an evaluation on a cell by cell basis the cell in question is refined
isotropically and the coarse grid solution is projected to the refined cell. However, the
residual evaluation in the finite volume framework requires not only values from the cell
in question. For a complete evaluation, values from three layers of neighbour cells on
the refined grid are required as depicted in Figure 6.3. Hence, the cell in question, its
neighbour cells and its neighbours neighbourhood need to be refined.

In both cases the evaluation of the residual depends on mass fluxes through the faces.
Finite volume methods require conservative mass fluxes – the sum of the mass fluxes over
all faces needs to be zero. However, when the coarse grid solution is projected onto the
embedded fine grid, mass fluxes are no longer conservative. To achieve conservative mass
fluxes the pressure correction equation is solved once and only the mass fluxes are updated.
When the residual evaluation is performed for the whole grid at once, this operation has
to be performed only one time. Within a cell by cell approach this operation needs to
be conducted for each cell. Therefore, an equation system which covers the whole grid
needs to be solved for each cell. The computational effort for such a procedure would
be prohibitive. A feasible cell by cell approach requires an alternative local solution
technique to achieve conservative mass fluxes for the cells in question. In the present work
the residual evaluation for the embedded fine grid is performed for the whole grid, rather
than using a cell by cell approach.

After the complete mesh is isotropically adapted, the mass fluxes are corrected once by
solving the pressure correction equation and applying only the mass flux correction. The
pressure correction equation employs the reciprocal central coefficient from the momentum
equation. Therefore, the momentum equation is assembled but not solved. When the
mass fluxes are corrected, the algebraic equation systems for the transport equations are
assembled using the standard procedure and the residuals of the equation systems are
evaluated. During that process no solution of the equation system is necessary. The high
order prolongation operatorM uses third order accurate simplex based interpolation while
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The figure on the right hand side shows the coarse grid,
where the residual has to be evaluated for the shaded cell
on the embedded fine grid.

The cell is refined isotropically, to create the embedded
fine grid. The necessary stencil size will only be displayed
for one of the resulting cells, i.e. the shaded cell.

The evaluation of the pressure correction equation residual
requires the reciprocal diagonal coefficients 1

A
ui
p

on the cell
faces. These are determined by interpolation between the
cells adjacent to the face, leading to additional refined cells
indicated by the solid black lines.

The evaluation of Auip in the neighbour cells requires in
turn information from the faces forming the cells. Hence,
additional refined neighbouring cells, as indicated by the
black solid lines, occur.

The evaluation of the diffusion term, being part of Auip ,
requires the face gradient. Hence, the gradient in the cells
adjacent to the faces need to be evaluated. The cell gra-
dient evaluation in turn uses values from adjacent cells.
Therefore, an additional third refinement is involved.

Figure 6.3: Illustration of required stencil size for the evaluation of the embedded fine grid
residual.
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the low order prolongation operator L is based on second-order simplex interpolation. A
detailed description of simplex based interpolation is provided in Section 6.4.3. After the
functional, the adjoint correction and the remaining error have been evaluated on the fine
grid, the complete grid is coarsened. During that process the local remaining error of the
corresponding fine cells are simply agglomerated for each coarse cell.

6.4 Refinement Algorithm

Prior to the description of the refinement algorithm a nomenclature for all relevant ge-
ometrical and topological entities is introduced and depicted in Figure 6.4. Each cell is

(a) Set of vertices. (b) An edge defined by two ver-
tices.

(c) A quadrilateral face defined by
four edges.

(d) A hexahedral cell defined by
six faces.

(e) Hanging Nodes (filled circles)
and a side for the bigger cell con-
sisting of 2 faces (shaded area).

Figure 6.4: Geometrical and topological entities.

bounded by its faces, which are built upon edges. Edges are defined by two vertices at
their ends. A hexahedron is defined by eight corner vertices. These vertices will be called
base vertices in the following. A hanging node is a vertex which is not present in the list

97



6 Dynamic Grid-Adaptation

of base vertices of all hexahedrons adjacent to the vertex. A hexahedron has six sides.
Within the unstructured grid environment each side may consist of one, two or four faces
and each face of four to eight edges.

The refinement algorithm should provide a topological valid grid at all instants of time.
Within this work a topologically valid grid is defined as a grid where each edge has at
most one hanging node. Figure 6.5 depicts an example of an invalid hanging node.

Figure 6.5: The refinement of the shaded cell would lead to an invalid (i.e. second) hanging
node, as indicated by the red dot.

The refinement algorithm is composed of two building blocks:

• Propagation of refinement information

• Actual refinement

Details on all steps are described in the following sections. For the sake of clarity and
improved understanding, illustrations are limited to two dimensions whenever possible.

6.4.1 Propagation of Refinement Information

After the refinement criterion has been evaluated, all cells are marked according to their
refinement indicator value as described in Section 6.2. Subsequently it has to be verified
that the marked cells lead to a valid grid. During this procedure, additional cells are
marked for refinement until a valid grid can be constructed. Furthermore, the grid qual-
ity should not be deteriorated due to the refinement. Within the propagation step the
following quality measures are considered:

• Irregularity
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• Anisotropy

• Non-orthogonality

• Three-neighbour splits

To ensure grid validity at all instants of time the refinement sequence has to be prescribed.
In the following sections a detailed description of the propagation step is provided.

a) Irregularity

After the cells have been marked for refinement all base vertices of a marked cell are
flagged. A flagged hanging node in a cell definition indicates that one of the “smaller”
adjacent cells is marked. If a common edge has to be split due to the marker of the
“smaller“ cell, an additonal split dividing the edge of the “larger“ cell has to be added.
Subsequently the corner vertices of this cell are flagged, unless they have been flagged
before. The whole process is repeated until no further splits are required. Figure 6.6
depicts this process.

In case of isotropic refinement, splits in all cell directions are added if a flagged hanging
node vertex is detected in a cell definition.

b) Anisotropy

Using only the irregularity criterion to preserve grid quality, it is likely to achieve pro-
nounced anisotropic local refinement, which may have a bad effect on the solution quality.
To suppress the pronounced anisotropy of the grid, the following rationale is used:

When two neighbouring cells are marked for refinement, but only one of the markers
would split a common edge, the refinement splitting the common edge is propagated to
the other cell. The depth of this propagation should be limited. By default it is limited
to three cell layers.

c) Three-Neighbour Splits

Special care has to be taken when anisotropic refinement is used in three dimensional
spaces. It may happen that a cell gets three neighbours on one of its sides due to the
refinement. Within the present algorithm, such a situation is considered topologically
invalid. To prevent this situation, the algorithm walks through all cells which have two
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Shaded cells are marked for refinement, dashed lines
indicate refinement direction

In a loop over the vertices of the smaller marked cell
a vertex which is currently a hanging node (rhombus
symbol) is found. The refinement is propagated to the
adjacent cell.

Inspected vertices are marked (red circles). In a loop
over the vertices of the newly marked cell, another
hanging node is identified and the refinement is prop-
agated further.

All vertices of marked cells have been processed. No
further necessity for refinement propagation is de-
tected.

Figure 6.6: Illustration of the recursive refinement propagation process for the example of
an anisotropic refinement to ensure a valid grid topology.
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Marking before anisotropy check: Dashed lines indi-
cate marked refinement direction.

Marking after anisotropy check:: Dashed lines with
triangles at their ends indicate additional refinements
due to anisotropy check.

Figure 6.7: Illustration of grid quality enhancement due to the suppression of pronounced
anisotropy.

neighbours on one of their sides. If the cell itself or one of its two neighbours are marked
for refinement and a common edge of all three cells has to be split, a split that divides
this edge is added to all three cells. The process is sketched in Figure 6.8. The figure
shows a view on the common faces of the three cells. The shaded cells are marked for
refinement and the dotted lines indicate split direction. On the left-hand side of Figure 6.8
two situations which lead to three-neighbour splits are shown. To avoid three-neighbour
splits in both situations, all three cells need to be marked for refinement, as shown on the
right-hand side of the figure.

d) Non-Orthogonality

An important aspect which influences the stability and accuracy of simulations is the non-
orthogonality of the grid (c.f. Section 4.2). Especially anisotropic mesh adaptation can
significantly reduce mesh orthogonality, which is measured as the angle between the face
normal vector ∆F and the connecting line of the two adjacent cell centres d. During the
refinement process the face normal vector will not change, however the location of the cell
centres will change. The calculation of the non-orthogonality on the refined mesh requires
the new cell centre positions, which are unfortunately not available at this stage of the
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I

II

common edge

Figure 6.8: Avoidance of three-neighbour splits.

refinement process. Therefore, an approximate non-orthogonality measure based on the
angle between the face normal and the connecting line between an intermediate point on
the edge and the adjacent cell is used, as depicted in Figure 6.9. Within the figure, the
angles α and β denote the exact and the approximated non-orthogonality. The new cell
centres due to refined cells are marked by rhombic symbols while the original cell centre is
marked by a circle. The intermediate points denoted by triangles are located at one and
three quarters of the edge length, and serve as an approximation for the new face centres.
Whenever a cell is flagged for refinement, the resulting non-orthogonality between the cell
and all neighbours that share an edge of the cell which needs to be split is assessed. If the
resulting non-orthogonality is below an user-prescribed threshold, the neighbouring cell
will be flagged for refinement in the direction of the edge. The non-orthogonality check is
recursively repeated for the neighbouring cell.

e) Refinement Sequence

Even if all cells are correctly marked for refinement, an invalid intermediate mesh can
occur depending on the sequence in which the cells are refined. An example is shown in
Figure 6.10.
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∆F

d

∆F

β

α

d

Figure 6.9: Orthogonality approximation.

Parts of the developed algorithm rely on topologically valid intermediate grids, therefore
the sequence in which the cells have to be refined, has to be defined. Each cell which is
marked for refinement will get a priority level. Cells with higher priority levels are refined
prior to cells with lower priority levels. To determine the priority levels, the highest
priority level of all adjacent cells is stored for each vertex. If a vertex of a cell, which
is not a base vertex, is a hanging node vertex and has the same or higher priority level
than the cell, the cell priority level has to be increased. The priority levels of the vertices

Figure 6.10: If the ruled cell would be refined first the invalid hanging node marked with
a rhomb would be created on an intermediate mesh.
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adjacent to the cells are updated, and the whole process is repeated until no more changes
have to be applied. An illustration of this process is given in Figure 6.11

Initial priority levels for cells and adjacent vertices are
shown. Cells with higher priority levels will be refined
first based on the final priority levels.

0

0
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0

0 0

0 0

0 0

0 0

0

Marked vertex is a hanging node vertex, which is not
a base vertex for the ruled cell. The ruled cell and
the adjacent marked cell have to be refined, but the
priority of the ruled cell is not higher.
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0
0

0

0 0

0 0

0 0

0 0
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Marked vertex is a hanging node vertex, which is not
a base vertex for the ruled cell. The ruled cell and
the adjacent marked cell have to be refined, but the
priority of the ruled cell is not higher.
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Figure 6.11: Illustration of determination of refinement sequence for anisotropic refinement
to ensure a valid grid topology at any instant in time.

After completion of this step a valid grid is obtained from the marked cells and the
associated priority levels.
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f) Overview of Complete Refinement Propagation Algorithm

The complete sequence of the propagation step is shown in Algorithm 4. It consists of a

repeat
for icell=1,nCells do

add hanging node splits
add buffer layer splits (recursive)
add angle splits (recursive)
add three neighbour splits

end
until No more splits added
repeat

for icell=1,nCells do
check refinement priority

end
until No changes in priority

Algorithm 4: Pseudo-code illustrating the sequence of the refinement propagation
step.

loop over all cells, where for each cell all previously described mesh quality measures are
handled. Due to performance reasons the propagation of additional refinement markers
to suppress anisotropy and non-orthogonality are designed as recursive algorithms. The
loop over all cells is repeated until no additional refinement markers have to be added.
Subsequently the refinement sequence is determined. Therefore, a loop over all cells is
executed, where the refinement sequence is determined for each cell. This loop is repeated
until no more changes are applied to the refinement sequence.

6.4.2 Refinement Phase

When the refinement decision step is completed the actual refinement is initiated. Prior
to the description of the refinement required dedicated data-structures are introduced in
this subsection.
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a) Data-Structures

For the refinement step the topological data set is transferred into an intermediate data
set which contains a specialised data structure to handle the changing topology. Connec-
tivities between different topological entities are stored in the compact row storage (CRS)
format. It consists of two one-dimensional arrays. The first array (index array) stores an
index, which indicates the position where the stored data set starts in the second array
(data array). The principle is shown in Figure 6.12. The last start pointer refers to the
end of the data array. It is a widely used memory efficient data structure. However, it is
not efficient for data where the lengths of the stored data sets are changing. If the length
of a data set that is stored at an arbitrary position of the data-array changes, all following
entries have to be copied to other positions. This is an expensive operation, especially
when the data set that changes is located somewhere in the beginning or middle of the
data array and the data array is large.

Index Array

Data Array
Pointers to Start Point

Figure 6.12: Illustration of the CRS data format.

A data structure that is designed for changing data set lengths is the linked list. It
consists of a pointer pointing to the start index of the first data set and pointers in each
data set pointing to the next data set. Therefore, it is possible to reallocate the sizes
of the individual data sets, without performing any copy operations. However, even the
reallocation operations are computationally expensive. Furthermore, linked lists supply no
direct access to a specific element. Hence, a modified version of the compact row storage,
which is efficient for changing data set sizes and at the same time provides direct access
to specific data sets, has been designed for the present study.

The new data structure consists of three one-dimensional arrays, where the first one
stores the start indices (start index array), the second one the end indices (end index
array) and the third one the data (data array). When the array is initially filled void spaces
are introduced between the different data sets. A schematic of the new data structure is
depicted in Figure 6.13. When the length of a data set increases (e.g. from 6 entries to
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Start Index Array

Data Array

Pointers to Start Point

End Index Array

Pointers to End Point

Void Spaces

Figure 6.13: Illustration of the new data structure.

7 entries) the void spaces surrounding the data set are used to store the data set. If the
data set is larger than the combined length of the original data set and the surrounding
void spaces, the neighbouring data sets are moved, using their preceding and following
void spaces, to create enough space. However, this copy operations are typically localised
and therefore significantly less copy operations have to be executed than for the same data
insertion in the compressed row storage data format. During the initialisation of the new
data-structure a default void space of typically two voids is used. In case all voids are
filled a new (larger) copy of the data-structure is created and all data is transferred to the
new data structure before the old data structure is deleted.

The intermediate data structure contains the following information from the original
data structure:

Vertex Locations Cartesian coordinates of vertices

Cell to Face Connectivity The neighbouring cells of a face

Face Family The assignment of faces to geometrical surfaces

Vertex to Cell Connectivity The base vertex definition for each cell

Face to Cell Connectivity The faces for each cell

Vertex to Face Connectivity The vertex definition for each face

During the refinement process all intermediate data structures have to be updated perma-
nently, because the information stored in these structures is used within the refinement
process.
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Vertex and face indices for all cells that are marked for refinement and for their neigh-
bouring cells are stored in two arrays for each cell. The first array contains 27 entries for
the vertices. The vertex indices are stored in this array according to the CGNS HEXA 27
format [34, 148] shown in Figure 6.14. Indices of existing vertices are stored at the appro-
priate position in the array, while a zero is stored for all non-existing vertices. The second
array consists of 24 entries for face indices in a format related to the CGNS HEXA 27
format. The face numbering is depicted in Figure 6.15. The face index array has four

Figure 6.14: CGNS HEXA 27 notation.

entries for each side of a cell. For sides consisting of one face the face index is stored to all
four entries associated to the side. If a side consists of more than one face, the face indices
are stored at the appropriate positions of the face index array for this side. The appro-
priate positions are determined using a two-dimensional local coordinate system, which is
defined for each side. The first principal axis points from the first face defined for this side
to the second face defined for this side, according to the face definition shown in Figure
6.15. The second principal axes points from the first face to the third face. Accordingly,
it can be determined if the side is split normal to the first and/or second principal axis of
the side.

The vertex and face index array contain non-unique informations. Two adjacent cells
that share one face have the same face index in their face index arrays identifying the
shared face. If the shared face has to be split due to the refinement marker of one of the
cells, the indices of newly created faces have to be stored at the appropriate locations of

108



6.4 Refinement Algorithm

Figure 6.15: Developed view of a cube with the vertices in HEXA 27 notation and face
numbers.

the face index arrays of both cells. The same holds for the vertex index arrays.

b) Refinement

The basic refinement algorithm is shown in Algorithm 5. It consists of a loop over the
refinement priorities, starting at the highest priority and proceeding to the lowest priority.
Within this loop the refinement of all cells, that have a refinement priority according to
the priority level of the actual loop, are refined.

During all these steps it has to be ensured that the connectivity information for all cells
is kept up to date. The individual steps will be explained the following.

During refinement new vertices are created where necessary and their indices are stored
in the vertex array for the appropriate cells. Within this step, it has to be ensured that
no coincident vertices are created. The algorithm walks through all cells and introduces
new vertices for a cell, where necessary. When a new vertex is introduced for a cell, the
new vertex is also communicated to the neighbouring cells and the vertex list for the
neighbouring cell is updated.

Afterwards, faces that need to be split are modified. For the original face the vertex to
face connectivity is manipulated to get the first new faces, and the additional new faces
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for priorityLevel=maxPriorityLevel,0,-1 do
for icell=1,nAllCells do

if icell to be refined then
if priorityLevel(icell)=priorityLevel then

Store vertex and face indices of icell
Store vertex and face indices of all neighbour cells of icell
Create new vertices for icell
Create new faces for icell
Split icell

end
end

end
end

Algorithm 5: Pseudo-code illustrating the basic refinement procedure

are added to the vertex-face connection list. At the same time additional information like
the family, a face belongs to, or its cell neighbours are set. The new face information is
then stored to the 24-entry face index array for each cell. Furthermore, new necessary
faces inside the original cell are created. Afterwards the information in the face index
array is communicated to the neighbouring cells.

Finally the new cells are created. The vertex to cell connectivity for the original cell
is updated and the new vertex-cell connectivities are added to the list. Additionally, the
face to cell connectivity is updated for the refined cell, the new cells and the neighbouring
cells.

6.4.3 Post Refinement Phase

After the refinement step is completed, the intermediate data structure is transferred
back to the standard data structure. All geometric entities are recomputed using the
vertex positions and the topological information. Arrays depending on the grid size are
reallocated.

Furthermore, the refined grid is aligned to the geometry and all field data is transferred
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from the original cells to the new cells. Special care has to be taken to estimate the face
fluxes on the refined grid. Details on the geometry alignment, prolongation operators and
face flux adjustment are presented in the following sections.

a) Geometry Alignment

Refining cells adjacent to a curved geometrical boundary usually leads to new vertices
which are not located on the boundary surface because new vertices are always introduced
in the middle of the edge that has been split. However, a precise representation of the
boundary surface is crucial to achieve accurate results and the locations of vertices, which
are not located on the boundary, need to be corrected. To locate the new vertices on the
geometrical boundary, informations about the geometrical boundary need to be available.
The developed approach uses an STL discretisation of the geometrical boundary. The
STL discretisation consists of conforming triangles, where all vertices of the triangles are
located on the curved boundary. Furthermore, for each triangle the associated geometrical
family is available.

For the geometry alignment first the triangle of the STL surface discretisation, which
has the same family as the vertex to be aligned and is located closest to this vertex, needs
to be found. For an efficient determination of the nearest triangle a kd-tree based search
algorithm is employed. A separate kd-tree for each family of the STL-discretised surface
is used to ensure that the family associated to the vertex and the surface discretisation
match. However, the nearest triangle of the STL discretisation is not necessarily the
best approximation as depicted in Figure 6.16 (assuming that the whole boundary has
the same family). Therefore, a second criterion regards the angle between the outward
pointing facet and the surface normal. If the angle is larger than a prescribed threshold
(40◦ is used in the developed approach) the result of the kd-tree search is deemed to be
wrong and a geometric search algorithm is used. The geometric search algorithm walks
through all triangles of the STL discretisation which have the same family as the vertex.
It finds the triangle which is located closest to the vertex and fulfils the above described
angle criterion at the same time. In parallel simulations the whole STL surface boundary
discretisation is available on all processes.

Figure 6.17(a) depicts a refined grid where the new boundary vertices are not aligned
with the boundary surface. Just aligning the boundary vertices to the boundary surface
would lead to cells with poor grid quality or even negative volume. Hence, the adjustment
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STL discretisation of geometry

numerical grid

grid vertices STL facet centres

newly inserted vertex

nearest STL facet centre

nearest STL facet centre with

solid body

same surface orientation

Figure 6.16: 2D example of geometry alignment for vertices.

of the boundary vertices needs to be propagated into the volume mesh.
The propagation of the boundary vertex displacement into the volume mesh uses a

front marching algorithm. The vertex displacements are propagated along edges that are
oriented approximately normal to the boundary surface. Four different statuses are used
to classify vertices during this process:

source vertices that serve as source for a displacement

target vertices that will receive the displacement from the source vertices

finished vertices for which the final position is reached

pending vertices for which the displacement operation is not yet finished

Initially all vertices are marked as pending and the boundary vertices are aligned with
the geometry. Afterwards all vertices that currently have a prescribed displacement are
marked as sources. Vertices are marked as target, if they are part of an edge definition
with the other vertex marked as source and the angle between the surface normal asso-
ciated to the source vertex and the edge is smaller than a prescribed threshold. When
all vertices are marked, the displacements are propagated from the source to the target
vertices. Subsequently the source vertices are marked as finished and the target vertices
as source vertices. Pending vertices which are part of an edge definition with a source
vertex are marked as target vertex, if the angle between the edge and the source edge is
below a prescribed threshold. The whole process is repeated until all vertices are marked
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Boundary Vertex
Full Displacement

No Displacement
Varying Displacement Initial Grid

New Edges of Refined Grid

(a) Grid after refinement before geometry adaptation. Symbols denote status of vertices.

Boundary Vertex
Full Displacement

No Displacement
Varying Displacement Initial Grid

New Edges of Refined Grid

(b) Grid after refinement and geometry adaptation. Vertices with filled symbols have been moved.

Figure 6.17: Illustrative example of geometry alignment.

as finished. For parallel simulations the vertex displacements and vertex statuses are
communicated over all processes after each step of the front marching algorithm.

In unstructured meshes vertices may get displacement contributions from more than
one edge. Hence, the displacements and source edge directions are accumulated for each
vertex and finally normalised by the total number of displacements each vertex received.
Furthermore, hanging node vertices may receive displacement contributions from target
vertices. Usually hanging node vertices are located on the edge for which they present
the hanging node vertex. Therefore, displacement contributions for hanging node vertices
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are initially ignored. Their position is projected to the edge, for which they present the
hanging node vertex, if any of the base-vertices of the edge is modified.

The developed boundary alignment procedure deploys a zonal approach to achieve a
good grid quality even in boundary layer meshes and minimise the associated computa-
tional effort. The zones are determined using the minimal wall distance of the vertices
and characterised by a zonal weight factor. The vertex displacement is multiplied by the
zonal weight factor. Two thresholds, defined by the user, serve as boundary definition for
the different zones. All vertices that have a minimal wall distance lower than yrigid receive
the full displacement of their respective source vertices, hence the weight factor for all
vertices in this region is set to unity. All vertices with a larger wall distance than yfixed

get a displacement of zero – the weight factor is set to zero. For all vertices in between the
thresholds the zonal weight factor is determined by a cubic blending function that ensures
a smooth transition between the rigidly moving zone and the fixed zone.

The complete geometry alignment algorithm is depicted in Algorithm 6.

b) Prolongation Operators

After the grid is refined, the primal variables need to be transferred from the original grid
to the refined grid. Within the developed approach a number of different prolongation
operators, which differ in their order and complexity, are available.

The most obvious prolongation operator is to transfer the cell centre values of the
original coarse cell to the cell centres of the nested refined cells via

φP ∗ = φP (6.14)

with P ∗ denoting the cell centre of the refined cells and P the cell centre of the original
cell. This approach is easy to implement, however it deteriorates the formal second-order
accuracy of the finite volume approach. Any smooth profile will be turned into a step
profile. To obtain a smooth profile, additional iterations are necessary. A one-dimensional
example of this mapping algorithm is shown in Figure 6.18.

A prolongation operator which is second-order accurate can be assembled using the
original cell centre values and gradients as input. The new cell centre values are the
determined as

φP ∗ = φP + (xi,P − xi,P ∗)
∂φ

∂xi
. (6.15)
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for iBoundaryVertex,nBoundaryVertices do
project vertex on boundary surface
if Displacement of Projection != 0 then

flag vertex as source vertex
end

end
mark all vertices with wall distance ¿ yfixed as finished
set nDisplacements for all vertices to zero
repeat

for iEdge,nEdges do
if iEdge contains source vertex then

mark other edge vertex as target vertex
if angle between edge and wall normal ¡ angleThreshold then

add source vertex displacement to target vertex
increase nDisplacements for target vertex by one
mark target vertex as modified
mark source vertex as finished

end
end

end
for iVert,nAllVert do

if vertex is marked as modified then
divide displacement by nDisplacments and multiply by zonal weight factor
mark vertex as source vertex

end
if vertex is marked as target vertex then

mark vertex as finished
end
if vertex is hanging node vertex then

Adjust diplacment if necessary
end

end
until all vertices marked as finished
multiply target vertex displacement by zonal weight factor

Algorithm 6: Pseudo-code illustrating geometry alignment process.
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Cell Centre Value

Cell Centre Gradient

Real Solution

Cell Centre

φ

(a) Initial one-dimensional grid and solution.

New Cell Centres from Refinement

φ

(b) Refined one-dimensional grid. Simple solution
mapping

Figure 6.18: One-dimensional example simple prolongation operator.

Although this approach is more accurate, it is unbounded and prone to produce new
local extrema as shown in Figure 6.19. Dealing with flow variables that are bounded, e.g.

New Extremum
φ

Figure 6.19: One dimensional example of gradient extrapolation prolongation operator.

volume mixture fraction c, non-physical solutions are introduced due to the unbounded
prolongation operator. Hence, either a bounded prolongation operator has to be used for
these flow variables or the variables need to be corrected after prolongation. Furthermore,
the new extrema can cause oscillations, especially when the grid refinement procedure is
used frequently.

A second-order accurate prolongation operator that is bounded, is based on interpo-
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lation inside simplexes. The algebraic interpolation operator for simplexes has a low
computational effort. However, the operator requires that the target point to which the
solution is prolonged is located inside the simplex. The base points of the simplex need to
be cell centres of the original grid. To achieve a good accuracy these base points should be
located close to the target point. In an unstructured grid environment such simplexes are
not necessarily available. Therefore, they have to be determined for each point to which
the solution has to be prolonged. Within the grid refinement procedure the prolongation
usually only needs to be performed for a small sub-set of the complete grid. Hence, the
required simplexes are determined ad-hoc to reduce the computational effort. The first
base point of which the simplex is composed is always the cell centre of the original cell
that has been refined. To find the other base points of the simplex, all neighbouring cell
centres (named NB in Figure 6.20(a)) are stored in a list. The entries are ordered accord-
ing to their projection of the normalised connection vector from original cell centre to the
refined cell centre onto the connection vector from the original cell centre onto the neigh-
bour cell centre. The list only includes neighbour cell centres with a positive projection.
The determination of the simplexes is a trial and error method. Simplexes are created
from the original cell centre and the neighbour cell centres depending on their position in
the list. The probability, that a simplex composed of the neighbouring cell centres with
the largest projections, contains the new cell centre is high. Accordingly, the neighbouring
cell centres with the largest projections are preferred in the list. If the new cell centre is
located inside the simplex, the required simplex has been determined (example shown in
Figure 6.20(c)). Otherwise (exemplary shown in Figure 6.20(b)) a new simplex using the
next value in the list is created and it is checked if the new cell centre is located inside
the simplex. This procedure is repeated until a valid simplex has been found.

To prolong the field data to the new cell centres the barycentric coordinate system of
the simplex is used. The barycentric coordinate system for a three-dimensional simplex
is depicted in Figure 6.21. Therefore, the first vertex P1 is mapped to the barycentric
coordinate λ = (1, 0, 0, 0)T , the second vertex P2 to the barycentric coordinate λ =
(0, 1, 0, 0)T and the other vertices are mapped accordingly. The transformation from the
Cartesian reference frame to the barycentric coordinates λ1, λ2 and λ3 reads as follows:

λi =T−1
ij (xj,P − xj,P4) with

Tij = (xi,P1 − xi,P4 ;xi,P2 − xi,P4 ;xi,P3 − xi,P4)
(6.16)
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P ∗

P

(a) Two-dimensional grid with refined centre cell.

(b) First Simplex candidate. New cell centre not
inside simplex.

(c) Second Simplex candidate. New cell centre in-
side simplex.

Figure 6.20: Two-dimensional example of ad-hoc simplex determination.

λ4 is determined via the compatibility condition

λ4 = 1− λ1 − λ2 − λ3. (6.17)

Since the barycentric coordinates are a normalised partition of unity (6.17), they can be
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P1

P2

P3

P4

P

λ = (0, 1, 0, 0)

λ = (0, 0, 1, 0)

λ = (1, 0, 0, 0)

λ = (0, 0, 0, 1)

Figure 6.21: Barycentric coordinate system of a three-dimensional simplex.

used as interpolation weights and the prolongation to point P reads

φP = λ1φP1 + λ2φP2 + λ3φP3 + λ4φP4 . (6.18)

An one-dimensional example of the second-order accurate simplex-based prolongation op-
erator used within the grid refinement procedure is depicted in Figure 6.22. Comparing
the resulting prolonged values to the gradient extrapolation operator depicted in Figure
6.19 it is obvious that no new extrema are create using the simplex-based prolongation
operator.

No New Extrema
φ

Figure 6.22: One dimensional example of the 2nd order accurate simplex-based prolonga-
tion operator.
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A third order accurate prolongation operator can be build upon the basis of the second-
order accurate simplex-based prolongation operator. It does not only utilise the cell cen-
tre values but also the gradients at the cell centres. Valid simplexes are determined as
described above. The prolongation operator is composed of the second-order accurate
simplex interpolation and additional terms. It reads

φP = λ1φP1 + λ2φP2 + λ3φP3 + λ4φP4︸ ︷︷ ︸
Second-order accurate simplex interpolation

+ 4[dAλ2 + dBλ3 + dCλ4 − dAλ2
2 − dBλ2

3 − dCλ2
4

+ (dD − dB − dA)λ2λ3

+ (dE − dC − dA)λ2λ4

+ (dF − dC − dB)λ3λ4]

(6.19)

with

dA =1
8

[
∂φP1

∂xi
(xi,P2 − xi,P1)− ∂φP2

∂xi
(xi,P2 − xi,P1)

]

dB =1
8

[
∂φP1

∂xi
(xi,P3 − xi,P1)− ∂φP3

∂xi
(xi,P3 − xi,P1)

]

dC =1
8

[
∂φP1

∂xi
(xi,P4 − xi,P1)− ∂φP4

∂xi
(xi,P4 − xi,P1)

]

dD =1
8

[
∂φP2

∂xi
(xi,P3 − xi,P2)− ∂φP3

∂xi
(xi,P3 − xi,P2)

]

dE =1
8

[
∂φP2

∂xi
(xi,P4 − xi,P2)− ∂φP4

∂xi
(xi,P4 − xi,P2)

]

dF =1
8

[
∂φP3

∂xi
(xi,P4 − xi,P3)− ∂φP4

∂xi
(xi,P4 − xi,P3)

]
.

(6.20)

c) Face Flux Adjustment

To transfer the fluxes from the old grid to the new grid, the pressure correction equation
is solved once and the fluxes are updated. As the pressure correction equation depends on
the matrix coefficients of the momentum equation, the momentum equation is assembled
– not solved – before.
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6.4.4 Parallelisation

The ghost cells for an exemplary domain decomposition of a two-dimensional grid dis-
tributed over two processes are shown in Figure 6.23. For the ghost cells the complete
topological information is available. The refinement criterion is evaluated similar to serial

Process 0
Process 1 Cells on Process 0 Cells on Process 1

Figure 6.23: Illustration of domain decomposition with 2 processes. Cells with dotted lines
are ghost cells.

computations. It is evaluated only for the internal cells. Within the refinement deci-
sion step only internal cells get additional markers. However, the decision can depend
on values of ghost cells. At each loop of the refinement decision step, the markers are
exchanged between the processes. Again the loops are executed until nothing changes any
more. During the refinement step the refinement is done for marked internal and ghost
cells. However, some information might be missing after that step, as illustrated in Figure
6.24. The considered cell in the figure is marked for refinement on process 1. After the
refinement, process 0 misses the information about the hanging nodes, which are indicated
by the closed dots. This information is gathered for the ghost cells after the refinement
is completed and the ghost cells are updated with the missing information. During the
transfer from the intermediate to the new data structure some cells, created by refining
ghost-cells, have to be removed as it is shown in Figure 6.25. The considered cells, an
internal cell on process 0 and a ghost cell on process 1, are marked for refinement. After
refinement the cells marked by a red cross are superfluous ghost cells for process 1. Finally
the exchange pointers, on which the mechanism to exchange data between partitions is
based, have to be rebuilt.
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Process 0 Process 1

I

II

Figure 6.24: Example to show which information is missing after parallel refinement.

Load Balancing

The optimal performance of a parallel simulation hinges on a proper load balancing.
Within the employed SPMD approach the whole computational grid is split into as many
parts as processors are used. The computational load mainly scales with the number of
unknowns, therefore a balanced load is achieved when the number of unknowns is equal
for each part.

The dynamic grid-adaptation procedure refines the grid locally. Hence, the number of
unknowns in each part of the grid may change. To maintain a balanced load, cells have to
be redistributed over the processes. The employed dynamic load balancing algorithm uses
the ParMetis library to determine which cell belongs to which processor. Whenever the
grid is refined in a parallel simulation the load balancing algorithm is used after the actual
grid refinement. After it has been determined to which processor each cell belongs the
cells are redistributed over the processes. The redistribution scheme has been developed
by D. Hafermann and is described in detail in [67].

6.4.5 Concluding Remarks

The present goal-oriented grid-adaptation technique is based on the adjoint flow solver
developed by Stück [171]. The adjoint flow solver uses the frozen turbulence approach
which is the most commonly used technique, where the variation of the turbulence trans-

122



6.4 Refinement Algorithm

Process 0 Process 1

I

II

Figure 6.25: Exemplary update of ghost cells after refinement.

port equation is neglected. This leads to an inaccuracy of the adjoint solution of turbulent
flows. Peter and Dwight [144] reviewed adjoint techniques for optimisation purposes. Sev-
eral authors analysed the influence of the frozen turbulence approach on the accuracy of
the results. However, due to the complexity and stability issues associated to adjoint tur-
bulence transport equations, these examples are limited. However, it has been shown that
the deviations in the gradients have only a minor impact on the optimisation result, when
robust optimisation techniques are used. The derivation of the gradients is based on the
adjoint solution, which also forms the basis for the adjoint error correction procedure and
hence the refinement indicators for goal-oriented mesh refinement. Accordingly, a large
uncertainty remains in the predicted adjoint correction terms and refinement indicators for
goal-oriented refinement for turbulent flows with the present grid-adaptation technique.
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The purpose and definition on the verification and validation according to the AIAA
definitions [1] reads:

Verification The process of determining that a model implementation accurately repre-
sents the developer’s conceptual description of the model and the solution to the
model.

Validation The process of determining the degree to which a model is an accurate repre-
sentation of the real world from the perspective of the intended uses of the model.

All developed methods have been intensively verified and validated in this sense. Accord-
ingly, the techniques are assessed individually. This chapter provides the description and
results of selected verification and validation test-cases for the developed techniques.

The chapter starts with a brief description of some verification tools that have been
used with the verification and validation and proceeds with the description of selected
examples for each developed technique.

7.1 Verification Tools

To verify the developed code some features have to be assessed in detail. Tools for this
purpose are presented within this section.

7.1.1 Spatial Order of Convergence

For the verification of the developed code it is necessary to assess the spatial order of
convergence and the uncertainty in the predicted results. A convenient technique to assess
the spatial order of convergence of numerical simulations in the finite volume context is
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inhered in the Richardson extrapolation [155]. When the simulation results with refined
grids converge asymptotically, Richardson extrapolation can be used to extrapolate the
result to an infinitely fine grid and to provide an uncertainty contained in the result.
Richardson extrapolation is usually based on solutions obtained for three successively
refined grids. The technique has been enhanced by Eça and Hoekstra to be applied for
solutions obtained from more than three grids. In the following only the procedure with
the associated formulas is presented. The theoretical background is described in more
detail by Eça and Hoekstra in [50]. The observed order of accuracy and convergence
condition is estimated by a least square technique. The following function

S(φ0, a, p) =

√√√√ ng∑
i=1

[φi − (φ0 + ahpi )]
2, (7.1)

is minimised in a least squares sense. Within the function φi is the numerical solution of
any local or integral scalar quantity on a given grid, φ0 the estimated exact solution, a a
constant, p the observed order of accuracy, hi a parameter identifying the representative
grid cell size and ng the number of available solutions from different grids. The above given
formula yields the same results for ng = 3 as the standard definition of the Richardson
extrapolation. Richardson extrapolation is only applicable for monotonic convergence
behaviour. Hence, the convergence behaviour has to be identified. When only solutions
on three systematically refined grids are available the convergence behaviour is identified
by

R = φ2 − φ1

φ3 − φ2
(7.2)

where the subscript 1 identifies the finest grid, 2 the medium grid and 3 the coarsest grid.
Depending on R the following convergence behaviour is found:

0 < R < 1 → Monotonic convergence

−1 < R < 0 → Oscillatory convergence

R > 1 → Monotonic divergence

R < −1 → Oscillatory divergence

(7.3)

When solutions on more grids are available, the above given method is not applicable. To
identify the convergence behaviour, the occurrence nch for a sign change of the difference
between consecutive solutions [(φi+1 − φi) (φi − φi−1) < 0] is counted. The convergence
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behaviour is classified using the estimated order of convergence p and nch via:

1. p > 0 → Monotonic convergence

2. p < 0 → Monotonic divergence

3. nch ≥ INT
(
ng
3

)
→ Oscillatory convergence or divergence

4. Otherwise → Unknown

(7.4)

The method is not able to distinguish between convergence and divergence in case of
oscillatory behaviour. However, Richardson extrapolation is only applicable for convergent
behaviour, hence according to [50] only the following classifications are relevant:

1. Monotonic convergence

2. Oscillatory behaviour

3. Anomalous behaviour

When the convergence behaviour is classified, the uncertainty in the results can be esti-
mated. In case of monotonic convergence the uncertainty Uφ is estimated from

Uφ =


min

(
A, 1.25 min

(
1.6, 2.28

p
− 1.4

)
B
)

for 0 ≤ p < 0.95

1.25A for 0.95 ≤ p < 2.05

max (A, 1.25 min (1.6, 3p− 5.15)C) for p ≥ 2.05

(7.5)

with

A = δRE + US

B = δ12
RE + U12

S

C = δ02
RE + U02

S .

(7.6)
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Herein δRE, δ12
RE, δ02

RE, US, U12
S and U02

S are defined as follows:

δRE =φi − φ0 = αhpi with α = const

δ12
RE =φi − φ0 = α1hi + α2h

2
i with α1 = const, α2 = const

δ02
RE =φi − φ0 = λ1h

2
i with λ1 = const

US =

√√√√∑ng
i=1 (φi − (φ0 + αhpi ))

2

ng − 3

U12
S =

√√√√∑ng
i=1 (φi − (φ0 + α1hi + α2h2

i ))
2

ng − 3

U02
S =

√√√√∑ng
i=1 (φi − (φ0 + λ1h2

i ))
2

ng − 3

(7.7)

In case of oscillatory convergence the uncertainty is estimated via

Uφ = 3∆M with

∆M = max (|φi − φj|) with 1 ≤ i ≤ ng ∧ 1 ≤ j ≤ ng.
(7.8)

For all other cases the uncertainty is determined as

Uφ = min (3∆M , 3B) . (7.9)

7.1.2 Approximation of Interface Sharpness

The approximation of the interface sharpness is based on the ratio of the present interface
thickness to the optimal interface thickness. As stated in Section 5.3 an interface is blurred
if more than one partly filled control volume occurs between cells completely filled with
different phases. Hence, the maximum interface thickness for a perfectly sharp interface
extents over three cell layers. The interface sharpness is estimated by means of the interface
sharpness index S. The building blocks for this estimate are the approximation of the
present interface thickness and the optimal interface thickness at a given location of the
interface. These serve as basis for the local interface sharpness. Furthermore, a suitable
normalisation of the local interface sharpness to judge the interface sharpness in the entire
computational domain is presented.

The local interface thickness t̃ at a face F is estimated by

t̃F =


||ηi||−1

F if cL < 0.5 ≤ cR or cR ≤ 0.5 < cL

0 otherwise
(7.10)
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with ηi,F =
(
∂c
∂xi

)
F

being the mixture fraction gradient, interpolated to the face. The
approximate grid spacing h̃ evaluated at the face F in the direction of the mixture fraction
gradient reads

h̃F =


[(

|di ηi|
||di|| ||ηi||

)−1
||di||

]
F

if di ηi
|di||ηi| > 0.5

0 otherwise
(7.11)

where only faces featuring an angle between the face normal and the mixture fraction
normal lower than 60◦ are considered. The local interface sharpness index S̃F at a given
face reads

S̃F =


t̃F

2h̃F
if h̃F > 0

0 otherwise
. (7.12)

Accordingly, the local interface is considered perfectly sharp when the index is below
one. The interface sharpness index S providing a measure for the interface sharpness in
the whole computational domain is the arithmetic average of all local non-zero interface
sharpness indices.

7.2 Sub-Cycling Technique

The sub-cycling technique aims to improve the efficiency while maintaining the accuracy.
The efficiency is measured by the time to solution, while the accuracy is measured by the
interface position and its sharpness.

7.2.1 Duncan Foil

The validation of the unsynchronised sub-cycling procedure focuses upon the Duncan Foil.
In 1981 Duncan experimentally studied breaking waves produced by a towed hydrofoil
[47]. The NACA0012 hydrofoil has been fully submerged at an angle of attack of 5◦. The
submergence depth has been varied to study the effect on the free-surface elevation. In the
following simulations a submergence depth leading to non-breaking quasi-steady waves is
chosen. This test case has been widely use to validate free-surface codes [43, 79, 101, 186].
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Case Description

The Froude and Reynolds numbers based on the chord length c of the foil are Fn = 0.5669
and Re = 1.43 × 105 . For the present study a non-dimensional submergence depth
of s/c = 1.246 measured from the leading edge of the foil is chosen. The employed
computational domain and boundary conditions are depicted in Figure 7.1. Simulations
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Figure 7.1: Computational domain and boundary conditions employed for the Duncan foil.

have been carried out using a two-dimensional setup. The computational domain starts
8 chord lengths upstream of the foil and ends 19 chord lengths downstream of the foil,
where the last 12 chord lengths are used as numerical beach. The bottom is located 6
chord lengths below the foil and the top 2.4 chord lengths above the foil. The unstructured
numerical grid, which is refined in the free-surface region, consists of 93, 397 hexahedrons.
The origin of the coordinate system is located in the leading edge of the foil. The free-
surface region above and 7 chord lengths downstream the airfoil is refined using roughly
50 cells per wave lengths and 20 cells per wave height. The boundary layer cells are
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designed to satisfy a theoretical y+ < 1. Hence, the boundary layer is fully resolved. The
numerical grid is shown in Figure 7.2. Due to the low Reynolds number the flow is deemed

(a) Whole grid (b) Detail view

Figure 7.2: Full grid and detailed view of grid in the vicinity of the foil and the free-surface.

to be largely laminar, and turbulence effects have been neglected. This is supported by
results of other authors [186]. The convective fluxes of the momentum equations have been
discretised with the QUICK scheme, while the convective fluxes of the mixture fraction
transport have been discretised with an HRIC approach.

To study the influence of the unsynchronised sub-cycling mode on the time to solution,
simulations with varying numbers of sub-cycles in the synchronised and unsynchronised
mode have been performed. In the unsynchronised sub-cycling mode, the rate of time
advancement of the mixture fraction depends on the number of outer iterations used per
time step. Therefore, the number of outer iterations per time step in the unsynchronised
sub-cycling mode has been varied.

Results

The time to solution is measured by the convergence level of the drag of the submerged
foil. The drag of the submerged foil oscillatory converges to steady state. The required
computational time to reach steady state is quite long. Therefore, simulations are deemed
to be converged when the oscillation amplitude in the predicted drag is less than 0.5%
of the mean drag. Figure 7.3 illustrates this procedure. The computational time, which
has been used to reach a converged solution, is normalised by the computational time of
a simulation without sub-cycling, reaching the same convergence level.

The speed-up in time to solution for the synchronised and unsynchronised sub-cycling
mode with varying numbers of sub-cycles using 10 outer iterations is shown in Figure
7.4. For the synchronised mode the achieved speed-up is close to the ideally achievable
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Figure 7.3: Definition of converged solution to measure time to solution. Point A: unsyn-
chronised simulation reaches convergence, Point B: synchronised simulation
reaches convergence.

speed-up as defined by Equation (5.17) in Section 5.2, while it is roughly 2 times larger for
the simulation in unsynchronised mode. The achievable speed-up in the unsynchronised
mode depends on the number of outer iterations. An upper bound can be determined
by multiplying the achievable speed-up in the synchronised mode with the number of
outer iterations. However, it is usually much smaller, because only the mixture fraction
equation virtually advances faster in time. Hence, the achieved speed-up times are within
the expected range. The predicted surface elevations for these simulations are shown in
Figure 7.5 and compared to experimental results. The numerical results obtained from
different sub-cycling modes with varying numbers of sub-cycles are on top of each other.
They are afflicted with a lower wave amplitude compared to experimental results, which
is due to the grid resolution.

Achieved speedups from simulations using 8 sub-cycles and a varying numbers of outer
iterations are depicted in Figure 7.6. The speedup is determined with respect to simula-
tions without sub-cycling using the same number of outer iterations. The ideal speedup for
the synchronised sub-cycling mode has been determined for each investigated prescribed
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Figure 7.4: Achieved speed-up for the synchronised and unsynchronised sub-cycling mode
compared to ideally achievable speed-up for the synchronised mode.

number of outer iterations. As expected it does not depend on the number of outer iter-
ations. The same holds for the attainable speedup in simulations using the synchronised
sub-cycling mode, which is almost constant. Using the unsynchronised sub-cycling mode
the speed up gets larger when more outer iterations are used. For one outer iteration the
achievable speedup is the same for both sub-cycling modes. When the number of outer
iterations is increased the speedup for the unsynchronised mode asymptotically converges
towards a limit. This behaviour is expected, because only the advancement in time of the
mixture fraction equation is affected by the sub-cycling methodology.

The time to solution directly depends on the number of outer iterations per time step.
Doubling the number of outer iterations theoretically doubles the time to solution, as-
suming that the convergence behaviour of the functional of interest with respect to the
simulation time is independent on the number of outer iterations. However, the conver-
gence behaviour is not independent on the number of outer iterations. Especially using
only a limited number of outer iterations the convergence over the simulation time is slower
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Figure 7.5: Predicted surface elevations in synchronised and unsynchronised mode with
varying sub-cycles compared to experimental results.
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Figure 7.6: Speedup for the synchronised and unsynchronised sub-cycling mode with vary-
ing numbers of outer iterations.

than for a simulation where the solution is fully converged in each time step. The absolute
time to solution has been compared in Figure 7.7, to evaluate the effect of the number
of outer iterations on the time to solution for the unsynchronised sub-cycling mode. The
depicted time to solution is normalised by the longest time to solution that occurred for
all investigated cases. The increase in the attainable speedup in the unsynchronised mode
is less than the increase in the time to solution due to more outer iterations. Hence, a
simulation with only one outer iteration yields the lowest time to solution.

The unsynchronised sub-cycling mode is only applicable for simulations where no time-
accurate solutions are required. Hence, it is not necessary to converge the solution for
each time step and the use of one outer iteration would lead to the best time to solution.
However, the implicit time integration schemes tend to loose their stability when only
one outer iteration is used [54], and only small time steps can be realised. Hence, it is
advisable to use at least 2 outer iterations. When using more than one outer iteration the
unsynchronised sub-cycling mode is able to further reduce the required time to solution.
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Figure 7.7: Normalised time to solution for simulations without sub-cycling and with sub-
cycling in the synchronised and unsynchronised mode.

7.2.2 Dam Break

The two-dimensional dam break, experimentally studied by Martin and Moyce [117], in-
volves pronounced dynamics of the interface and has been used intensively to scrutinise
the predictive accuracy of numerical methods in the past [46, 161, 163]. In the present
study, it is used to validate the capabilities of the sub-cycling technique for simulations
which require time-accurate solutions.

Case Description

The test-case investigates the collapse of a rectangular water column with an initial height
of h = 292 mm and an initial width of a = h/2 into a box-shaped domain. The flow is
considered laminar and the (liquid phase) Reynolds number reads Re = 1.2×105. No-slip
boundary conditions are applied along the walls, thus the column collapses exclusively
under gravity. The global time scale refers to 1

τ
=
√

2g/a, where t is the time, g =
9.81 m/s2 is the gravitational acceleration and a is the initial width of the water column.
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The size of the domain is 584 mm × 365 mm. The investigation is confined to the period
before the surge front hits the opposite wall. The 2D grid involves 8, 400 control volumes
using an equidistant spacing in vertical and horizontal direction featuring ∆x = 4.9 mm
and ∆y = 5.2 mm. Figure 7.8 displays the investigated configuration and the employed
grid.
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Figure 7.8: Numerical grid, computational domain and boundary conditions employed to
study the 2D dam break test case.

Examples included in this validation exercise refer to a constant global time step of
∆t = 0.001 s (1.59 × 10−4 τ) with various amounts of sub-cycles using the synchronised
sub-cycling technique. Furthermore, the influence of varying numbers of sub-cycles using
a constant time step applied to the concentration transport equation has been studied.

Results

Figure 7.9 displays the predicted contour lines for air-volume mixture fraction levels of
10%, 50% and 90% from simulations with varying numbers of sub-cycles obtained 0.6s after
the collapse of the water column. Furthermore, the velocity field is depicted by arrows.
Results obtained for 4 and 8 sub-cycles are in fair agreement with each other, while small
differences remain when compared to the simulation without sub-cycles. These differences
are attributed to a slightly blurred free-surface since the Courant number without sub-
cycling is partly above 0.5.
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(a) N∆t = 1 (b) N∆t = 4 (c) N∆t = 8

Figure 7.9: Dam break test case: Contour lines of volume concentration and velocity field
examined at t=0.6s using a global time step of ∆t = 0.001 s for different
numbers of sub-cycles.

Figure 7.10 provides a comparison of predicted surge front positions by means of nor-
malised horizontal distances Z = z/a over non-dimensional times T = t/τ for various
numbers of sub-cycles in conjunction with a global time step of ∆t = 1 · 10−3 s. The
position of the surge front z is difficult to measure, thus the computed surge front is
traced by a sequence of three alternative volume-fraction values, i.e. c = 0.1, c = 0.5
and c = 0.9. Results are compared against experimental values and predictions published
by Sauer [163] using a similar numerical approach. Displayed results clearly reveal the

(a) N∆t = 1 (b) N∆t = 4 (c) N∆t = 8

Figure 7.10: Dam break test case: Temporal evolution of the surge front for a constant
global time step.

predictive benefits offered by the use of sub-cycling. Without sub-cycling the interface
rapidly tends to get blurred, indicated by the spreading of concentration isolines used to
identify the surge front. This effect is attributed to the Courant number dependency of
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the high resolution interface capturing schemes. Performing 4 sub-cycles — which yields a
time step of ∆t = 2.5·10−4 s for the concentration equation — provides already sufficiently
accurate results (cf. Figure 7.10(b)).

The attainable speed-up of the sub-cycling approach has been verified for a sequence of
global time steps in conjunction with a constant sub-cycling time step for the concentration
equation (∆t = 2.5 · 10−4 s). Results displayed in Figure 7.11 reveal only minor changes
of the predicted surge front evolution when using sub-cycles. All predictions are still close
to results obtained by Sauer as well as experimental values. Figure 7.12 illustrates the
achieved speed-up in comparison to the ideal speed-up curve (5.17). The observed speed-
up falls slightly below the ideal curve, which indicates that the sub-cycling procedure
performs as expected.

(a) N∆t = 1 (b) N∆t = 4 (c) N∆t = 8

Figure 7.11: Dam break test case: Temporal evolution of the surge front for a constant
time step of the concentration equation.
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Figure 7.12: Comparison of observed and ideal speed-up due to the use of the sub-cycling
technique for the dam break case.

7.3 Explicit Interface Sharpening

7.3.1 Rising Bubble

The rise of a circular bubble in a liquid column has been set up as a benchmark case
by Hysing et al. in 2009 [86]. Since then, the case has been used by various groups
using different numerical methods [5, 76, 100]. Due to the abscence of experimental data
results will be compared to published numerical datasets. Two of them (TP2D [84, 85],
freeLIFE [44, 136, 137]) have been presented in [86] and are computed with academic finite
element methods using the level-set technique for two-phase flows. Results from a finite
volume method, i.e. openFOAM [130], using the VoF approach with a dedicated surface
compression technique have been presented in [100].

Case Description

The geometrical configuration of the testcase is shown in Figure 7.13. A circular bubble
with a radius of r = 1

4a, where a is the width of the channel, is initially positioned at
x = y = 0.5a. The origin of the coordinate system is located in the lower left corner.
The liquid column has a height of 2a. The density of the liquid forming the bubble is
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Figure 7.13: Definition of rising bubble test case.

lower than the density of the liquid surrounding the bubble. For the benchmark two cases
have been defined, which differ in their material definitions. The case incorporating higher
density and viscosity ratios has been assessed because it provides an interface evolution
with strong topological changes. Physical quantities defining this test case are given in
Table 7.1. The test case features a Reynolds number of Re = 35, an Eötvös number

a[m] ρbubble
[
kg
m3

]
ρcolumn

[
kg
m3

]
µbubble

[
kg
sm

]
µcolumn

[
kg
sm

]
g
[
m
s2

]
σ
[
N
m

]
1 1 1,000 0.1 10 0.98 1.96

Table 7.1: Physical quantities defining the Rising Bubble test case.

of Eo = ∆pgL2

σ
= 125, where ∆p is the difference in density of the two phases, L a

characteristic length and σ the surface tension. The Weber number W associated to the
test case reads W = ρu2L

σ
= 125. Surface tension effects are taken into account by a surface

tension model according to Ubbink [180]. Within this model surface tension effects are
accounted for by an additional source term for the momentum equation. The cell-wise
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local source term reads SP = σKP
(
∂c
∂xi

)
P
VP , with KP being the free-surface curvature.

The free-surface curvature is evaluated based on a smoothed volume fraction field by

KP = − 1
VP

∑
F (P )

(
∂cF
∂xi

∂cF
∂xj

∂cF
∂xj

∆Fi
)

. All simulations have been carried out on regular grids

with square-shaped cells, ranging from 40 times 80 cells to 320 times 640 cells. Unless
declared differently, a grid resolution dependant time step of ∆t = h

2a [s], with h being the
grid spacing, has been used throughout the simulations, which yields an average Courant
number of Co = 0.12.

For verification purposes the position of the centre of mass Xi, the rise velocity V and
the circularity of the bubble c̃ have been computed at each timestep. The centre of mass
Xi is defined as

Xi =
∫
V cxi dV∫
V c dV

(7.13)

with c being the volume-fraction of the lower density material. The rise velocity V is
evaluated as

V =
∫
V cu2 dV∫
V c dV

(7.14)

with u2 being the vertical velocity component. The definition of circularity c̃ reads

c̃ = πd

Pb
with Pb = actual perimeter of bubble. (7.15)

The actual perimeter of the bubble is taken as the length of the iso-line for c = 0.5.
For each parameter studied in the following, simulations on four different grids, with
systematically refined cells, have been carried out. The solution on the finest grid is taken
as reference solution and the L1 norm of the absolute deviation from the reference solution
|qt,ref − qt| for each verification quantity q is evaluated. Solutions on the coarse grids do
not exist for every time step of the reference grid, due to the coupling of the time step
to the grid size. Hence, the coarse grid solutions are interpolated to intermediate time
steps, where necessary, using cubic splines. The effect of the Explicit Interface Sharpening
technique on the interface sharpness is appraised by means of the interface sharpness index
presented in Section 7.1.2.

Reference results from TP2D obtained on a grid of 5,120 x 10,240 cells, show that the
bubble develops a strong convex shape during its rise. Afterwards thin filaments appear
and break off. The break-off is predicted between 2.2s and 2.4s. After break-off small
satellite droplets trail the bulk of the main bubble which eventually reaches the shape
of a dimpled cap. These results are in line with experimental studies from Clift et. al.
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[37] indicating that the bubble is somewhere between the skirted and dimpled ellipsoidal-
cap regimes. The challenging part of this benchmark is the accurate prediction of the
development of the thin filaments after the break-up of the bubble. Within the results
obtained from freeLIFE and openFOAM at least small portions of the filaments remain
until the end of the simulation time. The predicted size and shape of the satellite droplets
is afflicted with a huge variation, while all codes generally predict the same shape for the
main bubble. The time of the break-up is indicated by an inflection point of the predicted
circularity, when the thin filaments retract after break-up. This behaviour is only observed
within the TP2D results. The other benchmark quantities are less sensitive to the exact
temporal evolution of the thin filaments.

Results

The temporal evolution of the rising bubble on the finest grid using CICSAM without EIS
is depicted in Figure 7.14 with isolines of the mixture volume fraction for 5%, 50% and
95%.

The break-off of the bubble between 2.2s and 2.4s and the subsequent development of
thin filaments are clearly visible. At t = 2.6s the satellite droplets are separated and
small fragmented portions of the thin filaments remain until the end of the simulation.
The final shape of the bubble at t = 3s compared to results obtained with other codes
is shown in Figure 7.15. While comparing the results it should be kept in mind that the
results are obtained on grids with largely varying grid resolutions. Results of TP2D have
been obtained on a grid of 5,120 x 10,240 cells while results obtained with FreeLIFE are
based on a grid of 160 x 80 cells and the results shown for FreSCo+base on a grid of
320 x 160 cells. The largest differences in the shapes are found in the region of the thin
filaments. Results obtained from TP2D indicate that the satellite droplets are completely
separated, and the thin filaments have retracted. The thin filaments are clearly visible in
results obtained with FreeLIFE, however the satellite droplets are no longer connected to
the main bubble. The shape of the satellite droplets seems to be distorted. Within results
from FreSCo+ the satellite droplets are clearly visible and slightly larger than the droplets
predicted by TP2D while the thin filaments are strongly fragmented. The predicted shape
of the main bubble shows only minor differences for all codes.

Results for the benchmark quantities and the interface sharpness, using CICSAM as
concentration advection scheme without explicit interface sharpening are shown in Figure
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7.16 for systematically refind grids and the lowest time step. The predicted vertical centre
of gravity shows a strong grid dependency and visually converges to the reference solution
using finer grids. The same holds for the predicted rise velocity, however the deviations
from the reference results are larger. The reference result for the circularity achieved
by TP2D shows a C1-discontinuity at t = 2.4s indicating the separation of droplets
from the skirted bubble. This discontinuity is also predicted by FreSCo+. However, the
effect gets less pronounced with increasing grid density which indicates that a portion of
concentration remains in the area of the thin filaments. The interface of this remaining
concentration can only be resolved on a grid which is sufficiently fine. No clear retraction of
the thin filaments is visible which may indicate that the surface tension model, which has
not been reviewed within this work, is not working properly. In general, results obtained
with FreSCo+ predict a lower circularity than the reference results obtained with TP2D
but a higher circularity after the break-up than openFOAM. This may also be attributed
to deficits in the surface tension model. The mean interface sharpness represented by the
sharpness index is shown in Figure 7.16(d). It is below 1, indicating a sharp interface,
until t = 2.2s for all simulations. When the bubble breaks up and the thin filaments
start to develop, the sharpness index is increasing. This is attributed to an insufficient
grid resolution to resolve the thin filaments with a sharp interface. Hence, the increase of
the sharpness index is lower for finer grids. Despite the deviations in the circularity the
predicted results agree well with the reference results.

The temporal evolution of the rising bubble on the finest grid with activated EIS is
shown in Figure 7.17. No differences in the predicted bubble shapes are visible compared
to the simulations without EIS presented in Figure 7.14.

Results for the benchmark quantities from simulations with EIS are presented in Figure
7.18. Though the interface has been resolved well without EIS, due to a sufficiently
small time step, the inclusion of EIS improves the results for all predicted quantities
slightly. The largest differences can be seen for the predicted rise velocity. The overall
physical behaviour is not changed due to the sharpening algorithm, the method is still
able to predict separating droplets. As the grid resolution is insufficient to resolve the thin
filaments, the EIS methodology is not able to increase the interface sharpness significantly
after the break-up of the bubble.

The formal order of accuracy for the proposed EIS scheme, is evaluated using the Least
Squares version of the Grid Convergence Index proposed by Eça and Hoekstra [50], as
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described in Section 7.1.1. The procedure is applied to the root mean square of the
proposed benchmark quantities for the lowest Courant number Co = 0.12. Although the
general discretisation practice is second-order accurate, a lower order of convergence due to
the first order accuracy of down-winding is expected when using dedicated concentration
convection schemes. Depending on the selected benchmark quantity the observed order of
accuracy varies between 1.4 and 1.65 using CICSAM (Table 7.2). The order of accuracy
using CICSAM and EIS is slightly lower and varies between 1.32 and 1.6. The uncertainty
is in the same range for both methods, being slightly lower for the approach considering
EIS.

Table 7.2: Estimated order of accuracy at Comean = 0.12 for the RMS of the proposed
quantities, for different convection mechanisms.

Method Quantity Order Uncertainty [%]

CICSAM X2 1.625 0.0739%
V 1.420 0.2332%
c̃ 1.654 0.0610%

CICSAM with EIS X2 1.575 0.0701%
V 1.315 0.1429%
c̃ 1.449 0.0003%

As shown in Section 5.1.3 high resolution schemes have a strong Courant number de-
pendency and tend to blur the interface with increasing Courant numbers. The mean
Courant number averaged over all cells and time steps is Comean = 0.12, using the pro-
posed time step. The maximum Courant number in the interface region during the rise of
the bubble is Co = 0.25. Therefore, CICSAM is working in its proposed Courant number
regime and is able to predict a sharp interface. Simulation with a timestep two and four
times larger than the standard time step are carried out to show the capabilities of the
developed sharpening algorithm. Results obtained with and without interface sharpening
for the benchmark quantities are depicted in Figure 7.19. A larger timestep does not only
affect the interface sharpness but also increases the temporal discretisation error. This can
been seen in Figure 7.19(a), where the predicted vertical position for the centre of mass
is lower using a larger timestep. Results obtained with EIS are nearly similar to results
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obtained without EIS and the small Courant number, while results obtained without EIS
and the large Courant number clearly deviate from the reference results. The largest effect
of the interface sharpening algorithm is seen for the rise velocity. Using the large timestep
the separation point of the droplets is no longer visible in the predicted circularity. The
effect of the sharpening algorithm on the interface sharpness is clearly visible in Figure
7.19(d), where the sharpness index for the large time step shows a strong dependency on
the inclusion of EIS. Figure 7.20 reveals that the large timestep leads to a distorted shape
of the main bubble in the lower region using the CICSAM convection scheme without
sharpening and that the interface of the droplets is blurred. Applying the sharpening
algorithm the predicted shapes of the bubble agree well with results obtained from simu-
lations with smaller time steps. Slight differences are only visible for the remaining thin
filaments that connect the droplets to the main bubble.

The L1 norm of the error for the predicted rise velocity relative to results obtained on the
finest grid with the smallest time step is shown in Table 7.3 for CICSAM as concentration
advection scheme with and without EIS. Using CICSAM without EIS, the temporal and

Number of cells

Courant number 3,200 12,800 51,200 204,800

CICSAM without EIS

0.48 0.079 0.057 0.040 0.030
0.24 0.060 0.032 0.015 0.004
0.12 0.058 0.025 0.010 0.000

CICSAM with EIS

0.48 0.074 0.037 0.015 0.002
0.24 0.071 0.035 0.014 0.001
0.12 0.071 0.034 0.014 0.000

Table 7.3: L1 error norm for the predicted rise velocity in m
s

using CICSAM without and
with EIS.

spatial errors are of the same magnitude doubling the time step or spacing. The absolute
error level due to larger time steps is reduced by an order of magnitude including the EIS
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algorithm in the solution process on the finest grid. Including EIS the error on the coarser
grids is dominated by the spatial discretisation error. The results indicate that due to the
use of EIS significantly larger time steps can be realised, compared to pure high resolution
interface capturing schemes, while the same level of accuracy is maintained.

The Courant number dependency of high-resolution advection scheme is caused by the
inclusion of downwind differences in these schemes. The downwind interpolation technique
is applied to include the compressive character, necessary for the prediction of sharp
interfaces. However, a sharp interface can be predicted with any convection scheme, when
the EIS technique is applied. Hence, the Courant number dependency can be removed. In
the following results obtained using limited QUICK as advection scheme combined with
interface sharpening are presented.

Predicted benchmark quantities for different time steps are shown in Figure 7.21. The
vertical centre of gravity and the rise velocity are slightly lower compared to results ob-
tained with CICSAM as concentration advection scheme supplemented by EIS. The break-
off of the satellite droplets is not visible in the circularity plot, contrary to the reference
result. Despite the missing break-off the predicted circularities are on top of each user
using the same time steps. The sharpness index reveals that the interface is less sharp
than the interface in reference calculations and gets more blurred using larger time steps.
However, the interface sharpness is still close to 1, which is a satisfactory sharpness level.
The temporal evolution of the bubble shape is presented in Figure 7.22 for the smallest
and largest time step. A slightly lower final position of the main bubble using the larger
time step is observed. The general temporal evolution of the bubble shape is not afflicted
by the times step. The interface remains visually sharp for both cases.

Table 7.4 shows the L1 error norm of the rise velocity using QUICK as concentration
advection scheme with and without supplementary EIS. In contrast to results obtained
with CICSAM the spatial error dominates even without sharpening. However, the interface
is already blurred for the lowest Courant number as shown in Figure 7.22 and therefore
the method is not applicable to predict sharp interfaces. Due to the inclusion of EIS the
interface remains sharp and the temporal and spatial error develops in a similar way like
for CICSAM with supplementary EIS.

The order of accuracy, using QUICK as advection scheme, has been evaluated by the
same procedure as for the simulations with CICSAM as advection scheme. The results
are shown in Table 7.5, where also the results for CICSAM are repeated for comparison.
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Number of cells

Courant number 3,200 12,800 51,200 204,800

QUICK without EIS

0.48 0.074 0.037 0.015 0.002
0.24 0.071 0.035 0.014 0.001
0.12 0.071 0.034 0.014 0.000

QUICK with EIS

0.48 0.057 0.031 0.012 0.007
0.24 0.046 0.027 0.011 0.005
0.12 0.039 0.024 0.012 0.000

Table 7.4: Relative L1 error norm for the predicted rise velocity using QUICK without
and with EIS.

A slightly higher order of accuracy ranging from 1.43 to 1.64 is observed for QUICK with
supplementary explicit interface sharpening. This result is expected due to the formal
higher order of QUICK compared to CICSAM. In general, the inclusion of EIS has a
minor influence on the order of accuracy for the overall algorithm. However, the absolute
error level can be reduced significantly.

Although slight differences in the predictions obtained from CICSAM and QUCIK as
concentration convection schemes are visible, it has been demonstrated that also non-
dedicated advection schemes can be used for the concentration transport when the explicit
interface sharpening technique is applied. The predictive accuracy is slightly deteriorated
using non-dedicated convection schemes. However, the combination of non-dedicated ad-
vection schemes and EIS removing the Courant number dependency, may be a beneficial
procedure for simulations approaching to steady state, at least for the initial phase of
these simulations.
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Table 7.5: Estimated order of accuracy at Comean = 0.12 for the RMS of the proposed
quantities, for different convection mechanisms.

Method Quantity Order Uncertainty [%]

CICSAM X2 1.625 0.0739%
V 1.420 0.2332%
c̃ 1.654 0.0610%

CICSAM with EIS X2 1.575 0.0701%
V 1.315 0.1429%
c̃ 1.449 0.0003%

QUICK with EIS X2 1.639 0.1155%
V 1.433 0.0050%
c̃ 1.572 0.0868%
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Figure 7.14: Temporal evolution of the rising bubble obtained from the finest grid (320 x
160 cells) without EIS.
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Figure 7.15: Final shapes of bubble obtained with different codes.
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Figure 7.16: Temporal evolution of benchmark quantities and interface sharpness without
sharpening for systematically refined grids and the lowest time step.

151



7 Verification and Validation

0 0.5 1
0

0.5

1

1.5

2

(a) t = 0.6s

0 0.5 1
0

0.5

1

1.5

2

(b) t = 1.2s

0 0.5 1
0

0.5

1

1.5

2

(c) t = 1.8s

0 0.5 1
0

0.5

1

1.5

2

(d) t = 2.2s

0 0.5 1
0

0.5

1

1.5

2

(e) t = 2.4s

0 0.5 1
0

0.5

1

1.5

2

(f) t = 2.6s

0 0.5 1
0

0.5

1

1.5

2

(g) t = 2.8s

0 0.5 1
0

0.5

1

1.5

2

(h) t = 3.0s

Figure 7.17: Temporal evolution of the rising bubble obtained from the finest grid (320 x
160 cells) with activated EIS and the lowest timestep.
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Figure 7.18: Temporal evolution of benchmark quantities and interface sharpness with
sharpening for systematically refined grids and the lowest time step.
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Figure 7.19: Temporal evolution of benchmark quantities and interface sharpness on finest
grid (320 x 160 cells) with varying timestep with and without sharpening.
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Figure 7.20: Temporal evolution of the bubble shape for the large time step (Isolines c =
0.05; c = 0.5; c = 0.95) on the finest grid (320 x 160 cells). Upper row
CICSAM scheme with EIS, lower row CICSAM scheme without EIS.
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Figure 7.21: Temporal evolution of benchmark quantities and interface sharpness using
QUICK and EIS on the finest grid (320 x 160 cells).
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Figure 7.22: Predicted bubble rise using QUICK on finest grid (320 x 160 cells). Upper
row Comean = 0.12 without EIS, mid row Comean = 0.12 with EIS, lower row
Comean = 0.48 with EIS.
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7.3.2 Sloshing

Predicting pressure peaks at probe locations of sloshing in tanks requires the preservation
of a sharp interface, especially when several consecutive sloshing events are assessed. Ex-
perimental long term observations of sloshing in a rectangular tank have been published by
Hinatsu et al.[78]. Their results have been intensively used to validate numerical methods
(e.g. [61, 62, 142, 143, 195]).

Case Description

The geometrical test setup and the position of the pressure probes is shown in Figure 7.23.
Within this validation exercise only sloshing due to sway motion at the resonance period
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Figure 7.23: Computational domain, boundary conditions and pressure probes employed
to study a 2D sloshing case.

of the tank with a filling level of 20% is simulated. Wac lawczyk et al. [195] proposed
modified motion parameters shown in Table 7.6 which fit to the published tank motion
[78] and have also been used within this study. The utilised material properties read
ρair = 1.205 kg

m3 , µair = 1.8× 10−5 kg
ms

, ρwater = 998 kg
m3 and µwater = 1× 10−3 kg

ms
.

Previous studies from Perić et al. [142] revealed that a structured grid consisting of
at least 160 x 80 control volumes provides a sufficient resolution. Within their study a
maximum time step of ∆t = T

1,000 has been shown to provide accurate results in conjunction
with the proposed grid. Although, the experiment features some three-dimensional effects,
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Table 7.6: Nominal and modified tank motion parameters.

A[m] T [s] β

original 0.06 1.74 0
modified 0.0605 1.74 0.41

simulations carried out in two dimensions are able to capture most physics accurately [142].
The main difference between two-dimensional and three-dimensional simulations is that
air bubbles, which are created during the impact of the fluid on the wall, persist longer
in two-dimensional simulations. They have a damping effect on the whole system, which
leads to slightly longer periods between the impacts. Although the flow is turbulent,
the inclusion of turbulence modelling has a hardly measurable influence on the results.
Accordingly, turbulence effects are neglected within the performed simulations.

The influence of including EIS is studied in the two-dimensional case with grids consist-
ing of 160 x 80 and 240 x 120 control volumes. The time step has been varied between 500
and 2,000 time steps per period. The advection term of the mixture fraction transport has
been discretised using CICSAM. Time advancement is achieved using a second-order ac-
curate implicit three-time level scheme. Furthermore, three-dimensional simulations with
and without EIS have been carried out on a grid with 160 x 80 x 16 control volumes.
Within these simulations the time step is automatically adapted thus that the RMS value
of the cell Courant number is CoRMS = 0.3.

Results

The time history of the pressure probe at P3 is shown in Figure 7.24 for the coarse grid
and the smallest time step. Results obtained with and without EIS are presented and
compared to experimental results which are available for the first seven periods. The time
of the first high pressure peak impact is well captured with both methods. In contrast
to the experimental results, the pressure then drops significantly and negative pressure
peaks are observed. These low pressure peaks are due to air bubbles that have been
formed during the impact, and persist in the liquid phase. Figure 7.25 shows the temporal
evolution of the free-surface during the second impact on the wall. The low pressure pulses
are clearly aligned with enclosed air bubbles at the position of the pressure probe. When
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Figure 7.24: Temporal evolution of the pressure at pressure probe P3, using 2,000 time
steps per period on a grid containing 160 x 80 cells.
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Figure 7.25: Temporal evolution of the surface during the second impact on the coarse grid
using the smallest time step without EIS. (Isolines c = 0.05; c = 0.5; c = 0.95).
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the entrapped air bubbles have passed the pressure probe, predicted pressures are in line
with experimentally reported values. The difference in the predicted time for the impact
grows with each period, which is in line with other published results from Perić et al. [142]
and Wac lawczyk et al. [195]. This effect has been assigned to partly blurred interfaces
and entrapped air. Results obtained with EIS show a lower discrepancy for the predicted
impact times, due to the sharper interface representation. However, the sharper interface
representation does not afflict the entrapped air. Later impact events from simulations
with EIS show higher pressure peaks than from simulations without EIS (Figure 7.24).

To further analyse the differences in the pressure signal obtained from the different
simulations and the experiments, three quantities are assessed. The first quantity is the
impact frequency, which is calculated based on the incident time of the pressure peaks.
The mean pressure of an impact event, including the following plateau is evaluated as
a second quantity, and the maximum pressure as the third quantity. All quantities are
averaged over the last 5 periods available in experimental data. The deviations of these
quantities from the experimental data are given in Table 7.7. The error levels obtained
for the impact frequency on the different grids are almost identical, while the error shows
a large dependency on the time step. Using EIS the error is at least one percent point
smaller than in simulations without EIS. This difference grows using larger time steps.
The differences observed for the other quantities are much larger. The large deviation in
the mean pressure is mainly driven by the entrapped air bubbles, causing the low pressure
peaks. The application of EIS reduces the error for low Courant numbers, however the
errors for large Courant numbers are bigger. The underestimated peak pressures may be
partly caused by different sampling rates in the experiment and the simulation. However,
the entrapped air bubbles introduce a large uncertainty to the simulation results from
two-dimensional simulations.

Figure 7.26 depicts the predicted pressure signal from pressure probe three using three-
dimensional grids. An adaptive time step has been employed for the concentration equa-
tion which ensures that the RMS-value of the Courant number yields CoRMS = 0.3. The
pressure signal obtained from simulations using CICSAM without EIS still misses some
of the later impact events. Applying EIS a nearly perfect periodic pressure signal is pre-
dicted. Furthermore, pressure undershoots are significantly reduced. The difference in the
predicted impact frequency compared to the experiment is reduced from 2.33% to 0.6% as
shown in Table 7.8. The reduction of the error in the other quantities is even larger. How-
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Table 7.7: Errors
(
φ−φexp
φexp

)
of predicted impact pressure parameters at probe P3 for two-

dimensional sloshing simulations.

12,800 cells 28,800 cells
Comean CICSAM CICSAM+EIS CICSAM CICSAM+EIS

Impact frequency

0.2 3.33% 2.18% 3.19% 2.18%
0.4 4.77% 3.05% 4.05% 2.90%
0.8 7.36% 4.48% 5.92% 4.34%

Average pressure during impact

0.2 -47.02% -36.87% -47.69% -37.00%
0.4 -45.63% -48.79% -45.83% -41.27%
0.8 -48.45% -54.78% -50.48% -58.31%

Peak pressure during impact

0.2 -59.03% -45.08% -61.41% -41.96%
0.4 -60.63% -61.65% -51.32% -52.17%
0.8 -83.72% -85.09% -52.17% -77.12%

ever, the predicted mean peak pressure of all impact events is still about 36% lower than
in the experiment. The accurate prediction of the peak pressure hinges on the temporal
resolution of the impact and the spatial resolution at the vicinity of the pressure sensor.
Both quantities may contribute to the difference but are not further studied. Furthermore,
also compressibility effects, neglected within this study, may contribute to the differences.

The temporal evolution of the interface is compared for simulations obtained with and
without EIS in Figure 7.27. The delay of the impact event in the simulations without EIS
is clearly visible. The breaking wave reaches the side wall significantly later and shows
a more chaotic surface. When the fluid rises along the side wall after the impact, the
difference in the interface sharpness gets visible. The iso-surface of c = 0.95 reaches the
top of the tank and stays above the water level of c = 0.5 even after the fluid has dropped
back to the bottom of the tank. In general the interface looks more chaotic within the
simulation without EIS.
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Figure 7.26: Temporal evolution of the pressure at pressure probe three, obtained from
the three-dimensional simulation.

Table 7.8: Errors
(
φ−φexp
φexp

)
of predicted impact pressure parameters at probe P3 for three-

dimensional sloshing simulations.

CICSAM CICSAM+EIS

Impact frequency 2.33% 0.60%
Average pressure -38.72% -3.61%
Peak pressure -60.69% -36.04%
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7.3 Explicit Interface Sharpening

t = 12.47s

t = 12.62s

t = 12.77s

t = 13.09s

CICSAM CICSAM + EIS

Figure 7.27: Temporal evolution of the interface obtained for simulations with and without
EIS on the three-dimensional grid. Iso-surfaces of c = 0.05,c = 0.5 and
c = 0.95 are shown.

165



7 Verification and Validation

7.4 Automatic Grid Refinement

7.4.1 Lid Driven Cavity Flow

A widely used simple 2-dimensional benchmark test-case for CFD methods is the lid
driven cavity flow at low Reynolds numbers. The top of a squared 2-dimensional domain
has a constant tangential velocity as boundary condition, while the sides and the bottom
are simulated as no-slip walls. The lid driven cavity flow for this study is examined at a
Reynolds number of 100 giving a laminar steady flow. The flow is studied on systematically
refined grids starting with 30 x 30 cells using up to 240 x 240 cells. To minimise the
influence of the iterative error the residuals have been reduced by at least 9 orders for
all equations. Results for the finest grid are shown in Figure 7.28 and compared against
results published by Ghia et.al. [57]. A primary vortex displaced from the middle of
the squared domain and two secondary vortices in the lower corners are observed. The
pressure field has high gradients in the upper corners of the domain, while it is smooth
in the other parts of the domain. The results published by Ghia et.al. are the vertical
velocities on a horizontal line in the centre of the domain and the horizontal velocities on
a vertical line in the centre of the domain. Results obtained with FreSCo+ on the fine grid
agree fair with those published by Ghia et.al. as shown in Figure 7.28.

In the following the result obtained on the finest grid is used as reference result. The
errors of the velocity components in horizontal (u), vertical direction (v) and the pressure
are evaluated for all cases in the grid refinement study. The results obtained on the
automatically refined grids are interpolated to the reference grid using a second-order
accurate interpolation method, and the L1, L2 and L∞ norm of the local errors φref − φ
are computed.

Grid Refinement Studies

Grids with different resolutions have been used as starting point for the simulations to
investigate the sensitivity of the refinement criterion towards the grid resolution. The
maximum number of refinement steps has been varied and the highest number of allowed
refinement steps leads to cells which have the same size as the cells of the reference grid.
The residual error estimator for the velocity components has been used as refinement
criterion for all simulations using a threshold of T = 0.001.
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(a) Streamlines and pressure coefficient con-
tour.
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(b) Comparison to results of Ghia et al. [57]

Figure 7.28: Results for the 2D lid driven cavity flow obtained on finest grid (240 x 240
cells) which are used as reference solution.

Isotropic Refinement in Serial Computations

Figure 7.29 shows results from serial computations with isotropic refinement. The bar
marked with ’uniform’ indicates the error for an uniformly refined grid towards the finest
grid. The other bars show results from automatic grid refinement starting with different
grid resolutions compared to the reference solution. Ideally the error originating from
simulations with automatic grid refinement should be minimised to the same level as the
error from the reference computation using the same number of refinement steps. This
behaviour is observed for the error of the horizontal velocities shown in Figure 7.29 in
both error norms, while the error for the vertical velocities in the L2 norm is even slightly
lower than the reference error.

The pressure has not been used as an error sensor, anyhow the error drops using grid
refinement as depicted in Figure 7.29. Regarding the L1 norm the error drops in the same
way as the error of the reference simulations, while the error in L2 norm is higher than in
the reference simulations.

Figure 7.30 depicts grids obtained from automatic grid refinement starting with different
grid resolutions. It is obvious that for this case the refinement criterion works independent
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Figure 7.29: Errors for u, v, p in L1 and L2 norm for isotropic refinement in serial compu-
tations.
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of the initial grid density, which is favourable.

(a) Starting with 15x15
cells.

(b) Starting with 30x30
cells.

(c) Starting with 60x60
cells.

(d) Starting with
120x120 cells.

Figure 7.30: Grids after isotropic refinement starting with different resolutions in serial
computations.

Anisotropic Refinement in Serial Computations

The same simulations have been carried out using anisotropic refinement. Figure 7.31
shows the estimated errors obtained with anisotropic refinement. The behaviour in all
error norms for all quantities is similar to the behaviour observed for isotropic refinement.
This indicates that the error indicators for anisotropic refinement work as expected.

The resulting grids shown in Figure 7.32 are quite similar to those obtained from
isotropic refinement. However, some slight anistropically refined regions are visible.
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Figure 7.31: Errors for u, v, p in L1 and L2 norm for anisotropic refinement in serial com-
putations.
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(a) Starting with 15x15
cells.

(b) Starting with 30x30
cells.

(c) Starting with 60x60
cells.

(d) Starting with
120x120 cells.

Figure 7.32: Grids after anisotropic refinement starting with different resolutions in serial
computations.

Isotropic Refinement in Parallel Computations

To verify the developed automatic grid-adaptation method for parallel simulations, the
domain has been decomposed into 10 parts. The errors are expected to be exactly the
same as for the serial simulation to prove that the algorithm works in parallel. Figure 7.33
presents the errors obtained from these simulations. They are identical to those obtained
from serial simulations and thus prove that the algorithm works as expected.

The resulting numerical grids starting with different grid densities are shown in Figure
7.34. The colours indicate the partitioning of the grid. The grids are identical to those
obtained with serial simulation and no disturbing influence from the domain borders is
visible.
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Figure 7.33: Errors for u, v, p in L1 and L2 norm for isotropic refinement in parallel com-
putations.
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(a) Starting with 15x15
cells.

(b) Starting with 30x30
cells.

(c) Starting with 60x60
cells.

(d) Starting with
120x120 cells.

Figure 7.34: Grids after isotropic refinement starting with different resolutions in parallel
computations.

Anisotropic Refinement in Parallel Computations

Parallel simulations using anisotropic refinement have been carried out to verify the cor-
rectness of the developed algorithm for anisotropic refinement in parallel simulations. The
domain has been split into 10 parts. The errors are expected to be very close to those
from the serial simulations using anisotropic refinement. Figure 7.35, which depicts the
errors, reveals that the expected behaviour is found.

The resulting grids shown in Figure 7.36 are identical to those obtained with serial
computations and anisotropic refinement. The simulations have shown that the developed
algorithm works as expected.
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Figure 7.35: Errors for u, v, p in L1 and L2 norm for anisotropic refinement in parallel
computations.
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(a) Starting with 15x15
cells.

(b) Starting with 30x30
cells.

(c) Starting with 60x60
cells.

(d) Starting with
120x120 cells.

Figure 7.36: Grids after anisotropic refinement starting with different resolutions in par-
allel computations.

7.4.2 Duncan Foil

To test the basic capabilities of the grid-adaptation technique for free-surface flows, the
Duncan foil test case is used.

Case Description

The detailed flow conditions for this test cases are given in Section 7.2.1. The numerical
grid, used as starting point, is shown in Figure 7.37. Obviously the grid resolution is
insufficient in the free-surface region, however the grid is used as a starting point for
automatic grid-adaptation, which will enrich the grid in the free-surface region. The
target y-plus value is below one, therefore many cells are clustered in the vicinity of the
foil. The base grid consists of about 9,000 cells.

Two refinement indicators have been used within this study. The first indicator is the
free-surface criterion, while the second indicator is the free-surface criterion supplemented
by the residual error estimator for the velocity. The refinement threshold for the free-
surface criterion has been set to 0.15 and the threshold for the residual error estimator
to 0.01. The maximum number of refinement steps for both criteria have been varied.
Anisotropic refinement has been used for this study because it is the natural choice for
free-surface flows. To counteract the stability issues associated to the varying Courant
number due to grid-adaptation, the time step has been automatically adjusted during the
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(a) Complete computational grid and domain for Duncan Foil. Bold blue
line indicates the undisturbed free-surface.

(b) Grid in the near vicin-
ity of the foil.

Figure 7.37: Base grid.

simulation to a time step, which gives a maximum Courant number of 0.3.
The predicted free-surface elevation has been compared to the experiments from Duncan

[47]. To quantify the deviation from the experiments, the experimental and numerically
predicted free-surface shapes have been fitted to a function of a damped oscillation:

z∗(x∗) = A∗ exp (−βx∗)sin
√(2π

l∗

)2
− β2

x∗ − b∗2π
l∗

 (7.16)

Herein, z∗ = Elevation
c

is the normalised free-surface elevation, x∗ = x
c

the normalised
ordinate, A∗ = A

z
the normalised oscillation amplitude, β the damping coefficient, l∗ = l

c

the normalised wave length and b∗ = b
c

the normalised phase shift. At its creation point
the wave does not follow the shape of a damped oscillation, due to strong non-linear effects
during the generation of the wave. Hence, for the curve fitting only the data after the first
positive maximum, which occurs approximately at x∗ ≈ 2 is used.

Results

Figure 7.38 shows the predicted free-surface elevation from simulations with the free-
surface sensor as given in Section 6.3.1 as adaptation criterion, compared to experimental
results. It is clearly seen that the refinement in the free-surface region drastically improves
the quality of the predicted free-surface elevation. The number of cells for each grid and the
associated predicted curve fit coefficients compared to the experiment are provided in Table
7.9. The predicted amplitude coefficient converges to a deviation of 3% from the coefficient
obtained from the experimentally predicted free-surface. However, the convergence is not
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Figure 7.38: Wave elevation above foil for variation of the number of refinement steps
compared to experiment.

monotonic. Up to a maximum refinement level of three the deviation from the experiment
grows. This is attributed to the high damping coefficient, which is about 20 times larger
than in the experiment for these maximum refinement levels. The predicted normalised
wave length converges monotonically up to a deviation of 1% compared to the experiment.
Large deviations of more than 250% remain for the predicted damping coefficients. Even
though most coefficients converge monotonically no grid convergence has been achieved for
the free-surface elevation using seven refinement steps. The approximate local resolution
of the wave length and height for the seventh refinement reads 60 cells per wave height
respectively 230 cells per wave length. Simulations with eight or more refinement steps
were afflicted with stability issues and did not converge. Due to the anisotropic refinement
the number of cells increases only moderately. Figure 7.39 shows some details of the finest
grid.

Using the free-surface criterion as refinement indicator, errors in the region between the
foil and the free-surface are ignored. However, in this region the wave is generated and
errors may have a large effect on the predicted surface shape. To identify these regions two
different refinement criteria are combined. A refinement indicator based on the residual
error estimator for the velocity is added below the surface within a prescribed rectangular
box, shown in Figure 7.40. Additionally the free-surface refinement indicator is active
with a maximum number of seven refinement steps. Figure 7.41 shows the predicted
free-surface evaluation for a variation of the allowed number of refinement steps for the
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Table 7.9: Final number of cells for variation of the number of refinement steps and curve
fit parameters compared to experimental results.

Curve Fit Parameter
Refinement Steps Cells A∗ l∗ β

Experiment 0.0403 2.087 0.0254

1 11,254 0.0498 [+23%] 2.373 [+14%] 0.5218 [+1951%]
2 11,659 0.0642 [+59%] 2.347 [+12%] 0.5229 [+1955%]
3 12,139 0.0862 [+114%] 2.236 [+7%] 0.5058 [+1888%]
4 12,822 0.0606 [+50%] 2.162 [+4%] 0.3309 [+1201%]
5 14,110 0.0519 [+29%] 2.142 [+3%] 0.2100 [+725%]
6 16,666 0.0463 [+15%] 2.126 [+2%] 0.1429 [+462%]
7 23,459 0.0415 [+3%] 2.119 [+1%] 0.0919 [+261%]

residual error estimator. It can be seen that the graphs for the predicted free-surface from
simulations using 3 and 4 refinement levels for the residual error estimator are on top of
each other. They show significant improvements of the predicted free-surface towards the
experimental results, compared to the simulations using only the free-surface criterion as
indicator. The resulting grid for three refinement steps of the residual error estimator
is shown in Figure 7.42. Cells have been added near the stagnation point of the profile
and below the crests and troughs of the predicted free-surface elevation. Table 7.10 shows
the deviations for the curve fit coefficients associated to the predicted free-surface shapes
with the combined refinement criteria. The inclusion of the residual error estimator in
the region where the wave is generated increases the predictive accuracy. This essentially
supports the importance of an adequate resolution of the orbital motion. The deviations
for the predicted wave amplitude and wave length are below 1% and the deviation in the
predicted damping is further reduced. Results obtained with 3 and 4 maximum refinement
steps for the residual error estimator are almost identical.
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Table 7.10: Final number of cells for variation of the number of refinement steps for the
residual error estimator and curve fit parameters compared to experimental
results. (FS=Free Surface Criterion, REE=Residual Error Estimator Crite-
rion)

Refinement Steps Cells Curve Fit Parameter
FS REE A∗ l∗ β

Experiment 0.0403 2.087 0.0254

7 0 23,459 0.0415 [+3%] 2.119 [+1%] 0.0919 [+261%]
7 2 31,308 0.0429 [+6%] 2.102 [+1%] 0.0753 [+196%]
7 3 34,278 0.0403 [+0%] 2.088 [+0%] 0.0496 [+95%]
7 4 38,445 0.0404 [+0%] 2.081 [+0%] 0.0499 [+96%]
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(a) Overview of adapted grid.

(b) Details of the grid in the free-surface and close to the foil.

Figure 7.39: Grids for Duncan foil simulation after 7 refinement steps using the free-surface
criterion.
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Figure 7.40: The shaded box outlines the region in which additional error-estimator based
refinement is allowed.
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Figure 7.41: Wave elevation above foil for seven refinement steps in free-surface and vari-
ation of the number of refinement steps for the error estimator compared to
experiment.
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(a) Overview of adapted grid.

(b) Details of the grid in the free-surface and close to the foil.

Figure 7.42: Grids for Duncan foil simulation after 7 refinement steps using the free-surface
criterion and 3 refinement steps for the error estimator.
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7.4.3 DFG Benchmark Flow

The two-dimensional laminar flow around a cylinder in a channel has been presented
as a benchmark testcase by Schäfer et al. [164]. The report contains results from 15
groups for the steady flow at Reynolds number Re = 20, obtained from finite element,
finite differences and finite volume methods on structured and unstructured grids. The
benchmark case has been previously used by Becker [20] to validate a goal-oriented mesh
adaptation strategy.

Case Description

Figure 7.43 shows the geometrical setup and applied boundary conditions. To stabilise the
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Figure 7.43: Definition of DFG flow around cylinder validation case.

flow the cylinder is place slightly asymmetrically. The Reynolds number of the considered
flow reads Re = 20 based on the mean velocity umean = 0.2m

s
of the parabolic inflow

profile given by
u1(0, y) = 6umean

y(H − y)
H2 , u2(0, y) = 0. (7.17)

The 2D drag cD = 2FD
ρu2
meanD

and lift cL = 2FL
ρu2
meanD

coefficient as well as the pressure difference
between two points – (0.15m,0.2m) and (0.25m,0.2m) – are provided as reference solutions
in [164].
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The developed goal-oriented grid-adaptation technique has been applied to the channel
flow focussing on the drag as output functional. Results are compared to results from
formal grid convergence studies using different grid types. The initial grids, which are the
base for the grid convergence study and the grid refinement procedures, are depicted in
Figure 7.44. Convective fluxes have been discretised with QUICK, and the residual has

(a) Block-structured grid (412 cells).

(b) Unstructured grid (423 cells).

Figure 7.44: Initial grids for the DFG Channel Flow Benchmark.

been reduced by 6 orders of magnitude.

Results

The formal order of accuracy for initially block-structured and unstructured grids is eval-
uated using the Least Squares version of the grid convergence index proposed by Eça and
Hoekstra [50]. Within the grid convergence study five grid levels with nested refinement
leading to 105, 472 cells for the block-structured and 108, 288 cells for the unstructured
grid have been used. Table 7.11 shows the estimated order of accuracy, extrapolated drag
coefficient and associated uncertainty for the block structured grid. Schäfer et al. [164]
define the valid range for the predicted drag coefficient to be within 5.57 < cD < 5.59,
based on the benchmark results. The extrapolated drag coefficient shows a deviation of
about 1% from the valid range, although the predicted drag coefficients and associated
uncertainties from the different sets are consistent with each other. The predicted order
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Table 7.11: Grid convergence study for DFG-Channel benchmark using a block-structured
grid.

Set Convergence Extrapolated cD Order Uncertainty

1-3 monotonic 5.521 1.734 8.15× 10−2 (1.479%)
1-4 monotonic 5.523 1.750 2.55× 10−2 (0.458%)
1-5 monotonic 5.521 1.735 1.00× 10−2 (0.179%)
2-4 monotonic 5.526 1.819 2.15× 10−2 (0.380%)
2-5 monotonic 5.520 1.707 1.10× 10−2 (0.204%)
3-5 monotonic 5.513 1.284 1.55× 10−2 (0.280%)

of accuracy is close to 2 and within the expected range. The initial grids are depicted
in Figure 7.44. The results from the grid convergence study of the unstructured grid are
presented in Table 7.12. The predicted order of accuracy is in the same range as for the

Table 7.12: Grid convergence study for DFG-Channel benchmark using an unstructured
grid.

Set Convergence Extrapolated cD Order Uncertainty

1-3 monotonic 5.556 1.702 5.25× 10−2 (0.941%)
1-4 monotonic 5.556 1.701 1.60× 10−2 (0.291%)
1-5 monotonic 5.555 1.690 0.60× 10−2 (0.110%)
2-4 monotonic 5.556 1.698 1.60× 10−2 (0.291%)
2-5 monotonic 5.554 1.647 0.65× 10−2 (0.119%)
3-5 monotonic 5.552 1.454 0.75× 10−2 (0.137%)

block-structured grid. The extrapolated drag coefficient is slightly higher and approxi-
mately 0.3% lower than the valid range.

Although the simulations on both grid types show a monotonic grid convergence be-
haviour, the extrapolated drag coefficients are afflicted with a difference of about 0.5%,
which is larger than the estimated uncertainty. Hence, the grid type (structured / unstruc-
tured) has a significant influence on the results. When local grid-adaptation is applied
any structured or block-structured grid is changed to an unstructured grid. Furthermore,
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local refinement of an unstructured grid usually introduces additional hanging nodes. The
differences may be also afflicted by the different initial discretisation/resolution of the
cylinder and the different alignment of the cells to the streamlines. Therefore, in the fol-
lowing local grid refinement studies a deviation in the order of 1% from the extrapolated
solution is deemed to be acceptable, based on the previous observations.

The predicted drag coefficient from goal-oriented grid refinement simulations with dif-
ferent refinement thresholds is shown in Figures 7.45 to 7.48 for initially block-structured
grids. The hatched area shows the valid range according to Schäfer et al. [164] and the
shaded area is the area covered by the extrapolated result plus/minus the refinement tol-
erance. For the highest refinement threshold 0.25 the target area is already reached after
one adaptation step. Since no stopping criterion is implemented for the goal-oriented
refinement the refinement procedure proceeds. However, the number of new cells in the
next step is significantly lower, than for the stricter refinement thresholds. The correction
of the functional according to (6.11) increases the accuracy of the prediction. Surprisingly
the corrected functional converges to a value, which is inside the reference solution area.
A higher refinement threshold leads to more additional cells and the functional approaches
the target area faster. Comparing the predicted drag coefficients for different refinement
thresholds the achievable drag coefficient converges to a value higher than the extrapolated
drag coefficient from the grid refinement study.

The same refinement thresholds have been applied to the goal-oriented grid-adaptation
study based on the initially unstructured grid. The predicted drag values, depicted in
Figures 7.49 to 7.52 show the same behaviour as for the block-structured grid. Interest-
ingly, the predicted drag coefficient without correction rises with increasing numbers of
cells using the stricter refinement thresholds, but the corrected functional converges to a
value within the valid range.

The resulting grids are shown in Figure 7.53 for the highest refinement threshold after
the second adaptation step for both grid types. In both cases the grid has been refined in
the vicinity of the cylinder, at the inlet and at the outlet. The refinement near the inlet
is more intense close to the channel walls. Furthermore, some refinement at the locations
where the grid quality is poor is visible, especially where bad angles and high volume
ratios are present in the initial grids.
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Figure 7.45: Goal-oriented grid-adaptation for drag on initially block-structured grid -
Threshold 0.25cD.
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Figure 7.46: Goal-oriented grid-adaptation for drag on initially block-structured grid -
Threshold 0.05cD.
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Figure 7.47: Goal-oriented grid-adaptation for drag on initially block-structured grid -
Threshold 0.025cD.
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Figure 7.48: Goal-oriented grid-adaptation for drag on initially block-structured grid -
Threshold 0.005cD.
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Figure 7.49: Goal-oriented grid-adaptation for drag on initially unstructured grid - Thresh-
old 0.25cD.
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Figure 7.50: Goal-oriented grid-adaptation for drag on initially unstructured grid - Thresh-
old 0.05cD.
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Figure 7.51: Goal-oriented grid-adaptation for drag on initially unstructured grid - Thresh-
old 0.025cD.
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Figure 7.52: Goal-oriented grid-adaptation for drag on initially unstructured grid - Thresh-
old 0.005cD.
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(a) Block-structured grid (1744 cells).

(b) Unstructured grid (2385 cells).

Figure 7.53: Grids for the DFG Channel Flow Benchmark after 2 refinement steps (Thresh-
old 0.025).

7.4.4 Quarter Cylinder in Free-Stream

The validation of the goal-oriented refinement procedure for turbulent flows, refers to a
2D quarter cylinder in turbulent free-stream conditions. It has been used by Stück [171]
to validate the underlying Adjoint Navier Stokes method. It features a blunt body with a
distinct separation point.

Case Description

The computational domain, with the initial grid containing 1, 267 cells is depicted in
Figure 7.54. The boundary layer at the cylinder is fully resolved with a target y+ < 1.
The inlet is located 15 diameters d upstream the cylinder. The extensions to the side and
outlet are 15d and 20d, respectively. A symmetry plane has been defined on the centreline.
The flow features a Reynolds number of Re = 1×106 based on the uniform inflow velocity
and the cylinder diameter. Turbulence has been modelled by the k − ω model of Wilcox.
Convective fluxes were discretised using the limited QUICK advection scheme.

The goal-oriented refinement strategy with two different functionals has been compared
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(a) Overview of initial grid. (b) Detail of adapted grid.

Figure 7.54: Initial grid for the quarter cylinder in free-stream.

to a residual-error based refinement strategy. The considered functionals were the drag of
the cylinder and the axial flow homogeneity at a specified region behind the cylinder. The
region considered for flow homogeneity starts 0.9d downstream the cylinder and ends at
1.1d. The lateral extend is defined from the centreline to 0.5d. The quadratic deviation
from the mean axial flow velocity has been chosen as measure for the homogeneity. As
a basis for the comparison, a formal grid convergence study with 5 grid levels, yielding
324, 352 control volumes for the finest grid, has been conducted.

Results

Results from the grid convergence study based the least squares version of the grid conver-
gence index proposed by Eça and Hoekstra [50] are presented in Table 7.13. The estimated

Table 7.13: Grid convergence study for the quarter cylinder in turbulent free-stream.

Set Convergence Extrapolated cD Order Uncertainty

1-3 monotonic 0.5336 0.989 8.521× 10−2 (15.966%)
1-4 monotonic 0.5502 1.107 3.599× 10−2 (6.536%)
1-5 monotonic 0.5552 1.156 1.521× 10−2 (3.003%)
2-4 monotonic 0.5620 1.426 1.667× 10−2 (3.298%)
2-5 monotonic 0.5614 1.408 7.464× 10−3 (1.329%)
3-5 monotonic 0.5608 1.353 7.872× 10−3 (1.404%)

order of accuracy is lower than for the laminar flow examples. For the convective fluxes
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of the turbulence equations upwind differences have been used, which influence the order
of accuracy. Anyhow an order of accuracy near 1.5 is reached using sufficiently fine grids.
The extrapolated drag coefficient is afflicted with uncertainties of 1.5% using sufficiently
fine grids.

Results from the goal-oriented refinement strategy, using the drag as functional, are
compared to the uniform grid refinement in Figure 7.55. Obviously the functional correc-
tion procedure does not work reliable for the considered test case. This behaviour of the
correction procedure is attributed to the frozen turbulence approach used for the adjoint
Navier Stokes method. The negligence of the variation of the turbulent quantities leads to
a larger duality gap. However, the derivation of the correction procedure is based on the
strict duality of the primal and adjoint solution. Hence, the correction procedure suffers
from a larger duality gap. The determination of the correction term is based on the local
correction terms in each cell. Therefore, these are afflicted with the same uncertainties.
Accordingly, the definition of the refinement threshold is not reliable. However, the goal-
oriented refinement procedure leads to grids which are able to predict the drag coefficient
with a comparable accuracy as the grids originating from uniform refinement using less
cells.

Figures 7.56 to 7.59 depict the quadratic deviation from the axial mean flow velocity in
the defined wake region of the cylinder, for different user-prescribed adaptation thresholds.
Even for the uniform grid refinement study the functional is not converging asymptoti-
cally. Therefore, the result from the finest grid is taken as reference result. Within the
results obtained from goal-oriented grid-adaptation the correction term has a small influ-
ence on the results. The functional converges towards the target region, defined by the
user-specified tolerance, for all prescribed thresholds. However, the convergence is not
monotonic for the goal-oriented grid-adaptation and the uniform grid-adaptation. For all
prescribed refinement thresholds the predicted WOF after one refinement step is of compa-
rable accuracy like the WOF obtained after one step of uniform refinement. The number
of cells from goal-oriented refinement ranges from 2,857 to 3,136 after one refinement step,
while uniform refinement leads to 5,068 cells after one step. For the most strict threshold
a comparable accuracy of the WOF compared to uniform refinement is achieved after two
refinement steps using 4,496 cells compared to 20,272 cells using uniform refinement.

Figure 7.60 depicts the grids obtained from goal-oriented refinement for the different
functionals. For both functionals, refinement is mainly located close to the symmetry plane
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(a) Threshold 6.0N(2.4× 10−2cD).
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(b) Threshold 1.5N(6× 10−3cD).

Figure 7.55: Estimated drag from goal-oriented refinement using drag as functional.

194



7.4 Automatic Grid Refinement

0.9

0.92

0.94

0.96

0.98

1

1.02

1000 10000 100000 1e+06

w
o
f

nCells

user specified tolerance
without correction

with correction
uniform

Figure 7.56: Quadratic deviation from the mean flow velocity in the wake from goal-
oriented refinement using the homogeneity objective - Threshold 0.02.
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Figure 7.57: Quadratic deviation from the mean flow velocity in the wake from goal-
oriented refinement using the homogeneity objective - Threshold 0.01.
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Figure 7.58: Quadratic deviation from the mean flow velocity in the wake from goal-
oriented refinement using the homogeneity objective - Threshold 0.005.
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Figure 7.59: Quadratic deviation from the mean flow velocity in the wake from goal-
oriented refinement using the homogeneity objective - Threshold 0.0025.
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(a) Resistance Objective - Grid Overview. (b) Wake Objective - Grid Overview.

(c) Resistance Objective - Grid Detail. (d) Wake Objective - Grid Detail.

Figure 7.60: Grids obtained from goal-oriented refinement using different functionals for
flow past quarter cylinder.

and in a relatively large area around the obstacle. Furthermore, additional refinement at
the outflow boundary close to the symmetry plane occurs. Comparing the grid in the
vicinity of the quarter cylinder, it is obvious that goal-oriented refinement based on the
wake objective leads to a finer mesh in the wake region of the cylinder.

Results from simulations with automatic grid-adaptation based on the residual error
estimator are presented in Figure 7.61. Both functionals converge towards the reference
solutions, while the accuracy of the final result depends on the user-prescribed threshold,
as expected. Interestingly, refinement based on the residual error estimator is afflicted
with some stability issues, which have not been noticed for goal-oriented refinement. For
all prescribed refinement thresholds the last stable solution is depicted. An additional
refinement step led to diverging simulations. A comparison of goal-oriented and residual
error estimator based refinement depicted in Figure 7.62, reveals that goal-oriented refine-
ment leads to results of same accuracy as residual error estimator based refinement using

197



7 Verification and Validation

0.55

0.6

0.65

0.7

0.75

0.8

0.85

1000 10000 100000 1e+06

d
ra
g
co
effi

ci
en
t

nCells

Threshold 0.0125
Threshold 0.003125

Threshold 0.00078125
uniform

extrapolated

(a) Drag coefficient.
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(b) Wake objective function.

Figure 7.61: Results from automatic grid-adaptation using the residual error estimator.
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less cells for both considered functionals.
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Figure 7.62: Comparison of results from goal-oriented and residual error estimator based
adaptation.200



8 Case Studies

Within this chapter the application of the developed techniques to common maritime
flows is presented. The first applications of a steady wave resistance analysis of a tanker
in Section 8.1 and a motion prediction for a tanker in Section 8.2 are denoted to the
application of the sub-cycling procedure presented in Section 5.2 and the explicit interface
sharpening technique EIS described in Section 5.3. Within the example of the steady
wave resistance prediction the sub-cycling technique is employed in the unsynchronised
mode while it is employed in the synchronised mode for the motion prediction, where
time accurate results are required. The last example of a wake prediction in Section 8.3
demonstrates the use of the dynamic grid-adaptation technique using the goal-oriented
grid-adaptation indicators according to Section 6.3.3 with different functionals.

8.1 Steady Wave Resistance of a Tanker

Case Description

The application example of the unsynchronised sub-cycling procedure focuses upon the
KVLCC2-tanker in model scale at Fn=0.142 and Re=4.6 ·106, where a vast amount
of numerical and experimental data is available [103, 182]. The case aims to predict
the steady state wave pattern when exposed to calm water conditions with frozen trim
and sinkage. Reported results are obtained on an unstructured mesh using local grid
refinement in the vicinity of the hull. Figure 8.1 outlines the employed computational grid,
which consist of 3.5 Mio. control-volumes. Five sub-cycles have been used to advance
the concentration equation in time. An adaptive time step has been employed for the
concentration equation which ensures that the RMS-value of the Courant number yields
CoRMS = 0.3.
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Figure 8.1: Numerical grid employed for the free-surface flow computation around the
KVLCC tanker exposed to calm-water conditions

Results

The predicted wave pattern — indicated by the iso-surface c = 0.5 — is illustrated in
Figure 8.2(a) in comparison to measured EFD data reported by Kim, Van and Kim [99].
The pattern is in remarkable agreement with experiments as depicted by the wave cuts
in Figure 8.2(b). In conjunction with the unsynchronised sub-cycling technique, force
convergence is typically obtained after 2,500 iterations. Moreover the approach provides a
very rapid initial convergence as outlined by the comparison of wave contours displayed in
Figure 8.3. The essentials of the flow field are already captured after 650 time steps, when
the standard technique is still afflicted by large amounts of artificial initial transient.

Figure 8.4 provides an overview of the evolution of the predicted drag-force deviation
from experiments for the standard approach and the unsynchronised sub-cycling technique.
It is seen, that the sub-cycling approach exhibits an improved convergence behaviour.
Force convergence is achieved after 3% of the wall-clock time of the standard approach
which yields an impressive speed-up factor of 33. Mind that the ideal speed-up for a
synchronised transient approach is S = 3.7.
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8.1 Steady Wave Resistance of a Tanker

(a) Predicted and measured wave pattern & wave
cuts positions

(b) Comparison of predicted and measured wave
height along wave cut A (y=0.0964/Lpp) and B
(y=0.2993/Lpp)

Figure 8.2: Calm-water predictions of the KVLCC2 tanker

Figure 8.3: Predicted and measured wave pattern for the KVLCC2 tanker after 650 time
steps
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Figure 8.4: Deviation of predicted drag for the KVLCC2 tanker from experimental results
for the standard and the sub-cycling approach
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8.2 Pitch and Heave Prediction for a Container Vessel

Case Description

The synchronised sub-cycling technique has been applied to transient investigations of a
free floating Kriso Container Ship (KCS) in head waves at Re=6.52 ·106 and Fn=0.26.
The investigated model-scale hull features a length of Lpp = 4.3671 m. The incoming
waves had a significant height of Hs/Lpp = 0.03343 and a wave-length of λ = 2Lpp.
Model tests have been carried out at FORCE Technology[167]. To account for the body
motion a six degree of freedom quaternion-motion solver is coupled to the flow analysis.
All degrees of freedom except pitch and heave have been suppressed in the present study
and the grid is rigidly moved according to the predicted motion of the ship. The employed
numerical grid takes advantage of the symmetry plane at y = 0 m and consists of 0.83 Mio
control-volumes (cf. Figure 8.5). Cells are refined in the free-surface region. The global

Figure 8.5: Numerical grid employed for the free-floating KCS container vessel (0.83 Mio
cells)

time step has been assigned to a constant value of ∆t = 1 · 10−3 s, which corresponds to
a maximum Courant number of Co = 5.4 for a few cells and to Co < 0.3 for the majority
of the control volumes for the simulation set-up without sub-cycles. For the set-ups using
sub-cycles the global time step is multiplied with the number of sub-cycles. Simulations
have been carried out without sub-cycling and with 4 and 8 sub-cycles.
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Results

Time histories of the heave and pitch motions reported by the experiment and the present
simulations are compared in Figure 8.6. The predicted heave motions are generally in
fair agreement with measured data. The amplitude of the pitch motion is slightly under-
predicted. To analyse the predictive differences returned by the sub-cycling approach,

(a) Heave (b) Pitch

Figure 8.6: Simulation of a free-floating KCS container vessel: Comparison of measured
and computed heave and pitch motion time records using N∆t = 1, 4, 8

the amplitudes of the 0th- and 1st-order harmonics as well as the phase of the 1st-order
harmonic are assessed. The resulting coefficients are summarised in Table 8.1. The data
indicates that 0th- and 1st-order harmonic amplitudes are not very sensitive to the increase
of the global time step due to the use of sub-cycles. On the contrary, the 1st-order harmonic
phase displays a reduction of more than 10% comparing simulations with 8 and 1 sub-
cycles. Figure 8.7 compares the achieved speed-up with the ideal speed-up. Computations
without sub-cycling required approximately 10% of the total CPU effort for the free-surface
prediction, which results in significant achievable speed-up factors for the use of sub-cycles.
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Table 8.1: Comparison of measured and predicted 0th- and 1st-order harmonic amplitudes
and 1st-order harmonic phase for pitch and heave motions of the KCS container
ship

Experiment N∆t = 1 N∆t = 4 N∆t = 8

Heave

0th Amplitude (mm) -12.021 -15.943 -15.213 -15.337
1st Amplitude (mm) 64.798 63.404 63.507 63.917
1st Phase (◦) 15.418 14.852 13.817 10.510

Pitch

0th Amplitude (◦) 0.032 0.283 0.282 0.392
1st Amplitude (◦) 3.071 2.803 2.803 2.839
1st Phase (◦) 70.418 77.812 76.276 72.064

Figure 8.7: Simulation of a free-floating KCS container vessel: Comparison of ideal and
realised speed-up due to the use of the sub-cycling techniques
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8.3 Wake Field Prediction

The availability of detailed wake-field informations during the initial design phase of a
ship provides a huge opportunity to optimise the design with respect to propeller induced
pressure pulses. To support the initial design process, the respective wake-field predic-
tions are requested to be fast and robust. Inviscid potential-flow methods can not be used
for the optimisation of the wake, which is dominated by viscous effects. The topic can
be addressed by viscous methods, e.g. RANS or LES, which are traditionally deemed to
be afflicted by a prohibitive effort. The accuracy of the wake-field predictions is mainly
governed by a fair development of the boundary layer, including separation and transport
of vortices created in the aft-body region. Both, the accurate prediction of separation and
the transport of vortices hinges on a numerical grid providing sufficient grid resolution. As
the locations where separation occurs and vortices are generated and transported are usu-
ally not known beforehand, standard numerical grids for wake field predictions are refined
in the whole aft-body region. The developed goal-oriented grid-adaptation procedure is
applied to the wake-field prediction and results are compared to results from uniformly
refined grids and refinement based on local error indicators.

Case description

Results refer to double-body mode computations due to the low Froude number. Interest
is confined to model-scale (λ = 58) experiments, which feature a model length of Lref =
5.517m, an approach velocity V = 1.047m

s
and a Reynolds number of Re = 5.088 × 106.

The k−ω Shear-Stress Transport turbulence model of Menter [119] has been used to model
turbulence. Wall functions have been applied to reduce the computational effort. Con-
vective fluxes for the momentum equation have been approximated using a monotonicity
preserving QUICK scheme. The very coarse initial grid, which is the starting point for
the grid refinement procedure, consists of roughly 120k hexahedrons and takes advantage
of the symmetry plane at y = 0. The mesh, depicted in Figure 8.8, is locally refined at the
hub in order to provide a grid resolution capable to represent the hub geometry at least
roughly. The testcase offers a broad body of CFD-experience and detailed information
about the flow in the propeller plane and several upstream planes [181, 182]. The locations
for the different measurement planes relative to the aft perpendicular are given in Table
8.2. The experimental results, depicted in Figure 8.10, reveal that a vortex is generated in
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8.3 Wake Field Prediction

(a) Overview (b) At hull

Figure 8.8: Initial numerical grid for the wake field prediciton for the KVLCC2.

Table 8.2: Measurement stations for KVLCC2 experiment.

Station St3 St2 St1 Stpp
x
Lpp

0.15 0.1 0.05 0.0175

the region of convex hull-curvature in the aft-body (cf. St1 in Figure 8.9). The fingerprint

Figure 8.9: Locations of measurement planes for KVLCC2 experiment.

of this vortex, which is often suppressed in RANS simulations, can be clearly seen in the
propeller plane. The impact of goal-oriented grid refinement on the prediction of wake
fields will be studied using two different objective functions. The first objective function
refers to the equi-distribution of the axial velocity in the wake field and was derived by
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Stück [172]. The associated wake objective function reads

J = 1− C
∫
v(prop)

dV

2r
[
Ua − Ua(r)

]2
with C =

[
U2
S

∫
v(prop)

dV

r

]−1

(8.1)

which integrates the quadratic deviation of the axial velocity Ua from its radial mean
velocity U

a in the propeller disk volume. The propeller plane is located at station Stpp,
its diameter is 0.17m and its vertical distance from the keel of the tanker is 0.1m. The
adjoint source term derived from the objective function reads

δJ =
∫
v(prop)

δui
∂j

∂ui
dV with ∂j

∂ui
= −ẽaiC

ua − ua(r)
r

. (8.2)

To demonstrate the influence of the objective function on the grid refinement a second
objective function which regards the minimisation of the drag has been employed, for
which the objective function reads

J =
∫
Fo
jfdF with jF = (pδij + τij)njd∗i . (8.3)

with Fo being the part of the surface on which the objective function is evaluated,nj the
boundary normal unit vector and d∗i the direction vector indicating the force optimisation
direction.

Results

Figure 8.10 shows the predicted axial flow velocity obtained from simulations with goal-
oriented grid refinement based on the wake objective function compared to the experimen-
tal results at different measurement stations. The refinement threshold has been set to
t = 0.05. The generation of the vortex in the vicinity of measurement station St1 is clearly
captured, however the vortex has not yet been fully separated from the hull as indicated in
the experimental results. Furthermore, the vertical position of the vortex is slightly lower
than in the experiments. The vortex is transported downstream to the propeller-plane,
where its fingerprint is clearly visible leading to a horseshoe shape of the wake. Its shape
is less pronounced compared to the experiments, however this is an excellent result for
a numerical grid consisting of 400k cells. The predicted boundary layer thickness is in
excellent agreement with the experimental results for the first two measurement planes
and slightly thicker than in the experiment for the last two measurement planes. However,
the applied refinement strategy focuses on the homogenisation of the propeller inflow.
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8.3 Wake Field Prediction

(a) St3 (b) St2

(c) St1 (d) Stpp

Figure 8.10: Comparison of normalised axial velocity obtained from simulations with goal-
oriented refinement for wake equi-distribution (left side) and experiment
(right side) for KVLCC2 at measurement stations.

The adapted numerical grid at the hull surface indicates that the grid has mainly been
refined in the vicinity of the origin of the vortex. The numerical grid in the volume at the
measurement stations is depicted in Figure 8.11. For the first two measurement stations
the grid in the volume has not been adapted compared to the initial grid leading to coarse
cells. At the second measurement station refinement at the wall focuses to regions afflicted
with high curvature. At station St1 intensive refinement in the boundary layer and at the
location of the vortex is visible. The grid at the propeller plane is refined over a larger
area including the area of the propeller.

The development of the wake objective function over successive refinements, for goal-
oriented refinement with the wake objective and with a resistance objective are compared
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(a) St3 (b) St2

(c) St1 (d) Stpp

Figure 8.11: Normalised axial velocity obtained from simulations with goal-oriented re-
finement for wake equi-distribution (left side) and the underlying numerical
grid (right side) for KVLCC2 at measurement stations.

to the development from uniform refinement in Figure 8.12. The wake objective function
obtained from goal-oriented refinement with the wake objective shows a monotonic con-
vergence behaviour. However, a kink after the first refinement indicates that the chosen
refinement threshold is relatively large. The shape obtained from goal-oriented refinement
focussing on the resistance is more irregular, while the trend is the same. The objective
function obtained from uniform refinement is converged to a lower value, however the finest
grid has about 20 times more cells than the finest grid from goal-oriented refinement.

The influence in the resulting grid, due to different objective functions, is exemplary
shown for the grid on the hull in Figure 8.13. The grid obtained from simulations with
the wake objective has been intensively refined in the propeller region and at the aft-body
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8.3 Wake Field Prediction

Figure 8.12: Evolution of wake objective function for different grid-adaptation strategies.

(a) Objective: wake (b) Objective: resistance

Figure 8.13: Grids on hull surface obtained from goal-oriented refinement with different
objective functions.
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region close to the propeller. Some refinement occurred at the bow of the vessel. In
contrast, the bow has been more intensively refined for the resistance objective while only
a few refined cells occur in the aft-ship region. Interestingly, the bilge has not been refined
for both cases.

The predicted wake in the propeller disk after each refinement step is depicted in Figure
8.14 for both goal-oriented adaptation strategies and uniform refinement. The initially
predicted wake without refinement is of course the same. The hook shape, which is
the main feature of the wake, is only adumbrated due to the coarse grid. After one
level of refinement the hook shape gets clearly more pronounced for the wake objective
based refinement. The predicted shape is visually the same as for uniform refinement
using 197k cells instead of 1m cells for uniform refinement. The hook gets slightly more
pronounced for the resistance objective where the grid consist of 205k cells. After the
second refinement step the predicted wake from the wake objective based adaptation
converges towards the experimental result on a grid consisting of 255k cells. Again, only
slight changes in the predicted wake from the simulation focussing on resistance are visible.
Interestingly, the wake from uniform refinement diverges from the experimental result.
This may be attributed to the uniform refinement procedure, which also refines the cells
in the boundary layer uniformly affecting the initially more homogeneous distribution of
the non-dimensional wall distance y+. Therefore, the distance of the first cell centre to
the wall is halved with each refinement step. The initial grid was designed with a target
y+ = 100 leading to a target y+ = 25 for the level 2 uniformly refined grid. This pushes
the applied wall function to its limits and may probably explain the divergence from
the experiment. The wake obtained from simulations with the wake objective is visually
converged after the second refinement step, while some slight changes are visible in the
results from the resistance based refinement strategy.

The remaining differences between the numerically predicted wake field using the wake
field homogeneity objective function and the experimental results can be explained by two
different root causes. One reason for the remaining differences is the applied turbulence
model, which even on excessively refined grids, is not able to capture all details of the
vortical structures. Especially in the region of the vortex core it tends to overestimate
the turbulent viscosity and hence the diffusion of the vortex. Explicit algebraic stress
models offer a possibility for a better modelling of the turbulent flow for this region. The
second reason is that the applied objective function is designed to minimise the quadratic
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deviation of the radial mean velocity. Hence, the approach will try to modify the grid in
a way that this objective, a radially homogeneous flow, is reached. Strictly speaking the
deviation from the experimental result should have been applied as objective function to
produce the optimal grid for the prediction of the experimentally measured wake field.
This could have been done by mapping the experimental results to the relevant discrete
grid points, and use these as basis for the evaluation of the objective function considering
the deviation of the numerically predicted axial velocity to the experimentally measured
axial velocity. By the use of this strategy a better and more controlled convergence
behaviour of wake objective function towards the experimental result over the refinement
steps can be expected. Nevertheless, usually the experimental results are not available
during the design phase and the numerical simulation shall be used during the design
phase to predict and improve the wake field. Hence, the applied strategy is driven by the
practical optimisation approach and has been shown to be able to locally refine the grid in
relevant regions for a better prediction of the wake field. The remaining differences between
the numerically predicted wake field using the wake field homogeneity objective function
and the experimental results can be explained by two different root causes. One reason for
the remaining differences is the applied turbulence model, which even on excessively refined
grids, is not able to capture all details of the vortical structures. Especially in the region
of the vortex core it tends to overestimate the turbulent viscosity and hence the diffusion
of the vortex. Explicit algebraic stress models offer a possibility for a better modelling of
the turbulent flow for this region. The second reason is that the applied objective function
is designed to minimise the quadratic deviation of the radial mean velocity. Hence, the
approach will try to modify the grid in a way that this objective, a radially homogeneous
flow, is reached. Strictly speaking the deviation from the experimental result should
have been applied as objective function to produce the optimal grid for the prediction
of the experimentally measured wake field. This could have been done by mapping the
experimental results to the relevant discrete grid points, and use these as basis for the
evaluation of the objective function considering the deviation of the numerically predicted
axial velocity to the experimentally measured axial velocity. By the use of this strategy
a better and more controlled convergence behaviour of wake objective function towards
the experimental result over the refinement steps can be expected. Nevertheless, usually
the experimental results are not available during the design phase and the numerical
simulation shall be used during the design phase to predict and improve the wake field.
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Hence, the applied strategy is driven by the practical optimisation approach and has been
shown to be able to locally refine the grid in relevant regions for a better prediction of the
wake field.
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Wake objective Resistance objective Uniform

L1

L2

L3

L4

Figure 8.14: Predicted wake fields (left) compared to experiment (right) for different re-
finement methods with different maximum refinement levels.
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9 Summary and Perspectives

The present thesis is confined to the improvement of the efficiency and accuracy of RANS-
based finite volume flow solvers for marine flow problems. Two major items with significant
impact on the efficiency and accuracy are identified.

The first item regards the discretisation of the free-surface flow discretisation. Usually
VoF models, where an additional mixture fraction transport equation is solved, are used
to represent free-surface flows in the finite volume framework. Within the VoF models
compressive advection schemes are used to maintain a sharp interface representation.
This is usually achieved by the use of downwind-biased advection schemes. However,
the use of downwind biased schemes introduces the so called Courant number limitation,
which requires small time steps and therefore increases the required computational effort.
The small time steps are required to maintain the diagonal dominance of the system
matrix, which is required for a stable solution of the equation system. When the time step
is higher than required by the Courant number limitation the free-surface tends to get
blurred and the simulation gets unstable. Furthermore, VoF based discretisations require
transient simulation runs, even when the result is quasi-static, which introduces additional
computational effort.

To counteract at least partly blurred interfaces an Explicit Interface Sharpening (EIS)
technique has been developed. The EIS technique is able to detect blurred interfaces and
to resharpen these interfaces. The sharpening is achieved by a conservative redistribution
of the mixture fraction which is added to the right-hand side of the equation system for
the mixture fraction transport equation.

The above described Courant number limitation is only valid for the transport equa-
tion of the mixture fraction. Therefore, a sub-cycling technique is introduced. Within
the sub-cycling technique only the transport equation for the mixture fraction is solved
using a small time step fulfilling the Courant number limitation. All other transport
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equations are solved using larger time steps. In order to have the same advancement in
time for all transport equations, the mixture fraction equation is solved multiple times
within one outer iteration while all other transport equations are only solved once. Two
different modes have been developed for the sub-cycling technique. The modes differ in
their global advancement in time. The time discretisation requires values of the present
time step and the previous time steps. Within the synchronised mode the old values to
discretise the temporal term of the mixture fraction equation are taken from the previous
time step. Therefore, the advancement in time of the mixture fraction equation and all
other equations are synchronised. This mode is applicable for simulations where transient
results are required. In the unsynchronised mode the old values used for the discretisation
of the temporal term are taken from the previous solution of the the mixture fraction equa-
tion. Therefore, the mixture fraction equation has a faster advancement in time than the
other transport equations. This mode is applicable for problems that lead to quasi-static
solutions.

To appraise the developed interface sharpening technique, an interface sharpness index
has been developed, which gives an indication of the interface sharpness in the whole
domain as a single number. The interface sharpness is the arithmetic mean of present
local approximate interface sharpness to the optimal interface sharpness ratio over the
whole interface. The developed techniques have been intensively verified and validated. A
detailed description of the verification and validation is given in Section 7.2 and 7.3. Here
only the main results of the verification and validation are summarised.

The achievable speed-up using the sub-cycling technique in the synchronised mode is
almost identical to the theoretical maximum speedup for quasi-steady and transient flow
problems. The theoretical maximum speedup mainly depends on the ratio of solution
time required to solve the mixture fraction transport equation and the other transport
equations. It is therefore a simulation specific value. Within the verification and validation
test cases speed-ups around 4.5 have been achieved using 8 sub-cycles. Using the un-
synchronised sub-cycling mode for quasi-steady flow problems even higher speed-ups of
about 8.5 are achieved. It should however be noted, that the achievable speed-up in
the unsynchronised sub-cycling mode depends strongly on the number of employed outer
iterations. The influence of the sub-cycling technique on the accuracy of the results is
negligible.

The Explicit Interface Sharpening technique is shown to be able to maintain sharp
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interfaces and even to resharpen blurred interfaces, which may occur even when dedicated
compressive advection schemes are used for the mixture fraction transport equation. The
influence of applying the EIS technique on the order of accuracy for the mixture fraction
transport equation is insignificant. The accuracy of the results especially for long term
simulations is drastically enhanced by the EIS technique, due to its ability to resharpen
already blurred interfaces. Furthermore, it is shown that even non dedicated convection
schemes can be used in combination with EIS for the transport of the mixture fraction
and sharp interfaces are maintained.

The second identified item regards the mesh generation which has a significant impact
on the accuracy and efficiency. Accurate results require high resolution meshes, however
high resolution meshes lead to long answer times. On the other hand high resolution
meshes are only required in regions where the high resolution has an impact on the result
in question. Regions where high resolutions are required can usually only be identified on
basis of the results of the flow problem. This leads to an iterative time consuming process.
A convenient technique to improve this process is automatic mesh adaptation. The main
building blocks are the mesh adaptation itself and an appropriate refinement indicator
identifying the regions where refinement is required. In the present work an automatic
mesh adaptation procedure is developed. It is based on the usage of unstructured grids,
and features the anisotropic refinement of hexahedral cells. The refinement procedure
is fully integrated into the parallel flow solver including a load balancing technique. A
special treatment for the refinement of cells in the boundary layer is developed, to fulfil
the requirements on the non-dimensional wall distance y+ which depends on the employed
wall resolution model. Furthermore, a technique to align the grid to curved boundaries,
when the grid is refined at the boundaries, has been developed. It is based on a STL
representation of the curved boundary which has to be provided. Different techniques to
map the flow variables from the coarse grid to the refined grid are developed. Special care
is taken to ensure conservative fluxes after the mapping procedure.

A number of different refinement indicators are developed, which all can be used to
trigger the refinement algorithm as described above. The developed refinement indicators
can be attributed to different classes. The most simple criterion is the free-surface refine-
ment criterion, which is a pure feature based refinement criterion. It selects the regions
for refinement only based on specific flow features, regardless of associated errors in the
solution or the impact of errors in the solution towards the result in question. A more
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elaborated indicator is the residual error estimator, which is designed to identify regions
which inherit large numerical errors. However, no appraisal of the impact of the error to-
wards the result in question is contained in the residual error estimator. The goal-oriented
refinement indicator is able to detect the regions within the mesh, which are afflicted with
errors that influence the result in question. To the authors knowledge, within this work
the first application of goal-oriented refinement in the finite volume framework for complex
three-dimensional turbulent flows has been presented.

The developed automatic grid-adaptation procedure is intensively verified and validated.
It is shown that the refinement algorithm delivers similar refined meshes in serial and
parallel runs. Furthermore, the ability to perform anisotropic refinement and boundary
alignment in the refined regions are demonstrated. It is shown that the application of
the residual error estimator leads to grids on which results converge towards reference
solutions. For free-surface flow problems the combination of the free-surface criterion and
the residual error estimator are shown to be beneficial. The goal-oriented mesh refinement
technique is applied to laminar and turbulent flow problems. For laminar flows the adjoint
error correction technique enhances the quality of the predicted quantities. However, the
application of the adjoint error correction technique for turbulent flows is shown to be not
reliable for the developed method. This is attributed to the frozen turbulence technique
used in the adjoint flow solver. The comparison of grid-adaptation using the residual
error estimator as criterion and the goal-oriented refinement indicator reveals that grid-
adaptation using the goal-oriented refinement indicator is able to predict results of the
same accuracy as grid-adaptation using the residual error estimator with significantly less
cells.

All developed techniques have been applied to case studies, featuring complex three-
dimensional turbulent flows. The EIS technique in conjunction with the sub-cycling tech-
nique in the unsynchronised mode is applied to the free-surface resistance prediction of
the well known Kriso Tanker (KVLCC2). The predicted resistance shows a deviation
from the experimentally predicted value of 1%, which is an excellent result. Furthermore,
the predicted wave field shows a high accuracy even in a considerable distance from the
hull. Due to the use of the sub-cycling technique an impressive speed-up of 33 has been
realised in comparison to simulations without the application of EIS and sub-cycling. The
sub-cycling technique in the synchronised mode in conjunction with the EIS technique
are used within the prediction of the motion of the Kriso container vessel (KCS) in head
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waves. The predicted pitch and heave motions are in fair agreement with the experimen-
tally predicted values. A speed up of 5 compared to simulations without sub-cycling and
EIS is achieved. The goal-oriented grid refinement technique is applied to the wake predic-
tion for the Kriso tanker (KVLCC2). High quality results compared to the experimental
results are achieved on a final grid using only 400k cells derived from a goal-oriented grid
refinement strategy with the wake objective. To demonstrate the influence of the objec-
tive on the resulting grids an additional goal-oriented refinement study with a resistance
objective is performed. It is clearly shown the grid-adaptation resulting from the goal-
oriented refinement with the wake objective is superior for the prediction of the wake field.
Results for simulations, which combine the grid-adaptation technique with the techniques
for free-surface flows, are not presented due to minor stability issues associated to strongly
anisotropic grid refinement in parallel.

Therefore, future work should at first concentrate on further stability enhancements for
the developed grid-adaptation technique, especially considering highly anisotropic refine-
ment in parallel environments. Within unsteady simulations, the regions where refined
meshes are required, are usually non-residential. Hence, the grid refinement technique
should be supplement by a grid de-refinement technique which provides access to a wide
range of additional applications. Ideally the grid-refinement technique should be indepen-
dent on the refinement history and therefore be able to refine even the initial grid. A
result of the present thesis is that the adjoint error correction approach is not reliable for
turbulent flows in conjunction with the used adjoint approximation. The present adjoint
approximation is based on the frozen turbulence approach for the turbulence transport
equations. It is assumed that the unreliability in the adjoint error prediction results from
this approach. Therefore, an extension of the frozen turbulence approach by a complete
differentiation should be beneficial.
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[163] J. Sauer. Instationär kavitierende Strömungen-Ein neues Modell, basierend auf Front
Capturing (VOF) und Blasendynamik. PhD thesis, Universität Karlsruhe, 2000.
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