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sAge estimation from medical images plays an important role in 

forensic medicine to determine the chronological age of individuals 
lacking legal documentation or to discriminate minors from adults. 
Current methods for imaging-based age estimation rely on the 
correlation between growth plate ossification and age but are 
labour-intensive, subjective, and involve radiation exposure. Recent 
studies indicate that magnetic resonance imaging (MRI) offers a 
viable alternative to established methods.

The current work investigates the age estimation of young male 
individuals on the basis of MRI sequences of the knee. Using a large 
dataset, a new AI-based approach is developed to automatically 
detect bone structures in medical images and to use this information 
to predict the chronological age.
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Abstract

Background: Age estimation from medical images plays an important role in foren-
sic medicine to determine the chronological age of individuals lacking legal documen-
tation or to discriminate minors from adults. Current methods for imaging-based age
estimation are labour-intensive, subjective, and involve radiation exposure. Recent
studies indicate that magnetic resonance imaging (MRI) offers a viable alternative
to established methods. The goal of this work is to develop a fully automated,
computer-based, and non-invasive method to estimate the chronological age of male
adolescents and young adults based on knee MRIs.

Materials and Methods: A total of 489 three-dimensional knee MRIs were ac-
quired from 299 male Caucasian subjects aged 13 to 21 years. The dataset was
expanded with numeric data of the subjects (anthropometric measurements and
assessments of knee bone maturation). The proposed solution for automated age es-
timation is composed of three parts: (a) pre-processing to standardize the data, (b)
bone segmentation via convolutional neural networks (CNNs) to extract age-relevant
structures from the images, and (c) age estimation. Three different methods were
investigated in part (c). Method 1 (M1) is based on machine learning (ML) and uses
the numeric data to solve the task. Method 2 (M2) is composed of a CNN which
takes in knee MRIs and outputs age predictions per image slice. Subsequently, an
ML algorithm is trained on these predictions and on the numeric data to estimate
a single and final age per subject. Finally, Method 3 (M3) is a variant of M2 which
incorporates the numeric data into the CNN trained on knee MRIs. Similar to M2,
M3 predicts a final age per subject based on ML but using only the age predictions
of the CNN.

Results: The best performing method is M2 and achieves a mean absolute error
in age regression of 0.69 ± 0.47 years and an accuracy in majority classification of
90.93% using the 18-year-threshold.

Conclusions: The results demonstrate the potential of this approach for age esti-
mation based on knee MRI and ML-techniques and is expected to improve further
with the incorporation of additional datasets.

Keywords: Automated age estimation · MRI · Knee · Machine learning · Convolu-
tional neural networks · Segmentation

iii





Contents

Acknowledgements i

Abstract iii

List of Figures vii

List of Tables xi

List of Abbreviations xiii

1 Introduction 1

1.1 Goal of the Work . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 4
1.2 Structure . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 5

2 State of the Art in Age Estimation 7

3 Materials 13

3.1 Study Population . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 13
3.2 Anthropometric Measurements . . . . . . . . . . . . . . . . . . . . . . 16
3.3 Knee MRIs . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 17
3.4 Growth Plate Ossification Stages . . . . . . . . . . . . . . . . . . . . 19

4 Image Pre-Processing 21

4.1 Image Import . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 22
4.2 Bias Field Correction . . . . . . . . . . . . . . . . . . . . . . . . . . . 24
4.3 Automated Cropping . . . . . . . . . . . . . . . . . . . . . . . . . . . 25
4.4 Normalization . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 30
4.5 Gold-Standard Segmentation . . . . . . . . . . . . . . . . . . . . . . . 31

5 CNN-based Segmentation 35

5.1 Dataset Split . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 36
5.2 Augmentation . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 37
5.3 Resampling . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 39
5.4 CNN Architecture . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 40
5.5 Training . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 47

v



Contents

5.6 Post-Processing . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 49
5.7 Model Evaluation . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 50

6 Age Estimation 57

6.1 Method 1: ML-FEATS . . . . . . . . . . . . . . . . . . . . . . . . . . 58
6.1.1 Data Preparation . . . . . . . . . . . . . . . . . . . . . . . . . 59
6.1.2 ML Setup . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 60
6.1.3 Training . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 63

6.2 Method 2: CNN-MRI . . . . . . . . . . . . . . . . . . . . . . . . . . . 63
6.2.1 Data Preparation . . . . . . . . . . . . . . . . . . . . . . . . . 65
6.2.2 CNN Architecture . . . . . . . . . . . . . . . . . . . . . . . . 69
6.2.3 Training . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 71
6.2.4 Age Regression . . . . . . . . . . . . . . . . . . . . . . . . . . 72
6.2.5 Majority Classification . . . . . . . . . . . . . . . . . . . . . . 72

6.3 Method 3: CNN-MIXED . . . . . . . . . . . . . . . . . . . . . . . . . 73
6.4 Model Evaluation . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 74

7 Results 77

7.1 Preprocessing Results . . . . . . . . . . . . . . . . . . . . . . . . . . . 77
7.2 Segmentation Results . . . . . . . . . . . . . . . . . . . . . . . . . . . 84
7.3 Age Estimation Results . . . . . . . . . . . . . . . . . . . . . . . . . . 97

8 Discussion 111

9 Conclusions 123

A Hardware and Software 125

B Overview of MR Artefacts 127

C Augmentation 131

D Further Results on Segmentation 133

E Further Results on Age Estimation 135

Bibliography 149

vi



List of Figures

1.1 Proposed solution for automated age estimation . . . . . . . . . . . . . . 5

2.1 Three-stage system for the ossification degree of knee growth plates . . . 8

3.1 Average growth rates of boys and girls around puberty . . . . . . . . . . 14
3.2 Stacked age distribution of Dataset A, Dataset B, and Dataset C . . . . 15
3.3 Sitting height and lower leg length . . . . . . . . . . . . . . . . . . . . . 16
3.4 MR image slices of all datasets . . . . . . . . . . . . . . . . . . . . . . . 17
3.5 Three-stage system for the ossification degree of knee growth plates . . . 20

4.1 Image pre-processing for 3D knee MRIs . . . . . . . . . . . . . . . . . . . 21
4.2 Contents of a MetaImage header file . . . . . . . . . . . . . . . . . . . . 22
4.3 Medical image filename template . . . . . . . . . . . . . . . . . . . . . . 24
4.4 Bias field correction example . . . . . . . . . . . . . . . . . . . . . . . . . 25
4.5 Extracting a standardized VOI from MRIs . . . . . . . . . . . . . . . . . 26
4.6 Characteristic region for patch matching of coronal MRIs . . . . . . . . . 27
4.7 Characteristic region for patch matching of sagittal MRIs . . . . . . . . . 27
4.8 Automated cropping of knee MRIs using a patch matching algorithm . . 28
4.9 Image segmentation tool developed to generate gold-standard segmenta-

tions of 3D knee MRIs . . . . . . . . . . . . . . . . . . . . . . . . . . . . 32
4.10 Gold-standard segmentation and label map example for a knee MRI slice 33

5.1 CNN-based segmentation used for the bone detection in knee MRIs . . . 35
5.2 Augmentation of knee MRIs . . . . . . . . . . . . . . . . . . . . . . . . . 38
5.3 A multilayer perceptron . . . . . . . . . . . . . . . . . . . . . . . . . . . 40
5.4 U-Net, a popular CNN architecture for segmentation . . . . . . . . . . . 41
5.5 Convolution . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 42
5.6 Common activation functions of neural networks . . . . . . . . . . . . . . 42
5.7 Max pooling . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 43
5.8 The final architecture for CNN-based segmentation of knee MRIs . . . . 44
5.9 The building blocks of the CNN for segmentation . . . . . . . . . . . . . 45
5.10 Training process of a neural network . . . . . . . . . . . . . . . . . . . . 47
5.11 Post-processing to enhance the segmentation results of the CNN . . . . . 49
5.12 The building blocks of the 3D CNN for segmentation . . . . . . . . . . . 54

6.1 Three methods for age estimation of male adolescents and young adults . 57

vii



List of Figures

6.2 Correlation between anthropometric measurements and chronological age 59
6.3 Boxplots of chronological age vs. ossification stages . . . . . . . . . . . . 59
6.4 Analysis of parameters of machine learning algorithms . . . . . . . . . . 62
6.5 Train vs. validation losses for the age regression task using 2D MRIs

without the bone segmentation step . . . . . . . . . . . . . . . . . . . . . 64
6.6 Image preparation for the age estimation task via masking . . . . . . . . 65
6.7 Removal of sparse bone information . . . . . . . . . . . . . . . . . . . . . 66
6.8 Augmentation of the training set of the CNN for age estimation . . . . . 69
6.9 CNN architecture for age regression based on masked 2D knee MRIs . . 69
6.10 A “multi-input and mixed data” CNN architecture for age estimation . . 73

7.1 Bias field correction results . . . . . . . . . . . . . . . . . . . . . . . . . . 78
7.2 Bias field correction of images affected by MR artefacts . . . . . . . . . . 79
7.3 Automated cropping results of coronal MRI slices . . . . . . . . . . . . . 82
7.4 Automated cropping results of sagittal MRI slices . . . . . . . . . . . . . 83
7.5 Segmentation results for coronal MRI slices . . . . . . . . . . . . . . . . 85
7.6 Discrepancies between predicted and ground truth segmentations . . . . 86
7.7 Intermediate sum of feature maps . . . . . . . . . . . . . . . . . . . . . . 88
7.8 Visualization of low level features of the segmentation network and acti-

vation maximization . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 89
7.9 Visualization of high-level features of the segmentation network and ac-

tivation maximization . . . . . . . . . . . . . . . . . . . . . . . . . . . . 89
7.10 Segmentation quality of a model trained on noisy data . . . . . . . . . . 91
7.11 Segmentation of uncropped coronal MRI . . . . . . . . . . . . . . . . . . 92
7.12 Segmentation of sagittal MRI using a merged and fine-tuned model . . . 93
7.13 Training and validation loss for the merged model . . . . . . . . . . . . . 94
7.14 Training vs. validation loss for age estimation models based on unmasked

and masked MRIs . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 98
7.15 Absolute error between the true and predicted age per image slice . . . . 99
7.16 Absolute error between predicted and actual age per age group . . . . . . 100
7.17 Correct classification of a under-age subject . . . . . . . . . . . . . . . . 101
7.18 Predicted vs. true chronological age of test subjects from all five folds . . 108
7.19 ROC curve for the best model on majority classification . . . . . . . . . 109

B.1 Motion artefacts in knee MRIs . . . . . . . . . . . . . . . . . . . . . . . . 128
B.2 Wrap-around artefacts observed in knee MRIs . . . . . . . . . . . . . . . 129
B.3 Ringing artefacts . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 129
B.4 Intensity distortions . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 130

C.1 Augmentation before vs. after cropping . . . . . . . . . . . . . . . . . . . 131

viii



List of Figures

D.1 DSC score distribution from a model for segmentation . . . . . . . . . . 133

E.1 Age vs. ossification degree of the growth plates of the knee . . . . . . . . 136
E.2 Change in SKJ accumulated over a 2-year period . . . . . . . . . . . . . 136
E.3 Distribution of the age prediction errors of a model using CNNs only vs.

using CNNs and ML algorithms . . . . . . . . . . . . . . . . . . . . . . . 137
E.4 Occlusion method to visualize important regions in the knee MRIs used

for age estimation . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 139

ix





List of Tables

3.1 Anthropometric measurements gathered for male subjects . . . . . . . . 16
3.2 Overview of study population, datasets, and MRI sequences . . . . . . . 18

5.1 Data split into three sets for the segmentation task . . . . . . . . . . . . 37

6.1 Split per dataset and age group into three sets for the age estimation
task based on coronal MRIs (N = 185) . . . . . . . . . . . . . . . . . . . 68

7.1 Execution times of N4ITK algorithm . . . . . . . . . . . . . . . . . . . . 80
7.2 Execution times of the automated cropping step . . . . . . . . . . . . . . 81
7.3 Performance of various models on the segmentation task . . . . . . . . . 95
7.4 Age regression performance of several model variants from Method 1 . . 102
7.5 Age regression performance of several model variants from Method 2

using coronal knee MRIs . . . . . . . . . . . . . . . . . . . . . . . . . . . 103
7.6 Age regression performance of several model variants from Method 2

using sagittal knee MRIs . . . . . . . . . . . . . . . . . . . . . . . . . . . 104
7.7 Age regression performance of several model variants from Method 3 . . 104
7.8 Performance on majority classification of several model variants from

Method 1 . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 105
7.9 Performance on majority classification of several model variants from

Method 2 using coronal MRIs . . . . . . . . . . . . . . . . . . . . . . . . 106
7.10 Performance on majority classification of several model variants from

Method 2 using sagittal MRIs . . . . . . . . . . . . . . . . . . . . . . . . 106
7.11 Performance on majority classification of several model variants from

Method 3 . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 107

8.1 Comparison of the performance of various segmentation models of the
current work to other studies . . . . . . . . . . . . . . . . . . . . . . . . 115

8.2 Comparison of age regression performance between the current work and
other studies . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 120

8.3 Comparison of majority classification performance between the current
work and other studies. . . . . . . . . . . . . . . . . . . . . . . . . . . . 121

A.1 Essential hardware available for this work . . . . . . . . . . . . . . . . . 125
A.2 Most important Python and C++ libraries and frameworks . . . . . . . 125

E.1 Performance of multiple models from Method 1 on age regression . . . . 140

xi



List of Tables

E.2 Performance of multiple models from Method 2 on age regression using
coronal MRIs . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 141

E.3 Performance of multiple models from Method 2 on age regression using
sagittal MRIs . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 142

E.4 Performance of multiple models from Method 3 on age regression . . . . 143
E.5 Performance of other age regression models using coronal MRIs . . . . . 144
E.6 Performance of other age regression models using sagittal MRIs . . . . . 144
E.7 Performance of multiple models from Method 1 on majority classification 145
E.8 Performance of multiple models from Method 2 on majority classification

using coronal MRIs . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 146
E.9 Performance of multiple models from Method 2 on majority classification

using sagittal MRIs . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 147
E.10 Performance of multiple models from Method 3 on majority classification 148

xii



List of Abbreviations

Abbrv. Meaning

3D = Three-Dimensional
AE = Absolute Error
AGFAD = international and interdisciplinary study Group on Forensic Age

Diagnostics of the German Society of Legal Medicine
AI = Artificial Intelligence
AM = Anthropometric Measurements
ANN = Artificial Neural Network
AUC = Area Under the Curve
BAMF = Bundesamt für Migration und Flüchtlinge
BFC = Bias Field Correction
BL = Baseline
BN = Batch Normalization
CCW = Counter-Clockwise
CNN = Convolutional Neural Network
COG = Center of Gravity
CPU = Central Processing Unit
CT = Computed Tomography
CV = Cross-Validation
CW = Clockwise
DCNN = Deep Convolutional Neural Network
DF = Distal Femur
DICOM = Digital Imaging and Communications in Medicine
DO = Dropout
DSC = Dice Similarity Coefficient
DTC = Decision Tree Classifier
EASO = European Asylum Support Office
ELU = Exponential Linear Unit
ETC = Extremely Randomized Trees Classifier
ETR = Extremely Randomized Trees Regressor
EU = European Union

xiii



List of Abbreviations

Abbrv. Meaning

FC = Fully-Connected
FN = False Negative
FNR = False Negative Rate
FOV = Field of View
FP = False Positive
FPR = False Positive Rate
FU = Follow-UP
GAP = Global Average Pooling
GBC = Gradient Tree Boosting Classifier
GBR = Gradient Tree Boosting Regressor
GIGO = Garbage In, Garbage Out
GMP = Global Max Pooling
GNB = Gaussian Naive Bayes
GP = Greulich and Pyle
GUI = Graphical User Interface
ID = Identification
IQR = Interquartile Range
IoU = Intersection-over-Union
ITK = Insight Segmentation and Registration Toolkit
KJC = Knee Joint Cavity
KNC = K-Nearest-Neighbors Classifier
KNN = K-Nearest-Neighbors
LLL = Lower Leg Length
LOOCV = Leave-One-Out Cross-Validation
LR = Linear Regression
LReLU = Leaky Rectified Linear Unit
MAE = Mean Absolute Error
MFS = Magnetic Field Strength
ML = Machine Learning
MLP = Multilayer Perceptron
MRI = Magnetic Resonance Imaging
MSE = Mean Squared Error
N3 = Nonparametric nonuniform intensity normalization algorithm
N4ITK = Improved N3 algorithm for ITK

xiv



Abbrv. Meaning

NCC = Normalized Cross-Correlation
OC = Ossification Classes
PCA = Principal Component Analysis
PCL = Posterior Cruciate Ligament
PF = Proximal Fibula
PReLU = Parametric Rectified Linear Unit
PT = Proximal Tibia
ReLU = Rectified Linear Unit
RF = Random Forests
RFC = Random Forests Classifier
RFR = Random Forests Regression
RMSE = Root Mean Squared Error
ROC = Receiver Operating Characteristic
ROI = Region of Interest
SENSE = SENSitivity Encoding
SGD = Stochastic Gradient Descent
SKJ = Score of the Knee Joint
SVC = Support-Vector Classification
SVM = Support-Vector Machine
SVR = Support-Vector Regression
TE = Echo Time
TN = True Negative
TNR = True Negative Rate
TP = True Positive
TPR = True Positive Rate
TR = Repetition Time
TSE = Turbo Spin Echo
TW2 = Tanner-Whitehouse method 2
UKE = University Medical Center Hamburg-Eppendorf
VOI = Volume of Interest
VTK = Visualization Toolkit

xv





1Introduction

In recent years the European Union (EU) witnessed one of the largest migration
crisis since World War II. Over 2.5 million refugees sought asylum in the EU in
2015 and 2016 alone [14], escaping civil war, poverty, or other reasons. This has
posed an enormous challenge to all countries of the EU, starting from the medical
and basic needs aid after long and difficult journeys up until the acceptance and
intensive integration of the refugees into the target country.

The need for age estimation plays an important role in criminal proceeding and
professional youth sport tournaments as well but has especially strengthened due
to the European migrant crisis. Age estimation is a procedure to determine the
chronological age of an individual who lacks legal documentation [12] or provides one
where the authenticity is dubious [56, 62]. The most important and challenging part
is the discrimination between adults and minors to protect children and provide them
with the benefits they are entitled to by law [56, 62, 108, 118]. Such benefits include
e.g. the accommodation in a youth facility, access to eduction, and a legal guardian.
Unfortunately, there is currently no method that offers an exact determination of
the chronological age of a person [56, 57, 63]. Many studies have concluded that the
combination of various methods could provide an opportunity to reduce uncertainty
and increase the overall reliability of the estimation [12, 49, 173]. In any case, the
principle of “in dubio pro reo” should be followed, i.e. when in doubt of the estimated
age, the decision should benefit the accused [57].

The European Asylum Support Office (EASO) has published an overview and rec-
ommendation of age estimation methods in 2013 [56] with an update in 2018 [57].
Their guideline states that the first step should be to analyze the provided legal
documents and the statements by the individual. In case the evidence confirms the
claimed age there is no need for age estimation. On the contrary, if documents are
not available or their authenticity is doubtful, then non-medical and medical meth-
ods should be performed. Documentation is a considerable issue in the developing
world as reported by Unicef since only 50% of the children under 5 years of age have
their births registered [56, 212].
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1 Introduction

Non-medical methods include the analysis of further documentation related to the
subject, a personal interview to deduct the chronological age from life events, and
a psychological assessment. But these methods have a series of drawbacks. For ex-
ample, the retrieval of additional documentation such as school or medical records
might not be possible and it is unclear which type of documents should be ac-
cepted or not. The interviews and psychological assessments are labour-intensive,
subjective to the professional conducting the test, and have a wide margin of error.
Nevertheless, EASO suggests to perform non-medical methods before undertaking
further assessments since they are physically non-invasive. [56, 57]

Medical methods can further be divided into methods with or without ionizing radia-
tion. EASO and further sources state that radiation exposure to an individual should
be used as a last resort since it is considered bodily harm [49, 57, 123, 168, 172].

Radiation-free medical methods include dental observation, magnetic resonance imag-
ing (MRI) or ultrasound of various long bones of the human body, and physical
development assessment. Dental observations use the third molars as an indicator
of adulthood but the method can be useless if these teeth are not available at the
time of examination. MRI and ultrasound are used to examine the ossification de-
gree of the growth plates of the long bones which has shown a correlation with the
chronological age in multiple studies [35, 52, 58, 91, 92, 104, 109, 143]. MRI has the
disadvantage of being expensive, requiring long examination times, and not being
suitable for individuals with metal in the body. EASO states that ultrasound is cur-
rently considered unsuitable for age estimation since it does not provide sufficient
visualization of all bone fusion stages. Lastly, the physical development assessment
compares anthropometric measurements (e.g. height and weight) and sexual matu-
rity with reference values. It can be a traumatic procedure for individuals depending
on their background and is also considered the least accurate of all forensic medical
methods. [56, 57]

Medical methods using radiation include X-rays of the hand and wrist, the collar
bone, and pelvic bone. These methods are also based on the ossification degree of
growth plates. The third molar development can be analysed using X-ray as well.
The advantages of using X-rays are that it is more accessible and economical and the
examination times are generally shorter than MRI, but there is ethical opposition
due to radiation since it is considered bodily harm. [56, 57]
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In summary, all methods have their advantages and disadvantages. EASO states
that medical methods have the advantage over non-medical ones that the margin
of error is smaller and that they are considered scientifically accepted since they
are based on validated studies [56, 57]. Therefore, it was decided to focus and
further investigate medical age estimation methods. Following, are the most common
drawbacks of current studies using medical methods for age estimation:

• radiation
• labour-intensive
• subjective
• based on outdated reference data
• inhomogeneous population data
• non-uniform age distribution

Radiation was already discussed and can be overcome using MRI or ultrasound. All
methods, radiation-free or not, are labour-intensive and subjective since the bone
maturity and physical development of the subjects have to be analyzed manually by
one or multiple experts. Old reference data is used for most of the methods based on
X-rays. For example, radiographs of the hand and wrist are compared to reference
images from individuals of different age groups of the Greulich and Pyle atlas (GP)
[71], which collected data from boys and girls in the 1930s [56, 67]. Similarly,
another approach based on individual hand bones, the Tanner-Whitehouse method
(TW2) [203] acquired data from children in the 1960s. Critics say that the maturity
pace of individuals has accelerated over the last few decades due to socioeconomic
factors such as nutrition, medical care, and regional differences, as well as due to
environmental effects. Presently, earlier ossification of the growth plates and earlier
mineralisation of the teeth are expected [17, 68, 77, 78, 102, 135, 142, 156, 174, 217].
Furthermore, many studies gather inhomogeneous population data in terms of sex
and age range which induces higher variability and makes comparisons between
studies difficult. For instance, in [35, 51, 104] the growth plates of both male and
female subjects in a broad age range of 10 to 30 years of age. In [28] on the other
hand, the age range is shifted to much younger subjects between 3.8 and 15.6 years.
Other studies only include male subjects in a narrower age group of 14 to 20 years
[92, 162]. Besides age range, different age distributions are also commonly observed
and can cause comparisons to be difficult. Especially non-uniform age distributions
can introduce a bias in the evaluation of an age estimation method.
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1 Introduction

To overcome these drawbacks, computer-based approaches can help to achieve ful-
ly-automated and unbiased analysis of medical images on a large scale. For example,
they could be used to automatically determine the growth plate ossification degree
from MR or X-ray images and then use the result for age estimation. Alternatively,
one could make use of artificial intelligence (AI) to teach a system to determine the
chronological age of a subject directly from the image. Recent advances in AI have
led to fully automated workflows and new state of the art results in the medical
field [89, 122]. A popular research area in AI are artificial neural networks (ANNs).
These are known to be feature selectors, meaning that they can learn to extract
information that is relevant to a specific task [187]. In other words, ANNs could
potentially be used to extract information from the medical images that are relevant
for age estimation on their own. Recent studies have applied AI for age estimation
and achieved promising results [86, 110, 115, 119, 193, 196, 197].

Furthermore, many studies have focused on simplifying age estimation based on
medical images by reducing the image to the information that is relevant for the
task. That includes the automated detection of bones and growth plates and the
removal of background and undesired tissue in MR images. Different approaches
have been used, from the detection of anatomical landmarks [195–197], the extrac-
tion of a region or volume of interest (VOI) [148, 165, 195–197], to the detection
and extraction of bones [148] or growth plates [28].

1.1 Goal of the Work

The goal of this work was to develop a fully automated, computer-based, and non-in-
vasive method to estimate the chronological age of male adolescents and young adults
based on three-dimensional (3D) knee MRIs.

The automation allows the method to be user-independent and to be applied on
a large scale. Moreover, the computer-based aspect of the solution enables the re-
production and verification of the method on other data collectives. Working with
images acquired with non-invasive MRI is crucial due to the ethical issue of radia-
tion which is present in most of the current methods. Gathering only male subjects
in an age range around adulthood creates a homogeneous underlying population and
removes a large amount of variability for age estimation which is already considered
an “inexact science” [61].
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1.2 Structure

3D Knee MRIs

Pre-processing Segmentation

Age Estimation
17.8

Figure 1.1: Proposed Solution for Automated Age Estimation

The proposed computer-based solution is composed of three major parts (Fig. 1.1).
First, the acquired 3D knee MRIs are pre-processed to correct intensity non-unifor-
mities frequently found in MRIs and subsequently standardized VOIs are extracted.
The VOIs enable the successful extraction of age-relevant structures via bone seg-
mentation in a second step. The motivation is to simplify the problem of estimating
the chronological age of a subject from appearance information. The third and fi-
nal step is age estimation based on masked images which contain only the relevant
structures for the task.

1.2 Structure

At first, current age estimation methods used in practice are reviewed in chapter 2,
with a focus on non-invasive and automated solutions. Next, the acquired data for
this work, i.e. the knee MRIs and additional data, and the study population are
described in chapter 3.

The main part of this work is the development of the methodology which is divided
into three parts and follows the pipeline in Fig. 1.1. Chapter 4 provides insight to
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1 Introduction

the algorithms used and implemented to pre-process the knee MRIs. Subsequently,
chapter 5 describes the approach that was developed to extract age-relevant struc-
tures from the images using convolutional neural networks (CNNs), a deep learning
technique specialized for image data. The third and last methods chapter is 6 which
presents multiple approaches to address the scientific research problem of estimating
the chronological age of male adolescents and young adults using MRIs and other
subject-related data.

Following the methods, are chapters 7 and 8 with the results and discussion for
each of the main parts. Finally, the conclusions and key contributions of this work
are highlighted in chapter 9. Additional information about various aspects of this
work, such as available hardware, used software, and further results, can be found
in Appendices A, B, C, D, and E.
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2State of the Art in Age Estimation

This chapter introduces medical methods for age estimation that are currently used
in practice. The focus of this chapter lays on computer-based methods using MRI
as imaging technique.

The introduction already highlighted various medical methods for age estimation.
The problem in practice is that there are no standardized procedures in Europe
[12, 49]. Therefore, the EASO [56, 57] and the international and interdisciplinary
study Group on Forensic Age Diagnostics of the German Society of Legal Medicine
(AGFAD) [123, 170, 171] have issued recommendations for criminal and asylum
proceedings.

Two of the recommended methods not requiring any imaging technique are the den-
tal and physical development examinations. Both methods have a wide margin of
error of at least ±2 years and do not take into account the variation in maturation
due to nutrition, socioeconomic background, ethnicity, and more [56, 191]. There-
fore, these methods are not described further.

The most common medical methods are based on the X-ray examinations of the
wrist and hand using the GP or TW2 methods [71, 155, 175, 176, 203] or of the
teeth (orthopantomograms) [36, 103, 125, 133]. These methods have a margin of
error of 2-3 years [56, 61]. In cases of completed skeletal development of the hand and
wrist and for the determination of the age limit of 21 years a computed tomography
(CT) of the clavicle can be performed [173, 181, 214, 220]. However, the most
important drawbacks of these methods are the old reference data and the radiation
exposure. Methods based on radiation are only allowed in cases in which a judicial
decision was granted [123, 168], e.g. criminal proceedings, but is less frequent for
the clarification of the legal capacity of a refugee. Therefore, the EASO suggests
the use of non-invasive medical methods such as MRI or ultrasound if necessary
[56, 57]. Further information can be found in the aforementioned studies, which are
not discussed further in this chapter.

Radiation-free methods have been analyzed in multiple studies to inspect the growth
plate ossification of long bones in the body and the mineralisation of the teeth. MRI
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2 State of the Art in Age Estimation

has beed studied for age estimation based on the skeletal development of the hand
and wrist [33, 46–48, 66, 180, 185, 186, 186, 205, 207, 208], of the ankle [50, 160], of
the clavicle [79, 80, 177], of the third molars [6, 31–34, 72], of the spheno-occipital
synchondrosis [51], and of the knee [28, 35, 52, 58, 90, 92, 104, 105, 109, 136, 143,
162, 215]. Ultrasound has also been investigated in [150, 178, 179, 182, 183]. From
the publication dates, it is clear that radiation-free methods are much more recent,
the oldest from 2002 in comparison to methods based on radiation which date back
as far as the 1930s.

The pioneers in the age assessment by MRI of the knee were Jopp et al. [90, 92]
and Dedouit et al. [35]. The former defined a three-stage (Fig. 2.1) and the latter a
five-stage system of the knee epiphyses based on coronal T1-weighted and on coronal
T2-weighted MRIs, respectively. Both studies demonstrated the correlation of bone
maturation in the knee with the chronological age of living individuals. Moreover,
in [35] a stage five (V) of the distal femoral and of the proximal tibial epiphysis
allowed the determination of an age over 18 years for males and females. In [92], a
stage three (III) of the proximal tibial epiphysis indicated individuals being 16 years
or older but no assertion about the 18-year-limit could be made.

The principle of medical methods is to determine the degree of maturation of the
anatomical sites by radiological assessment and then derive the chronological age of
the individual from it. Generally, the “minimum-age concept” is employed and rec-
ommended [169]. The minimum age of a subject is obtained from the age minimum
observed for a certain attribute value (here the degree of maturation). Consider the
study by Dedouit et al. [35]: the observed ages of males with a stage four (IV) of

Stage I Stage II Stage III

Figure 2.1: Three-stage system for the ossification degree of knee growth plates
by Jopp et al. [90, 92]
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the femoral epiphysis ranged between 17.8 and 30.0 years. Using the minimum-age
concept, all 38 males in that study with a stage IV would be designated with an
age of 17.8 years. While this concept ensures the protection of a small amount of
minors, it falsely classifies a larger amount of adults as children. The oldest male in
the study with stage IV was 30 years and was classified as minor with an error of
12.2 years.

Whereas the minimum-age concept of medical methods protects children from be-
ing overestimated, the difference of the estimated age to the actual chronological
age can become substantially large. Additionally, all proposed methods are very
labour-intensive and subjective since the anatomical sites in the images are assessed
by radiologists or trained experts. To overcome these drawbacks, automated meth-
ods have been studied in the area of age estimation [161, 165, 195, 199, 213].

Saint-Martin et al. [161] analyzed the growth plate ossification in the distal tibia for
80 male and 80 female subjects (8-25 years) from T1-weighted sagittal knee MRIs.
They used a method based on the analysis of gray-level variations in a previously
extracted 3D region of interest (ROI) around the growth plate to discriminate be-
tween adults and minors. The authors do not specify if the ROI extraction was
automated, only that it was extracted with an open source software. Their results
show high specificities for both male and female subjects (above 90%) but rather
low sensitivities (69% males, 62% females).

Säring et al. [165] presented an automated approach to classify the ossification degree
of the proximal tibia in knee MRIs for 21 male subjects (15-19 years). The approach
included the segmentation of the tibia, the extraction of a VOI around the tibial
epiphysis, and the subsequent detection of large gradients. The gradients in the VOI
represented the edges of the growth plates. Finally, the determination of the three
ossification degree classes was performed using a Support-Vector Regression (SVR)
based on 2D projection maps of gradient occurrences. Their method had an accuracy
of 95.24% for the classification but no results on the application of these classes to
determine the chronological age of the subjects were presented. Nevertheless, this
approach could be considered as an alternative to the manual and subjective visual
assessment of the growth plates performed by radiologists.

Stern et al. [195] proposed a fully automated method for age estimation based on
volumetric hand MRIs from 56 male subjects (13-19 years). At first, they locate
individual hand bones and their expected growth plate position in the images and
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2 State of the Art in Age Estimation

then extract a 3D ROI around the growth plate of each bone. Finally, they map
intensity related features from the ROIs to the chronological age and perform a
weighted sum of the estimated ages of each bone to get the final age of the subject.
Their results show a mean absolute error (MAE) between the true chronological
and estimated age of 0.85 ± 0.58 years. The authors state that their results are
comparable to clinically established methods such as GP [71] and TW2 [203], which
report values from 0.5 up to 2 years difference. In [199] they extended their dataset to
132 hand MRIs. The method was similar to the one of 2014 with the difference that
they evaluated several approaches to merge the estimated ages from the individual
hand bones. Their best results was a MAE of 0.82 ± 0.56 years, slightly improving
their previous ones.

Further age estimation methods that are relevant to this work specialize in the AI
field [86, 110, 115, 119, 193, 196–198]. In contrast to the previous chapter, methods
based on deep learning can automatically learn features that are relevant to the
task on their own avoiding the need to hand-craft or extract features such as the
ossification degree. The works of Iglovikov et al. [86], Lee et al. [115], Larson et
al. [110], and Spampinato et al. [193] all used deep learning based methods on hand
radiographs. Li et al. [119] used a similar approach but on pelvic radiographs. These
methods involve radiation and are mostly based on data of children and will therefore
not be discussed further. Nevertheless, these studies are mentioned to show that AI
is used in the age estimation field based on multiple imaging techniques.

The only studies found in literature that use deep learning for age estimation based
on non-invasive techniques are the ones by Stern et al. [196–198]. In the studies from
2017 and 2018, a multi-factorial age estimation approach using MRIs of the hand,
clavicle, and teeth is employed. The authors state that the inclusion of additional
anatomical sites can help to extend the age estimation range up to 25 years of
age. The growth plates of various bones in the human body fully ossify at different
time-points and one of the last ones are in the clavicle which are also used in practice
for the determination of the age limit of 21 years. In the study from 2019 they solely
used 3D hand MRIs. In [196] they acquired 103 MRIs of each anatomical site from
male subjects in the age range of 13 to 24 years, in [197] they increase their dataset
to 322 MRIs from male subjects in the age range of 13 to 25 years, and in [198]
the dataset consisted of 328 male subjects between 13 and 25 years of age. Their
preprocessing of the medical images included the automated detection of the bones
with a subsequent localization of the growth plates and the extraction of a 3D
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ROI. In [196] and [198] they used both Random Forests (RF) [10, 13, 29] and Deep
Convolutional Neural Networks (DCNNs) [23, 69, 106] for age estimation while in
[197] only DCNNs. Their best results were a MAE between the true and predicted
chronological age of 1.14 ± 0.96 in [196], 1.01 ± 0.74 in [197], and 0.82 ± 0.65 in
[198]. In addition, they evaluated the majority classification in both studies leading
to the most accurate results in terms of accuracy, sensitivity, and specificity of 91.3%,
88.6%, and 93.2% in [196] and 90.7%, 82.1%, and 96.8% in [197], respectively. In
[198] majority age classification was also performed but the focus lay in determining
different thresholds for the biological age as estimated by radiologists, not to be
mistaken with the chronological age, to see the trade-off between sensitivity and
specificity.

In summary, one can appreciate how methods are evolving into more reliable, ac-
curate, and reproducible solutions for age estimation in practice. Automation is
becoming the focus of recent studies as well as computer-based techniques and
non-invasive imaging modalities. For a comparison to the work presented in this
report, the works by Stern et al. serve as reference studies. They acquired data
using MRI, evaluated multiple machine and deep learning models, and especially,
targeted a vital group and age range in forensic age estimation, i.e. males between
13 and 25 years. The data and population analyzed for the current work are similar
and are described in the next chapter.
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3Materials

The data for the current work includes anthropometric measurements (AM), MRIs
of the knee, and growth plate ossification stages (OS) of all three knee bones deter-
mined by radiological assessment based on the MRIs. The data was acquired from
three different studies and are denominated as Dataset A [92], Dataset B [3], and
Dataset C. In total, a large data collective was available with 489 three-dimensional
MRIs from 299 male Caucasian subjects with known chronological age between 13
and 21 years. AM and OS were only collected for a sub-sample of 191 individuals
from Dataset A and Dataset B.

Dataset A contains data from all three categories (MRI, AM, OS) and was acquired
prospectively for this work between April 2015 and June 2017 at the University
Medical Center Hamburg-Eppendorf (UKE). It is a longitudinal dataset and includes
data from 40 subjects for up to three time points. The time gap between each
acquisition was 11 months on average (8-14 months).

Dataset B is also longitudinal and has data in all three categories from 41 subjects
for two time-points each. The time gap between both acquisitions was 11.7 months
on average (8-17 months).

Finally, Dataset C is cross-sectional and composed only of MRIs of the knee from
218 subjects. The data was collected retrospectively between December 2016 and
December 2018 from a radiological unit in Hamburg (Germany).

3.1 Study Population

The following criteria were established for the selection of the study participants
to address the drawbacks mentioned in the introduction and attain a homogeneous
study population:

• Caucasian
• male
• middle to high socioeconomic status
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• raised in Hamburg (Germany) or surroundings
• age around 18 years ± at least 3 years
• no chronic diseases or bone injuries at the growth plates of the knee

Multiple studies have shown that there has been an accelerated secular trend in
human growth, maturation, and development in the last decades [17, 68, 77, 78,
102, 135, 142, 156, 174, 217]. While some studies found an impact of ethnicity on
skeletal development [135, 142], most studies conclude that socioeconomic factors
[68, 174], nutrition [68, 156], environmental effects such as medical care [27, 156],
psychosocial environment [68], and climatic differences [135] appear to have a more
decisive role. In addition, gender has a well-known influence on skeletal maturity.
Several studies have confirmed that girls mature faster than boys and have a different
growth pattern [27, 127, 128, 217]. Fig. 3.1 depicts the average growth rate per year
for girls and boys around puberty from the study by Tanner and Davies [204].

To avoid large inter-individual variabilities due to the mentioned factors, the
work only included data from Caucasian male subjects, with a middle to high so-
cioeconomic bakcground, parents with intermediate to high professional level, and
raised in Hamburg (Germany) or surroundings. The Bundesamt für Migration und

Figure 3.1: Average growth rates of boys and girls around puberty. Data from
Tanner et al. [204] and Abbassi et al. [1].
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3.1 Study Population

Flüchtlinge (BAMF) reported that 65.7% of all asylum seekers in 2016 in Germany
were male [14] which is a further reason to include only male subjects.

Another criteria for selection was to only include subjects which had no chronic
diseases or injuries of the growth plates of the knee. Generally it can be assumed
that any injury of the growth plates can result in a risk of growth disturbance
[164, 184].

Multiple studies have shown that the full ossification of growth plates in the knee
is possibly a suitable indicator for adulthood in males [16, 65, 104, 162] or at least
for the completion of the 16th year of life [92, 105, 143]. Both are relevant legal age
limits for criminal liability [16, 108]. Therefore, the objective was to target both
age limits with a margin above the current state of the art ±2 years error in age
estimation. The final age range of the subjects of this work was between 13 and 21
years of age. This is also a representative age range for potential asylum seekers.
BAMF reported that 36.7% of asylum applicants in 2016 in Germany were between
11 and 25 years of age [14].

The age distribution can be appreciated separately for each of the three studies in
Fig. 3.2. The plots of Dataset A and Dataset B are further partitioned in time-
points: baseline (BL) being the first, follow-up (FU1) the second, and follow-up two
(FU2) the third acquisition point per subject in time. The stacked histograms show
the number of subjects per age group, e.g. “age group 15” includes subjects with a
known chronological age between 15.00 and 15.99 years.

Figure 3.2: Stacked age distribution of subjects from Dataset A (left), Dataset B
(middle), and Dataset C (left). BL, FU1, and FU2 represent differ-
ent time-points for the longitudinal datasets.
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3.2 Anthropometric Measurements

For the subjects Dataset A and Dataset B (nA,B = 191), the following AM were col-
lected: weight, standing and sitting height, and lower leg length (LLL). The weight
was measured with a standard body scale device. The standing and sitting height
were acquired with an anthropometer corresponding to the standardised measuring
length [101, 129]. Finally, the LLL was measured using an anthropometric device
[78, 93]. Fig. 3.3 depicts the sitting height and LLL. The data was retrieved at
multiple time-points for each subject. Table 3.1 summarizes measurements for all
subjects and time-points.

Figure 3.3: Sitting height (left),
and lower leg length
(right) were gathered
as part of the anthropo-
metric measurements
besides weight and
standing height

Table 3.1: Anthropometric measurements for male subjects of Dataset A and
Dataset B aggregated for multiple time-points (age range 14-21 years)

Measurement n[A,B] Min Max Mean ± SD

Weight [kg] 191 48.90 124.60 71.43 ± 14.67
Standing height [cm] 191 154.50 196.00 178.66 ± 7.88

Sitting height [cm] 191 77.20 103.00 93.14 ± 4.23
LLL [mm] 191 489.50 625.50 556.88 ± 30.24
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3.3 Knee MRIs

3.3 Knee MRIs

The MRI database is composed of 185 three-dimensional, coronal, and T1-weighted
and 404 three-dimensional, sagittal, and T1-weighted MRIs of the knee (Fig. 3.4).

The MR images were acquired in the international standard data format for medical
images known as Digital Imaging and Communications in Medicine (DICOM®) [38].
A DICOM data object contains several attributes, e.g. patient information (name,
age, sex, etc.), acquisition device, image modality, study information, the image
pixel data itself, and more. In order to comply with the data protection law, all
patient related information was removed from the DICOM files prior to the import
of the data from the compact discs to the workstation. To associate the files with
the study participants, a number was randomly assigned to each one before the
acquisition. The patient identification (ID) was set in the corresponding DICOM
data object.

Figure 3.4: MRI slices of Dataset A (top row), Dataset B (middle row), and
Dataset C (bottom row)

17



3 Materials

Table 3.2: Overview of the study population, the three datasets, and the MRI
sequences available for this work.

Dataset A [3] Dataset B [92] Dataset C

Study type Longitudinal Longitudinal Cross-sectional
Subjects 40 41 218
Age range [y] 14 - 21 15 - 20 13 - 21
Time-points 0-3 2 1
Time gap [m] 8 - 14 8 - 17 -
Manufacturer Philips Philips Philips, Siemens
Models Ingenia 3.0T Intera 1.5T Intera 1.5T

Intera 3.0T Ingenia 3.0T,
Skyra 3.0T

Orientation Coronal Coronal Coronal
MRIs 103 82 0
Resolution [vox.] 800 × 800 × 41 512 × 512 × 24 -

Voxel Size [mm3] 0.19 × 0.19 × 2.2 0.39 × 0.39 × 3.3 - -
0.49 × 0.49 × 4.9

Orientation Sagittal Sagittal Sagittal
MRIs 104 82 218

Resolution [vox.] 864 × 864 × 50 512 × 512 × 24 512 × 512 × 24 -
1050 × 1050 × 32

Voxel Size [mm3] 0.17 × 0.17 × 2.2 0.39 × 0.39 × 3.3 - 0.18 × 0.18 × 2.75 -
0.49 × 0.49 × 5.2 0.39 × 0.39 × 4.38

y := years, m := months, vox. := voxels

MRIs from Dataset A were retrieved with the same 3T-MRI-scanner (Ingenia 3.0,
Philips Medical Systems, Best, Netherlands) and knee coil (8-Channel-Knee-Coil,
Philips Medical Systems, Best, Netherlands) at all three time-points. The protocols
included a T1-weighted SENSE (SENSitivity Encoding) sequence in coronal orien-
tation (TR 850 ms; TE 10 ms; flip angle 90◦) and in sagittal orientation (TR 1118
ms; TE 10 ms; flip angle 90◦).

MRIs from Dataset B were acquired with two MRI devices. First, a 1.5T-MR-
scanner (Intera 1.5, Philips Medical Systems, Best, Netherlands) and included a
T1-weighted Turbo Spin Echo (TSE) sequence in coronal and sagittal orientation
(TR 650 ms; TE 15 ms; flip angle 90◦). Second, a 3.0T-MR-scanner (Intera 3.0,
Philips Medical Systems, Best, Netherlands) and included a T1-weighted TSE se-
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quence in coronal and orientation (TR 604 ms; TE 19 ms; flip angle 90◦) and in
sagittal orientation (TR 588 ms; TE 20 ms; flip angle 90◦).

MRIs from Dataset C were retrieved with three MR-scanners. First, a 1.5T-MR-
scanner (Intera 1.5, Philips Medical Systems, Best, Netherlands) was used for a
T1-weighted TSE sequence in sagittal orientation (TR 600 ms; TE 15 ms; flip angle
90◦). The specific model of the knee coil was not specified in the DICOM data. Sec-
ond, a 3.0T-MR-scanner (Ingenia 3.0, Philips Medical Systems, Best, Netherlands)
with a knee coil (16-Channel-Knee-Coil, Philips Medical Systems, Best, Nether-
lands). The protocol for the second scanner was a T1-weighted SENSE sequence
in sagittal orientation (TR 1800 ms; TE 30 ms; flip angle 90◦). Third, a 3.0T-
MR-scanner (Skyra 3.0, Siemens, Erlangen, Germany) with a knee coil (15-Chan-
nel-Knee-Coil, Siemens, Erlangen, Germany). The protocol of the last scanner was
a T1-weighted TSE sequence in sagittal orientation (TR 3500-5000 ms; TE 30-70
ms; flip angle 125-150◦).

Refer to Table 3.2 for more details on the complete MRI database including the
amount of MRIs per dataset and further information on the images.

3.4 Growth Plate Ossification Stages

The ossification stage of the growth plates (i.e. epiphyses) of the distal femur (DF),
proximal tibia (PT), and proximal fibula (PF) was qualitatively analyzed for the
coronal MRIs of sources A and B. Three raters, with over five years experience in
reading MR images of the knee, independently and blindly inspected each coronal
MRI in random order. The visual inspection was performed on preselected central
2D images. A fourth member, also with more than five years experience in the field,
performed the selection. For both the femur and tibia, one slice was defined. The
fibula was rated based on a different slice to capture the center of the bone.

The three-stage system by Jopp et al. [90, 92] was used (Fig. 3.5). This staging
system fitted the T1-weighted MRI sequence in coronal slice orientation and was
applied for all three epiphyses (DF, PT, PF):

• Stage I: epiphysis not fused
• Stage II: epiphysis partially fused, and epiphyseal scar is partially visible
• Stage III: epiphysis fully ossified, and traces of epiphyseal scar may be visible
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Stage I Stage II Stage III

Figure 3.5: The three-stage system by Jopp et al. [90, 92] was used to assess the
growth plate ossification degree in the knee and was applied to all
epiphyses. Stage I (left) shows completely open, Stage II (middle)
centrally ossifying, and Stage III (right) completely fused epiphyses.

Finally, the median stage of the three observers was assigned as stage to each MRI.
Moreover, motivated by the work of Galic et al. [65] and Cameriere et al. [16], the
classifications from all three bones were merged to gain the overall score of the knee
joint, defined by the mentioned authors as the SKJ.
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4Image Pre-Processing
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Figure 4.1: Image pre-processing for 3D knee MRIs

This chapter presents the image pre-processing techniques that were implemented
and applied to the acquired knee MRIs. The motivation of performing pre-process-
ing of data comes from a concept named “garbage in, garbage out” (GIGO) first
mentioned in 1957 [130]. The expression means that if inaccurate or erroneous data
is supplied to a computer program (“garbage in”) it can lead to wrong and possibly
misleading results (“garbage out”). In other words, the quality of a method can
generally only be as good as the quality of the input data. Especially for supervised
learning algorithms this effect can be crucial since they draw direct conclusions
from the data. However, the concept cannot be applied universally as it depends
on the underlying problem. For example, a system could extract or learn important
information from inaccurate data to be resilient to it or detect it in new data.

Five pre-processing modules were employed in the current work (Fig. 4.1). The
first module is the image import (section 4.1) which imports the medical image files
from the data storage device to the workstation and then converts them to a file
format supported by the upcoming pre-processing steps. The second module is the
bias field correction (section 4.2) and is responsible for the correction of intensity
non-uniformities in MR images. The third module is the automated cropping (sec-
tion 4.3), responsible for the automated detection and extraction of a VOI around
the growth plates of the knee. The fourth image pre-processing module is the nor-
malization (section 4.4), which is a method to standardize image voxel intensities
acquired from different MR-scanners. The fifth and last module is the gold-stan-
dard segmentation (section 4.5) which is the manual labelling procedure of bone
structures performed for the 3D knee MR images.
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4.1 Image Import

There are several tools available to import medical image data in DICOM format,
e.g. MeVisLab [131] and 3D Slicer [15, 60]. While these tools have all the necessary
functionalities to import DICOM data, they were not suitable to connect to the
workflow of this work. Therefore, a tool to import DICOM data was developed
and used available libraries from the Insight Segmentation and Registration Toolkit1

(ITK) and the Visualization Toolkit2 (VTK). These are open-source software systems
for image processing and analysis and are very popular for medical applications.

The main purpose of the developed tool was to import DICOM data objects and
to convert them to MetaImages. A MetaImage is a special medicine image format
composed of a header file (.mhd) and the uncompressed image data (.raw). The
header file contains information about the image properties such as size and spacing
(Fig. 4.2). This file format was selected for further image processing since it is
supported by ITK and VTK libraries.

ObjectType = Image
NDims = 3
ElementSpacing = 0.390625 0.390625 3.2999999999999998
DimSize = 512 512 24
ElementType = MET_SHORT
ElementDataFile = image.raw

Figure 4.2: Contents of a MetaImage header file (.mhd)

The knee image data of this work was acquired using different MRI sequences
(weighting and orientation) and produced multiple cross-sectional images for each
sequence (chapter 3). Thus, the DICOM images had to be correctly associated with
the corresponding sequence. The tool identifies an MRI sequence, defined as a series
in DICOM, by it’s ID and then finds and sorts all associated files in the same folder
using an ITK class3.

Each series is then read4 and the MRI sequence weighting and slice orientation are
automatically determined from DICOM attributes. All files associated to a series

1https://itk.org/
2https://vtk.org/
3https://itk.org/Doxygen49/html/classitk_1_1GDCMSeriesFileNames.html
4https://itk.org/Doxygen49/html/classitk_1_1GDCMImageIO.html
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are then read5, converted to an internal image data format6, and then added to a
vector of 2D images. The final two steps are to combine the image slices of a series
to a 3D image and to save it as a MetaImage. The pseudo-code for the implemented
tool is shown in Algorithm 1.

Algorithm 1: Import DICOM data and save as MetaImage

Input: Folder with DICOM images of the knee
Output: MetaImage(s) (.mhd/.raw)
find all images associated to a DICOM series
for each series do

read series
save DICOM attributes
determine MRI sequence weighting
determine MRI slice orientation
initialize series vector
for each cross-sectional slice of series do

read image slice
convert to internal image format
add to series vector

end
convert series vector to 3D image
save as MetaImage with a template filename for different uses

end

An important feature of the tool is that it saves the MetaImages to the hard disc
with a template filename (Fig. 4.3). The idea is to give the user all the necessary
information about the subject and the image data without the need to open the
image. Additionally, subsequent image processing algorithms can easily extract
information out of the filename and apply specific rules depending if the image is
e.g. in sagittal or coronal orientation. Furthermore, the template filename can help
to build a database in the future which would ease the access and extraction of
specific sub-samples of the data. For example, one could locate all subjects of a
certain age or find all images of a specific MRI sequence.

5https://itk.org/Doxygen49/html/classitk_1_1ImageFileReader.html
6https://vtk.org/doc/release/7.0/html/classvtkImageData.html
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Dataset

Subject
Identification

Time-point

Age years

Age months

Sequence
weighting

A_0001_BL_18_05_T1_COR_ALL_ORIG.mhd

Sequence
orientation

Knee bone

Processing
Stage

File extension

Figure 4.3: An example for a template filename of a MetaImage generated with
the implemented DICOM importer

4.2 Bias Field Correction

The second image pre-processing module is Bias Field Correction (BFC) which cor-
rects intensity non-uniformities in the imported 3D knee MRIs of this work (Fig. 4.1).
Intensity non-uniformity or bias field is a smooth low-frequency signal that degrades
MR images. It is not only caused by various coils of the MR-scanner, but also by
the choice of the MR sequence and the geometry and movement of the patient
[7, 84, 216]. The “corrupted” images frequently exhibit blurs and differences in
intensity values of voxels of the same tissue [84, 94, 216]. While this is generally
not an issue for clinical diagnosis, it can greatly decrease the performance of image
processing algorithms [94, 216].

Many methods exist to correct bias fields and are mostly based on lowpass filtering,
surface fitting, statistical modelling, histogram, and segmentation [84, 216]. A large
overview can be found in the reviews by Belaroussi et al. [7], Hou [84], and Vovk,
Pernus, and Likar [216]. The de facto standard in the field is N4ITK [211], an
improved version of the nonparametric nonuniform intensity normalization (N3)
algorithm [190]. The principal idea of N4ITK is to estimate the bias field present
in the image and then use it to correct the corrupted image. The method assumes
a noise-free scenario and thus MR artefacts that are not related to magnetic field
inhomogeneities, such as patient motion, cannot be corrected.

N4ITK proved to be effective for the BFC of the 3D knee MRIs of this work (Fig. 4.4).
It was implemented with the help of an ITK class7 which is based on the paper by
Tustison et al. [211]. The class is computationally expensive and scales with image
size. Therefore, the images are first downsampled to a size of 448 × 448 × z, where

7https://itk.org/Doxygen49/html/classitk_1_1N4BiasFieldCorrectionImageFilter.
html
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z stands for the number of slices of the corresponding 3D image. Then, foreground
is separated8 from background to further reduce the computational cost. Finally,
N4ITK uses the foreground to estimate the bias field in the original image and
subsequently corrects it. The pseudo-code for the implementation of the BFC can
be found in Algorithm 2.

Original Bias Field Corrected

Figure 4.4: Bias field correction of a knee MR image slice. The corrected image
(right) shows improved contrast in comparison to the original image
(left). The estimated bias field (center) shows an over-exposed region
to the left and an under-exposed area to the top of the image slice.

Algorithm 2: Bias Field Correction

Input: MetaImage (.mhd/.raw)
Output: uncorrupted MetaImage
downsample each image slice to 448 × 448 pixels
separate image foreground and background
execute N4ITK algorithm to correct bias field in input MetaImage

4.3 Automated Cropping

The third data preprocessing module is the automated cropping (Fig. 4.1). It gener-
ates standardized VOIs around the growth plates of the knee regardless of the field
of view (FOV) of the original MRIs (Fig. 4.5). The cropping is useful to reduce the
amount of undesired anatomical structures in the image (e.g. fat and muscles) and

8https://itk.org/Doxygen49/html/classitk_1_1OtsuThresholdImageFilter.html
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4 Image Pre-Processing

to increase the size ratio of the target structures, i.e. the growth plates of the knee,
with respect to the entire image.

To find the exact location of the VOI in the image an approach named Patch Match-
ing, also Template Matching, was employed. The principle of this approach is to
determine correspondences between a characteristic region, i.e. a patch or template,
and equally sized regions across the entire target image [5, 11]. The optimal location
of the patch in the image is then determined at the point of it’s highest correlation
with the image. The normalized cross-correlation (NCC) is used as a similarity
measure since it is invariant to local changes in brightness and contrast [11, 228].

To enable the automated cropping of this work, characteristic regions were selected
in the knee MRIs. The intercondyloid eminence was defined as patch for MRIs in
coronal orientation (Fig. 4.6). For sagittal MRIs, the posterior cruciate ligament
(PCL) was defined as characteristic region (Fig 4.7).

The patches were extracted from downsampled and uncorrupted images resulting
from the previous pre-processing modules. Moreover, two patches for each image
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Figure 4.5: Automated cropping is used to generate standardized volumes of in-
terest (bottom row) around the knee growth plates regardless of the
FOVs of the original MRIs (top row)
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Intercondyloid
eminence

Intercondyloid
eminence

Figure 4.6: Intercondyloid eminence of the proximal tibia (left; adapted from
[70]) and it’s representation in a coronal knee MRI slice (right)

Posterior
Cruciate
Ligament

Posterior
Cruciate
Ligament

Figure 4.7: Posterior view of the knee joint with the posterior cruciate ligament
highlighted (left; adapted from [70]) and its representation in a sagit-
tal knee MRI slice (right)
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orientation were extracted to account for spacing and resolution differences between
images of the three datasets (Table 3.2). One for lower in-plane resolutions at around
0.4 × 0.4 mm2 and another one for higher resolutions at approximately 0.2 × 0.2
mm2. The spacing encoded in the MetaImage and the template filename enabled
the automatic selection of the correct patch for a given image.

The implementation of the automated cropping is composed of multiple parts
(Fig. 4.8). First, a volume smaller in size than the MRIs is defined to search for
the best location of the patch in the image. This reduces the computational cost
of the sliding-window principle of patch matching and increases it’s robustness. In
the z-dimension, i.e. along the slicing direction, 12 central slices was sufficient to
successfully detect the intercondyloid eminence and the PCL in coronal and sagittal
MRIs, respectively. In the x-y-plane, the search area covered 75% of the image slice
(green area in Fig. 4.8). This setting covered the variations of the positions of the
characteristic anatomical structures in all MRIs.

Patch

Patch Matching Correlation Map
Standardized VOI

center
of VOI

search area

...
...

...

Figure 4.8: Patch Matching between a small characteristic region or patch (left)
and equally sized image regions (center-left). The patch is slid across
the search area (green) and for each pixel the normalized cross-cor-
relation between the patch and the image region is computed. The
brightest point in the correlation map (center-right) represents the
best location of the patch in the image. A standardized VOI is built
around this point (right).
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The second part of automated cropping is to slide the patch across the search volume
and compute the NCC at each position.9 Afterwards, the maximum value NCCmax

per slice z and it’s position (x,y) is determined and saved to a vector v:

v(z) =
[
x y NCCmax

]
(4.1)

Choosing the position with the highest overall NCC among all twelve slices, led to
a false localization of the patch in a number of cases. Therefore, a refined selection
of the best position was necessary. In an iterative approach, three adjacent slices
of the search volume are selected and their average NCC is calculated. The three
adjacent slices with the highest average NCC are shortlisted. Then, the best vertical
position ybest is calculated as the median of the y’s of the three shortlisted vectors
(equation 4.1). The median of the y’s was chosen here over the mean, since it was
more robust to erroneous localizations. To finalize, xbest is extracted from the vector
containing ybest.

The third and final step is to crop the image.10 For this purpose, a VOI is formed
with it’s center at (xbest,ybest,zbest). The size of the VOI was defined in mm and not
in pixels, since the images from the three datasets (A, B, C) had different spatial
resolutions. The final size of the VOI was 130 × 130 × dz mm3. The VOI included
the entire image volume depth dz, i.e. all slices, indicating that the images were
in fact only cropped in-plane. The pseudo-code for the automated cropping can be
found in Algorithm 3.

9https://itk.org/Doxygen49/html/classitk_1_1NormalizedCorrelationImageFilter.
html

10When preparing the data for the training of the segmentation network, the cropping was per-
formed after the image augmentation instead (see section 5.2)
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Algorithm 3: Automated cropping

Input: MetaImage and Patch
Output: Cropped Image
define search area
for each image slice do

for each image position do
compute normalized cross-correlation (NCC)

end
determine the maximum NCC per slice z

save to vector v(z) =
[
x y NCCmax

]

end
for each three adjacent slices do

compute average NCCmax

end
shortlist adjacent slices with highest average NCCmax

calculate ybest as the median of the y-positions of the shortlisted slice
vectors

get xbest from the vector v(z) containing ybest

set (xbest,ybest,zbest) as center of VOI
crop out VOI with a size of 130 × 130 × dz mm3

4.4 Normalization

The fourth pre-processing module is the image normalization. It is a process to
transform all image pixel intensities to a similar range of values. In the deep learning
field it is a technique to standardize the input data and it can help models to converge
faster. There a several popular normalization techniques, including feature scaling,
mean normalization, and standard score. The latter, known in statistics as the
z-score, is the most widely used among various machine learning (ML) algorithms,
such as support-vector machines (SVMs), RF, and ANNs. It’s advantage in terms of
training a model is that it’s mean centering prevents that parameters get abnormally
large or become zero during training. Furthermore, it is less sensitive to very high
intensities in the image.
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The standard score proved to be suitable for the data, the techniques, and the tasks
of this work. The mathematical definition is as follows:

x′ = x − μ

σ
, (4.2)

where x′ is the standardized and x the original pixel value. The standard score
normalizes the image pixel values to zero mean (μ = 0) and one standard deviation
(σ = 1). Generally, all images are normalized using the mean and standard deviation
of the training data. This proved to be a problem for the knee MRIs since they
were acquired from different MR-scanners and exhibited large differences in pixel
intensities. To overcome this issue, each 3D MRI was normalized on it’s own mean
and standard deviation.

4.5 Gold-Standard Segmentation

Gold-standard segmentations are required to quantitatively evaluate any segmenta-
tion method (chapter 5). The process of acquiring them is denominated as manual
segmentation since a substantial part is performed by hand. The user has to manu-
ally assign a specific label to the structures of interest in the image. Typical values
of such labels for binary segmentation are 1 or 255 for the structure of interest and
0 for the background. Frequently, established edge- and region-based methods [144]
are used to generate an initial segmentation and subsequently reduce the amount
of manual work. However, the generation of gold-standard segmentations is a time-
consuming process.

The manual segmentation of each 3D knee MRIs of this work required three hours on
average. Therefore, only a subset of the complete dataset of this work was manually
segmented. It consists of 100 coronal MRIs from Dataset A and Dataset B, which
were the first datasets available during the execution of this work. Additionally,
25 sagittal MRIs from all three datasets were manually segmented. Less sagittal
than coronal gold-standard segmentations were required, since learning based on
coronal images was applied to sagittal ones (sub-section 5.7). The manual results
were approved by an experienced radiologist.

A segmentation tool with a graphical user interface (GUI) was implemented to
perform the manual segmentation. It was written in C++ using libraries from ITK
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Figure 4.9: The image segmentation tool was designed for the semi-automatic
generation of gold-standard segmentations of knee bones. It included
basic segmentation algorithms, here Otsu Threshold, with the option
to perform additional automated and manual corrections.

and VTK and the GUI was designed using Qt11. The tool allows the user to choose
between three established segmentation methods: Threshold, Region Growing, and
Otsu. The results can be used as an initial segmentation (Fig. 4.9). Subsequently,
the initial segmentation can be improved using dilation and erosion, hole filling,
inverting, and flipping methods. To fine-tune the segmentation, the user can perform
manual corrections using a draw option. Finally, the resulting binary segmentations
can be saved to a hard drive.

In a post-processing step the binary segmentations were transformed to a label map12

which has a different label for Femur, Tibia, and Fibula. First, the connected
components in the binary image were detected and then a collection of label objects
was generated. Lastly, the labels of the objects were modified such that Femur,

11https://www.qt.io/
12https://itk.org/Doxygen49/html/classitk_1_1BinaryImageToLabelMapFilter.html
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Tibia, and Fibula had the labels 1, 2, and 3, respectively. In case of performing
segmentation separately per bone, another method was implemented to combine
them to a label map by requesting the three corresponding labels.

Original Gold-Standard Label Map

Figure 4.10: Gold-standard segmentations (middle) of the 3D knee MRIs (left)
were acquired semi-automatically to evaluate the segmentation ap-
proach in the next chapter. Label maps (right) were generated to
differentiate the three knee bones.
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Figure 5.1: CNN-based segmentation used for the bone detection in knee MRIs

Due to the high complexity of the individual structure of growth plates, especially
at the edges, and the occurrence of structural-induced intensity variations, estab-
lished edge- and region-based approaches [144] did not provide adequate detection
results. More advanced atlas- and registration-based [76, 85] or fuzzy clustering
[138] techniques were only satisfactory to a certain extent. These methods even
showed limitations when applied to larger and “less complex” structures such as
bones. Especially for image slices containing sparse bone information, the noise rate
was high and the detection rate low.

Recently, novel methods in AI, particularly the ones based on deep learning, have
been achieving very good results in the segmentation and classification domain.
CNNs, first introduced by Yann LeCun [113] in 1990, are nowadays considered
state-of-the-art in image semantic segmentation and have been successfully applied
on medical images [157].

The established “U-Net” by Ronneberger et al. [157] was the starting point for the
development of a CNN-based segmentation of the bones in 3D knee MRIs. U-Net is
part of the autoencoder models which at first spatially compress input images and
then expand them back to their original size. Using this concept, image features
can be captured at different spatial resolutions which is particularly useful to detect
complex structures.

The workflow of the CNN-based segmentation is depicted in Fig. 5.1. The first
step is the dataset split (section 5.1) to divide the image data into subsets used for
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the training and evaluation of the CNN. Next, the number of training samples is
increased with an approach known as augmentation (section 5.2) and subsequently
all images are brought to a common size with resampling (section 5.3). Afterwards,
an optimal CNN architecture (section 5.4) for the segmentation task is elaborated
through multiple test runs. Following the design of the architecture is the actual
training (section 5.5) of the CNN and post-processing (section 5.6) of the output.
The final step of the workflow is the model evaluation (section 5.7) to compare
the predicted segmentation maps by the trained models with the gold-standard
segmentations (section 4.5). The entire workflow is performed on knee MRIs in
coronal orientation and then adapted and applied to the sagittal data.

5.1 Dataset Split

The inputs of the CNN are knee MRIs and their corresponding gold-standard seg-
mentations (section 4.5). The data is split into three subsets which is a common
procedure when using CNNs. The sets are denominated training set, validation set,
and test set, and each one is used for a different purpose.

The training set is commonly the largest of the three sets and contains the data
that is applied to the actual learning process of the neural network. It is the only
portion of the data the network will see and directly learn from. The validation
set is used to regularly measure the performance of the model. If the accuracy
on the training set is above the one on the validation set during several consecutive
training iterations, than the model is beginning to memorize the training data itself.
This phenomenon is known as overfitting. Additionally, the validation set is used
to fine-tune the model’s hyperparameters. By doing so, the network learns from
the validation set, but only indirectly. The third and last subset is the test set.
Contrary to the other sets, it is never involved in the learning process but used as a
final performance measure of the model. The objective is to acquire a reliable and
independent evaluation of the model based on this third subset.

One-hundred coronal MRIs were split into 70% for the training set, 15% for the
validation set, and 15% for the test set. This is a common split ratio of machine
learning and deep learning algorithms. The split was random and it was performed
for separately per dataset to ensure that all sets had images from Dataset A and
Dataset B (Table 5.1).
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Table 5.1: The coronal MRIs were split into three sets for the segmentation task:
training, validation, and test sets.

Set Split ratio 3D images 2D image slices
Dataset A Dataset B Dataset A Dataset B

Training 70 % 12 58 492 1392
Validation 15 % 3 12 123 288

Test 15 % 3 12 123 288

Total 100 % 18 82 738 1968

5.2 Augmentation

Data augmentation is a common approach in ML to artificially increase the num-
ber of datasets [106]. Generally, the dataset sizes for CNNs range from tens of
thousands to millions [106], which is a number difficult to attain for medical applica-
tions [157]. The larger the dataset the better the model can account for variability
in the data. The types of augmentation on images include translation, rotation,
reflections, blurring, brightness, contrast, and gamma adjustments, and other mod-
ifications [117, 189]. Augmentation allows the model to learn invariance to such
modifications [41, 157]. Moreover, it serves as a type of regularization mechanism
to mitigate overfitting by introducing more variation in the data [106, 117, 158].
This approach is generally only performed on the training set from which the model
learns directly, while the validation and test sets are excluded in order to properly
evaluate the model on real life scenarios.

The following types of augmentation were applied to each 2D image slice of the
training set (Fig. 5.2):

• Horizontal translation in pixel ∈ {−24,24}
• Rotation around z-axis in degrees ∈ {−5,5}
• Horizontal flip
• FOV change with a factor ∈ {0.9,1.0,1.1}

The augmentation was performed on the downsampled (448×448 pixels) and pre-pro-
cessed images (chapter 4). Each modification was applied one at a time, e.g. an im-
age was not rotated and additionally translated, with exception of the FOV change.
The latter was performed on the original images as well as on the translated, rotated,
and flipped ones. In contrast to the regular use of augmentation, the FOV change
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Reference VOI 0.9 × FOV 1.1 × FOV Flip

Shift right Shift left Rotate CCW Rotate CW

Figure 5.2: Augmentation of knee MRIs to virtually increase the size of the
training set used for CNN-based segmentation

alone was also applied to the validation and test sets because it did not change the
positions of the knee bones relative to the VOI. By augmenting the images the CNN
learns to be invariant to these modifications.

Horizontal translation was introduced to mimic small localization errors of the au-
tomated cropping method (section 4.3). Thus, the CNN learns to detect bone irre-
spective of it’s exact positioning in the image frame. The translations were limited
to 24 pixels in each direction to maintain the integrity of the shape of the bones.
Vertical translation was not performed in order not to undo the effect of automated
cropping, which had the advantage of vertically aligning images around the knee
joint cavity.

Clockwise (CW) and counter-clockwise (CCW) rotations of 5◦ around the z-axis
were applied to the images to account for variations of subject positioning in the
MR-scanner and for anatomical differences. Higher rotation amounts were avoided
to create rather “realistic” representations of knees in MRI.

Horizontal flips were included to artificially generate images from both the left and
right knee. This type of augmentation was especially useful for the robust detection
of the Fibula since the bone lay in the bottom left or right of the image slice
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depending on the laterality. Vertical flips do not represent valid representations of
a MRI sequence of the knee and were consequently not considered.

FOV change were brought into use to account for anatomical differences in subjects.
The center of the standardized VOI (section 4.3) was used to create two additional
VOIs; one 10% smaller and the other 10% larger than the reference size of 130×130
mm2. This type of modification effectively created three different FOVs of the same
MRI (Fig. 5.2).

Applying translation and rotation after the automated cropping (section 4.3) causes
parts of the structures to exit and new pixels to enter the image frame. These
new pixels are unknown information in the VOI and filled with zeros, but do not
represent actual anatomical structures. Yet, this information is, in most cases,
available in the full size images. Therefore, augmentation was performed prior to the
actual cropping to recover “lost” anatomical structures. This was an improvement
in comparison to the initial approach in [148]. Refer to appendix C for more details
and visual examples.

5.3 Resampling

In theory, CNNs have no image size limitation, but it is recommended to reduce
the spatial resolution to decrease the number of calculations. Moreover, all images
are required to have equal dimensions for the training. Thus, the preprocessed,
augmented, and cropped images of this work were resampled to a uniform size per
slice of 224 × 224 pixels, while also being a common resolution used for CNNs.

Resampling can have the drawback of causing loss of information, i.e. detail loss
of anatomical structures. Nevertheless, only a small amount of resampling was
necessary due to the automated cropping (section 4.3), which previously reduced
the image size. The final size of 224 × 224 pixels per image slice provided enough
detail to identify the shape of Femur, Tibia, and Fibula. The images of all three
sets were resampling to this size since it is a requirement for the input shape of the
CNN.
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5.4 CNN Architecture

A CNN is composed of an input and an output layer and multiple hidden layers
in between, similarly to the concept of a multilayer perceptron (MLP). The data is
passed from the input layer to the hidden layers, where the non-linear transforma-
tions of the data are computed, and finally one or more outputs are predicted in
the output layer (Fig. 5.3). Typically, the hidden layers of a CNN include convo-
lutional layers, activation functions, pooling layers, regularization layers, and fully
connected layers. Choosing the correct amount, the order, and the combination of
layers requires experimentation and is dependent on the task and the input data.

Hidden layer 1Input layer Output layerHidden layer 2

Figure 5.3: A multilayer perceptron

The starting point for establishing the architecture for this work was U-Net [157]
which has been successfully applied to segment biomedical images and has been
setting state of the art results (Fig. 5.4). Encoder-decoder models such as U-Net
are the de facto standard in the field of image segmentation [4, 19, 20, 25, 120, 132,
139, 157, 229]. These models processes the data along two paths: the contracting
path (encoder) spatially compresses the images while the expanding path (decoder)
upsamples the images to restore the original size. This allows the network to capture
features at different spatial resolutions while also increasing the processing speed due
to downsampling.

Next, an overview of the layers relevant for this work, followed by the designed
architecture for the segmentation task of this work.
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contracting
path

expanding
path

Figure 5.4: U-Net, a popular CNN architecture for segmentation, first com-
presses the input data and then expands it back to it’s original size
(adapted from [157])

Convolutional layer. The primary building block to construct the architecture of a
CNN is the convolutional layer [73] and therefore the term convolutional in “CNN”.
Convolution is about multiplying the value of each image pixel and it’s neighbouring
ones with a kernel and then summing them up to calculate a new value at the pixel’s
location (Fig. 5.5). For CNNs, the kernel is generally a matrix with size 3×3, 5×5,
or 7 × 7. The kernel is applied across the entire image in a sliding window fashion
to generate a feature map. Each convolutional layer is composed of multiple kernels
and the number typically becomes larger in deeper layers. The goal of CNNs is to
learn the values of all kernels, i.e. the weights, to produce the best results for the
given task. Furthermore, by using two or more convolutional layers in succession, a
CNN is able to learn complex and hierarchical features [23, 73]. Recently, alterations
of the regular convolution operation have emerged such as depthwise separable and
dilated convolutions. Depthwise separable convolutions have been used to create
smaller and faster models with comparable performance [23, 24], especially useful
for mobile devices and real-time applications [227]. Dilated convolutions on the
other hand, have gained popularity since they enable to capture features at multiple
scales without the need of scaling operations [134, 146, 221, 223].
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KernelInput * = Output

Figure 5.5: Convolution is about sliding a kernel across the image to generate a
feature map to be used as input for other CNN layer

Activation function. Activations functions are placed between the layers of a CNN,
more precisely after convolutional layers, to introduce a non-linearity. The purpose is
to generate features that are non-linear transformations of the input [73]. Otherwise,
a simple linear transformation could be calculated and the benefit of building a
deep network would vanish. The most popular activation function in modern neural
networks is the rectified linear unit (ReLU) [137]. Other variants of this activation
function are PReLU [74], LReLU [124], and ELU [26]. They all return the identity for
positive arguments but handle negative ones differently (Fig. 5.6). The advantage of
ELU is that its exponential part for negative arguments pushes the mean activation
to zero, which accelerates the learning process and reduces the bias shift passed from
the activation function to the next layer [26].

Figure 5.6: Common activation functions of neural networks
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Pooling layer. Pooling is an operation to reduce the size of the output feature
maps of convolutional layers. The benefit of this operation is that it introduces
spatial invariance [73, 147, 166], reduces the number of calculations, and reduces
the possibility of overfitting [147]. One can choose between max pooling and average
pooling of which the first one is more common and generally performs better [166].
Max pooling computes the maximum value in each subregion of the feature maps
and sets the result in the output (Fig. 5.7). If the max pooling filter size is set to
2×2 and the stride1 parameter is set to 2 then one can effectively reduce the feature
values by half. By combining convolutional and max pooling layers one can reduce
the input to a dense representation of the most important features.

Max poolingInput Output

1

5
8

3 8

Figure 5.7: Max pooling (2 × 2; stride = 2) computes the maximum of a 2 × 2
subregion of the input and halves the input size

Skip connections. Each max pooling layer reduces the size of the image and causes
loss of spatial information. To overcome this issue, long skip connections can be in-
troduced to pass spatial information from the contracting to the expanding path of
the network [44, 88]. Another type of skip connections are the short skip connec-
tions, also known as residual connections, which can be added around one or more
layers. They are used to address the issue of vanishing gradient2 when building very
deep networks [44]. Moreover, their integration in segmentation models has shown
that the model converges faster during training, it’s optimization is easier, and it’s
segmentation accuracy improves [75, 88].

Regularization. Many different approaches can be used to address the issue of
overfitting mentioned in section 5.1. A popular and commonly used technique is

1Step of the convolution operation in pixels
2The kernel weights of the convolutional layers are modified during training by the partial deriva-

tive of the error function. Especially in very deep models, the derivative can become vanishingly
small, preventing the weights to be effectively changed [69, 81, 82].
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5 CNN-based Segmentation

Dropout [194] (DO) which randomly drops kernels and their connections to other
layers during training. As a consequence, the model is encouraged to learn indepen-
dent features since one kernel cannot rely on the effect of other ones [73, 194]. Other
types of regularization are L2 and L1 regularization, which are applied to the ker-
nel weights to reduce overfitting [73]. Batch Normalization [87] (BN) is yet another
technique which normalizes the inputs of a layer and can induce faster training and
higher robustness of network weights initialization [26, 83, 87].

Final architecture and hyperparameters

The final architecture for the segmentation task of this work is depicted in Fig. 5.8.
The input is a 2D MR image of size 224 × 224 and is first downsampled along the
contracting path to the left, then upsampled on the expanding path to the right,
and finally the output segmentation map is generated. The spatial information lost
during downsampling is recovered on the expanding side using skip connections.
The final architecture resulted from a rigorous analysis of multiple variations of
the network hyperparameters described in the previous paragraphs, e.g. different
number of kernels per convolutional layer, increments of kernels with model depth,
activation functions, regularization techniques, and so on.
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Figure 5.8: The final architecture for CNN-based segmentation of knee MRIs
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5.4 CNN Architecture

The main building blocks of the architecture are the Down-Block for the contracting
path, the Up-Block for the expanding path, and the Bottom-Block which connects
both paths (Fig. 5.9):

Down-Block

3x3 Convolution

2x2 Max pooling

ELU

ELU
3x3 Convolution

Up-Block

Add

ELU

ELU
3x3 Convolution

3x3 Convolution

3x3 Transp. Conv.
(stride=2)

Bottom-Block

3x3 Convolution

ELU

ELU

3x3 Convolution
Dropout (p=0.5)

Figure 5.9: The building blocks of the CNN for segmentation

The Down-Block features the following sequence of units: Convolution → ELU
→ Convolution → ELU → Max pooling. Two convolutional layers are used in
succession to learn complex and hierarchical features. Each convolutional layer is
followed by an ELU activation function to introduce non-linearity. It gave the best
results in comparison to ReLU, PReLU, and LReLU. The convolutional layers of
the CNN are followed by a max pooling layer with a filter size of 2 × 2 and a stride
of 2, which reduces the size of the feature maps by half. It does not only reduce
computational power but also create a dense representation of the most important
features. The depth of the network is set to 4, i.e. a total of four Down-Blocks on the
contracting path and four Up-Blocks on the expanding path. With each additional
depth the network captures features at a different spatial resolutions. Reducing the
depth below 4 resulted in lower segmentation scores and setting the maximum depth
of 5 (downsampling limit of the image) did not improve the performance either. All
convolutional layers in the network have 32 outputs. Training a higher number of
features per layer or incrementing the number of outputs with network depth did
not improve the segmentation quality and rather contributed to overfitting. The
convolutional kernels have a size of 3 × 3. Higher kernel sizes of 5 × 5 or 7 × 7
resulted in lower performance.

The Bottom-Block connects the contracting and expanding paths. It is composed
of the following units: Convolution → ELU → Dropout → Convolution → ELU. It
operates on the lowest resolution of the input image, i.e. 14 × 14 pixels. Here, the
convolutional layers have the same settings as in the Down-Blocks. The key unit is
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5 CNN-based Segmentation

Dropout. This technique encourages the model to learn representative and indepen-
dent features. This type of regularization was successful in preventing overfitting.

The Up-Block operates on the expanding path of the network and features the
following sequence of units: Transposed convolution → Convolution → ELU →
Convolution → ELU. Here, the transposed convolution or deconvolution reverses
the effect of max pooling, i.e. it upsamples the feature maps by a factor of 2. The
spatial information from the contracting path is transferred via skip connections and
appended to the outputs of the transposed convolution layer resulting in 64 feature
maps. Afterwards, a sequence of two convolutions with non-linearities generates
further feature maps. The convolutional layers and the activation functions have
the same properties as the ones of the Down-Blocks. A total of four Up-Blocks are
set up to restore the full extent of the input image of 224 × 224 pixels.

The last part of the network is the generation of the output segmentation maps. This
is done by applying a final convolutional layer with a kernel size of 1 to the output of
the last Up-Block. This effectively reduces 32 feature maps to 1 segmentation map.
The activation function for the last convolutional layer is the sigmoid function which
outputs a probability between 0 and 1 for each pixel. The higher the value, the more
likely the pixel is a bone structure. The final binary segmentation is acquired by
setting a threshold probability. The optimal resulted in 0.3.

The objective of the CNN is to learn the values of each convolutional kernel, i.e. the
weights of the network, along with the biases to generate feature maps:

Yj =
32∑

k=1
Xjk · Wk + Bj, (5.1)

where Yj is the j-th output of the convolutional layer, i.e. the feature map, {k ∈
N : 1 ≤ k ≤ 32} the kernel number, Xjk the j-th input of the layer, Wk the weights,
and Bj the j-th bias. The final network architecture for the segmentation task has
a total of 194.561 trainable parameters given the convolutional and deconvolutional
layers. It is approximately 150 times smaller than U-Net which has 31m parameters.
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5.5 Training

The training of a neural networks resembles the way humans learn. When we per-
form a task which is unknown or very difficult, we merely guess the action to get
the best result. Comparing our guess with the actual result is how we learn and
improve in the future given similar scenarios.

Similarly, a neural network learns from the given data during the training in two
phases: forward and backward propagation (Fig. 5.10). In the first phase, the input
data is fed forward through the network and a prediction is made. At first, like
humans, it is a random guess since ANNs are initialized with random values. In
the second phase, the prediction of the model is compared to the ground truth.
Finally, the error is calculated and fed backwards through the network to optimize
the weights of the model.

Data

Ground Truth

Forward Propagation

Backward Propagation

Optimization

Model Prediction

Error

Figure 5.10: The iterative process of forward and backward propagation during
the training of a neural network

The training data is fed into the network in batches. Each batch contains a number
of random samples, which is referred to as the batch size. One full iteration over all
training samples is defined as an epoch. Generally, models are trained over multiple
epochs to reduce the error between the prediction and the answer. By providing the
data in random batches the network encounters a new scenario in each epoch, which
can help it generalize better. Typical batch sizes are in the range of 32 to 512 [97].
Earlier works, e.g. [97, 114], suggested that large batch sizes lead to a generalization
gap. A more recent work [83] says that the generalization ability of models using
large batch sizes can be good-as or even better than the one with a small batch size,
provided the necessary adjustments to the training hyperparameters. The optimal
batch size for the segmentation network of this work was 48. The number of epochs
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was set to 50. The early stopping technique was used to terminate the training
process as soon as the model stopped improving on the validation data. This is
done to prevent overfitting of the model on the training data. The patience is the
parameter of early stopping to be set and represents the number of epochs to wait
for the model to improve on the validation data. The optimal patience value for the
segmentation task was 9.

To compute the error between the prediction and the correct answer, a metric and
loss function have to be defined. An optimal metric for the segmentation task is the
Dice Similarity Coefficient (DSC) which is also known as F1 score:

F1 score = 2TP

2TP + FP + FN
(5.2)

where TP are true positives, FP false positives, and FN false negatives.

Another metric that can be taken into consideration is the cross entropy, which
is popular for classification problems. It is applicable to segmentation tasks as
well since a segmentation can be seen as a classification for every output image
pixel. Ultimately, the F1 score was selected as the metric since it delivered better
results. The F1 loss function is derived from the selected metric and accounts for
the continuous probabilities resulting from the sigmoid activation function of the
output layer:

F1 loss = 1 − F1 score (5.3)

To optimize the parameters of a deep learning model, the loss is commonly minimised
or maximized through a process called stochastic gradient descent (SGD) or ascent.
It takes a random batch of the training set and iteratively adjusts the weights in small
steps. Over the years, different variants of SGD were introduced to the field. The
Adam optimiser [98] is such a variant, which enhances SGD amongst other things by
using what is called an “adaptive momentum estimation”. It adaptively adjusts the
learning rate which defines how much the weights are changed in one training step.
Adam is a robust optimizer that has been successfully used in segmentation tasks
of medical data [21, 40, 96, 163, 192, 202]. Thus, it is selected for the optimization
process in this work. The main parameter to be defined for Adam is the learning
rate policy, which represents the amount the learning rate is change from one epoch
to the next. Test runs indicated that an initial learning rate of 0.001 without decay
was optimal for the given network setup and task.
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5.6 Post-Processing

The output segmentation maps occasionally exhibited small and falsely detected ar-
eas outside the bone structure and small holes inside the bone structure. Therefore,
post-processing on the predicted segmentations of the CNN was necessary to cor-
rect minor false predictions. While numerically the post-processing does not make
a significant impact on the segmentation performance, qualitatively it improves the
segmentation maps (Fig. 5.11).

Original Prediction Post-Processing Difference

Figure 5.11: Post-processing to enhance the results of the CNN-based segmenta-
tion. The first row shows a wrap-around artefact which is partially
mistaken as bone. In the second case a dark blob-like spot inside
the Tibia is not detected. The post-processing can correct such mi-
nor prediction errors.

Morphological operations (erosion and dilation) are used to remove small structures
which were not connected or related to any of the three knee bones. A method
named “binary opening” [116] removes small objects by applying an erosion first,
followed by a dilation on the binary image. An implementation3 exists in the Python
library “SimpleITK” and could successfully be integrated into the workflow of this
work. The fundamental parameter of the method is the kernel radius, which defines
the size of the objects to be removed. The radius was only adjusted in the z-direction

3https://itk.org/SimpleITKDoxygen/html/classitk_1_1simple_1_
1BinaryOpeningByReconstructionImageFilter.html
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to 4, meaning that objects were removed if not connected over at least 4 adjacent
slices of a 3D knee MRI. Higher radii were not feasible since it risked the removal
of the Fibula, which only appeared in a few image slices.

Small holes inside bone structures are filled using “binary closing” [116]. Opposite
to the opening method, it first dilates and then erodes connected components in the
image. An implementation4 in Python exists as well and was included as a further
post-processing steps of the knee segmentations. The binary closing is performed on
each 2D image slice providing a kernel radius of 4. Thus, only holes with a diameter
smaller than nine pixels are closed.

5.7 Model Evaluation

Segmentation Models

The gold-standard segmentations includes a different label for each bone. This
enables the possibility to train three types of segmentation models:

• Merged model
• Single bone model
• Combined model

For the merged model the labels of each bone are merged to a single channel, i.e. all
bones pixels have the value 1. For the single bone model each bone is used separately
to train a model. For the combined model the predictions from each separate bone
model are combined to one segmentation.

Model Exploration

Neural networks are frequently considered black boxes since it is difficult to extract
and present the learned features and the decision made in a human-readable manner
[23]. Fortunately, two factors can help to get a better understanding of a segmenta-
tion network. Firstly, the segmentation task as such is an image to image pipeline.
This makes it easier to deduce how the input was mapped to the output since both

4https://itk.org/SimpleITKDoxygen/html/classitk_1_1simple_1_
1BinaryClosingByReconstructionImageFilter.html
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are in the image domain. Secondly, CNNs mitigate most of the black box reasoning
because the learned features can be visualized and are based on the concept of the
visual cortex of the brain [23].

To explore the model and get a better understanding of the learned features for
the segmentation task, the individual kernels and feature maps are extracted and
visualized. The weights of the desired model layer can be extracted using a function5

of “Keras”6, a high-level neural networks API utilized in this work. Intermediate
feature maps of the model are generated with the following two steps: first, a reduced
version of the trained model is created by setting it’s output to the output of the
desired layer, and second, an image slice is fed to the reduced model to acquire the
feature maps at the desired layer.

Noise Exploration

The gold-standard segmentation can be subjected to noise since unmeant errors
can occur during their generation. Moreover, it may be unclear whether certain
areas in the image belong to the target structure or not. Lastly, small errors can be
introduced due to the downsampling of the data as part of the image pre-processing.

To evaluate the network’s robustness against noise, another training environment is
set up: synthetic noise, in form of erosion and dilation with a kernel size of 7, is
applied to the gold-standard segmentations of the training and validation sets. The
evaluation is then performed on the unmodified test set.

Transfer Application

Neural networks are generally trained on a large amount of data and perform well
when presented with data that lies in the range of variation of the training set.
Nevertheless, they become unreliable when applied to related but different data.
For this purpose, CNNs prove to be more useful. Due to the sliding window fashion
of convolutions they learn local patterns in the image [23]. Thus, CNNs have the
advantage that they learn features that are translation invariant and can therefore
recognize similar patterns anywhere in the image [23]. To test this attribute of

5https://keras.io/layers/about-keras-layers/
6https://keras.io/
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CNNs, the merged model, trained on cropped MRI slices in coronal orientation, is
applied to unknown data in two different scenarios.

The first test scenario includes MRI slices which are preprocessed with BFC and
normalization but are not cropped. Therefore, they have a much larger FOV than
the data in the training set and their size is 448 × 448 instead of 224 × 224. The
implemented network architecture (section 5.4) does not include any dense layers
and is consequently able to process image data of any size.

The second test scenario incorporates MRI slices in sagittal orientation. The pre-
processing steps match the ones in the first scenario. In this case the model is
confronted with data with much larger differences to the training set since the knee
bones are represented in a different orientation.

In the third and last scenario the concept of transfer learning is used. It is about
applying the learned knowledge gained on one problem to solve a similar but different
one [151]. For this purpose, the learned weights from the merged model were used to
initialize a new model trained on a smaller number of gold-standard segmentations
of sagittal MRIs, instead of applying the merged model on sagittal images directly.

Transfer Learning

The setup for the sagittal model did not vary significantly compared to the merged
model used for coronal MRIs. For this third scenario, a total of 25 sagittal MRIs
were manually segmented, including samples from all three datasets (section 4.5).
This approach requires less ground truth data since transfer learning is used. The
preprocessing was similar to the one on coronal images except that more augmen-
tation in form of translation and rotation was applied to the training set. Finally,
the training set included approximately 24k sagittal 2D images in comparison to
the 33k generated for the coronal merged model. The network architecture was not
modified at all. The key part was the training process: the weights of all network
layers were initialized with the values from the learned weights of the coronal model.
The optimizer, the learning rate, the loss function, and the batch size were identical.
All layers were then retrained on the sagittal data for only five epochs without early
stopping. Alternatively, only a few network layers can be retrained with a reduced
learning rate in order to fine-tune the model for the new data. This approach did
not prove to be better in comparison to pure initialization of learned weights. Lastly,
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the model was evaluated using leave-one-out cross-validation (LOOCV), i.e. each of
the 25 sagittal images represented the test set once. The post-processing step was
not modified in comparison to the coronal case.

2D vs. 3D CNN

CNNs are commonly used on 2D data such as photos but can be applied on data of
any dimension. For exampled they can be used to analyze 1D data such as sentences
for Natural Language Processing (NLP) or signal data for audio processing. In
the medical field, data is often volumetric. To exploit the 3D context, CNNs can
include 2D convolutions for each image slice or 3D convolutions for the whole image
volume. Both approaches have been used in many applications on medical data
[18, 25, 37, 40, 42, 43, 95, 99, 132, 147, 148, 159]. While a few studies on image
segmentation achieve better results using 3D CNNs [25, 37], other studies [147, 148]
report higher performance using 2D CNNs.

The volumetric knee MRIs of this work enable the possibility to design a CNN that
can handle inputs is 3D. Moreover, it allows the comparison of this new architecture
with the proposed 2D segmentation network (section 5.4) in order to provide the
community with the results based on knee MRIs.

The only change that is necessary in the pre-processing (chapter 4) is to set all
volumetric knee data to the same number of slices. For the 3D images of Dataset A,
empty slices are added to the front and back to obtain 48 slices and then every
second slice is selected to match the 24 slices of the images from Dataset B. The
downside of the 3D approach is that data is “thrown away”. Finally, the input data
of the 3D CNN is a volume of size 24 × 224 × 224.

A few experiments are then performed to define the optimal architecture of the
3D CNN for segmentation, including the variation of the number of kernels, the
increment of kernels with network depth, the inclusion of Batch Normalization and
Dropout between convolution layers, and batch sizes. The resulting 3D network is
very similar to the 2D one. The depth, the number of kernels, and their increment
with depth is unchanged. The main modifications includes 3D instead of 2D con-
volutions and up-sampling instead of transposed convolution. The final building
blocks for the 3D CNN for this work are depicted in Fig. 5.12.
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Figure 5.12: The building blocks of the 3D CNN for segmentation

The Down- and Up-Blocks include Dropout between convolutional layers due to
increased overfitting observed in the 3D case. Max pooling (2×2×1) is not applied
to the z-axis of the 3D image data due to the low number of slices of the MRIs in
comparison to their in-plane resolution. Similarly, the up-sampling is only applied
to the slices and not the z-axis. The training setup is identical as in section 5.5,
but the batch size is reduced to 2 due to the increased memory requirements of
volumetric data.

Model Performance

Typical measures used for the evaluation of the segmentation performance are the
Dice and the Jaccard similarity coefficients, which are known in the machine learn-
ing field as the F1 score and the Intersection-over-Union (IoU), respectively. The
mathematical formulations are the following:

DSC = 2TP

2TP + FN + FP
(5.4)

IoU = TP

TP + FN + FP
(5.5)

Two further measures to quantify the quality of the segmentation are the precision
and recall. Precision is the amount of predicted area that is true and recall is the
amount of the ground truth that is detected by the model:
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Precision = TP

TP + FP
(5.6)

Recall = TP

TP + FN
(5.7)

Finally, the total error of the model for the segmentation task can be computed with
the following equation:

Total Error = FP + FN

TP + TN + FP + FN
(5.8)

where TN are true negatives.

For a reliable and independent numeric evaluation the trained segmentation models
are evaluated on the test sets, i.e. data the model has never seen during training.
Furthermore, 5-fold cross-validation7 is performed to evaluate the model’s robust-
ness and generalizability. In addition, due to the stochastic nature of CNNs, the
training is repeated five times for each fold. The final evaluation measures are
averaged over 25 training rounds.

7K-fold cross-validation (CV) is the evaluation of a model on k distinct and independent test sets

55





6Age Estimation

This chapter provides the description of three methods for age estimation based on
different AI techniques and data (Fig. 6.1). All three methods train both machine
learning algortihms on regression (ML-R) of the chronological age (CA) and on
classification (ML-C) of the 18-year-limit in a final step.

METHOD 2: CNN-MRI

AM+OS

ML-C

2D 
CNN

MRI

CA

ML-R

METHOD 3: CNN-MIXED

ML-C

2D 
CNN

CA

ML-R

METHOD 1: ML-FEATS

MRI+AM+OSOSAM

CA �18y �18y �18y

ML-R ML-C

+ +

Figure 6.1: Three methods for age estimation of male adolescents and young
adults. Method 1 is purely based on machine learning (ML) using
anthropometric measurements (AM) and ossification stages (OS)
separately or combined as input features (feats). Method 2 is based
on convolutional neural networks (CNNs) using knee MRIs as input
data. Method 3 is based on CNN as well but handles mixed input
data (image and numeric). Ultimately, all methods train both ML
algorithms on regression (ML-R) of the chronological age (CA) and
on classification (ML-C) of the 18-year-limit in a final step. Method 2
uses age predictions per knee MRI slice from the CNN as input to
ML-R and ML-C and optionally, integrates AM and OS as well.
Method 3 handles all data in the CNN and uses age predictions per
knee MRI slice from the CNN as input to the ML algorithms.

Method 1 (section 6.1) is purely based on ML algorithms using AM and OS sep-
arately or combined as input features (feats). Method 2 (section 6.2) is based on
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CNNs using knee MRIs as input data in a first step. The output of the CNN is
a single age prediction for each image slice of the knee MRI volume. Next, the
predicted ages of all image slices associated to one subject are combined and used
as an input to the ML algorithms. Optionally, AM and OS are incorporated to
the regressors and classifiers as additional features to observe their impact on the
age estimation performance. Finally, Method 3 (section 6.3) is based on CNNs for
multi-input and mixed data. It combines the numeric data (AM and OS) with the
image data (knee MRI) in a single CNN to predict the age per image slice. Then,
all age predictions related to one subject are used to train ML algorithms on CA
regression and majority classification.

6.1 Method 1: ML-FEATS

Most methods currently used in practice for age estimation infer the chronological
age of an individual from the ossification stage of a bone with the use of statistical
analyses or using the minimum-age concept (chapter 2). These methods are manual,
labour-intensive, subjective, and not suitable to regress the age of an individual.

Hence, motivation of Method 1 is to reproduce medical methods for age estimation
currently used in practice, but based on an automated, reproducible, and learn-
ing-based approach. Instead of relying on manual and subjective assessments of
age-related characteristics, such as growth plate maturation, by experts, the pro-
posal is to use ML algorithms to learn the relationship between the characteristics
and chronological age. ML algorithms are straightforward to use and are fast to
train with modern programming libraries.

A further motivation of Method 1 is that it offers the possibility to corroborate that
AM have a large error of margin for age estimation as mentioned in [56, 57, 172].
From a statistical point of view, the weak correlation between AM and the age of the
subjects from this work suggests a rather low suitability for the task (Fig. 6.2). On
the other hand, a positive correlation between the ossification stage of growth plates
and the chronological age of adolescents and young adults has been ascertained in
literature (chapters 1 and 2). The OS acquired from the underlying population of
this work supports this fact (Fig. 6.3).

Method 2 analyzes multiple ML algorithms on age regression and on majority clas-
sification based on AM and OS, separately and combined. It will become apparent,

58



6.1 Method 1: ML-FEATS

Figure 6.2: Relationship between anthropometric measurements and chronolog-
ical age of adolescents and young adults. The Pearson correlation
coefficients of the measurements were r = 0.27 (p < .05), r = 0.19
(p = .01), r = 0.37 (p < .05), and r = 0.04 (p = .61) from left
to right. The relationship is significant for a significance level of 5%
except for the lower leg length.

Figure 6.3: Boxplots of chronological age vs. ossification stages in the knee.
Three-stage system by Jopp et al. [92]; SKJ is the sum of stages for
all three growth plates of the knee. The Spearman correlations of the
stages per knee bone and the SKJ with age were r = 0.68 (p � .05),
r = 0.71 (p � .05), r = 0.70 (p � .05), and r = 0.73 (p � .05) from
left to right.

which data is most suitable for both tasks and whether a combination of the data
can reduce the margin of error as suggested in [12, 49, 173].

6.1.1 Data Preparation

The data for this method are AM and OS from Dataset A and Dataset B (sections
3.2 and 3.4). AM and OS were not available for Dataset C. To be comparable to
Method 2 (section 6.2) and Method 3 (section 6.3), only the data from subjects with
an MRI examination are considered. This amounts to a total of 185 datapoints
which require the following data preparation steps for the ML algorithms: data
cleaning, data split, and data standarization.
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The data cleaning removes the samples from subjects without a knee MRI. Addition-
ally, missing AM are filled using the mean value of the measurement of the respective
age group. This process is called imputation and is common practice in ML. The
last step of data cleaning is to create an additional target variable for the majority
classification: all adults (≥ 18 years) are assigned the value 0 and all minors the
value 1.

After the cleaning, the data is split into two sets, which is commonly done in machine
learning: training (ntr = 150) and validation (nte = 35) sets. The training set is
larger in size and is the only part of the data that is used to train the ML algorithms.
The test set is utilized to evaluate the performance of the trained models on the
regression and classification tasks on unknown data. To perform a valid comparison
between the three methods for age estimation described in this chapter, the test set
includes the same subjects in all cases.

The last preparation step is data standardization. The standard score (equation 4.2)
is used since many ML algorithms require mean centering and unit variance to
effectively learn from all features. This data transformation technique is useful
when large disparities between the values of different features are present. For
example, the LLL for the subjects of this work were in the range of 500 till 600, the
standing height and weight had mostly values under 100, and the OS values below
10. Standarization is performed with an available module1 from Scikit-learn [145], a
popular ML library for the Python programming language. The module computes
the mean and standard deviation of each feature separately. Means and standard
deviations are always calculated for the training set and then used to transform the
features in the test set.

6.1.2 ML Setup

Multiple ML algorithms for age regression and majority classification are used and
evaluated using AM and OS both separately and combined. The Scikit-learn library
in Python offers a large variety of algorithms and allows the user to tune their
parameters for the underlying data and task. The following ML algorithms are
selected:

1https://scikit-learn.org/stable/modules/generated/sklearn.preprocessing.
StandardScaler.html#sklearn.preprocessing.StandardScaler

60



6.1 Method 1: ML-FEATS

• Regression
� Ordinary least squares Linear Regressor (LR)
� Support-Vector Regressor (SVR)
� Decision-Trees

� Random Forests Regressor (RFR)
� Extremely Randomized Trees Regressor (ETR)
� Gradient Tree Boosting Regressor (GBR)

• Classification
� K-Nearest Neighbours Classifier (KNC)
� Support-Vector Classifier (SVC)
� Decision-Trees

� Decision Tree Classifier (DTC)
� Random Forests Classifier (RFC)
� Extremely Randomized Trees Classifier (ETC)
� Gradient Tree Boosting Classifier (GBC)

Each ML algorithm has multiple parameters that can be adapted to improve the
performance on the given task. To find the best parameters of each algorithm for
both age regression and majority classification, the following two procedures are
undertaken in succession:

1. Gradually increase one parameter while keeping all others constant and observe
the change in performance

2. Search the entire parameter space for the best result using cross-validation

The first procedure is performed separately on each important parameter of each
algorithm. Individual parameters are changed and the impact on the task-specific
metric is evaluated (Fig. 6.4). The importance here is to detect overfitting, i.e.
when the performance improves on the training set and deteriorates on the test
set given a change in parameter value. An example is given in Fig. 6.4 for two
parameters, the number of estimators and the maximum tree depth, of the GBR2.
Increasing the number of estimators, i.e. regression trees, of GBR leads to a rapid
decline of the error on the training set and slight improvement on the test set.
Although the gain on the test set is not as large as on the training set, using more
estimators for tree-based ML algorithms generally does not risk overfitting due to

2https://scikit-learn.org/stable/modules/generated/sklearn.ensemble.
GradientBoostingRegressor.html
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Figure 6.4: Analysis of two parameters of a Gradient Tree Boosting algorithm
trained on age regression. An increase of the number of estimators
leads to lower error for both the training and test sets (left). Con-
trary, overfitting is observed when increasing the maximum tree
depth beyond 6. The inspection of these plots can aid in the selec-
tion of suitable parameter value ranges for further analysis.

their random nature [10]. The maximum tree depth parameter shows a clear sign
of overfitting when increasing the value above 6 and therefore lower depths are
preferred. Ultimately, the first procedure is not utilized to determine the optimal
value of each parameter but instead, to limit the value range of each parameter to be
used in the second procedure. Otherwise, there is a higher chance that the selected
parameters are only suitable precisely for the given data.

Subsequently, the second procedure is used to perform an exhaustive search over a
parameter space with the reduced value ranges. The Scikit-learn function known as
“grid search”3 is used for this purpose. It evaluates the performance of the algorithm
in a cross-validation environment using different parameter values and combinations.
The number of folds for CV was set to 10 and the evaluation was only performed
on the training set. Finally, the optimal values for the algorithm parameters are
obtained from the CV results and the model is saved in that setup for the testing
phase.

For more information on the algorithms, their parameters, and grid-search please
refer to the official Scikit-learn documentation4.

3https://scikit-learn.org/stable/modules/generated/sklearn.model_selection.
GridSearchCV.html

4https://scikit-learn.org/stable/modules/classes.html
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6.1.3 Training

After the setup, the models are trained on the training data. For most supervised5

ML algorithms, the training can be expressed as an optimization problem. The
objective is to find the optimal mapping function f(x) to minimize a task-specific
loss function on the training set,

min
θ

1
n

n∑
i=1

L(f(�xi, θ), yi), (6.1)

where n is the number of training samples, θ the parameter of the mapping function,
L the loss function, �xi the feature vector of the ith sample, and yi the associated
label [201]. An example is least squares regression, where the goal is to minimize
the sum of squares of the differences between true and predicted labels.

For this work, multiple ML models are trained on chronological age regression and
majority classification based on the mentioned data and algorithms. They solve the
tasks using the following combination of features:

1. Anthropometric measurements (AM)
2. Ossification stages of the three growth plates of the knee (OS)
3. Score of the knee joint (SKJ)
4. AM and SKJ

Given the feature combinations, the number of algorithms, and the two tasks, a
total of 44 model variants are trained and evaluated. Refer to the Scikit-learn
documentation6 for more information on the specific algorithms, their parameters,
and their optimization function.

6.2 Method 2: CNN-MRI

Neural networks are capable of learning and extracting information that is relevant
to a specific task [187]. This assumes that the amount of samples they learn from
and the complexity of the problem, enable them to find correlating features. With

5“Supervised learning refers to a class of systems and algorithms that determine a predictive
model using data points with known outcomes” (definition by DeepAI)

6https://scikit-learn.org/stable/modules/classes.html
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this in mind, the initial idea of this work was to use CNNs to solve the age estima-
tion task based on the pre-processed (chapter 4) MRIs, without the need to extract
age-relevant features via segmentation (chapter 5) or other techniques. Hence, an
architecture similar to the contracting path of the CNN for segmentation (Fig. 5.8)
was adapted to the age regression problem. It proved to be rather unsatisfactory
to predict the age of a subject based on the pre-processed MRIs only. The training
was unstable and early convergence for the validation loss was observed (Fig. 6.5).
This suggests underfitting, i.e. the model is not capable of generalizing well on new
data (generalization gap). Even after optimizing the hyperparameters of the afore-
mentioned CNN and training during more epochs, a similar outcome was observed.

The conclusion from these initial observations is that the problem needs to be simpli-
fied. The following hypothesis is defined: by reducing the MRIs to the age-relevant
structures via bone segmentation, a stable age estimation is possible.

This section describes how Method 2 (Fig. 6.1) enables the simplification of the
age regression problem in order to evaluate the hypothesis. The first part prepares
the data for the CNN by extracting age-relevant objects from the MRIs (subsec-
tion 6.2.1). Next, a CNN architecture is engineered for the new scenario (subsec-
tion 6.2.2) and trained on masked 2D images (subsection 6.2.3). The model predic-
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Figure 6.5: Train vs. validation losses for the age regression task using 2D MRIs
without the bone segmentation step. The loss on the validation set
converges early while the training set loss continues improving. This
is a sign of underfitting (generalization gap).
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6.2 Method 2: CNN-MRI

tions per image slice are then sorted by subject and used to train ML algorithms
on two tasks: the regression of the chronological age of a subject and on the major-
ity classification using the 18-year-limit. The usage of ML algorithms enables the
possibility of incorporating the AM and OS as additional features to solve the tasks.

Method 2 is applied to both coronal and sagittal MRIs of this work. For simplicity,
the following subsections describe the method on the basis of the coronal images.

6.2.1 Data Preparation

Input data. The input data of Method 2 are the preprocessed MRIs, the predicted
segmentation maps, and the subject ages. The maps are acquired from the best
segmentation model resulting from the 5-fold cross-validation (subsection 5.7). Af-
terwards, they are multiplied with the preprocessed MRIs to generate masked images
(Fig. 6.6). The subject ages are retrieved from the formatted filenames of the images
(Fig. 4.3) and therefore no further data has to be supplied.

Due to the slicing technique of MRI, the outer slice of an MRI volume can exhibited
sparse tissue information. This holds for the masked images as well, which show
limited or no bone structures in the outer slices. Supplying a CNN for age estimation
with this sparse information can cause a misconception of how the actual age is
deduced from the images. Especially, when training a model for age estimation
based on 2D image data where context information from adjacent slices is missing.

Pre-Processed MRI Segmentation Map Masked MRI

Figure 6.6: Pre-processed MRI slice (left), predicted segmentation map (middle),
and masked image slice (right). Using the maps to mask the images
enables the extraction of age-relevant structures in the image.
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Removal of sparse bone information. The removal of sparse information in the
images is attained in two data reduction phases (Fig. 6.7). The first reduction phase
consists of removing all image slices containing little or no bone structures. This
is achieved by first computing the total size of the segmented area of a 3D image
and then removing all image slices with less than 2% of the total size. In the
second reduction phase, the number of slices per masked image stack is reduced to a
predefined minimum of 12 slices for all MRIs. This is necessary for several reasons.
First, images from Dataset A and Dataset A have 41 and 24 slices, respectively,
which causes an imbalance in the data used for the CNN. Second, it ensures that
the slices of different subjects contain similar bone information. Third, it enables the
possibility not only to train a neural network for age estimation based on 2D but also
on 3D image data. CNNs using 3D input data require equal dimensions across all
axes. Lastly, given that Method 2 is based on 2D image data and predicts an age for
each image slice, ML algorithms can be trained on the age predictions of all slices.
During reduction phase 2 several actions are performed. At first, the amount of
bone structures per slice of a 3D image is computed based on the segmentation map.
Then, a reference image slice is defined as the starting point to extract the minimum
of 12 slices. The reference slice is obtained from the bone-amount distribution per
slice by calculating the center of gravity (COG) of the distribution. Finally, slices
are evenly selected below and above the reference to match the minimum of 12 slices.
The whole process of removal of sparse information is executed separately per stack
of 2D masked images. The pseudo-code is shown in Algorithm 4.

Masked MRI

n 
< 

24

n 
= 

24

n 
= 

12

Reduction phase 1 Reduction phase 2

Figure 6.7: Removal of sparse bone information in two phases: first, the slices
from the masked MRI that contain sparse or no bony structures are
removed and subsequently, a predefined minimum of 12 slices are
evenly extracted from the image volume for all MRIs. The reduc-
tions ensure a balancing of the CNN input.
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6.2 Method 2: CNN-MRI

Algorithm 4: Removal of sparse bone information

Input: Stack of masked knee MRIs
Output: Reduced stack to 12 slices
// Phase 1: Remove image slices with sparse bone information
for each stack of masked images do

for each image slice do
compute number of segmented pixels

end
compute total amount of segmented pixels
remove image slices with less than 2% pixels of the total amount

end
// Phase 2: Reduce stacks to 12 slices
for each reduced stack of masked images do

compute the center of gravity (COG) of the segmentation distribution
select the slice at the COG as the reference
extract 5-6 evenly spaced slices, starting from the reference, in ventral
and dorsal direction to match the minimum of 12 slices

end

Dataset splits. One-hundred and eighty five coronal MRIs, each masked and re-
duced to 12 slices, are split into training, validation, and test sets. The split is
performed separately per dataset (Dataset A and Dataset B) such that all sets have
data from both. Moreover, the split for each source is done separately per age group
to ensure that all sets have a similar age distribution. Also, it is assured that the
training set includes the whole age range (14-21 years), such that the model can
effectively predict any age in that range. Table 6.1 shows the exact splitting per
source and age group, as well as the final number of MRIs per set.

Augmentation. The age distributions of both Dataset A and Dataset B are nor-
mally distributed (Fig. 3.2). While a normal distribution of values is generally not
a problem, in ML one attempts to attain a balance between classes, in this case
the age groups. Given a normal distribution the model might be incline to predict
the mean class to improve it’s performance. To mitigate the possible bias, a more
uniform distribution in the training set is attained via 2D image augmentation. This
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Table 6.1: Split per dataset and age group into three sets for the age estimation
task based on coronal MRIs (N = 185)

Dataset Age group
n

Training set Validation set Test set
(years) (≈ 63%) (≈ 18%) (≈ 19%)

A

14 7 5 1 1
15 16 10 3 3
16 20 12 4 4
17 20 12 4 4
18 16 10 3 3
19 13 9 2 2
20 8 6 1 1
21 3 1 1 1

B

15 2 1 0 1
16 19 13 3 3
17 30 18 6 6
18 16 10 3 3
19 11 7 2 2
20 4 2 1 1

Total - 185 116 34 35

process is performed on the images of the less represented age groups and done sep-
arately for each dataset (Fig. 6.8). The final age distribution of the training data is
not perfectly uniform, since the age range of subjects in each datasets is different.
The image augmentation consists primarily of generating two additional FOVs of an
image. If the maxmimum number of samples in an age group of the training set is
not reached, further augmentation in form of translation and rotation is performed.
The maximum number of modifications of a single sample is limited to 12:

• FOV change with a factor ∈ {0.9,1.0,1.1}
• Horizontal translation in pixel ∈ {−18,18}
• Rotation around z-axis in degrees ∈ {−5,5}

Finally, the number of 2D samples amounts to ntr = 2412 for the training set,
nva = 408 for the validation set, and nte = 420 for the test set. To enable the
incorporation of AM and OS into the ML algorithms that follow the CNN, these
features need to be duplicated times the number of image slices and augmentations
for each subject to match the total number of 2D image samples.
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Figure 6.8: Augmentation of the training set is performed separately per dataset
(left) and results in a more uniform distribution for the age estima-
tion task (right)

6.2.2 CNN Architecture

The neural network for age estimation is created as a variant of the CNN of seg-
mentation. Thereby, only the contracting path is adopted (Fig. 5.8) and adapted
to the new problem. The network takes in 2D masked and reduced samples (sub-
section 6.2.1) with a size of 224 × 224 pixels and outputs the chronological age per
sample in years (Fig. 6.9).

Due to the complexity of the age regression problem, several modifications to the
architecture were necessary. In contrast to the CNN for segmentation, keeping a con-
stant number of kernels per convolutional layer was not sufficient to find correlating
features in the images. Therefore, the depth of the network is increased to five and
the number of filters is doubled per depth starting with eight kernels in the first up
to 256 kernels in the last convolutional layer. This modification improved the perfor-
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Figure 6.9: CNN architecture for age regression based on masked 2D knee MRIs
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mance but resulted in high overfitting and unstable training. Batch-Normalization
proved to be an optimal technique to stabilize training and was incorporated after
each convolutional layer. To counter overfitting, Dropout is introduced after each
convolutional layer, except at input level, using a hierarchical strategy. Dropout is
set to 0.1 an incremented by 0.1 with each network depth. Similarly to the CNN for
segmentation, ELU is set as activation function after convolutional layers and 2 × 2
Max pooling (stride = 2) is used to compress the images. At the deepest part of
the network, the feature maps are reduced to a minimum size of 7 × 7 pixels.

To solve the regression problem, the final layers of the CNN have to be altered in
comparison to the segmentation. Generally, one or more fully-connected (FC) layers,
followed by an activation function, are added to the end of a network to transform
the feature maps to the targeted output variable in regression or the output classes
in classification. FC-layers connect all input nodes with output nodes, making them
computationally expensive and prone to overfitting. This can be overcome, to some
extent, by adding dropout layers [121]. Since all nodes are connected to the output,
FC-layers act as black boxes, which makes them difficult to interpret and to identify
the importance of each learned pattern in the image [121, 230]. One possible solution
is to use a global average pooling (GAP) layer instead of the FC-layers [121, 230].
GAP computes the average of each feature map, reducing dimensionality from h ×
w × d to 1 × 1 × d, where h is the height, w the width, and d the depth of the
maps. Since GAP only averages the feature maps, no weights need to be adjusted
at this layer by the optimizer. Consequently, overfitting cannot originate at this
layer contrary to an FC-layer, where a substantial amount of weights are optimized
during the learning process. An alternative to GAP is global max pooling (GMP)
which computes the maximum instead of the average of feature maps. In [230] the
authors state that using GAP encourages the network to learn several important
patterns in the image for the task, while GMP stimulates the model to identify the
most crucial one.

Finally, the following layers are appended to the last convolution layer of the CNN
for age estimation: GAP → Dropout (p = 0.5) → FC-layer → Linear activation
function (Fig. 6.9). The FC-layer connects all 256 feature map to the output via
a linear activation, which multiplies features with their corresponding weights to
generate the estimated chronological age. The full architecture has a total of 1.18M
trainable weights which are adjusted by the optimizer during training.
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6.2.3 Training

The aforementioned CNN for age estimation was trained on coronal and sagittal
MRIs, formerly pre-processed (chapter 4), segmented (chapter 5), and masked and
reduced to 12 slices (subsection 6.2.1). Each image slice is considered as a separate
sample during the training process.

Before the actual training, the trainable parameters of the network, i.e. the weights
and biases, have to be initialized. When trained for the first time, the weights are
initialized with random values, drawn from a normal or uniform distribution, and
the biases with zeros. Alternatively, these parameters can be initialized with values
learned from related but different problem. This “transfer of knowledge” is known as
transfer learning. Since the segmentation task of this work also uses knee MRIs, the
features learned on this image data can be reused for age estimation. Unfortunately,
the CNN for age estimation (Fig. 6.9) differs in several layers to the contracting path
of the segmentation network (Fig. 5.8). To enable transfer learning nonetheless, the
CNN for age estimation is extended with an expanding path. This autoencoder is
subsequently trained anew on the image data. Afterwards, the learned weights from
the downsampling path of the autoencoder can be directly transferred to the CNN
for age estimation.

Next, the hyperparameters to train the network for age estimation are defined and
include: loss function, optimizer, learning rate, batch size, and epochs. Typical
loss functions used for regression are the mean squared error (MSE), the root mean
squared error (RMSE), or the MAE. Initial test runs showed, that training the CNN
for age estimation using MSE, delivers lower errors and better handles outliers. MSE
is defined as follows:

MSE = 1
n

n∑
i=1

(yi − ŷi)2, (6.2)

where n are the number of samples, yi the true age of the ith subject, and ŷi

the corresponding predicted age. Adam is selected as optimizer to minimize the
loss function. The learning rate is reduced from 0.001 (section 5.5) to 0.0001, to
fine-tune the initialized model for the age regression task. The total number of
training samples (ntr = 2412) are passed to the network in batches during the
learning process. To find the best batch size for the task and underlying data,
several test runs are performed with values ranging between 8 and 64. The optimal
batch size of 16 resulted from these tests. Finally, the last hyperparameter to be set
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is the number of training cycles, i.e. epochs. Due to the complexity of the problem
and the low learning rate the number of epochs is set to 1000. Early stopping was
not necessary since the final architecture did not show any signs of overfitting.

6.2.4 Age Regression

To attain a single and final age estimation per subject based on knee MRIs, the 12
age predictions by the previously defined CNN have to be combined. One possibility
is to take either the average or the median of the predictions. Another option is to
use the minimum-age concept (chapter 2). Unfortunately, these methods produced
poor results. The alternative is to use ML algorithms similar to section 6.1. They
can learn how important each of the 12 age predictions associated to one subject
is, to predict the final chronological age. Moreover, ML algorithms facilitate the
inclusion of a finite number of features for training. This enables the use of AM and
SKJ (chapter 3) as additional features to the 12 age predictions.

For Method 2, the following combination of features is possible:

1. Age predictions from 2D coronal images
2. Age predictions from 2D coronal images, AM, and SKJ
3. Age predictions from 2D sagittal images

Finally, a total of 15 model variants are available for training given the three feature
combinations and the five selected regression algorithms (subsection 6.1.2). AM and
SKJ are not available for subjects with sagittal MRIs.

6.2.5 Majority Classification

The straightforward approach of Method 2 to determine whether a subject is under
or over 18 years, is to use the result from the regression models. Hence, if the
regressor predicts an age below 18.00 years, than the individual can be classified as
minor. An alternative approach is to use the 12 age predictions and the other data
acquired from the subjects (AM and SKJ) and train a ML algorithm on classification
instead of regression. Following an initial test phase, the latter proved to be the
better solution for majority classification and was evaluated further (section 7.3).
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Ultimately, a total of 18 model variants are evaluated and trained on the classifica-
tion task given the six selected ML classifiers (subsection 6.1.2) and the same three
combinations of data as used for the regression task.

6.3 Method 3: CNN-MIXED

Method 3 is the last approach for the age estimation of young males adults investi-
gated in this work. The method is based on knee MRIs as well, similar to Method 2
(section 6.2), and in addition, incorporates the numeric data from the subjects (AM
and SKJ) into a new “multi-input and mixed data” CNN (Fig. 6.10). The data used
by the multi-input CNN undergoes the data preparation (subsection 6.2.1) as well.

The CNN is designed as a neural network composed of two distinct branches, one for
the image data and one for the combined numeric data acquired from the subjects.
The left branch is a copy of the CNN from Method 1 (Fig. 6.9) except for the last
layer, which is replaced by a new FC-layer with five outputs. The right branch is a
multi-layer perceptron. It has five input neurons to accept all the numeric data, i.e.

+

{AM, SKJ}

MLP

CA

2D knee MRI

CNN-MRI

...

Figure 6.10: A “multi-input and mixed data” architecture to combine 2D knee
MRIs and numeric data (anthropometric measurements (AM) and
score of the knee joint (SKJ)) in one model
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weight, standing height, sitting height, LLL, and SKJ. At the core, the MLP has a
single fully-connected hidden layer with ten neurons. Each neuron takes in the five
inputs and applies a non-linearity using an ELU activation function. The hidden
layer is followed by Dropout (p = 0.5) to account for overfitting. The output layer
is a FC-layer as well with five neurons. Here, each neuron receives ten inputs from
the hidden layer and generates one output by applying a further ELU activation
function.

The outputs of both branches are then concatenated and passed to a final FC-layer.
This layer uses the dense representation of the image and numeric data learned from
both branches to regress the chronological age. A linear activation is used for this
purpose. Ideally, the equal number of outputs of both branches leads to a balanced
weighting of image and numeric data for age estimation.

The hyperparameters for training, are similar to the ones from Method 2 (subsec-
tion 6.2.3). The differences are in the learning rate, which is set to 0.0005, and the
number of epochs, which are set to 100. In general, the optimization of the multi-
-input CNN proved to be challenging since both branches have to be adjusted by
the optimizer. Convergence during training started early, which was a reason that
the epochs were limited to 100.

After the training of the CNN, the same steps as in Method 2 are performed for
age regression and majority classification. The difference here is, that AM and
SKJ can no longer be used to train the ML algorithms. Moreover, numeric data
is only available for subject with an MRI examination in coronal slice orientation.
As a consequence, the sagittal MRIs are disregarded for this method. Finally, there
are just two trainable model variants for Method 3, one for regression and one for
classification.

6.4 Model Evaluation

The performance of all models from Method 1, Method 2, and Method 3 on age
estimation is evaluated on the test set, i.e. the part of the data the model has never
seen nor learned from. Furthermore, an unbiased estimate of a model performance
is achieved with stratified k-fold cross-validation. For this work, k = 5 folds are
generated by splitting the data into training, validation (only for Method 2 and
Method 3 ), and test set five times. Each time, the test set includes different subjects
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in order to get independent evaluations. Additionally, to enable the comparison
between the three age estimation methods, the test set of a respective fold contains
the same subjects, independent of the method chosen.

To attain a higher reliability of the estimate of the model performance, each fold
is evaluated a total of ten times. This is necessary due to the stochastic nature
of deep learning and most ML models. Training a model several times on the
same data will result in different prediction each time. The more robust the model,
the lower the differences will be. The final evaluation is defined as “extended”
stratified 5-fold cross-validation. The stratification ensures that the age distribution
is approximately equal in all sets and all folds.

Age Regression

The following evaluation metrics are selected for the age regression task: MAE, stan-
dard deviation of the absolute error, maximum absolute error, and the percentage of
samples within 1-year and 2-years of absolute error between the true and predicted
chronological ages. The MAE is defined as:

MAE = 1
n

n∑
i=1

|(yi − ŷi)| , (6.3)

where yi is the true chronological age of the ith subject, ŷi the corresponding pre-
diction by the model, and n the total number of subjects of the evaluation. As a
reference for the existing variability, the values from a direct statistical evaluation
of the training data (stat) are computed as: ŷi = ȳ, where ȳ is the mean age of the
samples in the training set. Thus, stat merely predicts the mean age for all subjects
in the training set.
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Majority classification

The evaluation metrics for the majority classification task are the accuracy, the
sensitivity, and the specificity (18-year-limit):

Accuracy = TP + TN

TP + TN + FP + FN
, (6.4)

Sensitivity = TP

TP + FN
, (6.5)

Specificity = TN

TN + FP
(6.6)

All subjects below 18 years are defined as TPs. Hence, the accuracy represents the
number of correct predictions (whether minor or adult) over the total samples of the
test set. The sensitivity describes the number of minors that are correctly classified
as such, while specificity expresses the number of adults that are correctly classified
so. All three measures range in between 0 and 1, where values closer to 1 represent
better performance.

The Receiver Operating Characteristic (ROC) curve is a further statistical analysis
of the classification performance. In an ROC curve, the true positive rate (TPR) is
plotted against the false positive rate (FPR) for various thresholds; TPR is just the
sensitivity and FPR is 1 - specificity. These thresholds are used to decide between
minors and adults based on the prediction of the classifier, which lies between 0 and
1. A higher threshold results in more minors being correctly classified while a lower
threshold has the adverse effect of more adults being predicted correctly. Hence, the
ROC analysis offers a possibility to find the optimal trade-off between sensitivity
and specificity depending on the desired outcome for the underlying problem [111].
Finally, the Area Under the Curve (AUC) score measures the area under the ROC
curve and indicates the capability of the model to distinguish between two classes
(here minors and adults). The score ranges between 0 and 1 as well, 1 being a perfect
classifier. An AUC score of 0.5 means that the model is classifying by chance.

Similar to the regression task, a statistical evaluation of the training data is used as
a reference. For classification, stat predicts all subjects of the training set as being
minors. Hence the reference metrics are a sensitivity of 1.0, a specificity of 0.0, and
an AUC score of 0.5.
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7.1 Preprocessing Results

Bias Field Correction

Bias fields due to magnetic field inhomogeneities were observed in several of the avail-
able MRIs but were corrected to a great extent using the popular N4ITK [210, 211]
algorithm (Fig. 7.1). The first column in the figure represents the original image
slice, the second the corrected image, the third the color-coded bias field as overlay,
and the last column the difference of the corrected and original image. The color-
coded bias field highlights the under- (blue/purple) and overexposed (yellow/red)
regions in the images which can appear in varying forms and locations in the image.

Case 1 shows underexposure on the bones, the structure of interest for this work, in
contrast to higher intensities of the fat tissue. BFC effectively restores the balance
(second image in top row). Case 2 depicts a large underexposed region at the top of
the image which affects the shaft of the Femur (see first and third image). N4ITK
corrects the intensities in the region to a great extent, making the femoral shaft
and Patella more visible. Case 3 is a good example for intensity inhomogeneity
within bone structures which is vastly restored with the algorithm. Case 4 shows
large intensity differences between Tibia and Femur (red area in bias field). The
difference is corrected with BFC, which enhances the grey values of the Femur and
diminished the ones of the Tibia. Case 5 shows extensive underexposure of the
bones, especially in the shaft region of the Tibia. Here, the BFC enhances tissue
contrast in the image and partially restores the visibility of the tibial shaft.

In addition to intensity inhomogeneities, MRIs of this work were also affected by arte-
facts and BFC was only able to partially correct these images (Fig. 7.2). The N4ITK
algorithm assumes a noise-free scenario and can thus not remove MR artefacts. Nev-
ertheless, underexposed regions in the images are enhanced and the differentiation
between different tissues improved. Case 1 shows a noisy and underexposed image.
The subject had a large circumference of the subject’s leg and therefore, no knee
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Figure 7.1: MRIs affected by intensity inhomogeneities were corrected using
N4ITK [210, 211] algorithm. Original, corrected, color-coded esti-
mated bias field as overlay, and difference of corrected and origi-
nal image are shown from left to right for several cases. The color-
coded bias field highlights under- (blue/purple) and overexposed (yel-
low/red) image regions representative of the inhomogeneities.
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Figure 7.2: MRIs affected by intensity inhomogeneities and MR artefacts. The
N4ITK [210, 211] algorithm assumes a noise-free scenario and can
hence not remove image noise (Case 1), wrap-around (Case 2 and 3)
or motion artefacts (Case 4). Nevertheless, the intensities are par-
tially corrected to improve the homogeneity within a tissue.
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coil could be used which led to the degraded quality of the MRI. BFC does not
remove the noise in this case but is able to improve the contrast in the image. Case
2 depicts wrap-around artefacts, i.e. overlapping structures. In Case 3 there is a tiny
circular region with extremely high intensities which causes the rest of the image to
be underexposed. Additionally, a wrap-around artefact can be seen on the left side
of the image overlapping with the Femur and other tissue. N4ITK cannot remove
the wrap-around artefacts but is able to correct the induced inhomogeneities in the
image to a great extent. Case 4 shows streaking artefacts due to motion which even
affect the growth plate of the tibia. Again, BFC is not able to reverse this effect but
improves tissue contrast due to field inhomogeneities.

The impact of different image sizes and spacings on the execution time of N4ITK
was recorded (Table 7.1). Reducing an image from it’s original size of 512×512×24
voxels to 448 × 448 × 24 voxels (approximately 25%) translated directly to the
reduction of the algorithm duration by 25%. A decrease in image spacing, e.g. from
0.56 × 0.56 mm2 to 0.45 × 0.45 mm2, generally led to an increase of the execution
time. The algorithm is dependent on the central processing unit (CPU) since it
operates on multiple threads. This has to be taken into account given the reported
values. The hardware details of the workstation available for this work can be found
in Appendix A.

Table 7.1: Impact of image size and in-plane spacing on the execution times of
the N4ITK [211] algorithm for bias field correction of 3D MR images

Orientation State Image size Image spacing Execution time
(mm3) (min:sec)

coronal original 512 × 512 × 24 0.39 × 0.39 × 3.9 ≈ 06:01
coronal resampled 448 × 448 × 24 0.45 × 0.45 × 3.9 ≈ 04:30

sagittal original 864 × 864 × 50 0.17 × 0.17 × 2.2 ≈ 38:15
sagittal resampled 448 × 448 × 50 0.34 × 0.34 × 2.2 ≈ 9:47

coronal resampled 448 × 448 × 24 0.45 × 0.45 × 3.3 ≈ 04:00
coronal resampled 448 × 448 × 24 0.47 × 0.47 × 3.3 ≈ 03:03
coronal resampled 448 × 448 × 24 0.49 × 0.49 × 3.3 ≈ 02:26
coronal resampled 448 × 448 × 24 0.56 × 0.56 × 3.3 ≈ 02:08

80



7.1 Preprocessing Results

Automated Cropping

Automated cropping based on patch matching was used to extract a standardized
VOI in each 3D MRI to compensate for differences in leg position of the subjects
during the MR examination and for differences in FOV (section 4.3). Next, a few
examples showing high variance in the position of the knee joint in coronal and in
sagittal images (Fig. 7.3, Fig. 7.4). The characteristic region, or patch, is depicted
in the first column, the original image in the second column, the resulting correla-
tion map between the patch and the image in the third column, an the generated
standardized VOI in the fourth column.

For coronal knee MRIs, the selected patch shows the interconyloid eminence
(Fig. 7.3) and for sagittal MRIs, it is a different patch showing the posterior cruciate
ligament (Fig. 7.4). In all the cases represented in the figures, the algorithm success-
fully detects the best fit of the corresponding patch in the image and is color-coded
as red in the correlation map. Finally, the examples show, how automated cropping
enables the extraction of a standardized VOI, irrespective of the position of the knee
joint and the selected FOV during the MRI examination.

The execution time of automated cropping, i.e. patch matching followed by the
extraction of the standardized VOIs, was tracked for images with different spacings,
number of slices, and orientation (Table 7.2). The duration was similar for coronal
and sagittal MRIs, although the latter had higher spacing. Analysing the orienta-
tions separately, the execution time was dependent on the spacing of the image. The
lower the spacing, the higher the automated cropping duration.

Table 7.2: Execution times of the automated cropping step for two images with
different spacing and size

Orientation State Image size Image spacing Execution time
(mm3) (sec)

coronal downsampled 448 × 448 × 24 0.45 × 0.45 × 3.3 ≈ 5.36
coronal downsampled 448 × 448 × 41 0.35 × 0.35 × 2.2 ≈ 8.39

sagittal downsampled 448 × 448 × 24 0.56 × 0.56 × 3.9 ≈ 5.30
sagittal downsampled 448 × 448 × 24 0.45 × 0.45 × 4.4 ≈ 8.46
sagittal downsampled 448 × 448 × 32 0.40 × 0.40 × 3 ≈ 9.95
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Figure 7.3: Extraction of standardized VOIs in coronal knee MRIs using a
method based on patch matching. A patch showing the intercondy-
loid eminence is slid across the original image and the best position
matches the red area in the correlation map. This point is the cen-
ter of the resulting VOI. The automated cropping generates similar
VOIs regardless of the position of the knee joint (Case 1 and 2) and
independent of the FOV (Case 3 and 4).
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Figure 7.4: Extraction of standardized VOIs in sagittal knee MRIs using a
method based on patch matching. A patch showing the posterior
cruciate ligament is slid across the original image and the optimal po-
sition is color-coded as red in the correlation map. This point is the
center of the resulting VOI. The automated cropping generates sim-
ilar VOIs regardless of the FOV (Case 1 and 2) and independent of
the position of the knee joint (Case 3 and 4).
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7.2 Segmentation Results

Qualitative Results

Segmentation Quality

Before analyzing the quantitative results, it is often helpful to get an idea of the
quality of the segmentation on the basis of visual and qualitative results (Figures
7.5 and 7.6). The figures show the MRI input to the merged model in the first
column, the gold-standard segmentation or ground truth as overlay in the second
one, the prediction of the model as overlay in the third one, and the difference
between ground truth and prediction in the last column.

Highly accurate model predictions with DSC scores of over 98%, generally differed
to the ground truth at the bone edges (Fig. 7.5). These differences can be caused by
several factors, e.g. an imprecision of the manual labelling of the bones, prediction
errors by the model, or also likely, the loss of information of the ground truth due
to the downsampling step in the pre-processing (sections 4.2 and 5.3). Nevertheless,
the quality of the predictions in these cases is profoundly high and hardly noticeable
without the difference image.

In contrast, there were also cases with clear discrepancies between ground truth and
prediction (Fig. 7.6). In case 1 the learning capacity of the model can be appreciated
as it detects parts of the Tibia which were not labelled in the ground truth. The
second case shows predictions that do not entirely cover the faintly visible part of the
femoral condyle. Moreover, the model fails to separate Tibia from Fibula. In Case
3, the model appears to detect another structure on the right side of the image just
under the Tibia. This could be a consequence of the horizontal flipping performed in
the augmentation step (section 5.2) since the Fibula is likely to appear in that area
of the image. Finally, in the last case the model is incapacitated by the wrap-around
artefact on the right side of the image to fully detect the femoral condyle.

Model Exploration

The “black-box” effect of CNNs was mitigated by visualizing the learned feature
maps the segmentation network (Fig. 7.8). The figure shows the intermediate sum
of feature maps at different depths of the network. Along the contracting path,
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Figure 7.5: Excellent segmentation results with DSC scores of > 0.98. The figure
shows the original MRI slice, the ground truth, the prediction by the
model, and the difference between ground truth and prediction (from
left to right) for several cases.
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Figure 7.6: Discrepancies between predicted and ground truth segmentations.
Case 1 highlights the learning capacity of the model as it detects
parts of the Tibia which were not labelled in the ground truth. In
the second case the model fails to fully identify the faintly visible
part of the femur condyle and slightly over-segments the tibia. In
Case 3 the model falsely predicts tissue in the lower right part of
the image as bone. This could be a result of the horizontal flipping
performed during augmentation. The last case shwos how MR arte-
facts can have an impact on the model performance. A part of the
femoral condyle is not detected due to the prominent edge caused by
a wrap-around artefact.
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the network learns low-level features such as edges (especially Down-Blocks 1 - 3).
Afterwards, more complex structures can be seen but are more difficult to interpret
(Down-Block 4 and Bottom-Block). On the expanding path, the CNN appears to
form larger and more specific structures, possibly soft-tissue in Up-Blocks 1 and 2,
until it finally begins to learn how to distinguish bone from other tissue (Up-Block
4). Finally, the feature maps of the last block are combined to predict the output
segmentation.

A further visualization method to attempt to understand the learned features in
more depth is called “activation maximization” [55]. Erhan et al. state that the
goal of the method is to generate better qualitative interpretations of the features,
especially of the high-level ones. The principle is to search for patterns in the input
data which maximize the activation of a specific hidden unit, i.e. kernel. This is
done via gradient ascent in the input space, i.e. the derivative of a filter activation
is computed and the input sample is moved in the direction of this gradient.

Kernels from the downsampling path focus on the detection of low-level features
such as edges in horizontal, vertical, and diagonal orientation (Fig. 7.8). The upper
row in the figure depicts individual feature maps. The maximization of the corre-
sponding kernel activations can be seen in the bottom row and confirms the previous
assumptions that the kernels learn linear patterns in the image.

High-level features learn complex representation of the data and can be hard to
interpret (Fig. 7.9). The upper row in the figure depicts individual feature maps
which appear to be specialized in more complex structures. The leftmost filter could
have learned parallel diagonal line pairs. The corresponding activation maximiza-
tion below shows diagonal patterns which are more pronounced and sparse than the
ones in Fig. 7.8. This shows how high-level features become specialized on specific
structures and patterns in the image. The second column depicts a feature map
which could represent a bone probability map at low spatial dimension. The maxi-
mization shows patterns agglomerated in the center of the image but is difficult to
doubtlessly interpret. In the third column, the filter seems to have detected soft
tissues surrounding the bones. The activation maximization shows a border-like
pattern which could represent these complex arrangement of structures. The final
example is a highly interesting discovery, as the a filter of the CNN appears to have
learned a growth-plate detector. Related to the segmentation task, such a filter is
reasonable since the network has to learn that the growth plates have to be included
in the output. These have much lower gray-scale values than the bone and appear
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Figure 7.7: Intermediate sum of feature maps after each building block of the
segmenatation network. The feature maps are normalized and col-
or-coded for visualization purposes. In the first three Down-Blocks
the network seems to focus on low-level features such as edges. The
network then appears to be specializing on certain structures such as
soft tissues (Up-Block 1 and 2). Finally, in Up-Block 4 most features
are bone detectors.
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Figure 7.8: Visualization of individual feature maps of the segmentation network
(top) and activation maximization of the corresponding filters (bot-
tom). The CNN appears to learn edges, i.e. low level features, in hor-
izontal (1st column), vertical (2nd column), and diagonal orientation
(3rd and 4th column).
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Figure 7.9: Visualization of individual feature maps of the segmentation network
(top) and activation maximization of the corresponding filters (bot-
tom). The CNN appears to learn more complex and high level fea-
tures. The leftmost example resembles a double diagonal feature de-
tector, the second one a bone probability map, the third one a soft-
-tissue detector, and the last possibly a growth-plate detector.
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dark in the MRIs. Nonetheless, the CNN to has to learn to distinguish between the
growth plates and other structures having low intensities as well.

Noise Exploration

The robustness of the segmentation architecture was evaluated on noisy input data.
The noise was applied in form of dilation and erosion with a kernel size of 7 to the
ground truth of the training and validation data. The effect of this noise on the test
set was analyzed and visualized (Fig. 7.10).

To compare the model predictions to the ground truth, the same dilation or erosion
from the training was applied to the sample of the test set (Fig. 7.10 — third column
in uneven rows). From the qualitative results in the figure, one can deduce the model
has learned to predict bone structures in between an over- and under-segmented area
caused by the noise. The difference images to the right show how the errors diminish
in comparison to the introduced noise.

Transfer Application and Learning

The merged model trained on coronal MRIs was used in two applications to segment
data with a different extent and orientation (section 5.7). For simplicity, this model
is referred to as the coronal model.

First, the aforementioned model was applied onto uncropped and larger coronal
MRIs (Fig. 7.11), i.e. with a size of 448 × 448 pixels instead of 224 × 224 pixels as
used in training. Qualitatively, the model performs well on detecting the bone in the
uncropped image which has a larger FOV then the data the model was trained on.
From the examples in the two central columns of Fig. 7.11, one can appreciate that
the model does not fully detect the femoral shaft. These results can be expected
since the FOV in the training data was smaller and hence, with less amount of
visible bone shafts.

Second, was the application of the coronal model onto uncropped and larger sagittal
MRIs (Fig. 7.12), data never presented to the model during training. The predictions
are quite accurate, even for slices with little bone information (Fig. 7.12 — P1). Even
the Patella is detected, a bone the model was never thought to segment. However,
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Figure 7.10: Segmentation quality of a model trained on noisy data. The figure
shows the original MRI slice, the ground truth, the applied noise or
the prediction, and the difference between ground truth and predic-
tion from left to right. The uneven rows present the dilation or ero-
sion applied to the ground truth of a sample from the test set. The
even rows show the corresponding bone predictions of the model
trained on noisy training data.
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the model has problems fully detecting the shafts of the bones since the training
data never included such large FOVs.
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Figure 7.11: Unknown and uncropped MRI slices (top row) were segmented using
a model trained on standardized coronal images. The model per-
forms well on detecting most of the bone structures in images it has
never learned from, but fails to fully detect the bone shafts due to a
much smaller FOV present in the training data (bottom row).

The results from the second application were improved by retraining the merged
model on ground truth data of sagittal MRIs (subsection 5.7). The improvements
induced by the transfer learning approach are plainly visible (Fig. 7.12 — P2,
Δ (P1-P2)). The fine-tuned model is able to fully segment the bone structures
in sagittal images (P2) that were only partially recognized by the merged model
trained on coronal MRIs (P1). Moreover, the fine-tuned model learned to correctly
ignored the Patella. This bone was explicitly disregarded in the ground truth samples
used for the retraining since it was not considered a bone relevant for age estima-
tion. The merged model was not “taught” to ignore the Patella and it is a rather
appealing result that the model detects the bone altogether. The fine-tuned model
was additionally able to overcome the insufficient detection of the bone shafts by
the merged model (third column) to a great extent.

These qualitative results of the transfer learning approach show the potential of
CNNs even when provided with less training data (25 ground truths samples for
sagittal versus 100 for coronal samples). Related to the age estimation task, the
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Figure 7.12: Model predictions on unknown and uncropped MRI slices from a
different orientation using the merged coronal model (P1) and the
fine-tuned model trained on sagittal ground truth data (P2). The
predictions of the merged model (P2) are relatively good consid-
ering that it has never seen images in sagittal orientation. It even
detects the Patella, a bone which was never labelled in the coro-
nal training data. The enhancement through the fine-tune model is
visible in the third and fourth row. It detects more bone structure
than the merged model and ignores the Patella (as it was taught
to). The fine-tuned model still has problems detecting the entire
bone shafts which is expected since a smaller FOV was present in
the training data.
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need for fine-tuning becomes clear from the third and fourth columns of Fig. 7.12.
Here, the mere application of the merged model on the differently-oriented sagittal
images showed inaccurate predictions of bone structure close to the growth plates.

Model Performance

The loss of the CNN for segmentation (chapter 5) on the training and validation
sets was tracked for five training rounds of one fold (Fig. 7.13). The progression
of the losses is stable and does not vary much between training rounds. The losses
are much higher during the early epochs, especially at the first one, due to the
random initialization of the model weights before training. They rapidly decline
after just one further epoch and then slowly head towards a plateau. The losses
on the validation sets follow the same progression of the losses of the training sets
and do not diverge. This suggests that the model generalizes well on new data.
Moreover, no sign of overfitting is present. The losses curves reach values between
0.013 and 0.014 at the final epochs, which can directly be associated to DSC scores ≥
98% for the training and validation sets and represent an excellent overlap between
prediction and ground truth.

Figure 7.13: Training and validation loss for the merged model

Given the previous analysis of the loss progression during training, it is apparent
that the designed network architecture was suitable for the segmentation task. Next,
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the performance of several segmentation models are reported. These models were
evaluated over multiple training rounds (Tab. 7.3). The first part of the table shows
models evaluated using 5-fold cross-validation (subsection 5.7). The second part are
the results using LOOCV (subsection 5.7) on the sagittal MRIs. The last part of the
table represents the “experimental” results on noise exploration (subsection 5.7).

Table 7.3: Performance of various models on the segmentation task aver-
aged over multiple training rounds (metrics in %)

Model type DSC IoU Precision Recall Error
Merged ∗ 98.5 ± 0.1 97.0 ± 0.1 98.5 ± 0.1 98.5 ± 0.1 0.7 ± 0.0
Femur ∗ 98.6 ± 0.0 97.3 ± 0.1 98.6 ± 0.1 98.6 ± 0.1 0.3 ± 0.0
Tibia ∗ 98.4 ± 0.1 96.8 ± 0.2 98.3 ± 0.4 98.5 ± 0.2 0.3 ± 0.0
Fibula ∗ 96.2 ± 0.7 92.7 ± 1.2 96.8 ± 0.6 95.6 ± 1.6 0.1 ± 0.0
Combined ∗ 97.3 ± 0.1 94.7 ± 0.2 99.6 ± 0.0 95.1 ± 0.2 1.3 ± 0.1
3D CNN ∗ 98.3 ± 0.1 96.6 ± 0.2 98.2 ± 0.2 98.3 ± 0.2 0.8 ± 0.0

Sagittal + 97.4 ± 0.8 95.0 ± 1.4 98.3 ± 1.2 96.6 ± 1.7 1.1 ± 0.3

Noise # 95.2 ± 0.3 90.8 ± 0.6 91.6 ± 0.6 99.1 ± 0.1 2.2 ± 0.2
∗: evaluated on 5-fold cross-validation and repeated five times
+: evaluated on 5-fold cross-validation and repeated five times
#: evaluated on one fold and repeated five times

The overall best results for the test sets were acquired with the merged model which
considered all knee bones as the target structure. The average DSC is 98.5% and
the average IoU is 97.0%. Precision and recall are well-balanced with average values
above 98%. The total error is below 1%. The standard deviations of all evaluation
metrics for the 25 training rounds are below 0.2% suggesting that the designed
architecture produced robust models for the segmentation task and the knee MRI
data.

The Femur and Tibia model had comparable results to the merged one, the former
even with slightly better evaluation metrics and lower standard deviations between
training rounds. The Fibula model was the worst of the single bone model achieving
96.2% for DSC and an IoU of 92.7%. Nevertheless, the Fibula is the smallest bone,
only occupying a small portion of the image frame and only available in relatively
few slices of a 3D knee MRI. Therefore, lower results can be expected and still
represent a very accurate concordance with the ground truth.
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The combined model uses the predictions of the three separate bone models to create
a segmentation of all bone structures in the image. It achieves a DSC of 97.3% and
an IoU of 94.7% on average, which is inferior to the merged model. The precision
with 99.6% is highest among all models while the recall with 95.1% is the lowest.
The combined model has a larger total prediction error of 1.29% since the errors of
the separate bone models aggregate.

The CNN based on 3D convolutions (see 5.7) achieves comparable results to the
merged and combined models on the segmentation of all bone structures. All five
metrics are only worse on a small scale.

The LOOCV on the model trained on sagittal MRIs resulted in an average DSC
score of 97.4% ± 0.8%, an IoU of 95.0% ± 1.4%, a precision of 98.3% ± 1.2%, a
recall of 96.6% ± 1.7%, and a total error of 1.1% ± 0.3%. The results are comparable
to the ones of the other models and are even promising since the sagittal model was
only trained on 25 gold-standard segmentations.

Finally, the experimental results using noisy data can be extracted from the last
section of the table. The average the DSC over five rounds on the test set is 95.2% (±
0.3%) which is noticeably lower compared to the other models. It indicates that noise
in the ground truth clearly degrades the performance of the model. Nevertheless,
the error of the model is lower than the error introduced through the noise (6.69%),
which results in a DSC of 93.31% for the test set. This means that the predictions
contain approximately 28% less noise than the data the model was trained on. The
proposed network architecture for the segmentation is hence robust against noise
in the training data to a certain extent. Thus, small errors during the manual
segmentation by the expert should not have a large impact on the performance of
the model.

In summary, the merged model, which segments all bones in knee images, achieves
the best segmentation result with a DSC of 98.5% evaluated on basis of a 5-fold
cross-validation. Refer to Appendix D for additional results on segmentation.
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7.3 Age Estimation Results

Qualitative Results

Similar to the previous section, qualitative results are presented in advance. This is
helpful to follow along with the decisions that were made during the development
phase, especially for Method 2, and what impact they had on the performance of
the models. Several aspects of the development phase are exemplified with the aid
of results and are the following: (a) the benefit of using segmentation prior to age
estimation based on knee MRIs, (b) the importance of reducing the images to a
certain number of slices, (c) the need for ML algorithms in addition to CNNs for
age regression, and (d) the advantage of training ML-based classifiers on the age
predictions per image slice of the CNN.

The first aspect concerning the development phase of Method 2 is the unsatisfactory
training of the CNN based on unsegmented images and was already introduced in
section 6.2. These result are now compared to the CNN trained on masked images
(Fig. 7.14). The training, validation, and test sets used for both models contained
the same images except for the processing step applied to them. This made a direct
comparison possible.

The differences between both learning processes are readily visible. The model
trained on unsegmented MRIs exhibits a rather fast convergence of the validation
loss while the training loss improves steadily. This suggests that the model is start-
ing to learn the training samples “by heart” and is not able to generalize on new
data. The training process was limited to 500 epochs for this model since no sub-
stantial gains could be attained with longer training. Starting already at around
100 epochs, the loss curves of training and validation sets start to diverge. On the
contrary, the model trained on masked and reduced images shows a more ideal train-
ing progression. The losses of both sets develop at a similar rate during training
and are even slightly lower for the validation set over all epochs. These results sup-
port the hypothesis from section 6.2 that “by reducing the MRIs to the age-relevant
structures via bone segmentation, a stable age estimation is possible”.

The second aspect about the development phase of Method 2 is the reduction of
the image slices per MRI volume after masking them with the segmentation maps.
The uncertainty here is, how much effect the content in the slice, i.e. the segmented
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Figure 7.14: Training vs. validation loss (ten training rounds) for the age esti-
mation task using two different CNN models based on Method 2 :
trained on unsegmented MRIs (left) and on masked and reduced
MRIs (right). Training with unsegmented images leads to a gen-
eralization gap, while the use of masked MRIs improves the loss
progression and delivers better results on age regression.

bone structures, have on the age predictions and if the removal of slices with sparse
bone information was the correct approach.

Plotting the absolute error (AE) of the age prediction for each of the 12 slices of
the reduced images shows, that lower (1-3) and higher (11,12) slices exhibit slightly
higher median values, larger error bars, and a broader interquartile range (IQR) in
comparison to central slices (Fig. 7.15). The boxplots in the figure show the median
absolute age deviation as a line (orange), the box extending from the lower to upper
quartile, the whiskers from ± 1.5 IQR, and the outliers as circles. The green line
represents the average bone ratio per slice.

This results supports to some extent the decision to remove slices with even sparser
bone information (section 6.2). It is a stimulating finding and could be considered
in future analyses to verify, if selecting fewer slices of a 3D knee MRI and more
centrally located in the volume, leads to lower age regression errors.

A third aspect of the development phase of Method 2 is about the benefit of training
an ML algorithm on the age predictions per slice by the CNN, to regress the final age
of a subject. A graph is generated to compare the absolute prediction errors of the
CNN, before and after applying an ML algorithm, visually per age group (Fig. 7.16).
The figure shows boxplots with the same properties as in the previous figure, and a
green line for the ratio of each age group’s size to the training size. The reduction
of the AEs through the ETR is clearly visible to the right of Fig. 7.16, as both the

98



7.3 Age Estimation Results

boxes get narrower and the whiskers and outliers reduce in comparison to the left.
For both cases, the predictions for the lower (14 and 15 years) and higher (20 and
21 years) age groups are more inaccurate. A feasible reason for this behaviour could
be that these group were less represented in the coronal training data (green line).

Averaging or performing a minimum-age concept on the 12 age predictions per sub-
ject by the CNN, instead of using ML algorithms, led to higher errors. For the
test sets and training rounds used in Fig. 7.16, the MAEs were 0.92 ± 0.82 years,
0.70 ± 0.54 years, and 0.69 ± 0.47 years for the minimum-age concept, “averaging”,
and the ETR. The basis were the predictions by the CNN which deviated 0.79 ±
0.62 years on averaged from the true chronological ages. These results confirm, that
training an ML algorithm on the age predictions per image slice by the CNN, is the
best approach to minimize the age regression problem.

Finally, the last aspect of the development phase was a on the classification task.
Similar to the regression, ML algorithms were trained on the predictions of the
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Figure 7.15: Absolute error between the true and predicted ages per image
slice. Results are based on a CNN of Method 2 for several training
rounds. Lower and higher slices show slightly larger absolute er-
rors than central ones (framed in red). This suggest that the higher
bone content (green line) in the central slices positively contributes
to lower errors in age regression.

99



7 Results

Figure 7.16: Absolute error between predicted and actual chronological age per
age group for several training rounds and folds. The age prediction
errors by the CNN from Method 2 (left) are greatly reduced after
applying the final regression using an ETR (right), i.e. a tree-based
regressor. The higher error for age groups 14, 15, and 16 years
could be associated to their corresponding ratio in the training data
of the model.

CNN to solve the task. To understand this decision, consider the following two
cases, where subjects were accurately classified using a trained ML-based classifier.

The first case is a subject aged 17.33 years who was correctly predicted a minor
using a CNN followed by a classifier. The CNN age predictions for the 12 image
slices ranged between 17.6 and 18.4 years (Fig. 7.17 — Case 1). The final predicted
age by the regressor that followed the CNN, was 18.03 years and thus overestimated
the subject’s age by 0.7 years. In this case, the advantage of using a classifier on
the CNN predictions can be appreciated since it correctly identified the minor.

The second case is a subject aged 18.08 years who was correctly predicted an adult
using a training classifier. The CNN predictions for all slices ranged between 17.6
and 18.4 years (Fig. 7.17 — Case 2). The final age predicted by the trained re-
gressor was 17.92 years, thus slightly underestimating the subject’s age. Similar to
the previous case, the predicted age by the regressor has the consequence that the
individual is falsely classified, while the classifier makes the correct prediction.

Additional and appealing findings using the established method of “growth plate
ossification assessment based on expert evaluation” used in practice, can be found
in Appendix E.
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Figure 7.17: Several image slices of two subjects, one aged 17.3 years (Case 1)
and the other 18.08 years (Case 2), showing almost full ossification.
In both cases, a tree-based regressor deviates from the actual age,
18.03 for Case 1 and 17.92 for Case 2, which results in a false classi-
fication. On the contrary, a classifier is able to correctly classify the
subjects in both cases.

Model Performance on Regression

The performance of multiple model variants using Method 1 (section 6.1), Method 2
(section 6.2), and Method 3 (section 6.3) was analyzed for the age regression task.
The models were evaluated on all ten training rounds (all) or only the best one
of each fold (best). All regression results were compared to a direct statistical
evaluation of the training data, designated as stat (subsection 6.4). The stat differed
between methods since the number of samples and the distribution of the training
data was different. However, the same subjects were included in the test sets of
each fold, irrespective of the method. This allowed an unbiased comparison between
Method 1, Method 2, and Method 3. The principal metric to define the performance
of the models on age regression was the MAE. The performance was measured on
the test set only, i.e. the part of the data unknown to the models. The test sets
included ncor = 35 subjects for all models of M1, M2 (coronal MRIs), and M3 and
nsag = 75 subjects for the models of M2 (sagittal MRIs).

To present the results in the tables, the following designations are necessary due to
the high number of model variations:

101



7 Results

• Method 1 (M1), Method 2 (M2), Method 3 (M3)
• Anthropometric measurements (AM), ossification stages of the knee growth

plates (OS), score of the knee joint (SKJ), coronal knee MRIs (COR), sagittal
knee MRIs (SAG)

• Support-vector regressor (SVR), extremely randomized trees regressor (ETR),
gradient tree boosting regressor (GBR)

The results for Method 1 show how ML algorithms trained on AM, OS, and SKJ
improve the statistical evaluation of the training set (Table 7.4). For both all and
best rounds, the lowest MAE was achieved with a combination of AM and SKJ,
suggesting that more and different data can help to reduce errors on age regression.
Using SKJ or OS was indifferent, but the former was preferred as it is a single
feature instead of three. Finally, the best average MAE of 0.77 ± 0.60 years is
attained with a support vector regressor. Less than 5% of test subjects from all
folds had a deviation from the true age above two years.

Table 7.4: Age regression performance of several model variants from
Method 1 (M1) on the test sets in an “extended” 5-fold
cross-validation using AM, OS, and SKJ

Rounds Data Regressor MAE ± SD Max AE % ≤ |2.0y|
- - stat∗ 1.23 ± 0.90 3.93 79.20

all

AM GBR 1.00 ± 0.70 2.63 90.93
OS GBR 0.91 ± 0.68 3.01 92.00
SKJ ETR 0.91 ± 0.68 3.01 92.00
AM+SKJ GBR 0.84 ± 0.63 2.62 94.86

best

AM SVR 1.00 ± 0.69 2.57 92.00
OS GBR 0.90 ± 0.68 3.00 92.57
SKJ GBR 0.90 ± 0.68 2.98 92.57
AM+SKJ SVR 0.77 ± 0.60 2.58 95.43

∗: predicts all subjects with the mean age of the training set
all/best: all ten or best training rounds per fold are included

The stat of the models based on Method 2 (MAE of 1.63 ± 0.99 years) was higher
in comparison to M1 due to a larger and augmented training set. All model variants
of M2 achieved better results than the stat (Table 7.5). Considering all training
rounds, the MAE improved about 12% and the SD about 15% by using a regressor
on the age predictions of the CNN. The inclusion of AM and SKJ as features to the
ML regressors did not markedly improved the results. Overall, the model with the
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best average performance on age regression, achieved an MAE of 0.69 ± 0.47 years
and maximum AE of 2.15 years. It combined all available data and used CNN and
ETR in succession to regress the final age of the subjects of the test sets.

Table 7.5: Age regression performance of several model variants from Method 2
(M2) on the test sets in an “extended” 5-fold cross-validation using
coronal knee MRIs, AM, and SKJ

Rounds Data Regressor MAE ± SD Max AE % ≤ |2.0y|
- - stat∗ 1.63 ± 0.99 3.59 59.70

COR CNN 0.81 ± 0.65 3.55 94.00
COR CNN+ETR 0.71 ± 0.55 2.46 96.78all

COR+AM+SKJ CNN+SVR 0.73 ± 0.55 2.39 97.60

best

COR CNN 0.79 ± 0.62 3.49 95.05
COR CNN+ETR 0.67 ± 0.49 2.10 98.86
COR+AM+SKJ CNN+ETR 0.69 ± 0.47 2.15 98.29

∗: predicts all subjects with the mean age of the training set
all/best: all ten or best training rounds per fold are included

Method 2 was applied to a larger dataset containing sagittal MRIs as well which
altered the stat, in comparison to the coronal case, to an MAE of 1.93 ± 1.20 years
and a maximum AE of 4.74 years due to the broader and more uniformly distributed
age range of the training set. Similar to M1, the models of M2 were superior to stat

and the errors substantially reduced with the inclusion of ML-based regressors to
combine CNN age predictions (Table 7.6). The best performing model variant of
M2 using sagittal MRIs attained an MAE of 0.79 ± 0.57 years and a maximum AE
of 2.63 years. Less than 5% of predictions deviated more than two years from the
actual chronological.

The final evaluated method on regression was M3, which integrated the AM and OS
directly into the CNN, instead of including these features into the training of the
ML algorithms following the CNN. Similarly to M1 and M2, the statistical mean
of the training set (stat) was surpassed by the models based on M3 (Table 7.7).
Likewise, the combination of CNN and ML regressors improved the results further.
Ultimately, the lowest prediction errors were achieved by using the CNN on mixed
data and an ETR in succession, attaining an average MAE of 0.71 ± 0.54 years over
all five folds and maximum AE of 2.2 years.
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Table 7.6: Age regression performance of several model variants
from Method 2 (M2) on the test sets in an “extended”
5-fold cross-validation using sagittal knee MRIs

Rounds Data Regressor MAE ± SD Max AE % ≤ |2.0y|
- - stat∗ 1.93 ± 1.20 4.74 54.98

SAG CNN 0.92 ± 0.73 4.31 90.91
all

SAG CNN+SVR 0.81 ± 0.62 2.86 94.85

SAG CNN 0.89 ± 0.70 4.22 92.44
best

SAG CNN+ETR 0.79 ± 0.57 2.63 95.73
∗: predicts all subjects with the mean age of the training set
all/best: all ten or best training rounds per fold are included

Table 7.7: Age regression performance of several model variants from Method 3
(M3) on the test sets in an “extended” 5-fold cross-validation using
coronal knee MRIs, AM, and SKJ

Rounds Data Regressor MAE ± SD Max AE % ≤ |2.0y|
- - stat∗ 1.63 ± 0.99 3.59 59.70

COR+AM+SKJ CNN 0.92 ± 0.70 3.47 91.49
all

COR+AM+SKJ CNN+ETR 0.84 ± 0.65 2.74 92.78

COR+AM+SKJ CNN 0.85 ± 0.64 3.29 94.33
best

COR+AM+SKJ CNN+ETR 0.71 ± 0.54 2.20 95.43
∗: predicts all subjects with the mean age of the training set
all/best: all ten or best training rounds per fold are included

Model Performance on Classification

All three age estimation methods of this work (M1, M2, and M3), were also evaluated
on the majority classification (18-year-limit) with an “extended” 5-fold cross-valida-
tion. This included the evaluation of the models on all ten training rounds (all) or
only on the best one of each fold (best). The reference statistical evaluation on the
training set is designated as stat in the tables and represents a naive classifier with
100% sensitivity and 0% specificity, i.e. it applies the principle of “in dubio pro reo”.

The designations of the model variants from regression are extended to include the
ML algorithms for classification: k-nearest neighbours classifier (KNC), support-vec-
tor classifier (SVC), decision tree classifier (DTC), random forests classifier (RFC),
extremely randomized trees classifier (ETC), gradient tree boosting classifier (GBC).
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The age distribution of the subjects analyzed with Method 1 was slightly imbal-
anced towards minors and thus resulted in an accuracy of 61.33% for the statistical
evaluation of the training set. The weight of the classes was included into the ML
algorithm before training to account for the imbalance. All fitted classifiers had a
higher performance than stat, but did not surpass 80% in all metrics (Table 7.8).
Learning from AM alone, delivered insufficient results. Using OS instead of SKJ
as a feature for the growth plate maturation, gave slightly better metrics. The
combination of AM and SKJ, did not improve the results as in the regression task,
but rather hurt the accuracy and sensitivity. Finally, the best model for M1 was
GBC based on OS as input data with an average accuracy of 81.14%, sensitivity of
82.73%, specificity of 78.46%, and AUC of 83.18%.

Table 7.8: Performance on majority classification of several
model variants from Method 1 (M1) on the test sets
in an “extended” 5-fold cross-validation using AM,
OS, and SKJ

Rounds Data Classifier Acc. Sens. Spec. AUC
- - stat∗ 61.33 100.00 0.00 50.00

AM KNC 70.29 76.36 60.00 73.81
OS GBC 80.57 81.82 78.46 83.36
SKJ GBC 80.00 80.91 78.46 83.15

all

AM+SKJ ETC 74.29 69.09 83.08 83.92

AM KNC 77.71 80.00 73.85 76.92
OS GBC 81.14 82.73 78.46 83.18
SKJ GBC 80.00 80.91 78.46 83.15

best

AM+SKJ ETC 76.74 71.55 85.54 85.87
∗: predicts all subjects in the training set as minors
all/best: all ten or best training rounds per fold are included

All listed classifiers of Model 2 achieved above 80% in accuracy, sensitivity, speci-
ficity, and AUC (Table 7.9). The best performing classifiers on coronal MRIs were
RFCs and incorporated either only the coronal MRIs or all data. Both classifiers
surpassed 89% in accuracy. The RFC on MRIs only, had a slightly higher average
sensitivity and AUC which could prove to be advantageous compared to the RFC
on all data, which has a higher specificity, depending on the preferred outcome.

Method 2 was also trained on a larger number of sagittal MRIs with a distribution
of the training set marginally inclined to minors (52.26%). The models performed
better than stat when evaluated on all ten training rounds and on the best one per
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Table 7.9: Performance on majority classification of several model vari-
ants from Method 2 (M2) on the test sets in an “extended”
5-fold cross-validation using coronal MRIs, AM, and SKJ

Rounds Data Classifier Acc. Sens. Spec. AUC
- - stat∗ 49.25 100.00 0.00 50.00

COR CNN+SVC 85.71 86.36 84.62 90.82
all

COR+AM+SKJ CNN+RFC 83.49 81.36 87.08 89.55

COR CNN+RFC 89.14 89.09 89.23 92.52
best

COR+AM+SKJ CNN+RFC 89.71 88.18 92.31 91.99
∗: predicts all subjects in the training set as minors
all/best: all ten or best training rounds per fold are included

fold (Table 7.10). RFC trained only on sagittal MRIs attained the best average
metrics, with an accuracy of 90.9%, a sensitivity of 88.6%, a specificity of 94.2%,
and a AUC of 94.4% over all folds.

Table 7.10: Performance on majority classification of sev-
eral model variants from Method 2 (M2) on the
test sets in an “extended” 5-fold cross-validation
using sagittal MRIs

Rounds Data Classifier Acc. Sens. Spec. AUC
- - stat∗ 52.26 100.00 0.00 50.00

all SAG CNN+SVC 87.47 88.41 86.13 94.33

best SAG CNN+RFC 90.93 88.64 94.19 94.38
∗: predicts all subjects in the training set as minors
all/best: all ten or best training rounds per fold are included

The last method evaluated on majority classification of the 18-year-limit was
Method 3. The gradient boosting classifier, i.e. GBC, achieved metrics under 80% —
except for the AUC — considering all ten training rounds (Table 7.11). In contrast,
the RFC was the best model with an average accuracy of 86.86%, a sensitivity of
85.46%, a specificity of 89.23%, and a AUC of 88.53% over all folds.
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Table 7.11: Performance on majority classification of several model vari-
ants from Method 3 (M3) on the test sets in an “extended”
5-fold cross-validation using coronal MRIs, AM, and SKJ

Rounds Data Classifier Acc. Sens. Spec. AUC
- - stat∗ 49.25 100.00 0.00 50.00

all COR+AM+SKJ CNN+GBC 76.34 74.91 78.77 83.96

best COR+AM+SKJ CNN+RFC 86.86 85.46 89.23 88.53
∗: predicts all subjects in the training set as minors
all/best: all ten or best training rounds per fold are included

Summary

In summary, several successful models were trained for the age regression and ma-
jority classification tasks. Comparing the three methods of this work (M1, M2, and
M3), Method 2 proved to be the optimal approach to solve both tasks.

For regression, M2 was best configured using a CNN trained on coronal MRIs fol-
lowed by an extremely randomized trees regressor. The ETR used the CNN age
predictions per image slice, the AM, and SKJ to regress the final chronological age
of an individual. It achieved an average MAE of 0.69 ± 0.47 years and maximum
AE of 2.15 years on the tests sets of five different folds. Each fold included 35 test
subjects amounting to a total of 175 different subjects evaluated with the aforemen-
tioned model. The predictions of ETR are plotted over the true chronological ages
of all test subjects (Fig. 7.18). The green central line highlights a perfect prediction,
while the two parallel grey lines encompass 95% of the model predictions. The pre-
dictions lie relatively close and evenly distributed along the green line except a few
“outliers” outside the area between the grey lines.

For classification, the best method was M2 as well but using sagittal instead of coro-
nal MRI. RFC proved to be the best ML algorithm to learn from age predictions
of the CNN to discriminate between adults and minors. It achieved a high perfor-
mance on this task with an accuracy of 90.9%, a sensitivity of 88.6%, a specificity of
94.2%, and a AUC of 94.4% over all folds. The ROC curve suggests, that the model
has the potential to increase its sensitivity at the cost of specificity, or conversely
(Fig. 7.19).
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Figure 7.18: Predicted vs. true chronological age of test subjects from all five
folds (n = 35 ∗ 5 = 175) using a CNN followed by an ETR based
on Method 2. The green central line highlights a perfect prediction,
while the two parallel grey lines encompass 95% of the data.
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Figure 7.19: ROC curve for the best model on majority classification. The ran-
dom forest classifier (RFC) attains an accuracy of 90.9%, a sensitiv-
ity of 88.6%, a specificity of 94.2%, and a AUC of 94.4% averaged
over five distinct folds. The high mean AUC suggests, that shifting
the threshold can further improve the sensitivity at the expense of
the specificity, or vice versa.
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Population and Materials

The target population of this work was Caucasian male individuals between 13 and
21 years of age with a middle to high socio-economic status. The careful selec-
tion of the study participants created a particularly homogeneous population, which
makes comparisons between studies more feasible since factors influencing growth
differences between subjects are mitigated to a large extent.

In this work, the age estimation was performed on male individuals only, since
gender has perhaps the largest influence on skeletal maturity (chapter 3). In other
studies, e.g. [35, 52, 104], the growth plate ossification was analyzed on both sexes
which can induce a high variability and unreliable results. EASO [57] reassures that
gender has to be taken into account since methods show different margins of error
for both sexes. Tscholl et al. [209] observed this behaviour when estimating the
age of young female football players for Under-16 and Under-17 tournaments from
MRI of the wrist. The authors ascertained that the method is not recommended for
females aged 17 and under although it has proven to be a reliable method for male
football players in multiple studies [46–48]. Concluding, it is suggested to perform
age estimation separate for gender to achieve the most reliable and accurate results
for the specific target group.

The socio-economic status of the subjects of this work was similar to reduce possible
variability. While this factor should be considered when evaluating a model, it
is rather difficult in practice, to determine the exact background of an unknown
subject, especially of asylum applicants. Regardless, EASO [57] and Schmeling et
al. [173] state that low socio-economic status delays the skeletal maturation. Hence,
applying a method trained on subjects of a higher socio-economic status, will most
certainly underestimate the age of an individual with a lower status [57]. Hence,
applying any method developed in the current work, would likely underestimate
individuals with low socio-economic status. This outcome is in line with the principle
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of “in dubio pro reo”. Nevertheless, it is recommended to validate the method on
other populations in the future to verify this hypothesis.

A further aspect to consider for the selection of a proper population is the age
range. A large age range, e.g. 10 to 30 in [35, 52, 104], has the advantage that
multiple age limits (14, 18, 21 [168]) can be evaluated with a certain margin of
error. However, young individuals who are the beginning of adolescence or already
grown-up, will exhibit limited growth plate ossification activity. This was observed
for a small sample of the current study: all subjects from Dataset A younger than
15 years had completely open growth plates of the knee while all subjects above
21 had fully ossified growth plates (Fig. E.1). Moreover, considering that the most
common legal ages in practice are between 14 and 21 years, an age range from 11
to 24 should be sufficient to determine the age of subjects within a margin of error
around these limits of ± 3 years. The age range selected for the current work was
rather “narrow” and did not enable the investigation of other legal ages such as 14
and 21 years. Nonetheless, the age range was suitable to evaluate the 18-year-limit
with adequate margin of error.

The age distribution of the analyzed sample population is also critical for a reliable
age estimation. A uniform distribution is favoured for an unbiased evaluation of each
age group. This was a limitation of Dataset A and Dataset B of this work. The prob-
lem was addressed for Method 2 and Method 3 by augmenting the less represented
age groups of the training set (Fig. 6.8). However, a fully-uniform distribution could
not be attained. The results show higher errors for the less populated groups which
suggests a probable bias (Fig. 7.16). This issue was part of the motivation for the
acquisition of the retrospective dataset of sagittal MRIs (Dataset C). Merging the
distributions from all three datasets (Fig. 3.2) created a nearly uniform distribution.
The evaluation on the sagittal MRIs showed comparable results to the coronal data
and even surpassed them in majority classification (sub-section 7.3). This supports
the fact, that the rather “favourable” distribution in the coronal datasets was not
the sole reason for the good results.

A total of 589 T1-weighted 3D MRIs of the knee were acquired in this work, but it is
difficult to determine whether the amount is sufficient to capture the full variability
in a population. Only minor other studies, such as [51, 52, 143, 207, 215], acquired
500 or more MRIs for age estimation. In general, it is challenging to access a high
number of medical images due to law and policies that protect patient privacy [22].
Since age estimation is considered an “inexact science” [61], it is recommended to
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acquire as much data as possible. Especially, considering the large amount of data
required by deep learning approaches to effectively learn complex tasks. While it
is generally recommended to expand the data as much as possible, the effort for
age estimation solutions should be made in the acquisition of a homogeneous and
uniformly-distributed population.

The final topic of this section is about the image modality selected for this work. The
advantages of MRI is the capability of distinguishing bone from soft tissue. This al-
lows a very detailed visual assessment of the growth plate maturation from an expert
point of view. Moreover, the image modality is non-invasive which addresses one of
the main issues, i.e. radiation, of methods currently used in practice. However, MRI
has disadvantages and limitations concerning applicability in practice. For example,
the cost of the modality due to the necessary equipment, spacious facilities, medical
technical assistants, and examination duration is high in contrast to X-rays. With
the steady advancement of technology it is likely that the cost for the equipment
will decrease. Additionally, the MRI-scanners are expected to become smaller in the
future which would decrease the costs for the facility. Another opportunity for cost
reduction is in the acquisition times. In [100, 126, 140, 149, 167, 206, 218, 222, 225]
the idea of image reconstruction using under-sampled data in k-space was proposed.
This technique accelerates data acquisition in MRI examinations. Many of the
studies make use of deep learning to learn spatio-temporal dependencies. This can
not only reduce the cost but also minimize the stress to patients, especially young
refugees with a traumatic background. In [140, 206] first promising results of this
acceleration technique for age estimation were attained. Therefore, the suitability
and applicability of the developed method in the current work will become more
feasible in the future. The alternative would be to switch to other non-invasive im-
age modalities such as ultrasound, but it has yet to be evaluated thoroughly for its
usefulness in age estimation. Currently, EAS0 [57] considers ultrasound unsuitable
for age estimation since it does not offer sufficient visualization of all growth plate
OS.

Pre-Processing

N4ITK [211] proved to be an effective pre-processing method to correct intensity
non-uniformities in 3D knee MRIs. However, the algorithm’s implementation does
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not account for noise in the image which is commonly present in MRIs. This short-
coming directly affected the bone segmentation step of this work (Fig. 7.6). Another
important limitation of BFC is the time-consumption. The process required between
two and ten minutes for the correction of previously downsampled 3D MRI. In con-
trast, the automated cropping, the segmentation, and the age estimation needed
less than ten seconds each. There could be many possibilities to accelerate this
process in the near future. First, BFC could be integrated in the acquisition pro-
cedure such that the radiologist or researcher is not affected by it. Second, deep
learning methods could be used to distinguish non-uniformities and artefacts and
use the gained knowledge to correct new images. Several studies have made signif-
icant progress for MRI data [45, 59, 188, 219]. Shaw et al. [188] proposed the idea
to generate realistic artefacts, apply them to noise-free images, and ultimately train
deep learning models on the artefact-afflicted images to increase the robustness of
the models. Thus, the combination of accelerated image acquisition and noise cor-
rection through deep learning is a promising approach for the near future to mitigate
cost and time-consumption and to improve the quality of medical images.

The automated cropping implemented in this work, successfully contributed to the
standardization of the MRIs by extracting similar VOIs from images with differ-
ent FOVs. Furthermore, the automated cropping reduced the data complexity for
segmentation and age estimation by partially removing undesired anatomical struc-
tures and artefacts in the images. The reduction of the data had the further positive
effect of increasing the fraction of the growth plates with respect to the whole image
frame. The automated cropping was largely robust to different locations of the knee
joint and distinct FOVs. An improvement for the future could be a parallelization of
the algorithm to accelerate the process. Concluding, this approach is recommended
to extract standardized VOIs in medical images and can surely be applied to other
anatomical structures if the characteristic region for patch matching is redefined. If
a deep learning solution is preferred, YOLO [152–154] is suggested for the cropping
and detection task. Given the adequate hardware, it can potentially become faster
than the patch matching of this work.

Segmentation

Due to the structural complexity and intensity variations of growth plates and bone
it was not possible to satisfactorily extract these structures using established in-
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tensity- or region-based approaches. The use of more advanced methods based on
statistical intensity and shape models with subsequent atlas-based registration did
not yield sufficient performance either. Especially for the detection of more complex
bone shapes in image slices with a small amount of bone structures.

The aforementioned problem was solved using CNNs. The excellent DSC score of
98.5% proved that the designed network architecture (Fig. 5.8) was well-suited for
the segmentation of knee bones in MRI. Table 8.1 compares the result from the
current work with other studies. For the Femur, the DSC achieved in the current
work was superior and for the Tibia, only Ambellan et al. [2] attained a higher
similarity coefficient. No results on the Fibula, or on methods that segments all
three knee bones, have been reported by others.

Table 8.1: Comparison of the performance of various segmentation models to
other studies. Similarity metrics are presented in %.

Model type DSC IoU Precision Recall Error
Femur 98.61 97.26 98.64 98.58 0.33
Femur [37] 94.00 - 94.60 93.90 -
Femur [64] 95.20 - - 96.70 -
Femur [2] 98.50 - - - -

Tibia 98.38 96.82 98.27 98.50 0.33
Tibia [39] 92.00 - - - -
Tibia [30] 97.50 - - - -
Tibia [64] 95.20 - - 96.70 -
Tibia [2] 98.50 - - - -

Fibula 96.19 92.66 96.81 95.59 0.07

Merged 98.50 97.04 98.53 98.47 0.72
Combined 97.26 94.67 99.58 95.05 1.29

In addition to achieving state-of-the art results in knee bone segmentation, the CNN
architecture demonstrated robustness to noise applied in form of dilation and erosion
to the training data (subsection 7.2). When trained anew on noisy data, the model
predicted the bone structures in images of the test set with 28% less noise than it
was trained on. This results suggests that the designed architecture is resilient to
small errors that can occur during the generation of the gold-standard segmentation.

Furthermore, when applied to uncropped and larger coronal MRIs and on sagittal
MRIs, the model made good predictions of bone structures in previously unseen
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and unknown data (subsection 7.2). A shortcoming of merely applying the model to
new data, was the insufficient capability of fully capturing the bone shafts. Trans-
fer learning proved to be a successful technique to fine-tune a model on unknown
data. In this work, the knowledge gained from the segmentation of coronal im-
ages was transferred to the task of segmenting sagittal MRIs. The LOOCV on a
smaller sample of sagittal MRIs resulted in an average DSC of 97.42%, confirming
the effectiveness of transfer learning given a small dataset. The performance can be
improved further by integrating more data into the training or by amplifying the
augmentation on available data.

To fully evaluate the segmentation on MR images of the knee, other CNN archi-
tectures were implemented. To exploit the 3D context of the knee MRIs, a CNN
based on 3D convolutions was trained as well (subsection 5.7). The model achieves
an average DSC of 98.28%, which is comparable to the 2D CNN. The downside of
the 3D CNN was higher overfitting. Hence, more regularization in form of dropout
layers had to be included in the network. Adding more data and conducting more
augmentation could enhance the results of the 3D model.

A further architecture based on dilated convolutions was briefly tested. This type of
convolution has recently gained popularity and has been used in a number of studies
[134, 146, 221, 223]. The dilated CNN performed well and only had a marginally
lower DSC of 98.34% compared to the merged model (appendix D). These results
were not presented in 7.2 since no cross-validation was performed. Notwithstanding,
the idea of using dilated convolution instead of down- and upsampling the images
to capture features at different scales, is an interesting approach and could be con-
sidered for future analyses.

An observation from the network engineering phase was the relatively small impact
on performance using different architectures. One reason could be due to convolu-
tion, which is the most important building block of CNNs. It is translation invariant
and results in a more efficient image analysis [23]. Hence, less samples are generally
needed to learn representations that fully capture the variability in the data. An-
other reason could have been the image data itself. Cicek et al. [25] state that a net-
work trained on medical images has a high generalization power even when trained
on few samples. This can be attributed to the fact that neighbouring slices show
very similar information. Consequently, it could be assumed that the acquisition of
enough data can cause well-designed but different CNNs, to attain a relatively good
and comparable performance. Lastly, pre-processing steps can eclipse any changes
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performed in the network architecture [112]. This assumption was confirmed during
the development phase of the current work. In [148] the merged model was trained
on a smaller sample, the extraction of standardized VOIs relied on intensity distribu-
tion instead of patch-matching, and the augmentation did not include the generation
of different FOVs. The DSC score, in addition to the other segmentation metrics,
was 98% in comparison to 98.5% for the latest results. The network architecture
and it’s hyperparameters remained unchanged.

There are also some limitations of the implemented approach. First, the trained
merged model had difficulties handling strong MR artefacts. This can be mitigated
by adding, or synthetically generating, noise to the training data as previously men-
tioned. Second, augmentation in the current work only performed rigid transforma-
tions such as translation and rotation. Elastic transformation as a type of augmen-
tation would offer a further possibility to increase the training data and robustness
of a CNN [189]. Third, augmentation was conducted prior to training. “Online”
augmentation could be used instead. It could potentially result in a more robust
model since the training data is randomly transformed after each training epoch.
Therefore, more variation in the training data is generated. Finally, segmentation
quality could be improved further by introducing anatomical prior knowledge into
CNNs [2, 141].

Age Estimation

The proposed solution for age estimation addresses many of the shortcomings of
actual methods. It is based on a non-invasive image modality, it is computer-based
an fully automated, and is based on an actual and homogeneous population. In
contrast, current methods in practice still rely on the visual assessment of the growth
plate ossification degree by a radiologist. This is subjective and prone to error and
requires the predefined OS to provide enough criteria to estimate the age of a young
individual and to discriminate between adults and minors.

To verify, if the definition of ossification offers sufficient foundation for majority clas-
sification, a similar analysis to the established methods was performed for Dataset A

[3]. The earliest age of full ossification of the femoral growth plate that was observed,
was at the age of 16.3 years (appendix E). The sole practical observation from the
analysis was that all subjects with an ossification stage I or an SKJ < 5 were minors
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(Fig. E.1). In contrast, in [104, 162] a complete ossification of the distal femoral
epiphysis did not occur before the completion of the 18th year of life. The results
are conflicting, suggesting that the approach by visual inspection is not reliable for
classification. Therefore, a solution similar to the proposed method of the current
work is advised.

Regarding the proposed method for age estimation, the initial idea to train a CNN
on the original MRIs was unsuccessful (Fig. 7.14). The training of the network
was unstable and the final age regression led to an average MAE of 0.97 ± 0.84
years (Tables E.2 and E.5). Similar results were computed for the CNN trained
on unmasked sagittal MRIs (Table E.6). These predictions translate to an average
maximal deviation to the actual chronological age of 2.63 years or more for 95% of
the samples and is worse the ± 2 years reported in literature for methods used in
practice. For the exact same fold, the CNN based on masked images achieved an
average MAE of 0.82 ± 0.64 years. This is an important improvement and represents
a maximal deviation of 2.1 years, which is in line with reported values in literature.
The gain through segmentation supports its use as a preprocessing step to extract
age-relevant structures from the images and to transfer knowledge to the model
trained for age estimation.

The CNN results based on masked images were enhanced further by using ML algo-
rithms in a second step. These algorithms effectively trained on the age predictions
made by the CNN per image slice and delivered better results (Tables 7.5, 7.6,
7.7). Moreover, the combination of CNNs and ML-based regressors was superior
in comparison to the use of 3D CNNs to regress the age of an individual (Tables
E.5 and E.6). Nevertheless, a 3D CNN has the potential to gather more contextual
information from multiple slices and should be analyzed in more detail in the future.

The incorporation of additional features such as AM and OS into the ML algo-
rithms, only marginally boosted the performance on age regression (Table 7.5).
Furthermore, the CNN that was generated to handle those features as additional
inputs (section 6.3) delivered worse results (Table 7.7) in comparison to integration
of the features in the ML algorithms. However, more time could be invested in the
future to adapt and improve a multi-input and mixed-data model for age estimation.
Such a network type, enables the possibility for an end-to-end training.

ML algorithms trained solely on the numeric data acquired, i.e. the AM and OS, had
higher predictions errors in comparison to models based on Method 2 or Method 3.
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Yet, the combination of AM and SKJ showed potential and attained a MAE of 0.77
± 0.60 years. A feasible option for future analysis, could be the incorporation of
further data, such as psychological assessments and sexual maturation, to train ML
algorithms on age regression. These algorithms have the advantage that they are
simple and fast to train.

The final comparison of age regression methods is between coronal and sagittal
MRIs. The performance of Method 2 is better on coronal than on sagittal data.
This could be related to a higher possibility of variance and outliers of the sagittal
dataset due to its larger size. Additionally, the age range was broader (by 1 year)
and the age distribution was more uniform. Both facts could have induced further
variance. Similar conditions should exist to make a final comparison.

In regards to the classification of the 18-year-limit, comparable results were achieved
using coronal or sagittal MRIs (Tables 7.9 and 7.10). For the latter, the accuracy,
sensitivity, specificity, and a AUC were slightly higher. An intriguing observation
from the sagittal results is that the classification performance is better in comparison
to the coronal case, even though the age predictions from the CNN were worse in
the regression task. A possible explanation could be the statistical impact due to a
larger number of samples. An important consideration for the future is to focus on
improving the sensitivity. EASO [57] encourages to follow the principle of "in dubio
pro reo" and hence falsely classified minors should be mitigated.

Method 1 had a lower performance on majority classification in comparison to
Method 2 and Method 3, with all metrics around 80% (Table 7.8). Surprisingly,
the combination of AM and OC into a classifier did not improve the results as it
was the case for age regression. It was not possible to determine the cause for this
behaviour.

Finally, the incorporation of AM and OS into the classifiers of Method 2 for coro-
nal knee MRIs, did not generate a substantial gain. It improved the specificity
of the models at the cost of sensitivity (Table 7.9). Future analyses should eval-
uate whether all the data is necessary to classify minors and adults. A principal
component analysis (PCA) or similar techniques could bring insight to this matter.

Next, the proposed method is compared to the works by Stern et al. [195–199].
This research group has developed a method for age estimation based on machine
learning and deep learning using MRI modality as well. One of the main differences
to their works is the investigated anatomical site. In [195, 198, 199] they used 3D
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MR hand images and in [196, 197] they expanded to a multi-factorial data, including
MRI volumes of the hand, clavicle, and wisdom teeth. Table 8.2 enlists the results
on regression.

Table 8.2: Comparison of age regression performance between the current
work and other studies

Study N Gender Age Range [y] Anatomical Site MAE ± SD
M2-COR∗ 185 Male 14-21 Knee 0.67 ± 0.49
M2-SAG∗ 404 Male 13-21 Knee 0.79 ± 0.57

[195] 56 Male 13-19 Hand 0.85 ± 0.58
[199] 132 Male 13-20 Hand 0.82 ± 0.56

[196] 103 Male 13-24 Hand, Teeth, 1.14 ± 0.96
Clavicles

[197] 322 Male 13-25 Hand, Teeth, 1.01 ± 0.74
Clavicles

[198] 328 Male 13-25 Hand 0.82 ± 0.65
∗ Models based on Method 2 (M2) using coronal (COR) or sagittal (SAG) MRIs

The similarities to the studies by Stern et al. are the gender and age range. These
are some of the most critical factors when comparing studies on age estimation and
is often a considerable problem. The number of datasets varies but [197, 198] are
comparable to the sagittal dataset of the current work (n = 404) and [199] with the
coronal dataset (n = 185). The major difference, as mentioned above, is the investi-
gated anatomical site. While it makes an unbiased comparison more difficult, it also
offers the opportunity to determine the importance and potential of the anatomical
site for age estimation. Both M2-COR and M2-SAG surpass the results from the
studies by Stern et al.. However, the comparison of the methods should be taken
with caution. In [195] and [199] the authors solely used a random forest regressor
for age regression, while in the other two works they developed a deep convolutional
neural network for multi-factorial age estimation. Additionally, the CNN architec-
ture is only partially comparable to the proposed one of the current work. They
focussed on 3D convolutions, fused architectures for the three anatomical sites, and
in [196], pre-trained the model on the radiological assessment of the maturation of
the growth plates. Similarly to the current work, Stern et al. also observed an
improvement of age regression through pre-training.

Related to the majority classification, the comparative results can be found in Ta-
ble 8.3. All metrics of Stern et. al. are noticeably similar and the models perform
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well on the classification task. The difference to the current study is the balance
between minors and adults. Stern et. al. have a greater amount of adults in the
population which could be an explanation of the high specificities and rather low
sensitivity in [197]. Notwithstanding, the AUC in the last-mentioned study is re-
markably high with 98%.

Table 8.3: Comparison of majority classification performance be-
tween the current work and other studies.

Study Minors (%) Accuracy Sensitivity Specificity AUC
M2-COR∗ 49.25 89.71 88.18 92.31 91.99
M2-SAG∗ 52.26 90.93 88.64 94.19 94.38

[196] 42.72 91.30 88.60 93.20 -
[197] 41.62 90.68 82.10 96.80 98.00

∗ Models based on Method 2 (M2) using coronal (COR) or sagittal (SAG) MRIs
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9Conclusions

The current work presents a new computer-based approach for the automated age
estimation of young individuals using 3D knee MRIs. The approach consists of
three main steps: the pre-processing of the MRIs, the subsequent extraction of
age-relevant structures (bones), and ultimately, the estimation of the chronological
age based on the extracted bones.

As part of the main contributions of this work, is the automated cropping as a
pre-processing step to extract standardized VOIs in knee MRIs, irrespective of the
FOV and anatomical position of the knee joint. It is a robust technique that could
easily be adapted for similar approaches by selecting a task-related characteristic
image region.

The CNN-based segmentation of this work achieves state-of-the-art results in the
detection of bones and has a good performance when applied to unseen MRIs of
the knee in different sizes and orientations. An approach similar to the retraining
performed for sagittal knee MRIs via transfer learning is suggested to solve similar
problems with a manageable effort.

Finally, the new automated age estimation method proves its capability for both
the regression and classification tasks. The recommended approach for future appli-
cations is Method 2, which combines a CNN and an ML algorithm. For regression,
the extremely randomized trees regressor and for classification, the random forest
classifier shows the greatest potential.

The proposed age estimation method of this work will improve further and become
more reliable in the future when trained and validated on large and diverse datasets.
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AHardware and Software

The essential hardware of the workstation used for this work were the CPU, the
random-access memory (RAM), and especially important for deep learning, the
graphics processing unit (GPU). The details of these components can be found in
Tab. A.1.

Table A.1: Essential hardware available for this work

Hardware type Quantity Model name
CPU 1 Intel® Xeon® CPU E5-1650 v4 (3.60 GHz)
GPU 4 GeForce® GTX 1080 Ti
RAM 4 Kingston® 16GB DDR4 2133 MHz RAM

The programming environment was set up in the Linux operating system “Ubuntu
16.04.6 LTS”. The software and scripts were written in the programming languages
(PL) Python (version 3.5.2) and C++ (g++ 4.8.4 compiler). The most important
Python and C++ libraries and frameworks for this work are enlisted in Table A.2.

Table A.2: Most important Python and C++ libraries and frameworks

Name Version PL Description
ITK 4.9.0 C++ Open-source software for image analysis
Keras 2.2.4 Python Open-source neural-network library
matplotlib 3.0.2 Python Plotting library
numpy 1.15.4 Python Package for scientific computing
pandas 0.23.4 Python Open-source data analysis library
scikit-image 0.14.1 Python Open-source image processing library
scikit-learn 0.20.0 Python Machine learning library
scipy 1.1.0 Python Open-source scientific computing library
seaborn 0.9.0 Python Data visualization library
SimpleITK 1.1.0 Python Open-source interface to ITK
tensorflow 1.5.0rc0 Python Open-source machine learning library
VTK 7.0.0 C++ Open-source software for image analysis
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A Hardware and Software

To fully exploit the potential of deep learning approaches, the workstation was set up
with modern GPUs (Table A.1). CUDA1, a parallel computing architecture from
NVIDIA, and cuDNN2, a GPU-acclerated library for deep neural networks, were
installed to access the GPU capabilites of Keras3 and TensorFlow4. CUDA version
8.0.61 and cuDNN version 6.0.21 were used.

The sources of this work will be made available in a Bitbucket5 repository in the
near future. To request access to the repository, contact can be made through the
following e-mail: markusalexander.adm@gmail.com.

1https://www.nvidia.com/object/io_69526.html
2https://developer.nvidia.com/cudnn
3https://keras.io/
4https://www.tensorflow.org/
5https://bitbucket.org/product
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BOverview of MR Artefacts

MR imaging has evolved significantly over the last decades, improving the quality
of diagnosis and treatment with the information extracted from its data. MRI
can generate data showing various types of tissues without the use of radiation.
However, in comparison to other imaging modalities, such as CT and ultrasound,
it is more susceptible to various kinds of artefacts, especially patient motion [224].
The problem is that any type of movement, voluntary or not, is faster than the time
required to collect enough data to create an image [224]. The issue is present in most
available MRI sequences. Motion and other artefacts can have a negative influence
on the quality of diagnosis [54, 107] as well as on the performance of image processing
methods, e.g. segmentation, classification, registration, and texture analysis [8, 9,
84, 94, 200]. Commonly, these artefacts are divided into three groups [53, 54]:

• patient-related artefacts
• signal-processing artefacts
• hardware/machine-related artefacts

Patient-related artefacts. Motion is the most common artefact overall. It can be
periodic or bulk (i.e. rigid). Periodic motion, e.g. due to blood flow, cardiac and
respiratory motion, creates discrete ghost artefacts along the phase-encode direction.
“Ghosting” is a partial or complete copy of a structure or object. In contrast, bulk
motion results in diffuse noise spread broadly along the phase-encode direction.
Further patient-related artefacts can occur when metal objects are present in the
patient’s body. These can cause image distortion, high signal, and even signal loss.
[53, 54, 107, 224]

In the current work, no subjects had any metal objects inside their bodies. Periodic
motion was not observed and is generally not an issue in knee MRIs. Bulk motion
of the subjects was limited due to the knee coil used, but could not be completely
avoided (Fig. B.1).
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B Overview of MR Artefacts

Figure B.1: Motion artefacts in knee MRIs

Signal-processing-related artefacts. These can further be separated into chemical
shift, partial volume, wrap around, Gibbs phenomenon, and more, artefacts [53, 54].

Chemical shift artefacts mainly occur at the interfaces between water and fat due
to the difference in resonant frequency of the protons of these two tissues. This
will cause a shift in the mapping of fat and water pixels when the image is created.
The chemical shift is present in form of dark and bright bands, often left and right
of the tissue boundaries. The effect of this artefact is intensified with increasing
magnetic field strength of MR machines. In MR images of the knee, as the ones
from the current study, the chemical shift can appear at the edges of bones, causing
difference in cartilage thickness. [53, 54, 107]

Partial volume effects occur when the signal from different tissues in a voxel are
averaged out and will thus cause a loss of spatial resolution. These effects can be
mitigated by choosing smaller pixels/voxels and/or a smaller slice thickness. [53, 54]

Another artefact related to signal-processing is the (phase) wrap-around or aliasing
artefact. It occurs when the size of an anatomical structure is larger than the
chosen FOV. This will fold the parts outside the FOV to the opposite side of the
image. One possible solution is to increase the FOV and another one to perform
phase oversampling, which is often already available in the MR-scanner software.
[53, 54, 107].

Several of the knee MRIs of this work showed overlapping structures, but almost
exclusively the ones acquired with 1.5T MR-scanners (Fig. B.2).
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The last of the most common signal-processing artefacts is the Gibbs phenomenon or
truncation/ringing artefact. It can appear in form of alternating and evenly spaced
dark and bright bands close to sharp high-contrast boundaries. [53, 54, 107]

This effect was seen in some of the knee images, but generally just in individual
slices and not on the entire dataset (Fig. B.3).

Figure B.2: Wrap-around artefacts observed in knee MRIs

Figure B.3: Ringing artefacts

Hardware/machine-related artefacts. This third and final group of artefacts is
related to the MR machine and its components. Inhomogeneities of the external, i.e.
static, magnetic field B0 and the gradient fields B1 cause intensity inhomogeneities
in the MR images [8, 9, 54, 84, 94]. To understand how these field inhomogeneities
affect the outcome of the images, a brief background will follow next.
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The static magnetic field causes hydrogen protons in the body to align and precess
around its field direction. The gradient coils on the other hand, can be switched on
to temporarily create perpendicular and oscillating fields, which cause a frequency
variation of the protons along the direction of the gradient. When switched off
again, the protons gradually align back towards the static field. The excitation of
the protons will emit radio frequencies which can be measured. The use of three
types of gradient fields (x, y, and z) allows the spatial encoding of the MR signal and
finally the generation of the images. Thus, any inhomogeneity in either the static
or gradient fields, will not evenly excite the protons at the desired location. The
resulting images will exhibit spatial and/or intensity distortions (Fig. B.4). [53, 54]

Figure B.4: Intensity distortions

Many of the artefacts described above can only be mitigated or avoided at the time
of the image acquisition. The ones related to magnetic field inhomogeneities can be
corrected using an approach called Bias Field Correction which was introduced as
a pre-processing step for the data of this work (section 4.2). A popular algorithm
for BFC is N4ITK [211] and was used in this work.
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CAugmentation

The augmentation of the knee images of this work had to be refined in comparison
to the initial approach describe in [148]. When translation and rotation is applied
to the already cropped images from section 4.3, parts of the structures exit and
new pixels enter the image frame (Fig. C.1 – bottom row). The new pixels are
not known in the cropped MRIs and therefore filled with zeros which causes the
loss of information. However, in the full size images this information is available in
most cases. Therefore, augmentation was performed prior to the actual cropping to
recover “lost” anatomical structures (Fig. C.1 – top row).

Figure C.1: Comparison of augmenting images before cropping (top row) and
after cropping (bottom row)
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DFurther Results on Segmentation

Segmentation Quality

Image segmentation quality in the sense of traditional computer vision is often mea-
sured for each 2D image separately using DSC score. For this purpose, the DSC
was computed separately for each of the 435 coronal image slices of a test set using
the predictions of the corresponding merged model (Fig. D.1).

The average DSC over all 435 images of the test set was 0.965 ± 0.103. These results
are slightly more pessimistic than the ones in Table 7.3 since one false prediction
has more impact on a single 2D image (224 × 224) in comparison to the whole
test set (435 × 224 × 224). From the distribution in the figure a few “outliers”
results can be seen with a DSC between 0.0 and 0.05 which negatively influence the

Figure D.1: Histogram showing the DSC score distribution for one trained
merged model on coronal MRI data. The average DSC over the 435
samples of the test set was 0.97 ± 0.10. The median value is 0.987,
showing the influence of a few bad predictions on the mean.
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average score. The median DSC of the aforementioned distribution was 0.987 and is
more comparable to the results acquired for the overall segmentation performance
(subsection 7.2). This confirms the influence of a few “bad” segmentations on the
average score.

Dilated Convolutions

Dilated convolutions have been used in a variety of applications instead of scaling
operations [134, 146, 221, 223]. A network similar to the one from Moeskops et
al. [134] was implemented for the available knee MRIs.

The modifications included the use of Dropout (0.2) after convolution layers (except
after the first one), the exclusion of Batch-Normalization, the selection of sigmoid
activation for the final layer, and the reduction of the number of convolutional layers
to nine. The number of kernels per convolutional layer was set to 32 as well and kept
constant, the dilation scheme was identical, the activation function was ELU. For
training, the optimizer was Adam with a learning rate of 0.001, a F1-loss function,
a batch size of 48, and 50 training epochs.

The dilated CNN was trained five times for a single fold. The average performance
resulted in a DSC of 98.3%, an IoU of 96.7%, a Precision of 98.2%, a Recall of 98.5%,
and a total prediction error of 0.8%. The loss variations between training rounds
were negligible and no overfitting was observed.
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EFurther Results on Age Estimation

Assessment of Growth Plate Ossification

Age estimation based on the “traditional” visual assessment of the growth plate
ossification degree by experts was investigated in this work as well. The three-stage
system by Jopp et al. [92] was applied on all three growth plates of the knee for the
subjects of Dataset A and Dataset B and is described in section 3.4.

In this section the focus is on Dataset A which is a longitudinal study and enabled
the analysis of the ossification progression over time. The complete and detailed
analysis was published in the International Journal of Legal Medicine [3].

The relationship between the chronological age of subjects from Dataset A and the
ossification classes of the three knee bones and the SKJ based on coronal MRIs
was analyzed (Fig. E.1). The boxplots in the figure show the median age as a line
(orange), the box extending from the lower to upper quartile, the whiskers from ±
1.5 IQR, and the outliers as circles. The left sub-figure shows that all subjects with
class I, in any bone, were younger than 18 years. However, classes II and III extended
below the 18-year-limit (red line) which means that this method was not suitable
to correctly classify all underage subjects. Moreover, none of the ossification classes
was unique for adults. Similar statements can be made for the right sub-figure.
An SKJ < 6 indicated that the subject was minor. In contrast to OS, SKJ offered
additional information concerning all growth plates: score 4 and 5 indicated that a
subject could still be underage even if one or two of the three growth plates of the
knee was partially closed. Nonetheless, all other scores also included minors and
again no SKJ value was unique for adults.

Given the longitudinal nature of Dataset A, the temporal aspect of the ossification
could be analyzed. For this investigation the change in SKJ was observed and
accumulated over a 2-year period (from BL to FU2) for 29 subjects of Dataset A

with exactly three MRI examinations (Fig. E.2). The average values for each age
at the first time-point (BL) are drawn as dots and the red vertical lines represent ±
1σ. The ossification activity increased steadily between 14 and 16 years with a peak
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of almost four SKJ steps on average at the latter age. Subjects older than 16 at the
start of the study showed less change in SKJ which means that their ossification
status was already more advanced at that time-point.

Figure E.1: Age vs. ossification classes (left) and vs. SKJ (right) acquired by
visual assessment of the subjects from Dataset A.

Figure E.2: Change in SKJ accumulated over a 2-year period for 29 subjects
from Dataset A. The average values with 1 standard deviation are
plotted for subject ages at the first time-point, i.e. baseline. A peak
can be observed around 16 years indicating the most active time-
point of growth plate ossification in the knee.

Other observations based on the longitudinal dataset was the distinct ossification
patterns for each growth plates of the knee. The proximal tibial epiphysis matured
earlier compared to the other two epiphyses in many cases. Other studies gathered
similar insight but based on single time points [35, 52]. The current work can
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confirm these results based on intra-individual development. Furthermore, it was
noticed that the ossification pace of the tibial epiphysis was slower and but more
continuous in comparison to the femoral one. There were many cases when the
femoral epiphysis had a jump of two OS within one year. Contrarily, the Fibula
showed signs of a steady growth plate maturation and finished the process after the
other two knee bones on average.

Distribution of Model Prediction Errors

In another analysis on age regression, the distribution of the model prediction er-
rors were observed (Fig. E.3). The figure shows the error distributions of the best
performing model from Method 2 before (left) and after (right) applying the final
regression using the ML algorithms. The age prediction errors of the model reduce
when using the ML models (right): the errors improve from the range of -4 to 5 years
to the range of -3 to 3 years and the frequencies around zero increase. A further
interesting observation from the plots is that there appear to be slightly more errors
on the negative side. This means that the age of subjects was more often under-
than overestimated using this approach and would favour the principle of “in dubio
pro reo”.

CNN CNN+ETR

Figure E.3: Distribution of the age deviation between predicted and actual
chronological age from a CNN of Method 2 without (left) and with
ML models to regress the final age (right). Averaged for the best
model of each of the five folds.
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E Further Results on Age Estimation

Occlusion Method

A further analysis on the age estimation task, more specifically of Method 2, was
to observe which parts of the knee images were possibly more relevant for age esti-
mation. The “occlusion method” described by Zeiler and Fergus [226] was used for
this purpose. It is generally used for classification and hence, had to be adapted
to the age regression task. The goal of the occlusion method is, as the name sug-
gests, to occlude part of the image and subsequently observe the effect it has on the
prediction of the trained model.

In a sliding-window fashion, the absolute age difference between the prediction of
the CNN with and without the occlusion is computed at each point. The output
of the method was exemplary generated for three images with different ossification
degree (Fig. E.4). The left column shows the image slice with the occlusion patch,
the middle one the heatmap of the absolute change in prediction, and the last one
the heatmap as overlay on the image slice. The patch was selected rather large to
verify if the CNN focuses on bone or background. The heatmaps appear to indicate
that the central region of the image is more important (red) for the task than the
outer areas (purple). The areas in red mostly cover bone structure close to the knee
joint with a higher focus on the proximal end of the tibia. The results from the
occlusion suggest that bone structures close to the knee gap are more important for
the age estimation task based on a CNN architecture as described in section 6.2.
However, the results should be interpreted with caution. A simple change in the size
of the occlusion can shift the important regions and constrain them locally making
the heatmaps harder to interpret.

Regression and Classification

Following, the complete collection of results for models of Method 1, Method 2, and
Method 3 on age regression (Figures E.1, E.2, E.3, E.2, E.4, E.5, E.6) and majority
classification (Figures E.7, E.8, E.9, E.10).
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Figure E.4: “Occlusion method” [226] used to visualize the regions in the knee
MRIs which have a higher (red) or lower (purple) impact on the pre-
diction of a CNN for age estimation.
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E Further Results on Age Estimation

Table E.1: Performance of multiple M1 models on age regression in an
"extended" 5-fold cross-validation using anthropometric mea-
surements (AM) and ossification stages (OS). Metrics were
averaged over multiple training rounds and five folds.

Model MAE ± SD Max AE % ≤ |1.0y| % ≤ |2.0y|
stat∗ 1.23 ± 0.90 3.93 48.53 79.20

M1-AM-GBRdef 1.00 ± 0.70 2.63 56.57 90.93
M1-AM-SVRopt 1.00 ± 0.69 2.57 54.29 92.00

M1-OS-GBRdef 0.91 ± 0.68 3.01 60.00 92.00
M1-OS-GBRopt 0.90 ± 0.68 3.00 65.71 92.57
M1-SKJ-ETRdef 0.91 ± 0.68 3.01 64.00 92.00
M1-SKJ-GBRopt 0.90 ± 0.68 2.98 65.71 92.57

M1-AM-SKJ-ETRdef 0.90 ± 0.71 3.13 64.34 92.51
M1-AM-SKJ-RFRdef 0.87 ± 0.66 2.64 64.69 93.26
M1-AM-SKJ-GBRdef 0.84 ± 0.63 2.62 66.11 94.86
M1-AM-SKJ-SVRdef 0.85 ± 0.64 2.68 69.14 93.14
M1-AM-SKJ-LRdef 0.87 ± 0.68 2.88 66.29 92.00

M1-AM-SKJ-GBRopt 0.80 ± 0.61 2.49 68.51 94.51
M1-AM-SKJ-SVRopt 0.77 ± 0.60 2.58 72.00 95.43

∗: static prediction of the mean age of the training set
def/opt: machine learning algorithms with default and optimized parameters
OS/SKJ : ossification stages via three-stage system by Jopp et al. [92] or via SKJ
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Table E.2: Performance of multiple M2 models on age regression in an "ex-
tended" 5-fold cross-validation using coronal MRIs. Metrics
were averaged over multiple training rounds and five folds.

Model MAE ± SD Max AE % ≤ |1.0y| % ≤ |2.0y|
stat∗ 1.63 ± 0.99 3.59 28.66 59.70

M2-NPT-NOSEGM∗∗ 0.97 ± 0.84 4.76 62.22 88.47
M2-NPTall 0.85 ± 0.67 3.71 67.77 93.15
M2all 0.81 ± 0.65 3.55 69.57 94.00
M2-NPTbest 0.81 ± 0.64 3.62 69.24 94.43
M2best 0.79 ± 0.62 3.49 71.14 95.05

M2-ETRall−def 0.73 ± 0.56 2.50 74.42 96.46
M2-LRall−def 0.76 ± 0.58 2.59 74.80 95.54
M2-SVRall−def 0.73 ± 0.56 2.52 75.03 96.51
M2-ETRbest−def 0.67 ± 0.49 2.10 78.86 98.86
M2-LRbest−def 0.71 ± 0.52 2.42 78.86 96.00
M2-SVRbest−def 0.70 ± 0.54 2.40 77.71 98.29

M2-ETRall−opt 0.71 ± 0.55 2.46 75.17 96.78
M2-SVRall−opt 0.71 ± 0.56 2.56 76.34 96.69
M2-ETRbest−opt 0.69 ± 0.51 2.30 77.71 97.14
M2-SVRbest−opt 0.69 ± 0.53 2.47 78.29 98.29

M2-ETR-FEATSall−def 0.73 ± 0.56 2.47 74.44 96.66
M2-LR-FEATSall−def 0.75 ± 0.57 2.57 75.94 96.00
M2-SVR-FEATSall−def 0.72 ± 0.56 2.52 75.20 96.74
M2-ETR-FEATSbest−def 0.69 ± 0.47 2.15 77.71 98.29
M2-LR-FEATSbest−def 0.70 ± 0.52 2.44 80.00 98.29
M2-SVR-FEATSbest−def 0.69 ± 0.53 2.45 78.86 97.71

M2-ETR-FEATSall−opt 0.71 ± 0.57 2.56 76.00 96.47
M2-SVR-FEATSall−opt 0.73 ± 0.55 2.39 73.54 97.60
M2-ETR-FEATSbest−opt 0.70 ± 0.53 2.34 75.43 97.71
M2-SVR-FEATSbest−opt 0.68 ± 0.53 2.45 77.71 98.29

∗: static prediction of the mean age of the training set
∗∗: only performed 10 times for a single fold
npt: not-pretrained with the weights from segmentation task
def/opt: machine learning algorithms with default and optimized parameters
all/best: all or best training rounds of each fold included
feats: inclusion of anthropometric measurements and SKJ into MLMs
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E Further Results on Age Estimation

Table E.3: Performance of multiple M2 models on age regression
in an "extended" 5-fold cross-validation using sagittal
MRIs. Metrics were averaged over multiple training
rounds and five folds.

Model MAE ± SD Max AE % ≤ |1.0y| % ≤ |2.0y|
stat∗ 1.93 ± 1.20 4.74 27.69 54.98

M2all 0.92 ± 0.73 4.31 62.83 90.91
M2best 0.89 ± 0.70 4.22 63.94 92.44

M2-ETRdef−all 0.82 ± 0.64 3.02 68.38 93.88
M2-LRdef−all 0.82 ± 0.63 2.95 67.79 94.16
M2-SVRdef−all 0.82 ± 0.63 2.87 67.92 94.00
M2-ETRdef−best 0.79 ± 0.57 2.63 70.67 95.73
M2-LRdef−best 0.81 ± 0.59 2.84 68.27 95.73
M2-SVRdef−best 0.80 ± 0.59 2.78 67.73 94.93

M2-ETRopt−all 0.81 ± 0.62 2.92 69.26 94.63
M2-SVRopt−all 0.81 ± 0.62 2.86 68.40 94.85
M2-ETRopt−best 0.79 ± 0.58 2.82 70.40 95.73
M2-SVRopt−best 0.79 ± 0.59 2.76 68.53 95.73

∗: static prediction of the mean age of the training set
all/best: all or best training rounds of each fold included
def/opt: machine learning algorithms with default and optimized parameters
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Table E.4: Performance of multiple M3 models on age regression
in an "extended" 5-fold cross-validation using coronal
MRIs, AM, and OS. Metrics were averaged over multi-
ple training rounds and five folds.

Model MAE ± SD Max AE % ≤ |1.0y| % ≤ |2.0y|
stat∗ 1.63 ± 0.99 3.59 28.66 59.70

M3all 0.92 ± 0.70 3.47 62.61 91.49
M3best 0.85 ± 0.64 3.29 65.62 94.33

M3-ETRdef−all 0.86 ± 0.66 2.80 66.66 92.46
M3-LRdef−all 0.88 ± 0.65 2.72 64.00 92.51
M3-SVRdef−all 0.86 ± 0.65 2.70 66.11 92.29

M3-ETRdef−best 0.71 ± 0.54 2.20 75.43 95.43
M3-LRdef−best 0.77 ± 0.56 2.42 70.86 96.57
M3-SVRdef−best 0.76 ± 0.58 2.39 73.14 95.43

M3-ETRopt−all 0.84 ± 0.65 2.74 67.52 92.78
M3-SVRopt−all 0.88 ± 0.66 2.77 65.03 92.74

M3-ETRopt−best 0.75 ± 0.55 2.28 74.29 95.43
M3-SVRopt−best 0.77 ± 0.58 2.59 72.57 96.00

∗: static prediction of the mean age of the training set
def/opt: machine learning algorithms with default and optimized parameters
all/best: all or best training rounds of each fold included

143



E Further Results on Age Estimation

Table E.5: Performance of other age regression models using coronal MRIs.
Metrics were averaged over multiple training rounds of a single
fold.

Model MAE ± SD Max AE % ≤ |1.0y| % ≤ |2.0y|
P-Net-NPT∗ 1.21 ± 0.94 3.73 NA NA
P-Net-NPT∗

bs16−fil8−incr2 1.04 ± 0.80 3.83 NA NA
P-Net-PT∗

bs16−mae 1.04 ± 0.83 3.92 NA NA
P-Net-PT∗

bs16−mse 1.22 ± 0.85 4.17 NA NA
P-Net-PT∗

bs16−mse−lr0.0001 1.14 ± 0.86 4.25 NA NA
P-Net-PT∗

bs64−rmse 1.18 ± 0.89 4.35 NA NA

M2-NPT-NOSEGM 0.97 ± 0.84 4.76 62.22 88.47
M2-NPTlr0.001 0.86 ± 0.65 3.37 65.88 93.71
M2-NPTlr0.0005 0.86 ± 0.64 3.41 66.07 93.86
M2-PTlr0.0001 0.82 ± 0.64 3.09 68.69 93.43

M3-NPT 0.84 ± 0.68 3.29 67.95 92.24

M2-3D-PT∗∗ 0.81 ± 0.65 2.69 69.71 93.14
pt/npt: pretrained/not-pretrained CNN with weights from segmentation task
nosegm: standardized image VOIs were used as inputs to the CNN without masking
∗: CNN from [148] but trained on a larger dataset an evaluated over 30 training rounds
∗∗: 3D CNN produces one age prediction per MRI → table shows final prediction of
the test set (no improvement through ML algorithms possible)

Table E.6: Performance of other age regression models using sagittal
MRIs. Metrics were averaged over multiple training rounds
of a single fold.

Model MAE ± SD Max AE % ≤ |1.0y| % ≤ |2.0y|
M2-NPT-NOSEGM 0.99 ± 0.82 6.10 60.56 89.57

M2-PT 0.91 ± 0.76 5.08 64.87 91.73

M2-3D-PT∗
lr0.0001 0.97 ± 0.75 3.57 64.00 90.67

M2-3D-PT∗
lr0.001 0.92 ± 0.74 3.68 62.93 92.00

pt/npt: pretrained/not-pretrained CNN with weights from segmentation task
nosegm: standardized image VOIs were used as inputs to the CNN without mask-
ing them with the segmentation maps
∗: 3D CNN produces one age prediction per MRI → table shows final prediction
of the test set (no improvement through ML algorithms possible)
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Table E.7: Performance of multiple M1 models on majority classification in an
"extended" 5-fold cross-validation using anthropometric measurements
(AM) and ossification stages (OS). Metrics were computed for the
18-year-limit and averaged over multiple training rounds and five folds.

Model Acc. ± SD Sens. ± SD Spec. ± SD AUC ± SD
stat∗ 61.33 ± 0.00 100.00 ± 0.00 0.00 ± 0.00 50.00 ± 0.00

M1-AM-KNCdef 70.29 ± 7.58 76.36 ± 7.82 60.00 ± 11.31 73.81 ± 8.26
M1-AM-RFCdef 69.09 ± 8.13 72.42 ± 10.28 63.44 ± 16.48 72.45 ± 2.10
M1-AM-KNCopt 77.71 ± 2.14 80.00 ± 2.23 73.85 ± 3.77 76.92 ± 2.34
M1-AM-SVCopt 76.00 ± 5.60 75.46 ± 9.79 76.92 ± 13.76 77.90 ± 9.63

M1-OS-GBCdef 80.57 ± 6.10 81.82 ± 7.04 78.46 ± 7.54 83.36 ± 5.52
M1-OS-RFCdef 77.62 ± 8.85 76.79 ± 11.90 79.03 ± 9.13 82.87 ± 4.89
M1-OS-GBCopt 81.14 ± 6.41 82.73 ± 7.82 78.46 ± 7.54 83.18 ± 5.74
M1-OS-KNCopt 80.57 ± 6.62 81.82 ± 10.76 78.46 ± 7.54 84.55 ± 6.43
M1-SKJ-GBCdef 80.00 ± 7.45 80.91 ± 9.27 78.46 ± 5.76 83.15 ± 7.05
M1-SKJ-KNCdef 80.00 ± 7.45 80.91 ± 9.27 78.46 ± 5.76 80.80 ± 8.03
M1-SKJ-GBCopt 80.00 ± 7.45 80.91 ± 9.27 78.46 ± 5.76 83.15 ± 7.05
M1-SKJ-KNCopt 80.00 ± 7.45 80.91 ± 9.27 78.46 ± 5.76 80.80 ± 8.03

M1-AM-SKJ-ETCdef 73.83 ± 8.50 75.91 ± 10.00 70.31 ± 13.74 82.38 ± 6.14
M1-AM-SKJ-LOGdef 74.29 ± 6.52 69.09 ± 7.82 83.08 ± 5.76 83.92 ± 8.81
M1-AM-SKJ-SVCdef 73.71 ± 7.32 68.18 ± 9.09 83.08 ± 5.76 85.46 ± 6.20

M1-AM-SKJ-ETCopt 76.74 ± 7.64 71.55 ± 7.46 85.54 ± 9.27 85.87 ± 6.05
M1-AM-SKJ-LOGopt 74.86 ± 6.62 70.00 ± 7.93 83.08 ± 5.76 84.06 ± 8.48
M1-AM-SKJ-SVCopt 76.57 ± 5.24 70.00 ± 8.43 87.69 ± 9.23 85.56 ± 4.19

∗: static prediction all minors
def/opt machine learning algorithms with default or optimized parameters
OS/SKJ : ossification degree classification via three-stage system by Jopp et al. [92] or via SKJ
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Table E.8: Performance of multiple M2 models on majority classification in an "ex-
tended" 5-fold cross-validation using coronal MRIs. Metrics were computed
for the 18-year-limit and averaged over multiple training rounds and five
folds.

Model Acc. ± SD Sens. ± SD Spec. ± SD AUC ± SD
stat∗ 49.25 ± 0.00 100.00 ± 0.00 0.00 ± 0.00 50.00 ± 0.00

M2-KNC-NPTall−def 81.54 ± 3.97 77.82 ± 6.21 87.85 ± 6.90 86.73 ± 3.58
M2-RFC-NPTall−def 81.71 ± 4.75 78.77 ± 6.67 86.68 ± 7.40 88.15 ± 3.82
M2-SVC-NPTall−def 81.94 ± 3.98 78.82 ± 5.50 87.23 ± 7.32 89.66 ± 3.36

M2-KNCall−def 82.51 ± 2.78 79.73 ± 4.28 87.23 ± 6.46 86.41 ± 3.52
M2-RFCall−def 82.89 ± 3.37 81.06 ± 5.05 86.00 ± 7.03 88.45 ± 3.27
M2-SVCall−def 82.97 ± 2.62 80.18 ± 3.61 87.69 ± 6.34 89.82 ± 2.78
M2-ETC-FEATSall−def 82.71 ± 3.12 79.75 ± 4.63 87.72 ± 6.49 88.34 ± 3.25
M2-RFC-FEATSall−def 82.71 ± 3.30 79.66 ± 4.95 87.88 ± 6.72 88.56 ± 3.38
M2-SVC-FEATSall−def 82.17 ± 3.64 78.36 ± 5.93 88.62 ± 6.20 89.25 ± 2.79

M2-KNCall−opt 83.49 ± 2.16 80.91 ± 3.96 87.85 ± 6.17 87.22 ± 3.63
M2-RFCall−opt 84.17 ± 3.19 83.09 ± 4.46 86.00 ± 7.33 89.91 ± 2.55
M2-SVCall−opt 85.71 ± 4.00 86.36 ± 5.06 84.62 ± 6.53 90.82 ± 2.12
M2-RFC-FEATSall−opt 83.49 ± 2.76 81.36 ± 4.38 87.08 ± 6.78 89.55 ± 2.77
M2-SVC-FEATSall−opt 82.40 ± 3.67 83.82 ± 7.11 80.00 ± 12.96 89.50 ± 2.59

M2-KNCbest−def 85.14 ± 2.14 82.82 ± 2.88 90.77 ± 7.54 89.51 ± 3.18
M2-RFCbest−def 89.14 ± 2.14 89.09 ± 6.17 89.23 ± 7.85 92.52 ± 1.37
M2-SVCbest−def 85.14 ± 2.14 82.73 ± 3.40 89.23 ± 6.15 91.47 ± 3.07
M2-ETC-FEATSbest−def 88.57 ± 1.81 86.36 ± 4.07 92.31 ± 4.87 91.15 ± 2.14
M2-GBC-FEATSbest−def 87.43 ± 1.40 88.18 ± 4.64 86.15 ± 7.54 91.19 ± 2.72
M2-RFC-FEATSbest−def 89.71 ± 1.40 88.18 ± 3.64 92.31 ± 4.87 91.99 ± 3.04

M2-KNCbest−opt 86.29 ± 1.14 84.55 ± 3.64 89.23 ± 6.15 90.39 ± 3.58
M2-RFCbest−opt 88.00 ± 3.33 87.27 ± 4.45 89.23 ± 7.85 91.89 ± 2.14
M2-SVCbest−opt 89.14 ± 2.80 90.00 ± 3.40 87.69 ± 6.15 91.19 ± 2.11
M2-RFC-FEATSbest−opt 87.43 ± 2.29 86.36 ± 4.07 89.23 ± 6.15 91.71 ± 3.30
M2-SVCbest−opt 86.29 ± 2.14 87.27 ± 3.40 84.62 ± 6.88 90.07 ± 2.13

∗: static prediction all minors
npt: not pretrained on segmentation network weights
def/opt: machine learning algorithms with default or optimized parameters
all/best: all or best training rounds of each fold included
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Table E.9: Performance of multiple M2 models on majority classification in
an "extended" 5-fold cross-validation using sagittal MRIs. Metrics
were computed for the 18-year-limit and averaged over multiple
training rounds and five folds.

Model Acc. ± SD Sens. ± SD Spec. ± SD AUC ± SD
stat∗ 52.26 ± 0.00 100.00 ± 0.00 0.00 ± 0.00 50.00 ± 0.00

M2-DTCall−def 84.43 ± 3.96 82.71 ± 3.64 96.87 ± 7.91 84.79 ± 4.40
M2-ETCall−def 87.81 ± 2.69 83.46 ± 2.83 93.99 ± 4.57 92.34 ± 1.95
M2-GBCall−def 86.32 ± 3.28 83.16 ± 3.15 90.81 ± 6.78 92.13 ± 2.43
M2-KNCall−def 87.73 ± 2.93 83.82 ± 3.07 93.29 ± 4.73 91.20 ± 2.43
M2-RFCall−def 87.25 ± 2.97 83.63 ± 3.30 92.39 ± 5.56 92.22 ± 2.28
M2-SVCall−def 88.27 ± 2.77 84.09 ± 2.88 94.19 ± 4.47 92.87 ± 1.69
M2-GBCall−opt 86.91 ± 3.07 83.32 ± 2.71 92.00 ± 5.92 92.87 ± 2.50
M2-RFCall−opt 87.63 ± 2.80 83.91 ± 2.76 92.90 ± 5.20 93.58 ± 2.01
M2-SVCall−opt 87.47 ± 3.10 88.41 ± 2.24 86.13 ± 7.56 94.33 ± 1.45

M2-DTCbest−def 89.87 ± 2.00 87.27 ± 2.32 93.55 ± 4.56 90.41 ± 2.25
M2-ETCbest−def 90.93 ± 1.96 86.36 ± 1.44 97.42 ± 3.16 94.40 ± 1.57
M2-GBCbest−def 89.60 ± 1.96 86.82 ± 1.70 93.55 ± 4.56 94.05 ± 2.72
M2-KNCbest−def 89.60 ± 2.59 85.46 ± 2.32 95.48 ± 2.29 92.90 ± 1.26
M2-RFCbest−def 90.93 ± 1.31 88.64 ± 1.44 94.19 ± 1.29 94.38 ± 1.97
M2-SVCbest−def 89.87 ± 2.47 85.46 ± 1.82 96.13 ± 3.76 93.99 ± 1.44
M2-GBCbest−opt 89.33 ± 2.23 85.91 ± 1.70 94.19 ± 3.76 94.22 ± 2.49
M2-RFCbest−opt 89.33 ± 1.69 86.36 ± 1.44 93.55 ± 3.53 94.25 ± 2.33
M2-SVCbest−opt 89.87 ± 2.75 90.00 ± 2.32 89.68 ± 6.58 95.01 ± 1.21

∗: static prediction all minors
def/opt: machine learning algorithms with default or optimized parameters
all/best: all or best training rounds of each fold included
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Table E.10: Performance of multiple M3 models on majority classification in
an "extended" 5-fold cross-validation using coronal MRIs. Metrics
were computed for the 18-year-limit and averaged over multiple
training rounds and five folds.

Model Acc. ± SD Sens. ± SD Spec. ± SD AUC ± SD
stat∗ 49.25 ± 0.00 100.00 ± 0.00 0.00 ± 0.00 50.00 ± 0.00

M3-DTCall−def 73.30 ± 7.20 74.72 ± 8.03 70.91 ± 13.55 72.81 ± 7.94
M3-ETCall−def 74.71 ± 7.64 73.14 ± 8.10 77.37 ± 12.24 81.74 ± 8.49
M3-GBCall−def 75.55 ± 8.07 75.95 ± 8.43 74.88 ± 12.94 82.74 ± 8.29
M3-KNCall−def 74.00 ± 7.23 72.73 ± 7.98 76.15 ± 10.46 80.77 ± 7.03
M3-RFCall−def 74.99 ± 7.84 73.27 ± 8.59 77.91 ± 11.49 82.25 ± 7.97
M3-SVMall−def 76.40 ± 6.95 72.73 ± 8.53 82.62 ± 8.40 83.02 ± 8.31
M3-GBCall−opt 76.34 ± 7.56 74.91 ± 8.19 78.77 ± 9.80 83.96 ± 7.28
M3-RFCall−opt 76.23 ± 7.37 74.09 ± 8.97 79.85 ± 9.96 84.22 ± 8.14
M3-SVMall−opt 75.94 ± 6.16 71.18 ± 8.26 84.00 ± 9.34 85.36 ± 7.41

M3-DTCbest−def 83.43 ± 5.54 87.27 ± 4.45 76.92 ± 10.88 82.10 ± 6.45
M3-ETCbest−def 85.14 ± 6.62 82.73 ± 10.91 89.23 ± 3.77 88.46 ± 4.44
M3-GBCbest−def 84.57 ± 7.36 87.27 ± 8.33 80.00 ± 10.43 89.30 ± 3.77
M3-KNCbest−def 81.14 ± 6.91 79.09 ± 8.43 84.62 ± 4.87 84.27 ± 4.68
M3-RFCbest−def 86.86 ± 4.98 85.46 ± 5.30 89.23 ± 11.51 88.53 ± 3.81
M3-SVMbest−def 82.29 ± 6.36 77.27 ± 11.13 90.77 ± 3.08 87.90 ± 5.14
M3-GBCbest−opt 81.71 ± 7.36 80.91 ± 6.68 83.08 ± 11.31 88.95 ± 4.36
M3-RFCbest−opt 82.29 ± 7.54 82.73 ± 8.81 81.54 ± 11.51 89.09 ± 5.16
M3-SVMbest−opt 82.86 ± 4.78 80.91 ± 9.71 86.15 ± 5.76 88.11 ± 6.12

∗: static prediction all minors
def/opt: machine learning algorithms with default or optimized parameters
all/best: all or best training rounds of each fold included
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