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Zusammenfassung

Mit dem Begriff Eingebettete Systeme werden Rechensysteme bezeichnet, deren
Funktion in einen technischen Kontext eingebettet ist. Durch die physikalischen
Eigenschaften der Umgebung ergeben sich hadufig Zeitschranken, die das System
bei seinen Berechnungen einhalten muss. Solche Systeme werden als Real- oder
Echtzeitsystem bezeichnet. Ist die Einhaltung der Zeitschranken fiir die Funktions-
weise des Systems unabdingbar, spricht man von einem harten Echtzeitsystem.
Moderne harte Echtzeitsysteme sind oftmals Mehrprozess-Systeme, deren Aus-
fiihrung von einem sogenannten Scheduler nach gegebenen Vorgaben geplant
wird. Bestehende Verfahren ermdoglichen es, die schlimmstmdgliche Ausfithrungs-
zeit jedes Prozesses innerhalb des Systems vorherzusagen. Hiermit kann dann
abgeleitet werden, ob das Gesamtsystem mit allen Prozessen im Wechselspiel alle
vorgegebenen Zeitschranken einhiilt.

Die vorliegende Arbeit beschéftigt sich mit der Frage, wie ein System auf
Code-Ebene optimiert werden kann, wenn das System seine Zeitschranken initial
nicht einhilt. Dabei unterscheidet es sich von bestehenden Anséitzen insofern,
dass sowohl wechselseitige Einfliisse zwischen Prozessen beriicksichtigt werden,
als auch detaillierte Informationen zum schlimmstmaoglichen Laufzeitverhalten
des entsprechenden Maschinencodes. Bestehende Compiler-Optimierungen be-
schrankten sich hingegen bislang entweder explizit auf die durchschnittliche Aus-
tithrungszeit oder konzentrierten sich auf einzelne Prozesse, ohne deren Wech-
selwirkungen zu berticksichtigen.

Im Rahmen der vorliegenden Arbeit wurde ein auf ganzzahlig-linearer Pro-
grammierung (ILP) basierendes Modell entworfen, um konkrete Vorhersagen zum
schlimmstmoglichen Laufzeitverhalten einzelner Prozesse und des Gesamtsys-
tems im Wechselspiel treffen zu konnen. Dies ermdglicht es, ein Mehrprozesssys-
tem innerhalb eines Compiler-Frameworks gezielt und automatisiert hinsichtlich
der Einhaltung aller Zeitschranken fiir alle Prozesse zu optimieren. Als Ergénzung
und zur Vergleichsmdglichkeit wurde des weiteren ein Optimierungsmodell basie-
rend auf einem genetischen Algorithmus entworfen. Die Arbeit zeigt, dass mithilfe
des auf ILP basierenden Modells signifikante Verbesserungen bei der Optimierung
harter Echtzeitsysteme mit mehreren Prozessen erzielt werden kénnen. Des Weite-
ren zeigte sich, dass der ILP-Ansatz dem genetischen Algorithmus sowohl hinsicht-
lich der Laufzeit als auch der Giite der Optimierung durchgéngig iiberlegen ist.






Kurzzusammenfassung

Die vorliegende Arbeit beschéftigt sich mit der compilergestiitzten Optimierung
eingebetteter harter Echtzeitsysteme mit mehreren Prozessen. Zwei Modelle ba-
sierend auf ganzzahlig-linearer Programmierung und einem genetischen Algo-
rithmus werden genutzt, um Systeme gezielt hinsichtlich iherer Zeitschranken zu
optimieren. Die Arbeit vereinigt dabei Erkenntnisse aus der systemnahen Plan-
barkeitsanalyse mit Konzepten der compilerbasierten Code-Optimierung.

Abstract

This thesis tackles the compiler-based optimization of embedded hard real-
time systems featuring multiple processes. It presents two models, based on
integer-linear programming and a genetic algorithm. They can be used in order
to optimize a given multitasking system specifically with respect to its timing
requirements. The thesis thereby unites system-level schedulability analysis with
concepts from compiler-based code optimization.
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Acronyms and Notational
Conventions

The following notational conventions are made throughout all subsequent sections
and chapters:

e Constants are denoted by capital letters, e.g., D.

e Values which are variable and may be changed by an optimization are
described by lower letters, e.g., c.

e Sets are denoted by caligraphic letters, e.g., C.
e Descriptors like a task are described using Greek letters, e.g., Tor I'.

The following sections give an overview of acronyms and commonly used
symbols. Due to their number, symbols which are solely used for the Integer-
Linear Programming (ILP) model are listed in a separate list.
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lay.
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FIFO First In First Out.

HIR High-Level Intermediate Represen-
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ILP Integer-Linear Programming.

IPET Implicit Path Enumeration Tech-
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ISR Interrupt Service Routine.
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LLIR Low-Level Intermediate Represen-
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MILP Mixed Integer-Linear Program.
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Commonly Used Symbols
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v ILP variable for the resource demand. v; x ¢ denotes the resource demand for
the K’th instance of task T; in the time interval At.
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1. Introduction

1.1. Motivation

Over the last decades, computers made their way from large warehouse sized
machines only used for scientific or military calculations into our everyday lives.
Apart from general-purpose processing appliances like personal computers,
laptops, smartphones or tablets, a huge variety of our everyday life devices and
machines are controlled by small computing devices. Examples range from
refrigerators over cars to airplanes. These so-called embedded systems are
expected to work mostly invisible to the user and reliably fulfill their purpose.

Many of these systems must react in a given amount of time in order to correctly
fulfill their given task. In this case, the functional correctness of the system is not
only given by being sure that the system’s output is computationally correct but
also by guaranteeing that the result is made available within a predetermined
amount of time. To keep up with the growing user-demand for features and
comfort functions, these so-called real-time systems transformed from small,
assembly-programmed, microprocessor devices into full-fledged computing
systems running multiple tasks on powerful and complex hardware.

However, adhering to the given design constraints is as critical before. Depend-
ing on the concrete application, returning just one single result late may lead
to catastrophic events including, but not limited to, endangering humans’ lives.
In order to prove whether such so-called hard real-time systems will provably
meet all timing requirements — even under worst-case circumstances — so-called
schedulability analysis techniques can be applied. Over the last years, these tech-
niques grew from very simple and pessimistic models to sophisticated analyses
which allow to tightly estimate the adherence to timing requirements even for the
most complex systems.

As a precondition, however, it is mandatory that all timing properties like the
worst possible execution time of each task are known. The so-called Worst-Case
Execution Time (WCET) analysis therefore focuses on determining exactly these
numbers and passing them on to the schedulability analysis.

Surprisingly, a lot less effort has been spent in order to tackle the issue what
should be done if a system is proven to not hold its timing constraints. As a result,
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system developers usually have to modify their design in an iterative trial-and-
error process until the subsequent analysis works out. Alternatively, the system
designer may resort to upgrading the system’s hardware capabilities, resulting in
more complex designs, higher production costs and usually also higher energy
consumption of the final device.

This thesis tries to fill this void by providing a schedulability-oriented opti-
mization framework on the compiler-level. It aims at providing the missing link
between schedulability analysis on a system-level where a task is seen as an im-
mutable black box and code optimizations on a compiler-level where schedulabil-
ity of the final system used to be neglected. As a result, the proposed framework
can specifically optimize an embedded multi-tasking system with regard to its
schedulability. This work provides both a precise optimization framework based
on ILP as well as a genetic approach which is used to compare the results of the ILP
approach both with regard to the achieved quality and the needed execution time.

1.2. Contribution

System-level schedulability analysis models tasks as black-boxes, either by neglect-
ing or by abstracting any implementation specific details. On the other hand, code-
level analysis and optimization techniques tend to consider each task separately,
thus ignoring any subsequent impact on the timing behavior of the overall system.

This work aims at closing this gap. To achieve this, a framework is proposed
which offers the possibility of performing schedulability-oriented optimizations
on a code-level without any manual interaction by the user. In detail, the following
main issues are tackled in this work:

e A framework based on ILP was created to model schedulability-aware
optimizations on a compiler-level.

e Due to the optimization potential and as good example for a limited shared
resource in a multi-tasking environment, the model is evaluated using an
SPM allocation optimization.

e Multi-Tasking specific effects like context switching costs and the effects of
the used scheduling algorithm are modeled within the framework and can
be automatically considered within the optimization.

e To cover modern embedded architectures which often feature cached
memories, caches may be covered within the optimization framework.

e As a result, this work provides a way to link system-level schedulability
analysis and code-level compiler optimizations and provides a holistic
schedulability-oriented optimization platform. To the best knowledge of
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the author, this is the first work which tackles the automatic compiler-based
and schedulability-aware optimization of hard real-time systems.

e To be able to rate the performance of the proposed framework both with
regard to optimization quality and optimization runtime, a competing
framework was created which uses a genetic algorithm for the optimization.

e To prove the practical usage of the proposed methods and framework, all al-
gorithms were implemented into the WCET-Aware C Compiler (WCC) frame-
work and evaluated for the ARM7TDMI and Infineon TriCore architectures.

1.3. Structure

This work is organized as follows: Chapter 2 gives an overview of previous
approaches and related work. Chapter 3 elaborates on the properties and structure
of typical embedded system hardware architectures. Chapter 4 continues by
introducing basic definitions for hard real-time systems and the task model
used throughout this thesis. Additionally, existing approaches on Worst-Case
Execution Time (WCET) optimizations and schedulability analysis are explained.
Chapter 5 introduces Integer-Linear Programming and provides an introduction
on how this can be used in order to model logical relationships and Boolean
expressions. Chapter 6 introduces the WCET-Aware C Compiler (WCC) which will
be used as a basis for the evaluation of the proposed optimization framework.

Chapter 7 describes an existing WCET-aware optimization framework based
on ILP for single-tasking systems. Chapter 8 introduces a new schedulability
centered optimization framework using ILP which can be combined with the
model introduced in Chapter 7. Further additions to the proposed framework in
order to model instruction caches are presented in Chapter 9.

As an alternative approach, Chapter 10 introduces a genetic framework to
perform schedulability-aware optimizations.

Chapter 11 describes the evaluation setup. Based on this, Chapter 12 shows
and compares evaluation results for the different approaches. This work closes
with a conclusion and an outlook on possible future work in Chapter 13.






2. Related Work

Analysis and optimization of embedded hard real-time systems has been re-
searched intensively over the last decades. This chapter aims at giving an overview
of previous research related to this thesis. Precise definitions on terms and de-
tailed descriptions of algorithms are not given within this chapter. As far as they
are relevant for the upcoming thesis, these will be discussed in Chapters 3 and 4.

Section 2.1 gives an overview of different approaches for the analysis of hard
real-time systems. Section 2.2 proceeds with an overview of the current state
of the art in the optimization aspects. Section 2.3 elaborates on mathematical
optimization approaches relevant to the scope of this thesis. Finally, Section 2.4
briefly summarizes the open issues which will subsequently be tackled in the
course of this thesis.

2.1. Real-Time Analysis

Real-Time analysis techniques can be divided into two fundamentally different
approaches: System-level and code-level.

At the system level, tasks and computing resources are considered as black
boxes with given timing properties. Then, based on these given properties,
different analyses are applied in order to show whether all timing requirements
are provably being met, or not. This allows for a high-level analysis of large-
scale complex systems. System-level analyses can therefore not derive safe upper
bounds on the worst-case execution behavior of actual tasks in the system. Instead,
they expect this information as an input.

Code-level analyses, on the other hand, feature sophisticated techniques in
order to calculate the worst-case time a task needs for its execution. They consider
machine instructions, hardware architectures and all other implementation-
specific details.

2.1.1. System-Level Analysis

Basic requirements for the schedulability of hard real-time multi-tasking systems
were proposed more than 40 years ago by Liu and Layland [LL73]. They derived
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upper bounds for the load of strictly periodical multi-tasking systems up to which
they can safely be scheduled without any deadline misses. Since their original
findings, many different approaches have been presented in order to tighten
analysis results, improve analysis performance or analyze systems which are no
longer triggered periodically.

Joseph et al. [JP86] and Lehoczky et al. [LSD89] provided a technique to
calculate the Worst-Case Response Time (WCRT) of periodic multi-tasking systems
using a fixed-priority scheduler. The WCRT denotes the worst possible time span
from a task being ready for execution until it has finished, including all timing
penalties inflicted by other tasks. Later, Lehoczky extended the approach in order
to cover arbitrary deadlines [Leh90]. This is later extended by, e.g., Staschulat et
al. [SSEO5] to account for context switching costs.

Joseph, Lehoczky and Liu and Layland base their analyses on simple systems
where each task is described by its WCET, deadline and a fixed period. For
systems where tasks are not strictly periodically executed, the maximum execution
frequency must be set as fixed period in order to achieve safe schedulability
estimates. This may obviously introduce significant pessimism. As a result, a
system may easily be considered to violate some of its timing constraints in the
analysis, despite the fact that it actually does not.

To tackle this issue, several groups started to refine the strictly periodical
task model in order to be able to improve schedulability analysis for tasks with
complex activation patterns. Tindell et al. [TBW94] extend the approach by Joseph
and Lehoczky for systems with jitter and periodically recurring bursts. Further
approaches exist for special cases like, e.g., a task model based on differential
equations of pendulums [Guell] for mixed-criticality task sets whose valid time
frame for execution is not strictly hard.

An ILP-based approach which aims at analyzing the end-to-end delays of a set
of dependent tasks was presented earlier [Kim+12]. Sets of ILP inequations are
used in order to model the execution flow over multiple computing units. Then, a
maximization objective is used in order to find the worst-case end-to-end latency
for each task set. The approachisbased on an abstract task model consisting of Best-
Case Execution Time (BCET), WCET, a strict period and is limited to fixed-priority
scheduling algorithms. Despite its good results with respect to the tightness of
the calculated end-to-end latencies, the approach suffers from extreme scalability
issues. The approach basically writes out the execution time of each instance
of each task within the hyper-period, and subsequently models preemptions by
pair-wise comparing each task instance. Subsequently, multiple max constraints
are used over the results of these modelings in order to find the worst possible
execution traces. According to the authors, their approach is only computationally
feasible, if the valid solution space for each variable is limited by preceeding non-
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ILP-based analyses. Alternatively, tasks should only feature one single execution
path, such that their best-case and worst-case execution times are identical.

The first approaches on real-time analysis only covered so-called time-triggered
systems. In such systems, the exact points in time at which a task is scheduled for
execution is known at system design time. While this complicates the initial system
design, it eases predictability of the resulting system and thus schedulability
analysis [Kop91]. In contrast to time-triggered systems, tasks are triggered in
event-based real-time systems by some activation stimuli, e.g., an interrupt which
is released on a given incident. These activation patterns are usually not known
exactly at system design time. Instead, only bounds on the worst-case activation
patterns are known. Gresser [Gre93a] introduced an event model in order to
formally describe such systems. Subsequently, Gresser also proposed an approach
on the analysis of these event-based systems [Gre93b]. Further schedulability
analyses have been proposed by, e.g., Baruah et al. [BMR90; Bar03].

In recent time, event-based system modeling became the de facto standard to
model the execution behavior of arbitrarily triggered hard real-time multi-tasking
systems. Albers et al. refined the event model and formulated an alternative
approach to precisely express the activation patterns of arbitrary systems by using
so-called event streams [AS04].

Also building upon the event model, Wandeler [Wan06] proposed a framework
which allows for the compositional analysis of complex distributed hard real-time
systems. Over the years, several sophisticated frameworks and tools emerged
which allow for the holistic analysis and verification of the worst-case timing
behavior of distributed embedded systems. The original compositional analysis
by Wandeler [Wan06] lead to the creation of the MATLAB-based analysis library
Real-Time Calculus (RTC) Toolbox [WT19]. Furthermore, approaches by Ernst
et al. [Hen+05; Kiin+07] resulted in the creation of the analysis tool SymTA/S
[Hen+05] and its open source derivative pyCPA [DAE12].

2.1.2. Code-Level Analysis

All analysis techniques described above have one thing in common: They consider
safe numbers for the WCET of each task as given. Code-level analysis subsequently
tackles this issue and tries to derive tight yet sound bounds on the WCETs of the
tasks in a system. A general overview of typical approaches is presented by, e.g.,
Wilhelm et al. [Wil+08].

WCET analysis can be divided into different steps. First, the execution time of
each instruction and memory access must be analyzed. Then, the worst possible
execution path through a task’s control flow must be found. Finally, interference
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between different tasks, which may lead to additional timing penalties in a multi-
tasking environment, have to be considered.

Cousot and Cousot introduced the notion of abstract interpretation [CC77].
This means that machine code is not executed in order to determine its runtime
but its execution time is safely approximated. This is done by bundling the ranges
of all valid inputs of each instruction into sets and “interpreting” the instruction.
This results in a set containing all valid outputs of this instruction which can then
be used as input for subsequent instructions. Interval arithmetic is usually used
to reduce the size of these sets. With a detailed model of the underlying hardware,
this allows for a precise and tight estimation of the worst-case execution time
of each instruction. Abstract interpretation has become the de-facto standard in
WCET analysis.

Li and Malik presented a model based on integer-linear programming which
is able to find the longest path through a program by implicitly modeling the
control flow using flow constraints [LM95]. The model operates on the Control
Flow-Graph (CFG) of a program and models constraints similar to Kirchhoff’s
laws which are well known from physics. Like the current flow into electrical
components, the valid execution paths within a task are modeled as incoming
and outgoing flows through the nodes of this graph.

Several works have subsequently focused on bounding cyclic flows in the graph
which may be created by, e.g., recursive function calls or loops [Hea+98; Lok+09a].
Additional research focuses on excluding so-called infeasible paths which denote
paths through a task which are logically infeasible (e.g., due to contradicting
conditional expressions) [Gus+06; Suh+06].

A different approach is to express tasks as single-path programs [Pus03]. In
such tasks, each instruction is always executed. Later instructions conditionally
select, whether a result will be used or discarded. Such approaches render
traditional WCET analysis de facto unnecessary. Instead, the code can simply
be executed or simulated, as its execution time will always be constant, despite
its input. However, such an approach does not only require specialized timing
predictable hardware, but also usually provides bad performance. The reason for
this simply is that in a traditional program, in case of control flow split inflicted by
a conditional expression (e.g.,,anif() {...} else {...} construct), only one
of the possible paths is executed. For WCET analysis, the path which results in
the larger WCET must be considered. However, in single-path tasks, both paths
are being executed. As a result, single-path applications are only used in a very
small niche of embedded systems.

There exist a number of analyzers which build upon the previously described
techniques to provide a full WCET analysis. The Chronos analyzer is a tool
which aims at analyzing the WCET of tasks running on the so-called Simple
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Scalar architecture [Li+07]. Simple Scalar aims at being an easy to analyze timing
predictable architecture for research. It is not used in practice and cannot be
bought as real hardware.

aiT is a commercial WCET analyzer and part of the tool suite a® by the
German company AbsInt Angewandte Informatik GmbH [FHO04]. It allows for
the analysis of safe upper bounds on the runtime of single tasks on single CPUs.
aiT’s main feature is its support for multiple real-world microcontrollers like the
Infineon TriCore microprocessor family, and several ARM based microcontrollers.
aiT currently focuses on the WCET analysis of single tasks. Multiple tasks
running on multiple processing units on a multi-core CPU cannot be analyzed
automatically. Instead, the user has to manually select and analyze each task and
each core separately. Afterwards, the analysis of inter-task eviction penalties and
schedulability analysis have to be performed externally by the user.

The WCET-Aware C Compiler (WCC) [FL10] is a WCET-aware optimizing C
compiler targeting the Infineon TriCore and ARM7TDMI architectures. WCC is
primarily meant as an optimization tool and tightly coupled to aiT which is used
for WCET analyses. However, for the ARM7TDMI architecture, WCC also features
its own internal WCET analysis framework. This was designed and implemented
by Timon Kelter as part of his PhD thesis [Kel15] and supports the precise micro-
architectural WCET analysis of single tasks running on multiple processing units.
It accounts for multi-core specific timing penalties like conflicting accesses to a
shared memory bus. Due to the fact that the evaluation of this work was done
using WCC, a more detailed description of its features is provided in Chapter 6.

With the increasing complexity of microprocessors, safe yet tight static timing
analysis becomes harder as well. The reason for this is, that static timing analysis
needs a profound knowledge of the underlying hardware in order to be able of
giving any safe estimation on the timing behavior of a piece of code. To avoid this,
Burns et al. proposed a probabilistic measurement based timing analysis [BE0O].
The approach is based on probabilistic extreme value theory and tries to deduce
a so-called probabilistic WCET from a set of measured execution times. In order
to provide a reliable probabilistic estimate on the WCET, the set of measured
execution times must be representative. Santinelli et al. aim at tackling this issue
by providing a formal guideline on the application of extreme value theory for
measurement based timing analysis [SGM17]. However, the problem remains
that by definition the probabilistic WCET is not a safe guarantee of the worst-
case timing behavior. Additionally, the measurement based timing analysis does
not provide any insights on the worst-case timing behavior of small parts of a
system’s task but only provides estimates on the WCET of the task as a whole.

In multi-tasking environments, tasks can conflict with each other, e.g., due to
conflicting accesses to a cache. This results in changes of the tasks’” execution
timing behavior. The problem is described by, e.g., Staschulat et al. [SSE05] who
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also extended existing response time analyses to account for these timing penalties
in system-level analysis. Over the last years, especially Cache-Related Preemption
Delay (CRPD) has been researched intensively. Most notably, Kleinsorge [KFM11;
Klel5] provides a sophisticated framework to precisely bound such conflicts. An
alternative approach which is commonly used in literature is given by Altmeyer
etal. [ADM12].

[Dav+18] aim at providing a holistic approach which integrates multiple aspects
of code-level analysis into a system-level schedulability analysis. However, their
approach is currently limited to constrained deadlines (i.e., deadlines smaller
than or equal to the minimal inter-arrival time) and fixed-priority scheduling.
Furthermore, the approach only works for simple microprocessor architectures
which do not suffer from timing anomalies. Finally, task execution time is
modeled by explicitly listing possible execution traces which may easily become
computationally infeasible.

2.2. Optimization of Real-Time Systems

Numerous optimization techniques of hard real-time systems have been proposed
over the last decades. The main goal of such optimizations is to transform a
system which violates at least some of its timing constraints in a way which results
in a system which will provably always meet all requirements.

Obviously, one way in order to achieve this is to modify the hardware the system
is running on. Replacing a microcontroller by a more powerful one or replacing
given memory by faster memory will — at some point — result in a system which
meets all its requirement. However, this is not within the scope of this thesis.
Instead, the idea of this thesis is to only consider the available hardware and
subsequently try and use the given resources as efficient as possible with regard to
the system’s schedulability constraints. Therefore, optimization approaches which
require changes to the underlying hardware will not be discussed in the following.

Similar to the analysis of hard real-time systems, optimization techniques can
also be divided into system-level and code-level optimizations. The remainder of
this section will first give an overview of possible approaches on system level and
then proceed with code-level optimizations.

2.2.1. System-Level Optimizations
One central method to optimize a multi-tasking hard real-time system with

regard to its schedulability is the selection of a suitable scheduler and, in case of
selecting a fixed-priority scheduling algorithm, choosing an optimal priority for
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each task within the system. For dynamic-priority scheduling where priorities
are calculated at system runtime, common scheduling algorithms are Earliest
Deadline First (EDF) and least laxity scheduling [HTT89]. In EDF, that task
whose deadline is occuring the soonest is chosen to be executed. In a least laxity
scheduler, that task with the smallest laxity is assigned the highest priority. The
laxity is defined as the time interval between a task’s deadline and the time it
was triggered to be executed, minus the time it has already been running. Both
EDF and least laxity have been proven to be optimal scheduling algorithms
when neglecting scheduling and task preemption costs. Despite being proven
theoretically optimal, least laxity scheduling is rarely found in real-world hard
real-time systems. The reason for this is that the scheduler has to re-calculate all
priorities of all tasks continuously, leading to a high timing overhead due to the
scheduler and possibly many context switches between tasks.

Alternatively to dynamic-priority scheduling schemes, fixed-priority sche-
duling algorithms can be used. For these algorithms, each task is assigned a
fixed priority at system design time. Common fixed-priority algorithms are rate-
monotonic scheduling and deadline-monotonic scheduling. They have proven to
be optimal for the class of fixed-priority scheduling algorithms [LL73].

In practice, choosing one scheduling algorithm over another may not only
be done based on scheduling analysis results. Somtimes, a given scheduling
scheme or priority assignment may result from regulatory constraints or historic
reasons. For EDF, Deadline-Monotonic Scheduling (DMS) and Rate-Monotonic
Scheduling (RMS) scheduling, the execution behavior solely depends on the
timing requirements defined by the system designer. The actual task’s execution
behavior (i.e., its WCET) does not change the priority assignments.

At system level, so-called sensitivity analyses can be used to optimize a system
which violates at least some of its timing constraints. Despite its name, sensitivity
analysis can be used to tune the parameters of the system in order to repair a
previously not schedulable system. The key idea behind sensitivity analysis is to
identify those timing parameters of a system which bear the most positive effect
towards overall schedulability with the least needed modification. These timing
parameters include the execution frequency of a task, its respective deadline but
also its WCET [BDB06; ZBB11; Neu+13].

Unfortunately, the practical usage of sensitivity analysis may be somewhat
limited. If a deadline or execution frequency of a software task is predetermined
by the surrounding physical systems, changing these timing parameters is
often practically infeasible. Reducing the WCET of a task will surely improve
schedulability. However, as a high-level approach, sensitivity analysis considers
tasks to be black boxes. As aresult, any recommendations on WCET improvements
are purely speculative. Sensitivity analysis is not able to predict whether a given
task’s WCET can be reduced by the proposed amount. It can also not give any
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hints on how a task’s WCET can be reduced. Furthermore, negative side effects
on the timing behavior of one task, inflicted by code-level modification of another
task, is also not modeled, because on the system-level side, any knowledge about
the inner structure of tasks is missing.

2.2.2. Code-Level Optimizations

An optimizing compiler may perform a number of code-level optimizations in
order to improve a task’s runtime behavior. Common compilers like LLVM or GCC
use heuristics in order to improve the Average-Case Execution Time (ACET) of the
system. ACET optimizations like loop unrolling, function inlining or instruction
scheduling are well-known and discussed at length in literature [Muc14]. Despite
their aim at optimizing the average runtime, those optimizations do not have
any information about the actual impact of an optimization on the resulting
execution time. Profiling tools like gprof which come with the GCC, allow the
user to support the compiler with some information about which parts of the
program are executed frequently and which ones are executed only occasionally.
The compiler can then try to optimize frequently used parts more aggressively.
However, on the one hand, the compiler still neither features a timing model nor
does it have an exact model of the target architecture. As result, especially in the
domain of embedded systems with limited memory, possible negative effects like,
e.g., additional cache misses due to aggressive function inlining or loop unrolling,
cannot be predicted. On the other hand, the sheer idea behind these standard
optimizations is to optimize the average execution time. The worst-case timing
behavior, which is the key property of a hard real-time system, is explicitly not
considered in the optimization techniques. Furthermore, multi-tasking effects,
execution frequencies or task periods are also not modeled at all. As a result,
those standard optimizations are neither suitable for specific schedulability-aware
optimizations nor even usable for optimizing a single task’s WCET. Becker at
al. recently proposed an approach to use mainstream compilers like GCC in
order to optimize the WCET [BC18]. Their idea is to provide gprof-like profiling
information to GCC which in fact contains information on the worst-case execution
paths rather than average-case profiling information. However, their work shows
that even then, GCC’s optimizations may easily result in negligible improvements on
the WCET. Some evaluation cases even result in a WCET which is more than 70 %
higher than the standard -02 optimization level without profiling information.

Apart from holistic optimization frameworks like WCC [FL10], code-based WCET-
aware optimization techniques have been proposed by numerous researchers.
Lokuciejewski et al. [LM11] give an overview, with a focus on the optimizations
in WCC. Exemplary, cache-aware basic block positioning was presented by [FK11].
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A WCET-aware register allocater was proposed in [FSS11]. Some works also focus
on WCET-aware source code optimizations, e.g., Lokuciejewski et al. [LKM10].

Suhendra et al. present a WCET-oriented static data SPM allocation based
on ILP [Suh+05]. They model the control flow of a task using integer-linear
(in)equations and are subsequently able to set the minimization of the task’s
WCET as objective function for the ILP solver. Subsequent constraints model
timing gains for each data object if it is moved to the fast but very small SPM.
Their model was later used by Falk et al. for a static instruction SPM allocation
[FK09]. These techniques are also used within this thesis to illustrate the potential
of the presented schedulability-aware optimization framework.

All these optimizations aim at minimizing the WCET of a single task, neglecting
negative side effects on other tasks in case of a multi-tasking system, as well as
limited resources which must be shared among all tasks.

Only relatively few previous works exist on the optimization of multi-tasking
hard real-time systems. They mostly aim at separating tasks from each other in
the system [PLM09]. Then, subsequently, the optimization can proceed by simply
minimizing the sum over all WCETs of all tasks in a system, yet again neglecting
any timing constraints. This however, clearly does not lead to optimal results, as
the separation of the tasks from each other restricts their optimization potential
without including any knowledge on which task even needs to be optimized in
order to fulfill all timing constraints.

2.3. Optimization Methods

WCET-oriented optimizations can usually be represented as a large combinatorial
problem. E.g., the static data SPM allocation by Suhendra et al. [Suh+05] can
easily be considered as a form of the knapsack problem: A number of basic blocks
is to be allocated to the SPM which has a limited capacity, such that a given cost
function (here: the WCET) is minimized. For other optimizations like the static
instruction SPM allocation, the problem gets even more complicated, as assigning
one basic block to the SPM might change the cost of the block itself and of some
of the remaining blocks. As a result, as shown by Richard Karp [Kar72], WCET
optimizations can be considered as NP-complete optimization problems.

Mathematical approaches in order to solve such problems can be divided into
two categories: Heuristics and optimal approaches.

Heuristics aim at finding a good solution within a reasonable amount of time.
Both definitions of “good” and “reasonable amount of time” are somewhat fuzzy
terms. In the end, the user of an approach must decide, whether an optimization is
sufficiently fast or precise. While this thesis does not aim at defining “sufficiently

13



2. Related Work

fast”, any optimization result is considered as “sufficiently precise”, if the result
of the optimization leads to a system which adheres to all of its design constraints.

Optimal optimization algorithms, on the other hand, are able to deterministically
find an optimal solution with regard to a given objective function.

The probably most famous commonly used heuristic approaches are genetic
algorithms as proposed by Goldberg [Gol89] and machine learning based ap-
proaches [Sam88]. Some approaches exist trying to apply machine learning tech-
niques to the domain of WCET analysis and optimization [Lok+09b; Bon+17].
However, the approaches’ results are quite mixed. The probably main reason
which objects the usage of machine learning is the lack of sufficiently large learn-
ing sets. On the other hand, genetic algorithms have previously been used suc-
cessfully [FS06; Pla+11; OLF17].

For optimal approaches, formulating combinatorial problems as a set of linear
(in)equations has been proven a powerful tool. So-called SAT solvers can convert
such (in)equation systems into a Boolean Satisfiability Problem (SAT) and sub-
sequently provide one valid solution. A popular example for such a solver is
z3 by Microsoft. Alternatively, the (in)equation system can be accompanied by
an objective function. Numerous tools exist to solve the subsequently resulting
so-called linear program. Some of the most popular solvers are 1pSolve [Lps19],
CPLEX by IBM [Cpl19] and Gurobi [Gurl9]. Their solving algorithms mainly base
on the simplex method proposed by Dantzig [DOW55]. Gomory extended the
model by Dantzig to cover so-called integer-linear problems, where variables are
integer-valued [Gom58]. A more efficient approach for large-scale problems was
proposed later on by Karmarkar [Kar84].

2.4. Summary

Schedulability analysis techniques operate on a high abstraction level. They can
safely predict whether a given system may violate its timing constraints or not.
However, due to their high level of abstraction, they cannot be used efficiently for
code-level optimizations.

Code-level analyses provide detailed insights on the runtime behavior of the
code being executed on the embedded system. The analysis results can be used by
code-level optimizations for the reduction of the worst-case timing behavior. This
has been been researched intensively in the past. However, these optimizations
do not account for the scheduling behavior of the overall system, but rather aim at
minimizing the WCET of a task, without regard to limited optimization resources
or timing constraints.
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As a result, schedulability-aware code optimization is usually a tedious task
where the system designer has to play with compiler optimization flags and
approaches, hoping that finally one combination of optimizations will lead to a
schedulable system.

This work aims at closing this gap between system-level analysis and code-
level optimization. Code-level optimization techniques are extended by a
schedulability-aware optimization framework. This way, code-level optimiza-
tions can precisely predict their impact on the schedulability of the overall system,
paving the way for automated schedulability-aware compiler optimizations.

In order to be able to provide a code-level optimization which is aware of its
impact on the overall system’s schedulability, a number of open challenges have
to be tackled:

Multiple Tasks In modern hard real-time systems, an arbitrary number of tasks
may be defined by the system designer. An optimization framework has to
account for possible interference between the tasks and scale well enough
to cope with optimizing multiple tasks.

Arbitrary Activation Patterns Activation patterns of tasks may vary from simple
time-triggered and strictly periodical systems to complex event-triggered
systems with complex activation patterns and deadlines. In order to
minimize the level of pessimism in the optimization, the framework should
be able to precisely model these activation patterns within the underlying
optimization model in order to safely estimate the system’s schedulability.

Scheduling Algorithm The system designer should be able to freely choose be-
tween fixed-priority and dynamic-priority scheduling. The optimization
framework should either be decoupled from any concrete scheduling algo-
rithm or support multiple common scheduling algorithms.

Architectural Features Each task’s WCET and therefore also its WCRT is heavily
dependent on architectural features like, e.g., caches. The optimization
framework should therefore be able to optionally model such features.

Platform Dependency Compiler optimizations are heavily dependent on the
target architecture’s features and assembly instruction set. The optimization
framework should, however, be as generic as possible in order to be used on
different architectures.
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3. Embedded System Architectures

Nowadays, computing systems are not only used in personal computers or as
large-scale server infrastructures but are often small and dedicated systems
embedded into a specific technical context. These systems can be found in a broad
variety of applications, ranging from from multimedia decoders over household
appliances to safety-critical control systems in cars or airplanes.

Although these systems’ characteristics differ significantly, they have some
common properties: They are dedicated systems tailored towards their specific
use-case and often act completely invisible to the end-user. They interact with
their surroundings and are subject to certain runtime constraints. Loosely based
on the definition by Marwedel [Mar18, p. 1-2], an Embedded System may
therefore be defined as follows:

Definition 3.1 (Embedded System)

An Embedded System is a computing system which is embedded into a larger product.
It is designed in order to fulfill a dedicated task with limited resources and is subject to
one or several design and runtime constraints.

Fig. 3.1 provides an abstract view on the interaction of a typical embedded
system with its environment. The embedded system retrieves data about its
environment through sensors and analog-to-digital conversion units (ADC). This
data is then processed within the embedded system’s software components.
Depending on these calculations’ results, a digital output is generated, converted
into an analog signal by a digital-to-analog conversion unit (DAC). This signal is
finally sent to an actor (e.g., an engine) which will, to some extent, influence the
physical environment.

Usual design constraints of an embedded system include, but are not limited
to, cost efficiency, dependability, security, and the adherence to given timing
constraints. These timing constraints directly arise from the technical context the
system is embedded into. For example, a video decoding unit must decode each
frame within a certain amount of time in order to provide a smooth replay of the
decoded video. It is important to emphasize that these timing constraints are
coupled to some biological or physical constant, like the human eye or the speed
of a moving car. The system designer is bound to these timing constraints due to
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Figure 3.1: Typical composition of an embedded system. The embedded system
receives data from the physical environment and influences the physi-
cal environment in some way depending on the received input.

the nature of the technical context and may not modify them arbitrarily. Systems
which have to comply to given timing constraints are called Real-Time systems as
previously defined by, e.g., Manacher [Man67].

Definition 3.2 (Real-Time System)
A computing system which has to finish its calculation and return the corresponding
result within a given amount of time is called a real-time system. [Man67]

A real-time system can further be categorized as soft or hard real-time system.
Manacher [Man67] defines soft real-time systems as systems where tasks must
finish their execution within “reasonable” time, yet tolerate occasional lateness.
Hard real-time systems, on the other hand, are systems where the tasks are given
strict deadlines by their surrounding physical environment. When the task does
not finish in time, the result is no longer useful in any way. By this definition, a
late result is equivalent to no result at all and the strict adherence to all timing
constraints becomes a functional requirement of the system.

The following sections give a brief introduction into the structure of embedded
systems as far as this is needed for a better understanding of this thesis. Extensive
introductions are given by, e.g., [HP12; Stal6; Mar18].

18



3.1. Hardware Architectures

3.1. Hardware Architectures

Modern computing systems can be categorized by the level of generalization of
the underlying architecture. Common examples for processing units range from
Application-Specific Integrated Circuits (ASICs) whose hardware is unchangeably
tailored towards one specific task [Marl8, p. 139] over more generalized but
still special-purpose processors like Digital Signal Processors (DSPs) to general-
purpose control units.

Within these categories, architectures may be further classified by their in-
struction type. E.g.,Very Long Instruction Word (VLIW) processors follow the
paradigm to code multiple operations into one instruction packet, allowing for
easy parallelization on the cost of complex hardware and increasingly complex
compilation [Mar18, p. 152].

Reduced Instruction Set Computer (RISC) architectures offer a small number of
different instructions, typically resulting in less specialization but also simplifying
the underlying hardware of the computing unit, as well as the effort necessary for
creating a working system. Although each instruction is way less powerful, one
instruction can be executed within a few cycles of the processing unit’s operating
clock. Asresult, as long as the timing penalties of getting the instructions from the
system’s memory into the execution unit of the microprocessor can be handled,
RISC machines can provide significant performance.

As a compromise between VLIW and RISC, Complex Instruction Set Computer
(CISC) machines offer a more complex instruction set than RISC, thus needing
less memory accesses to fetch the code needed to solve a given task [Mar18, p.
144]. Despite this advantage, most embedded systems, especially in the domain of
real-time systems, rely on the RISC architecture. Apart from reduced production
costs due to a relatively simple hardware design, the better timing predictability
of RISC architectures is a major factor. By definition, hard real-time systems must
provably comply to given timing constraints. The more complex the underlying
hardware architecture, the harder it gets to provide safe but tight estimates on
the maximum execution time of a given sequence of instructions.

However, due to the fact that the whole domain of embedded systems is
relatively application-specific, often multiple additional design constraints like a
small program size or a limited amount of energy consumption must be kept. This
leads to architectures offering some features which originally stem from different
architecture classes. Therefore, the frontiers between different architectural
concepts are somewhat blurry.

Embedded microprocessors like the Infineon TriCore [INF08] are based on
the RISC architecture but also feature multiple instructions which are typical for
a DSP. To show applicability of the upcoming contributions of this thesis, the
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Figure 3.2: Basic structure of an embedded system using the Von-Neumann
Architecture.

thesis focuses on both a classical RISC microcontroller, namely the ARM7TDMI
architecture represented by the NXP LPC2880 microprocessor and the much
more complex Infineon TriCore TC1796 microprocessor whose RISC based central
processing unit is accompanied by a DSP instruction set and several instructions
for floating point arithmetic.

3.2. Memory Architectures

Besides their differences in the instruction set, the ARM7 and TriCore architecture
differ in the way of addressing data and code. The ARM7TDMI is based on the
so-called von-Neumann architecture [ARMO04, p. 3-2] depicted in Fig. 3.2, which
uses a common memory for both data and code [Stal6, p. 105].

The Infineon TriCore microcontrollers on the other hand are built according to
the so-called Harvard architecture, physically separating a program’s instructions
from its data [HP12, p. L-4] [INFO8]. The block diagram of the Harvard
architecture is shown in Fig. 3.3.

Due to the separate memories for code and data, the TriCore is able to both fetch
anew instruction word and to load application data into a register at the same time.
The ARM7TDM]I, on the other hand, has to either delay data or instruction retrieval
as both code and data reside in one memory accessed over one common bus.

From a hardware point of view, the memory does not distinguish between
instructions and data. It solely stores sequences of zeroes and ones which are
subsequently interpreted as either data or instructions by the CPU. To ease
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Figure 3.3: Basic structure of an embedded system using the Harvard Architecture.

descriptions, the remainder of this chapter will solely refer to “data” when
describing the behavior of memory.

The memory must be addressable in order for the CPU to be able to select a given
region of the memory where data is stored to or retrieved from. The number of
addressable units within the memory is dependent on the architecture. Common
bit widths A used to address memory are 8, 16, 32, or 64. This subsequently
results in 2* addressable units in the memory. The size of an addressable unit in
the memory is also platform dependent. The microcontrollers which are used for
evaluation purposes in this thesis feature 32 bit wide addresses. They address
memory at byte-level.

3.2.1. Cache

As explained above, RISC architectures feature a fast execution of one single
instruction but need, compared to other architectures, a relatively large number
of instructions to solve a given task. To allow for a high computing load and to
reduce idle times, it is therefore crucial that instructions can be retrieved as fast
as possible from the memory.

Unfortunately, fast memories are expensive with both respect to needed chip
size and production costs. Caches are often used in order to compensate for
this problem. A cache is a small but fast memory which aims at buffering data
from main memory in order to provide faster access. Caches are transparent
to the processor and any running application and are managed completely
autonomously in hardware by the so-called cache controller. The cache controller
decides which piece of data from the memory is stored to which part of the cache
memory. It also manages which parts of the cache memory are evicted to make
room for other data from main memory. If a certain piece of data is present in the
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cache, data retrieval can solely take place between the CPU and the cache. There
is no need to communicate with the slower main memory.

If data is to be stored to the cache, the cache’s behavior may differ. A write-through
cache will store any new data in the cache and will simultaneously write it directly
to the main memory, thus there will be no timing gain by the cache. A write-back
cache will buffer written data and only write it back if it is to be evicted by other data.
This can heavily improve the performance in case of frequent writes to the same
address in memory. However, it is hard to predict the cache’s timing behavior.

In order to further bridge the gap between access speed and costs, caches can be
daisy-chained to form a so-called cache hierarchy. This means that a very fast but
very small cache is followed by one or more increasingly slower but larger caches,
until finally the actual main memory is accessed. This setup is mainly found
in environments which feature very large main memories like general-purpose
computers with several gigabytes of memory or in distributed systems with very
slow remote memories. The main focus of this work, however, is on small single-
core embedded architectures. The platforms analyzed in this work do not feature
hierarchical caches. They are therefore not discussed in the following.

An exhaustive introduction into the functioning of caches is given by, e.g.,
[Stal6, p. 144-188]. This section is based on [Stal6] but solely focuses on those
aspects of caches which are needed in the ongoing of this thesis.

Caches are mainly distinguished by their mapping function and their replace-
ment policy. The mapping function determines which block from the main mem-
ory will map to which line of the cache. The replacement policy determines
which chunk from the cache will be evicted to make room for a new block.

A cache consists of a number of k cache lines. Each line contains one block
of data from main memory, plus additional control information. The control
information is used to store which concrete block from main memory is residing
in a given cache line, as well as management information needed for the cache
controller’s replacement policy.

3.2.1.1. Mapping Functions

There are three different approaches for the mapping function: Direct mapping,
fully associative mapping and set associative mapping.

In direct mapping, the mapping of memory blocks to cache lines is fixed. For
each memory block, there exists exactly one valid cache line where its data may
be stored. While being simple to implement, such mapping does usually not offer
best performance due to suboptimal usage of the cache’s resources.
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Figure 3.4: Typical structure of a cache. L describes the number of lines in the
cache. The cache’s associativity is given by N. Figure adapted from
[Stal6, p. 165].

In a fully associative cache, a memory block may be assigend to any cache line.
The cache controller must dynamically keep track of which line contains which
memory block. This mapping provides best usage of the cache’s resources but
also leads to a highly complex cache controller.

As a trade-off between direct and fully associative mapping, set associative
mapping can be used. In a so-called N-way set associative mapping, the cache is
logically divided into different sets. There exists a direct mapping of a memory
block to a cache set. Within each set, there exist N cache lines which act like a fully
associative cache. Fig. 3.4 shows the typical structure of a set-associative cache. L
describes the number of lines within the cache. N denotes the associativity of the
set-associative cache, and therefore equals the number of cache lines within one
set. Subsequently, the number of sets S is given by S = L/N. It can be seen that
each block from memory can be cached in N cache lines. Additionally, due to the
fact that the cache is smaller than the main memory, multiple memory blocks
map to the same cache lines.

In order to identify to which set a given memory block is allocated to, as well as
to identify the concrete block within all lines within one set, the memory address
is used. Fig. 3.5 shows how this is achieved. The memory address consisting of y
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Figure 3.5: Mapping of a memory address with y bits to its cache parame-
ters [HP12, App. B].

total bits (e.g., v = 32ina 32 bit system) is divided into a tag, an index and an offset.
The index bits denote the set which a memory block will be directly mapped to.
The tag bits identify the concrete memory block within the set. Finally, the offset
bits denote the concrete memory unit (e.g., the byte in a byte addressable memory)
which is being addressed. As a side note, an N-way set associative cache with N =
L equals a fully associatively mapped cache. On the other hand, the behavior of an
N-way set associative cache with N = 1 is equivalent to a directly mapped cache.

3.2.1.2. Replacement Policies

Obviously, a cache cannot hold all blocks from main memory at the same time
(otherwise, the main memory could simply be removed). The replacement policy
is used to decide which block should be evicted from the cache if a new block
has to be added. Therefore, the replacement strategy is crucial for the number of
cache hits and subsequently for the cache’s performance. The most important
replacement strategies are:

FIFO First In First Out (FIFO) replacement policy will always evict that block
from the cache which was loaded earliest. It does not keep track of the
access patterns.

LFU When using the Least-Frequently Used (LFU) replacement policy, the cache
controller keeps track of how often a cache block was actually accessed.
When a cache block must be evicted, the block which has the least number
of accesses is removed from the cache.
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Figure 3.6: Basic structure of an embedded system using the Von-Neumann
Architecture with an additional SPM.

LRU The Least-Recently Used (LRU) replacement policy keeps track of the age
of the last usage of each cache block. If a cache block is accessed, its age is
reset. If a block must be evicted, the block with the highest age is removed.

Random Random replacement policy will select one random block in the cache
which is evicted.

Common embedded systems like the Infineon TriCore often use the LRU cache
replacement policy. On the one hand, this follows the idiom of the so-called
temporal locality. Le., it is assumed that any instructions or data which have been
used recently, might also be likely reused in the future (i.e., due to usage within a
computational loop). Data or instructions which have not been used for a long
time are thus considered to be unlikely to be reused in the near future and can
thus be removed from the cache.

On the other hand, LRU replacement policy has been proven to be optimal
with respect to its worst-case behavior analysis. It has been proven that, e.g.,
caches with FIFO replacement strategy cannot be analyzed as precise as with
LRU [Rei08]. In a hard real-time system, whenever some behavior (like a cache
hit or miss) cannot be predicted safely, the worst-case behavior must be assumed.
Therefore, if the cache replacement policy is not predictable, the cache might
bring benefits to the system performance — however, this cannot be accounted for
in the system analysis and does therefore not help when it comes to analyzing or
optimizing a hard real-time system.
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Figure 3.7: basic structure of an embedded system with SPMs using the Harvard
Architecture.

3.2.2. Scratchpad Memory

As discussed above, caches can be used to mitigate the effects of slow main
memories. Their transparent behavior makes them easy to use. However, this
also makes them hard to analyze. Additionally, in a hard real-time system which
has to comply with certain timing constraints, the most commonly or recently
used data may not be the one which is crucial for the timing-critical parts of the
system. Therefore, a Scratchpad Memory (SPM) can be used as an alternative.
Fig. 3.6 shows the basic structure of a von-Neumann hardware architecture with
an additional SPM. The SPM is directly connected to the CPU and not via the
system bus which is used to interface with the “regular” main memory and any
I/0 devices.

From a hardware perspective, SPMs are usually implemented in the same
technology as a cache. In fact, for the Infineon TriCore TC1796 microcontroller,
cache and SPM are identical physical memories. The system designer can
configure the microcontroller to use the memory as either SPM or cache.

Fig. 3.7 shows the logical structure of a general Harvard architecture with an
SPM memory. Because Harvard architectures use separate memories for code
and data, this separation can also be found in the design of the SPMs.

From a programming perspective, an SPM is a regular addressable memory.
It uses its own address space and is used identically to the system’s main
memory. This means that the programmer of a system must actively decide which
instructions and which data should be allocated to the SPM and which should not
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and must adjust the program code accordingly. Because the SPM is just a regular
memory, this does not have to be decided statically at compile time, but may even
be decided dynamically during runtime of the system. However, because the
worst-case behavior in case of a dynamic decision is always hard to predict safely,
usually static allocation is preferred in the domain of hard real-time systems.
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This chapter covers different approaches for modeling and analyzing the timing
properties of real-time tasks and systems which are needed in this thesis. After
introducing fundamental definitions in Section 4.1, Section 4.2 tackles the analysis
of the worst-case runtime behavior of an individual task in a system. Section 4.3
introduces different task models which can be used to formally describe timing
properties like activation patterns and the deadline of a task. Afterwards,
Section 4.4 gives an overview of important scheduling algorithms in the domain
of hard real-time systems. Based on the findings and definitions of the previous
sections, Section 4.5 then presents analysis techniques in order to calculate the
WCRT of the tasks in a system, and presents schedulability analysis algorithms
which predict whether a given system is schedulable or not.

4.1. Fundamentals

To be able to verify the correct behavior of a hard real-time system, a formal
model describing both the system itself and its software is needed.

Definition 4.1 (Task)

A task T is a pre-defined software routine which is executed on a hard real-time system
and fulfills a dedicated purpose. Each task is assigned a deadline D; relative to the point
in time at which the task becomes ready for execution. The index i is used to identify a
distinct task. The time interval between the task finishing its execution and the task being
ready to be executed must be smaller than or equal to D under any circumstances.

Using this definition of a task, Definition 3.2 of a real-time system can now be
extended with a focus on the software being executed on the system:

Definition 4.2 (Real-Time System)

A real-time system is a computing system which consists of a predefined task set " which
is executed on a given hardware platform. The task set ' contains a given number N of
tasks: T ={7o, ..., TN_1). All tasks in the task set must finish their execution within a
given time budget.
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Note that the definitions of a real-time system and a task do not yet make any
assumptions on how often or when a task is actually being executed. To cope with
multiple tasks which compete for the same resource (e.g., CPU processing time),
the real-time system contains a so-called scheduler which decides which task is
executed at which point in time.

Additionally, the definition of a task does not imply any limitations on the
execution pattern of the task. A task in this broad sense may be executed once,
periodically or in a completely arbitrary fashion. Formalisms and limitations are
introduced in the upcoming sections in order to model the timing behavior of a
task in more detail. These are not mandatory for a system to qualify as a real-
time system but are solely needed for an analysis to verify or disprove that a task
7; will always meet its deadline D;.

Usually, a task will need a different amount of processing time depending on
its input and the initial state of the hardware on which the task is being executed.
The minimum amount of time until the task returns its result is called the Best-
Case Execution Time (BCET). A trivial and safe bound on the BCET is 0.

Definition 4.3 (Best-Case Execution Time)

The Best-Case Execution Time (BCET) c¢~; of a task T is the minimum time spent on
one execution of the task for any input and initial hardware state, if the task does not have
to compete for any resources with other tasks.

The maximum net amount of time the task needs to process its input data is
called the Worst-Case Execution Time (WCET).

Definition 4.4 (Worst-Case Execution Time)

The Worst-Case Execution Time (WCET) c; of a task t; is the maximum time spent on
one execution of the task for any input and initial hardware state, if the task does not have
to compete for any resources with other tasks.

Giving a safe upper bound lower than “infinite” for the WCET of an arbitrary
task is impossible, as it would imply solving the halting problem which was
proven unsolvable by Turing [Tur37].

However, if computing algorithms are relatively simple and the maximum
ranges of input data are known, it is possible to predetermine, e.g., safe upper
bounds on the number of loop iterations or recursion depths. Combined with a
profound knowledge of the program’s target platform, a safe upper bound on the
maximum execution time of a program can be obtained.
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4.2. WCET Analysis of a Task

A task of an embedded system interacts with its environment by receiving some
kind of data, performing certain operations on it and returning some result. Apart
from very simplistic tasks, different input data will most likely lead to different
paths being taken through the task’s algorithmic structure. As a result, different
calculations are performed and the execution time will vary. To reduce the
analytical overhead, machine instructions which have to be executed consecutively,
are often considered as one entity within the analysis. These snippets are called
basic blocks. The definition of a basic block is given by, e.g., Muchnick [Muc14] as
follows:

Definition 4.5 (Basic Block)
“A basic block is a maximal sequence of instructions that can be entered only at the first of
them and exited only from the last of them.” [Muc14, p. 173]

The basic blocks can now be connected as a directed graph structure to model
all possible paths through the task. This structure is called the task’s Control
Flow-Graph (CFG). Based on [All70] and [AG04, p. 218], the following definition
can be given:

Definition 4.6 (Control Flow-Graph (CFG))

A Control Flow-Graph (CFG) is a directed graph with one distinguished start node. Each
basic block of a task is represented as a node in the graph. If a basic block A can be directly
followed by basic block B in the task’s execution, then there is an edge from the node
representing basic block A to the node representing basic block B. [AG04, p. 218]

This CFG can then be used as a basis for all upcoming WCET analyses.

Modern microprocessor architectures may feature, e.g., parallel pipelines,
branch prediction units, caches and multi-cycle instructions. As a result, given
machine instructions within a basic block may take a different amount of time,
depending on their input data and previously executed basic blocks. These
differing executions of one basic block are called execution contexts.

Fig. 4.1 illustrates the distribution of execution times for a fictional task in
an embedded hard real-time system. WCETggar, denotes the actual worst-case
timing behavior of the system, as defined by Definition 4.4. Often, this actual case
is not triggered during testing and regular operation. Subsequently, WCETogs
marks the worst-case timing behavior which can be observed during evaluation
and testing.
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Figure 4.1: Distribution of execution times of a fictional task. The execution
time varies depending on the task’s input data and initial hardware
state. BCETgsr and WCETggr are safe bounds on the execution times.
BCETgrear and WCETRggar are the actual, but unknown, best- and
worst-case execution times. BCETops and WCETgs are the best- and
worst- case timings which are observed, e.g., in simulation runs. Figure
adapted from [Wil+08].

However, a hard real-time system must always guarantee to comply to all timing
constraints, even under extremely rare worst-case circumstances. WCET analysis
therefore establishes the notion of the estimated BCET and WCET. In Fig. 4.1, these
timings are denoted by BCETgsr and WCETgsr. The estimated BCET and WCET
are safe under- and over-approximations of the actual best-case and worst-case
timing behavior. To avoid that the embedded system’s hardware must be largely
overdimensioned, it is crucial that these bounds are not only safe but also tight.

Although there might be cases in which a system designer is also interested
in optimizing the lower bound on the minimum execution time of the task, this
work focuses on optimizations and analyses of the worst-case timing behavior.
The following sections will therefore not discuss BCET analysis in more detail
but rather focus on the upper execution bounds, the WCET.

There are two fundamentally different approaches on trying to derive upper or
lower bounds on a task’s execution behavior: By observing the program behavior
due to simulation or measurements, or by statically analyzing the program code
and combining it with a safe formal model of the timing behavior of the underlying
hardware [Wil+10].

When using measurement or simulation based techniques, the system designer
aims at feeding the task with input data leading to the worst possible timing
behavior. Obviously, the more complex a task or the underlying architecture
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gets, the more difficult it is to find the sequence of input data leading to the
actual WCETggar. Therefore, even with exhaustive testing, the observed WCET
will not provide a provably safe bound. Instead, the observed WCET, WCET s,
must be considered to be lower than WCETggar.. This is also depicted in Fig. 4.1.
To counter this uncertainty, safety margins are often added to the observed
WCET. The actual amount of safety margin is not scientifically based but is
rather determined by the designer’s experience or by company design rules or
certification standards. More sophisticated measurement techniques execute
smaller chunks of the task individually and try to find the input data leading
to the worst-case timing behavior of that subset. These partial data can then
be combined in order to retrieve some less unsafe upper bound on the WCET
[Abs19]. However, despite the fact that evaluating smaller chunks may lead to a
better estimation, the underlying problem of not being sure of actually triggering
the global worst case of a task’s runtime behavior persists.

Static WCET analysis does not base its results on simulation of given input data.
Instead, the program code is formally analyzed, giving safe over-approximations
on the global worst-case timing behavior. Due to the fact that this thesis tackles
hard real-time systems where even one single miss of a task’s deadline may
lead to catastrophic behavior, the following chapters will solely elaborate on
WCET analysis and will not further pursue simulation and measurement based
techniques. Since the actual WCET, WCETggar, is unknown, any statement on the
WCET of a task is considered to refer to the WCE Tgsr.

However, it should be mentioned that the optimization frameworks proposed
in this thesis do not rely on any specific method to retrieve the WCETs of a task
and its parts. If a system designer decides to use measurement based techniques,
all proposed methods will work as good as with analysis based techniques —
however, the safeness of the results can obviously not be guaranteed.

The following subsections provide a brief introduction to the huge field of
static WCET analysis. Section 4.2.1 gives an overview on bounding and analyzing
the possible control flows through a task. Section 4.2.2 will then elaborate
on micro-architectural analysis, as well as memory access analysis — especially
cache analysis. Section 4.2.3 describes the so-called Implicit Path Enumeration
Technique which is commonly used in order to find the global worst-case timing
behavior out of all previously gathered partial results.

4.2.1. Control Flow Analysis

One of the main challenges in WCET analysis is to find and bound the so-called
Worst-Case Execution Path (WCEP) in a given task.
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Definition 4.7 (Worst-Case Execution Path (WCEP))

The Worst-Case Execution Path (WCEP) is defined as that execution path through a task’s
CFG which leads to its WCET. If several paths lead to the WCET, all of these paths are
considered equivalent with regard to the task’s timing behavior. Then, any one of them
may be selected as the WCEP.

One key issue in order to bound the WCEP is to give safe bounds on the
maximum number of traversals through cyclic paths. The underlying problem
is illustrated in the (artificial) example in Listing 4.1: The task to be analyzed
consists of a simple function written in C. It retrieves its input from some external
variable input and calls a recursive function fac() from a nested loop.

Both the loops and the recursive function calls lead to cycles in the task’s CFG.
Without additional knowledge (in this example, the maximum value of input),
maximum execution bounds on neither the loops nor the recursion depth can
be derived. Although, in this very simple example, a safe but very pessimistic
upper value on input could be given (i.e., 232 — 1 in a 32 bit environment), upper
bounds on the maximum traversion through a cyclic CFG cannot be given in
general. Being able to give such assertions in a general program would solve the
halting problem which was proven unsolvable by Turing [Tur37].

Therefore, without any additional information, cyclic structures in the CFG
must be assumed to be repeated an infinite number of times in a general program,
thus leading to an infinite WCET. To tackle this problem, system designers can
choose between two different approaches:

The first approach is to avoid any control structures which lead to cyclic
CFGs which are not trivially bounded. Some research groups even propose
so-called “single-path” code where the control flow through a task does not
vary at all [Pus03]. When using single-path code, the problem of bounding
the WCEP is easily solved. However, despite being easy to analyze, single-path
code by definition performs slow, as it always executes all instructions, even if a
computation’s result is discarded right afterwards.

The second — and less restrictive — approach is to only use cyclic code constructs
where a safe upper bound on the maximum number of iterations can be given.
Although not formally required, this often implies the avoidance of complex
algorithmic structures like recursions or goto expressions.

Simple loop structures can often be bounded automatically as shown by, e.g.,
Lokuciejewski et al. [Lok+09a] and Gustafsson et al. [Gus+03]. When more
general control flow structures are needed, the problem of bounding the WCEP can
be solved by so-called flow facts. These are annotations on source or machine code-
level which are given by the programmer. Using these annotations, the execution
count of cyclic control flow structures is bounded manually. In Listing 4.1, this
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Listing 4.1: Exemplary task, loosely based on the "fac" benchmark from [Gus+10].
The listing illustrates the use of flow facts [FL10] to bound maximum
and minimum execution counts on loops and recursions.

int fac( unsigned int n ) {

if( n == 0 )
return 1;
else

return ( n * fac( n-1 ) );

}

// Maximum allowed value is 100
extern unsigned int input;

unsigned int task() {

unsigned int result = 0;
_Pragma("loopbound min ® max 100")
for( unsigned int i=0; i != input; ++i ) {
_Pragma("loopbound min 1 max 100")
for( unsigned int j=i; j != input; ++j ) {
_Pragma( "marker recursivecall" )
result += fac( i+j );
_Pragma( "flowrestriction 1*fac <= \
198*recursivecall"” )
}
3

return result;

has been done by _Pragma statements. This was proposed by Falk et al. [FL10]
[LM11, p. 19] and is implemented into the WCC compiler framework which is used
as evaluation platform throughout this thesis. The syntax of _Pragma statements
is quite straightforward. Loops are simply annotated by minimum and maximum
iterations each. For the recursion, a special marker pragma is set and accompanied
by a flowrestriction pragma. This limits the maximum calls to fac() to 198
times of each original call within task()’s innermost for loop. Although this
provides a safe over-approximation, the approximation is obviously not tight
for the given example. The inner loop is only executed once with the maximum
loop bound of 100. The next time, the loop is executed only 99 times, down to
only 1 single iteration for i==99. Accordingly, fac()’s recursion depth is much
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lower than 198 in the uttermost cases. Further flow restrictions can be used to
tighten the approximation as elaborated by Falk et al. [FL10]. Any WCET analysis
will then assume that these annotations are correct and use these bounds in the
upcoming steps of the WCET analysis.

4.2.2. Micro-Architectural Analysis

The previous section showed how the paths through a task can be bounded on
the source code-level. In order to be able to give a safe bound on the actual
timing through these paths, a detailed analysis has to be performed on a machine
instruction-level, with respect to the concrete hardware on which the task will be
executed.

The reasons for this are twofold: First, no timing guarantees can be given before
it is known how a statement in a task’s source code is actually expressed on the
level of machine instructions. Depending on the complexity (e.g., multiplication
of two double-precision floating point values), one statement on the source code-
level may easily lead to multiple statements and even function calls on machine
code-level. Second, even with the knowledge of the concrete assembly instructions
being executed, the actual timing behavior is highly dependent on the target
architecture. This includes not only properties like the target processor’s clock
frequency and memory access times but also its internal pipeline structure and
many more so-called micro-architectural properties.

Unless explicitly stated otherwise, the upcoming sections subsequently assume
that the previously analyzed source code has been translated into a final binary
file by a compiler. Then, the analyses operate on the level of machine instructions
with the mandatory requirement of exactly knowing the target architecture on
which the task is going to be executed.

Section 4.2.2.1 will first introduce the concept of the value analysis as part of
the WCET analysis. Section 4.2.2.2 will then provide an introduction into cache
analysis. Subsequently, Section 4.2.2.3 covers the analysis of the microprocessor’s
pipelining behavior. Finally, Section 4.2.2.4 describes call contexts and how they
are handled.

4.2.2.1. Value Analysis

The so-called value analysis is used to try to determine the contents of each register
at each position in the program. If any safe guarantees about the contents of a
register can be made, this information can subsequently be used in order to predict
the behavior of the machine instructions using these registers. E.g., depending on
the target architecture, a floating point multiplication by 0 might be much faster
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than a multiplication of two arbitrary real numbers. More importantly the results
of the value analysis can be used as the basis to automatically bound the maximum
execution counts of loops, as mentioned in the previous section. Additionally,
value analysis is needed in order to predict which actual data element is being
accessed when using pointer operations (e.g., “int a = *b;” on a C code-level)
[LM11, p.21f.].

Value analysis can be performed for both the machine instructions or the
task’s source code. When operating on machine instruction-level, recognizing
variable definitions and usages and following the value propagation through
the CFG is much more difficult than on a source code-level. However, when
operating on source code-level, there must be some kind of compiler support in
order to annotate which assignment operations and expressions in the source
code will lead to which registers on an instruction-level. Otherwise, the WCET
analysis cannot link the findings from the value analysis to the concrete machine
instructions whose timing behavior is to be predicted.

Value analysis also plays an important role in compiler optimizations. Constant
values can be propagated throughout the program’s code, enabling the compiler
to simplify statements and thus improve on the program’s runtime, whenever
assignments and calculations can safely be performed at compile time [Aho+07,
p- 632ff.]. Value analysis is not needed explicitly for this thesis but only being
used as part of the WCET analysis which is needed as a basis. It will therefore
not be discussed any further in detail.

4.2.2.2. Cache Analysis

Section 3.2.1 introduced caches as a way to improve the average-case access times
to slow memories. When using caches, access times to the cached memory vary
significantly, depending on whether the access leads to a cache hit or miss.

Whether a hit or miss occurs depends on both the initial cache state and any
previously accessed memory regions. For simple architectures, assuming each
memory access as a cache miss will lead to a safe overestimation of the timing
behavior. However, Lundqvist et al. showed that for complex microprocessors,
timing anomalies may occur [LS99] when instructions may be executed out of
order. In this case, the worst-case timing is actually triggered if a memory access
results in a cache hit. Although Lundqvist et al. claim that timing anomalies
may only occur for microprocessors featuring out of order execution, Gebhard
[Geb10] proved otherwise by demonstrating a timing anomaly for the LEON2
microprocessor. Therefore, a safe analysis on both potential cache hits and
potential cache misses is essential for a safe WCET analysis. As result, cache
analysis builds its own stage within the WCET analysis of a task.
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Cache analysis can be divided into two classes: Intra and inter task cache
analysis. Intra task cache analysis has been researched intensively over the last
decades, e.g., by Li et al. [LMW96] and Ferdinand and Wilhelm [FW99]. It
classifies cache accesses within one task, assuming the task is executed in a stand-
alone manner. Inter task analysis, on the other hand, analyzes the impact on the
cache if a task is preempted by another task. In this case, the preempting task may
evict parts of the preempted task from the cache, thus leading to timing penalties
which were not foreseen by the intra task analysis. Inter task cache analysis is
tackled in Section 4.5.3. This section will focus on intra task cache analysis. Thus,
it is assumed that the analyzed task is run in isolation and suffers from no outside
disruptions.

Intra task cache analysis is split in two parts: A must and a may analysis. The
must analysis analyzes which instructions (or data) must reside in the cache at any
given point of execution and thus lead to definitive cache hits. The may analysis,
on the other hand, is used to classify whether a memory access may result in a
cache hit. Subsequently, a cache miss occurs, if a memory block might not be
in cache. The combination of both must and may analysis can then be used to
give safe upper and lower bounds on the memory access times of any data and
instruction access at any point of a task’s execution. Due to the fact that the exact
control flow through the program is only determined at runtime, both must and
may analyses cannot provide exact results but only safe approximations.

For obvious reasons, any concrete analysis of a system’s caching behavior
depends on the cache properties like its size, associativity, . . . and its replacement
policy, e.g., LRU (cf. Section 3.2.1). If the target architecture can be chosen freely,
the system designer might refer to, e.g., [Rei08] where different replacement
policies are compared with regard to their applicability in hard real-time systems.

As this work focuses on compiler optimizations for commonly found architec-
tures, subsequent chapters will focus on the LRU replacement policy. The Infi-
neon TriCore architecture which is used as one of the evaluation targets through-
out the upcoming sections, is also relying on LRU as cache replacement policy.

4.2.2.3. Pipeline Analysis

As part of the micro-architectural analysis, the pipeline analysis focuses on the
microprocessor’s pipeline. Even rather old architectures like ARM7TDMI do not
process each machine instruction separately. Instead, due to the pipelining concept,
different processing stages operate on different instructions in parallel. E.g., while
the result of an add instruction is calculated in the microcontroller’s arithmetic
pipeline, the previous instruction’s result may be written back in the writeback
phase, and the next instruction’s operational code may be retrieved from memory.
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As a result, although passing one individual instruction through the CPU might
take several cycles, the average time an instruction needs can be drastically lower.

This pipelining behavior may be disturbed when executing instructions which
may take a varying time in the execution stage, conditional jump instructions are
executed where the forthcoming control flow is yet unknown, or subsequently
executed machine instructions depend on each other. In these cases, the pipeline
either stalls, i.e., it does not pass through instructions to the next stage until further
proceeding is known. Or, alternatively, it may speculatively proceed fetching
instructions. If this speculatively fetch turns out to be wrong, the pipeline must
be flushed and the correct instructions must be fetched. If the architecture even
allows for speculative execution, then the result of these speculatively performed
operations must be undone to ensure a functionally correct working program.

WCET-oriented pipeline analysis has been intensively researched by, e.g.,
Engblom [Eng02]. Boiled down, its goal is to find safe but tight estimates on the
execution time of instructions which are definitely executed in sequence. At points
where the control flow splits and jumps may occur, it provides safe upper bounds
on the additional timing penalties inflicted by a possible misprediction. Pipeline
analysis is highly target-specific. Performing a tight but safe pipeline analysis
requires detailed knowledge on the internal structure of the target processing unit.

4.2.2.4. Execution Contexts

The previous section explained the necessity of the pipeline analysis which returns
the time needed to execute a sequence of instructions. However, in many cases,
there is not the execution time of a piece of code.

Consider, e.g., a loop which is passed several times. In its first execution, the
microprocessor’s branch predictor may have mispredicted the loop to not be
entered at all, thus resulting in an additional timing penalty. Additionally, the
target platform may use instruction and data caches, and the loop’s contents may
not be in the cache at its first iteration. As a result, instruction fetches and data
loads are slow in the first iteration, but fast in subsequent passes. These different
access times obviously lead to massive changes in the pipeline analysis.

A safe approximation would be to use the worst possible case (in this example,
the loop’s first execution) and multiply this timing estimate by the number of
loop iterations. This will obviously lead to a major over-approximation of the
actual worst-case timing behavior. Modern analysis tools are therefore able to
maintain several so-called execution contexts. In the case of the loop, each loop
iteration may have its own context, with its own pipeline analysis. To seamlessly
integrate contexts into the analysis frameworks, analyses typically model contexts
by virtually unrolling loops or virtually cloning functions.
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E.g., consider a loop with 10 iterations. The first loop iteration might take 20
time units, and the following ¢ iterations may finish within 15 time units each.
Without contexts, the loop costs would have to be accounted by 10 - 20 = 200 time
units. With contexts, the analysis will virtually unroll the loop. This means that
it is modeled as one single-execution block which needs 20 time units, and a loop
block which has 15 time units for each iteration but is only traversed 9 times As a
result, the loop’s WCET estimate will result in 20 + 9 - 15 = 155 time units. The
unrolling is called “virtual”, because it is only performed for the analysis. The
actual machine code and the task’s execution behavior are not changed. Functions
which are called multiple times with different (but known) parameter values
can be handled accordingly by virtually cloning them. Then each call of the
function can be analyzed separately with the respective parameter values. While
this allows for a much tighter WCET estimate, it also significantly increases both
analysis time and memory consumption.

Therefore, analyzers often compromise by keeping the worst N calling contexts
for code constructs, where N is a user-definable number. Therefore, the user may
choose, whether a faster but more pessimistic WCET analysis is acceptable or
whether to perform a more sophisticated analysis which may take notably more
computational resources.

4.2.3. Implicit Path Enumeration Technique

Finally, after analyzing the separate chunks of instructions of the task, the overall
WCET must be calculated. This is usually done by using the so-called Implicit
Path Enumeration Technique (IPET) proposed by Li and Malik [LM95]. The IPET
models the control flow of a task by using flow constraints, similar to Kirchhoff’s
circuit laws in physics. These constraints are expressed as integer linear equations.
An objective function is then defined which aims at maximizing the flow through
the task’s CFG, while adhering to all constraints. The resulting ILP can then be
solved using any ILP solver, finally getting a safe estimate on the WCET of that
task. To achieve this, IPET operates on the Control Flow-Graph (CFG) of a task at
a basic block-level as defined in Definition 4.5 and Definition 4.6.

Fig. 4.2 shows the CFG of a minimal task consisting of the two functions main()
and func(). The basic blocks are denoted by capital letters, while the edges are
represented by a lower-case e with a numerical index. We define ep,in to denote
the flow entering function main() and e to denote the flow entering function
func(). func() can now be expressed by one simple flow constraint with the
flows being expressed as non-negative integer variables:

€func = €7 + €3 (41)
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Figure 4.2: CFG of an Exemplary Task.

In other words: The flow going into basic block F must equal the sum of the
flows exiting the block. Therefore, for one execution of e, either basic block G
or H but not both must be taken.

Modeling main() is a little bit more complex due to the loop. However, the
IPET can be built in exactly the same way by simply modeling the sums of ingoing
and outgoing edges for each node:

€1 +eg=¢exte3 (42)
€3 = €4 = €fnc = €5 = €5 (4.3)

Note that this does not yet account for any loop bounds. To prevent an infinite
tflow, loop iterations must be bounded by user annotations (or automatically by
the WCET analyzer framework), as discussed in Section 4.2.1. For this example,
assume that the loop defined by the back-edge from basic block E to basic block B
is executed a maximum of 10 times. Therefore, the user would have to define

ec = 10 (4.4)

to limit the number of times the back-edge may be taken. Additionally, the
number of times the main() function is entered must be defined:

€main = | (4.5)
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Given these limits, the total flow into basic block Bissetto 1+ 10 = 11. Due
to Eq. (4.3), the flow also restricts the call frequency to func() to 10 and e3 to 10.
Thus, the flow e, into basic block C is enforced to 1 subsequently modeling the
fact that the task must be exited via C.

The presented constraints model the control flow, but they do not yet lead to a
WCET estimate. For this, the net worst-case timing behavior of each basic block
is introduced as Cx. The index x denotes the corresponding basic block. For
example, Ca represents the worst-case execution time for one single execution of
basic block A. These timings can be retrieved by micro-architectural analysis as
presented in Section 4.2.2.

To simplify mathematical notations, the sum of all flows of all edges going in
each basic block is expressed by another ILP integer variable f, with x representing
a basic block. E.g., f, models the sum of all flows entering basic block A.

fA = €main (4.6)
fg =e1 +es 4.7)
fc =ez (4.8)
fp =e3 (4.9)
fe =es (4.10)
fF = €func (4.11)
fg =ez (4.12)
fu =eg (4.13)

The worst-case timing behavior of the complete program is now obtained by
maximizing the sum of worst-case flows into each basic block multiplied by their
respective worst-case timing;:

max ( Z fi - Ci> (4.14)
Vi, i=A,B,...,H

Additional flow constraints can be used to model recursive calls, infeasible
paths and irregular loops. This is not discussed in more detail, as it is not
necessary for understanding of the upcoming thesis. A more formal introduction
into modeling the IPET is given in the original paper [LM95].

4.3. Task Models

An embedded real-time system may feature multiple tasks which are executed
repeatedly. To be able to give any safe estimates on the system’s overall behavior,
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their maximum execution rates must be bounded. They may either be predefined
by one constant period T, or arbitrarily complex execution patterns.

This work uses two different task models. For strictly periodical systems, a
simple task model based on the works of Liu and Layland [LL73] is used. For
distributed embedded systems with arbitrary activation patterns, event-based
task models were introduced by Richter [Ric05], Wandeler [Wan06] and later on
modified by Kollmann [Kol+10]. Due to the fact that this thesis focuses on single
processing units instead of distributed systems, some simplifications to the model
could be made. Especially, best-case execution timing behavior and bounds on
the minimum execution rates can be neglected. When necessary, the appropriate
proofs for simplifications are given. Additionally, it is assumed that tasks are not
dependent on each other. If such dependencies are present, the system designer
has to model these by means of clustering two dependent tasks or by assigning
task priorities accordingly.

4.3.1. Priorities

In any multi-tasking system, one task, the so-called scheduler, acts as a kind of
supervisor that decides which task is to be executed next. In real-time systems, this
decision is made by evaluating each task’s priority. Depending on the scheduling
algorithm which was defined by the system designer, priorities may either be
fixed at design time, or calculated by the scheduler dynamically at runtime.

In case of dynamic priority assignment, it is neither needed nor possible
to express tasks’ priorities within the task model. For fixed-priority systems,
however, the priority of a task is tied to the task and therefore part of the definition
of a task. Although in theory any kind of identifiers may be used to describe
priorities, non-negative numeric identifiers became common practice.

Definition 4.8 (Priority of a Task)

A priority Py is a non-negative integer number associated with a task t;. We define that a
numerically lower number denotes a logical higher priority. As a result, O is the highest
priority available in a system.

Throughout the upcoming work, each task T is assigned a unique identifier
1 which is denoted as an index variable. Therefore, task 1 is written as ;.
Accordingly, t;’s priority is defined by P;.

In order to simplify notations, it is common to re-use a task’s index i as its
priority in case of fixed-priority scheduling. As a result, it can be directly seen
that, e.g., Ty has a higher priority than T,, and that T, is the task with the highest
priority in the system, without having to state each task’s priority explicitly.
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On the downside, this notation does not allow for multiple tasks having the
same priority. If multiple tasks with identical priority should be needed in a
concrete scenario, formulations may be rewritten using the exhaustive notation
with an individual identifier P; for each task T;.

In case of dynamic priority assignment, the index i is solely used to identify
and distinguish the tasks without any further meaning.

Example 4.1 (Priority Assignment)
Consider a system T" consisting of two tasks. Then, these tasks will be assigned the indices
Oand 1:

= {70, 11} (4.15)

In a fixed-priority system, this means that the priority of task T, is 0 and the priority
of T1 equals 1. Due to the fact that, by definition, lower numeric values are defined as a
higher logical priority, a real-time scheduler will choose to execute Ty over Ty.

4.3.2. Periodic Model

If all tasks in a system are triggered for execution strictly periodically, a relatively
simple model can be used to describe each task. In this case, each task can be
described by its execution frequency and deadline only.

Depending on the scheduling algorithm, a priority indicator may be defined
additionally. However, the priority can often be directly derived from the
execution frequency or deadline and is not given explicitly. As a result, a periodic
task can be defined as follows:

Definition 4.9 (Periodic Task)

A periodic task T is defined as a tuple (ci, Di, Ti). ci denotes the WCET of t; and D;
the deadline. Tj is the activation period of the task. If the system is scheduled using fixed
priorities, the task’s index i is used to denote the task’s priority with O being the highest
priority.

As a special case, the description can be even more simplified if a task’s deadline
equals the period. In this case, the deadline is called to be implicit. If all tasks’
deadlines equal their respective periods, the system is called an implicit-deadline
system.

Definition 4.10 (Implicit Deadline Tasks and System)
A periodic task Tt with D; = T is called an implicit-deadline task. If all tasks T; in a
given task set I" are implicit-deadline tasks, the system is called implicit-deadline system.
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Figure 4.3: Example of a strictly periodically triggered task to with period Ty = 10
time units and implicit deadline. The blue arrows pointing upwards
signify the activation of the task while the red arrows pointing down-
wards signify the respective deadlines.

Example 4.2 (Strictly Periodical Task)

Fig. 4.3 shows the activation pattern of a strictly periodical task to with implicit deadlines.
This means that one instance of a task must finish at the latest right before the next instance
of the task is being triggered. The task has a period of To = 10 arbitrary time units. In
the figure, this is denoted by the red arrows pointing downwards, which are annotated by
DY with K being the corresponding instance of to.

4.3.3. Event-Triggered Modeling

By definition, a periodic task is considered to be triggered for execution in strictly
equidistant time intervals. If a task, in fact, is not executed in strictly equidistant
time intervals, the periodic task model is not powerful enough to describe the
exact task activation pattern. Instead, the shortest possible distance between two
subsequent task activations has to be taken and assumed as the period of the task.
This will still lead to a safe model with regard to the worst-case timing behavior but
introduce a significant amount of pessimism. This is illustrated by Example 4.3.

Example 4.3 (Periodical Task with Recurring Burst)

Fig. 4.4 shows the activation pattern of another task T,. There are no deadlines denoted,
as it is not important for this example. The task is obviously not triggered with one fixed
period. Instead, after 3 instances of the task with a distance of 10 time units, 2 instances
follow with only 5 time units distance between each task activation. Then, the pattern
repeats with a distance of 10.

With the periodic task model, this cannot be expressed exactly. Instead, the minimal
distance between two subsequent task activations has to be taken as the task’s period in
order to be able to provide a safe estimation on the task’s activation pattern. Le., Ty = 5.
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Figure 4.4: Example of an aperiodically triggered task T;. There are always 3

instances of the task with a distance of 10 time units and 3 jobs with a
distance of 5 time units. This pattern is repeated infinitely.

This obviously leads to significant pessimism in a schedulability analysis, as the task is
actually not being executed that often.

To counter these shortcomings, Gresser introduced an event-triggered task
model [Gre93a]. In such a system, a task’s execution is triggered by events which
can occur at arbitrary rates. In order to mathematically describe these activation
patterns, an event density function 1 (At) is introduced. The density function
does not operate on absolute time stamps but on time intervals. It returns the
maximum number of events which trigger a given task within a window of At
time units. More formally, the density function may be defined as:

Definition 4.11 (Density Function)

The density function n (At) denotes the maximum number of events in any interval of
length At [Gre93a].

In order to associate a given event function with a given task T;, the event
function is annotated using the index i: 1; (At). Note, that in this thesis when
talking of a time interval At, this refers to an interval with the length of At.

The interval function is the inverse of the density function. It returns the
minimum distance in which a given number of events may occur:

Definition 4.12 (Interval Function)
The interval function & (n) describes the minimal distance in which n events are generated
[Gre93al.

Analogously to the density function, the interval function for a given task t; can
be denoted by 6; (n). The minimum distance between two subsequent events, i.e.,
b (2) is called the inter-arrival time. Subsequently, for a strictly periodically triggered
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task, the task’s inter-arrival time equals its period. Using these definitions, an
event-triggered task T; can be defined as follows.

Definition 4.13 (Event-Triggered Task)
An event-triggered task T is defined as a tuple (ci, D, Pi,mi (At)).

Identically to Definition 4.9, c; is the WCET of the task, D; its deadline. P;
signifies the task’s priority in case of fixed-priority scheduling. As described
above, we define P; = i in order to achieve nicer mathematical notations in the
upcoming chapters. However, the density function 1; (At) is used instead of the
period T; in order to describe the task’s activation pattern. The interval function
d; (n) is not included in the task’s definition, as it may be derived from the event
density function.

Example 4.4 (Strictly Periodic Task Using Event Model)

Example 4.2 modeled a strictly periodic task o with a period of To = 10 time units and
implicit deadlines. When transforming this into the interval domain, the density and
interval functions no and &, are:

At
Mo (At) = H (4.16)
do (M) =max((n—1)-10,0) (4.17)

The rationale behind these functions is straightforward: One new event is triggered
every 10 time units. Therefore, in an interval of 10 time units, at most 1 event may occur.
In an interval of 20 time units, at most 2 events may occut, . . . The interval function —
forming the inverse of the density function — can be deduced accordingly. A maximum of
0 events is triggered in a time interval of exactly 0. A negative number of events does
not exist, and the interval function is defined to O for such input. For any interval length
which is an infinitely small amount larger than 0, at least one event may happen. However,
the minimum interval between 2 subsequent events is at least (2 —1) - 10, as this is
defined by the task’s period. Figs. 4.5 and 4.6 show the plots of the resulting event curves.

Example 4.5 (Periodic Task with Recurring Burst using Event Model)
Example 4.3 introduced task Tty which is not triggered by one fixed period. The activation
pattern was shown in Fig. 4.4.

In order to derive the density function n; (At), the minimum distances between
subsequent task activations (at an arbitrary point in absolute time) have to be analyzed.
In this example, the minimum number of tasks in a time interval of up to 5 time units
is 1. In any time interval which is slightly larger but still lower than 10 time units, the
maximum number of task activations is 2. This can be deduced graphically from Fig. 4.4
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Figure 4.5: Example density function n (At) of a strictly periodically triggered
task 1o with period Ty = 10 time units.
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Figure 4.6: Example interval function §, (n) of a strictly periodically triggered
task 1o with period Ty = 10 time units.

by sliding a frame slightly smaller than 10 time units over the occuring events. It is not
possible to capture more than 2 events within the window.

Accordingly, for a time interval of 10 time units, 3 instances of T, can be triggered
(E.g., between 20 and 30 in absolute time in Fig. 4.4). However, a time interval of at least
20 is needed in order to capture 4 events. Thus, N0 = 4. The resulting density function
is depicted in Fig. 4.7.

The interval function 81 (n) can be derived accordingly: The minimum interval between
2 subsequent events at any position in the time stream occurs at a burst and is 5 time
units. Subsequently, 6, (3) = 10. Because the burst is limited to 3 subsequent events
(by definition of the example), 4 events occur in a minimal interval of 20. Therefore,
81 (4) = 20. Fig. 4.8 shows the graph of the resulting interval function.
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Figure 4.7: Example density function n; (At) of a periodically triggered task T,
with recurring bursts.
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Figure 4.8: Example interval function 8; (n) of a periodically triggered task T,
with recurring bursts.

The density function can easily be given as an explicit formulation by adding each
periodically recurring “step” in the density function:

At
m (At) = %—‘ +

[max (At — 5, O)—‘ N
30

[ max (At —10,0)
30 w -

[ max (At — 20, 0)
- w (4.18)
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The interval function is calculated accordingly:

s [ 201]
max (n — 3,0)
5.( g %
10. {max(r;—4,0)—‘+
10 {ma" (T;_ 5>OW (4.19)

These two functions precisely model the behavior of the task’s activation pattern.

One key property of the density function is that it operates on time intervals and
no longer on wall-clock time. This inherently leads to two important properties:
First, the density function is monotonically increasing and second, it is subadditive
(i.e., larger time intervals must not outweigh smaller ones):

Proposition 4.1 (Density Function)
Any density function must meet the following two properties:

o The density function is monotonically increasing:

VAt < Aty :m (Aty) <1 (Aty) (4.20)

o The density function is subadditive: For a time interval At,, with At, > Aty and
At; = Aty, — Aty, it holds that:

N (Aty) > n (Aty) —n (Ats) (4.21)

Proof. We prove both statements by deducing the property from Definition 4.11.

The first property can be deduced directly from the definition. If for a given time
interval At, the maximum number of events is N, it is not possible to have more
events in a smaller interval At;. Otherwise, these additional events which occur in
the small interval would by definition also have to be present in the larger interval.

The second property is proven by contradiction. Eq. (4.21) can be rewritten as:

N (Aty) +1(At3) = n (At2) (4.22)
Assume the statement does not hold, i.e.:

1 (Aty) +1 (Ats) <1 (Aty) (4.23)
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Consider an arbitrary task with an arbitrary density function. For a worst-case
scenario, it can be assumed that at any point in time, 1 (At ) events occur within
At; and then exactly right after in an interval of At;, n (At3) events occur. Due
to the strict “lower than” formulation in Eq. (4.23), this would imply that when
looking at the complete time interval At, as a whole, more events might occur
in total than when looking at the very same time interval At, but counting the
number of events in two sub-intervals and adding the partial results. This is
obviously logically infeasible, thus Eq. (4.21) holds. O

Due to the generality of this approach, density and interval functions can be
used to describe any arbitrary task activation pattern. In practice, this may happen
by any means, ranging from simple tables to arbitrary symbolic formulations. For
some models like periodically occuring bursts, the event and interval functions
can easily be given directly as mathematical formulas, so-called event functions.
However, this is not a requirement on using event-based task modeling. Density
and interval functions may be given by a graphic representation, a lookup table
or some other means.

4.4. Scheduling Algorithms

If several tasks are executed on one processing unit, some mechanism must
be established in order to decide which task is to be executed. There are two
fundamental concepts: Off-line and on-line scheduling [Gaj+09, p. 161]. In off-
line scheduling, the system’s execution pattern is pre-calculated at system design
time and then statically executed at runtime. This makes the system easy to
analyze and verify, yet drastically restricts the flexiblity of the system at runtime.
The system cannot quickly react to, e.g., a high priority event like an interrupt or
retreived sensor data. Instead, all — already scheduled — tasks are always executed
in the predetermined manner - no matter what the current state of the system is.
Therefore, off-line scheduling will not be considered within this thesis.

In on-line scheduling, the decision which task is to be executed at a given point
in time is made at runtime. Again, there are two different approaches: Cooperative
scheduling and scheduler based execution. In cooperative scheduling, a running
task decides by itself if and when execution is handed over to another task. In hard
real-time systems, this again may drastically increase latencies before execution is
actually handed over to a task with a high priority. This can significantly decrease
the schedulability of the overall system [DB11]. This thesis will therefore not
cover cooperative scheduling schemes.

As an alternative, a special task, the so-called scheduler, can be introduced
into the system. The scheduler can be triggered by a hardware interrupt and be
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executed in an arbitrary fashion. On execution, the scheduler has to decide if
the currently running task may presume operation or whether it is interrupted
by another task. The complexity of this scheduler task can vary significantly
depending on the system’s purpose.

On general-purpose systems, the scheduler is a small part of the enclosing
operating system, and its decision on which task is assigned computing resources
can be based on various different parameters. On the one hand, the user can often
select certain preferences, as, e.g., by using the well-known nice levels under
Unix based operating systems. Apart from this, the scheduler usually tries to split
the available computing resources as fair as possible between all tasks to provide
the feeling of a seamless operation to the end user. However, there are no hard
criteria or constraints enforcing the execution of one special task over another.

In contrast, as defined in Definition 3.2, a hard real-time system features fixed
timing constraints which must be adhered. As a result, the scheduler’s sole
purpose is to execute tasks in an order that ensures compliance with these timing
constraints. User experience or any other scheduling strategies based on heuristics
are not applied as they would prevent the software designer from being able to
analyze whether the system will provably hold all constraints. However, there is
not the perfect scheduling strategy. Although theoretically optimal schedulers have
been designed, the computational overhead of the implementation of the scheduler
itself is usually neglected. As a result, a complex scheduler in a real-existing
system may be able to optimally determine which task to execute next, yet lead to
an unschedulable system due to the sheer overhead of the computational costs
of this calculation itself. On the other hand, a sub-optimal but computationally
cheap scheduling algorithm may lead to a provably schedulable system.

The question which scheduling algorithm to use, is not only decided based
on scientific reasons. In practice, this may also be determined by legacy code,
hardware platform restrictions or safety regulations. This work is therefore not
prefering one scheduling algorithm over another. Instead, the system designer
may freely decide on an algorithm (and its implementation) which fits his
needs. Still, when optimizing multi-tasking systems with a focus on their overall
schedulability, optimization strategies must be aware of the underlying scheduler
in order to achieve best results. The following subsections will therefore give
a brief overview of the most common scheduling algorithms in the domain
of embedded hard real-time systems. Scheduling analysis techniques of the
presented algorithms will then be discussed in Section 4.5.
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4.4.1. Preemptive and Non-Preemptive Systems

The first differentiation between schedulers is to distinguish between preemptive
and non-preemptive systems.

Definition 4.14 (Preemptive System)
A system is called preemptive, if a running task can be interrupted and suspended by
another task. [LL73]

One form of preemption is the handling of hardware-triggered interrupts in a
system where an external signal triggers the execution of a so-called Interrupt
Service Routine (ISR). These are usually small functions written in regular C code.
A typical use case of an ISR is the notification of an important incoming event or
a notification about the pass of a given timing interval by a hardware clock.

In a preemptive system, the scheduling task itself could be executed by such an
ISR which is triggered by a hardware clock every couple of milliseconds. Then,
the scheduling task may decide to return without any changes, or to execute a
different task instead of the currently running one. In a non-preemptive system,
a task which currently runs is guaranteed to be executed without interruption by
any other task until it finishes. Only after the task has finished, the scheduler is
re-executed and may decide which task should be executed next.

The benefits of a preemptive system are the possibility to react much faster
if an important task wants to be executed. In contrast, the overhead due to the
scheduler being activated is significantly higher in a preemptive system, as it
is often triggered in a pre-defined periodic fashion, whether any other task is
waiting for execution or not. Purely non-preemptive systems are usually found in
very small-scale hard real-time systems with only very few tasks. The more tasks
exist in a system and the more complex the activation patterns of these tasks can
be, the more likely it is to use a preemptive scheduler.

Often, systems are neither fully preemptive nor fully non-preemptive but
only allow preemptions upon specific times. In the simplest case, this stems
from the fact that the scheduler is called in a time-triggered, periodical fashion
independently of the arrival of any task-triggering events. This way, a new task
has to wait until the scheduler is re-executed before being able to run. In more
complex scenarios, system designers define critical sections within their programs
in which a task cannot be interrupted, thus allowing preemption only at given
points in the control flow of the currently running task. This can help reducing
the WCET of a task but can also drastically increase complexity of system analysis.

In both preemptive and non-preemptive systems, a priority is assigned to each
task. This priority is the key indicator for the scheduler to decide which task

53



4. Real-Time Systems

should be executed next. The priority can either be fixed at system design time or
can be calculated dynamically by the scheduler at runtime.

4.4.2. Fixed-Priority Scheduling

If a system is scheduled using a fixed-priority scheduling algorithm, each task is
assigned a fixed priority which will not be changed during the runtime of the
system. There are several strategies on how to decide which task will be assigned
which priority.

Definition 4.15 (Rate-Monotonic Scheduling)
In a system scheduled under Rate-Monotonic Scheduling (RMS), each task is assigned its

priority according to its period. The task with the smallest period is assigned the highest
priority [LL73].

RMS has been proven an optimal fixed-priority scheduling algorithm in case
that the system is strictly periodic and each task’s deadline equals its respective
period. This means that, in this case, if there is any fixed-priority schedule which
leads to a schedulable system, then RMS will also provide a valid schedule. In
order to be able to quantify the quality of a scheduling algorithm, the notion of
the maximum load of a system is introduced:

Definition 4.16 (Maximum System Load of Periodic Systems)
The maximum load w of a system with a task set T is defined as the sum over all tasks’
WCET divided by their respective period [LL73]:

u=) — (4.24)
Liu and Layland [LL73] derive a safe lower bound on the system load u up to

which a system consisting of periodically triggered tasks with implicit deadlines
is definitely schedulable using a fixed-priority scheduler:

Definition 4.17 (Utilization bound on Fixed-Priority Scheduling Algorithms)
A system consisting of n tasks with implicit deadlines, which are all scheduled strictly
periodically, is provably schedulable under an optimal fixed-priority scheduling algorithm
with a system utilization w up to [LL73]:

w<n. (2% - 1) (4.25)

For an infinite number of tasks, this results in a maximum load of u = In2 ~ 0.693.
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For any system load beyond this boundary, a fixed-priority scheduler may be
able to provide a valid schedule in which all tasks provably meet their deadlines.
However, depending on WCETs and periods of the tasks, it is not guaranteed that
such a schedule exists.

RMS has been designed for strictly periodic systems where each task is consid-
ered to be executed every fixed time interval (cf. Section 4.3.2). If two tasks have
the same period, they are assigned the same priority. The implications of this
special case for the concrete scheduling algorithm are implementation-specific. If
multiple tasks are assigned the same priority, it is not generally defined whether
the tasks can preempt each other or not. To prevent such disambiguities, one of
the tasks can be assigned a higher priority over the other.

In the course of thesis, a task T; can only be preempted by another task T if
P; > P; (cf. Definition 4.8 which defines that higher numerical values denote a
logically lower priority). This implies that a task cannot preempt another already
running instance of the same task.

Deadline-Monotonic Scheduling (DMS) can be seen as an extension over RMS
in case that the minimum period of at least one task in the system differs from its
respective deadline. In a strictly periodic system, this means that for at least one
T, €T,D; 7é T;.

Definition 4.18 (Deadline-Monotonic Scheduling)

In a system scheduled under Deadline-Monotonic Scheduling (DMS), each task is assigned
its priority according to its deadline. The task with the smallest deadline is assigned the
highest priority [LL73].

DMS has been proven an optimal fixed-priority scheduler in case of a periodic
system by Liu and Layland [LL73]. Both derivation and proof are given in [LL73].
This means that if there exists a valid schedule with fixed priorities, DMS will be
able to provide a valid schedule.

4.4.3. Dynamic-Priority Scheduling

The aforementioned scheduling algorithms have in common that the priority
of a task is fixed over the whole runtime of the system. These fixed-priority
scheduling algorithms may be able to provide a schedule even for high system
loads. However, as described in the previous section, they do not guarantee
schedulability at high system loads.

Dynamic-priority schedulers, on the other hand, dynamically determine each
task’s priority at runtime, depending on the current state of the system. Using
a dynamic-priority scheduler, a given t; may preempt another task tj at one
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instance in time, while being preempted by another instance of this task Tj at
some later point. This allows for guaranteed schedulability for system loads of up
to 100 % in case of implicit deadline systems, at the cost of a much more complex
scheduler implementation. One of the most popular dynamic-priority scheduling
algorithms is EDF.

Definition 4.19 (Earliest Deadline First Scheduling)

In a system scheduled under Earliest Deadline First (EDF), each task’s priority is calculated
at runtime according to its absolute deadline. The task with the smallest deadline is
assigned the highest priority [LL73].

This means that, each time a new task is ready for execution, the scheduler will
calculate the wall-clock time at which the task has to be finished and compare
it to the wall-clock time at which each other currently running task must have
finished its execution. Then, the task which must be finished soonest will be
scheduled for execution and any currently running other task will be suspended.
This comparison of a task’s timing properties with the actual wall-clock time leads
to the fact that priorities are no longer known at system design time. Instead, each
task may have the highest or lowest priority at some point of the system execution.

EDF has been proven to be an optimal scheduling algorithm [LL73]. This means
that, if any scheduling algorithm is able to provide a schedule which leads to a
schedulable system, then EDF will also provide a valid schedule.

4.4.4. Limitations

All these scheduling strategies and their proofs of optimality feature one common
limitation: They neglect both the cost of the scheduler itself and the costs needed
to switch between different tasks.

The first limitation can easily be circumvented by introducing the scheduler as
another task. The implications and impact of this will be shown in the evaluation
of this thesis. Therefore, if a multi-tasking system features a dedicated scheduler
then, by definition, this scheduler is the highest-priority task within the system.

Neglection of context switching costs is not that simple to tackle. In fact, it
may lead to the result that in practice sometimes a dynamic-priority scheduler
like EDF may not provide a valid schedule due to a high number of preemptions
while a fixed-priority scheduler will. While accounting for these timing penalties
within the upcoming chapters, this work is focusing on code-level optimizations.
Thus, the question of choosing the right scheduler, as mentioned before, is not
tackled explicitly throughout the upcoming chapters. However, of course, an
optimization may be (manually or automatically) re-run with different scheduling
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strategies to find out whether one scheduling strategy outperforms the other in a
given specific scenario.

4.5. Schedulability Analysis

This section provides an overview over different analysis techniques for the
scheduling algorithms presented in the previous section. It is not meant as a
complete guide to all existing methods on schedulability and response time
analysis. Rather, only those techniques are presented which are needed and
used in the upcoming framework to provide a holistic model for code-level
optimizations of embedded hard real-time multi-tasking systems. Additionally,
the analysis of periodic fixed-priority systems is slightly improved over previous
approaches in order to be able to provide a tighter WCRT estimate in case of
realistic systems with non-negligible preemption costs.

The so-called Worst-Case Response Time (WCRT) of a task is the maximum time
span from the moment the task is triggered to be executed until its end including
all preemptions and blocking times due to interrupts or higher-priority tasks.

Definition 4.20 (Worst-Case Response Time)

The Worst-Case Response Time (WCRT) of a task is the maximum possible interval
between any activation of the task and its respective finishing, including all blocking times
and interferences of other tasks. We denote the WCRT of a task t; using the symbol ;.

Definition 4.21 (Schedulability)
A system is called schedulable if and only if the WCRT r; of each task ; in the system is
lower than or equal the task’s respective deadline D:

VTi Ty < Di (426)

Generally speaking, schedulability analysis provides methods to verify if a
given real-time system will provably meet all timing constraints under any
circumstances, while response time analysis returns distinct values on the WCRT
of each task. Therefore, both approaches can be used to determine whether a
system is schedulable, but only WCRT analysis techniques can give information
about the actual worst-case timing behavior of a given task.

4.5.1. Analysis of Strictly Periodic Systems

The following subsections tackle the analysis of strictly periodically triggered
systems which follow the task model from Definition 4.9. Section 4.5.1.1 introduces
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the response time analysis for systems using a fixed-priority scheduling algorithm.
Section 4.5.1.2 proceeds with schedulability analysis techniques for dynamic-
priority systems with implicit deadlines.

4.5.1.1. Fixed-Priority Systems

The WCRT analysis for periodical fixed-priority systems was originally proposed
by Joseph et al. [JP86] and Lehoczky et al. [LSD89] as a fixed-point iteration
formula:

i1
Ti =Ci + Z ({%-‘ . c]-) (4.27)
- j

The WCRT of task t; is composed of the WCET of T; itself, plus the time for
which 7; is blocked due to the execution of higher-priority tasks T;, j < i. This is
reflected by Eq. (4.27). The first term c; denotes the WCET of T;. The summation
term adds up all the blocking times due to higher priority tasks. The ceil function
within the summation calculates the number of times T; may be preempted by a
given higher-priority task 7;. The maximum number of interruptions is given
by dividing the WCRT of ; by the period of the higher priority task 1j, T;. The
preemption time is then calculated by multiplying this maximum number of
preemptions with the WCET of 1.

Due to the fact that the summation in turn depends on the response time 1; of
task i, this formula must be re-calculated iteratively. Theideais tostart calculating
1; for each task starting with the highest-priority task 1o. As a safe lower bound on
the WCRT of each task —and therefore the starting point of the fixed-point iteration
—task i’s WCET may be used. If the fixed-point iteration converges to a value lower
than or equal to the respective deadline D;, the task is said to be schedulable and
the WCRT of the task with the subsequently lower priority is calculated.

If all WCRTs of all tasks are below their respective deadlines, the system is
schedulable. If the response time of at least one task is greater than its respective
deadline, the analysis is aborted for all remaining tasks and the system is
considered to be not schedulable.

This approach assumes an ideal system where an evicting task can preempt any
lower-priority task instantaneously without any blocking times b. Additionally, it
is silently assumed that the process of preempting a task does not inflict additional
timing delays. If these additional penalties are not negligible, a safe over-
estimation of the additional delays has to be added to each task’s WCET, obviously
resulting in large pessimism. Staschulat et al. [SSE05] present an extended WCRT
analysis to explicitly account for blocking delays and eviction penalties:
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i—1
ri=citbit+ ) ([H -¢i + egj;)) (4.28)
j=0 !

b; describes the so-called blocking time. This is the time that the task’s execution
may be delayed, even if the task actually has the highest priority and would be
scheduled for execution. In practice, blocking times may be inflicted by, e.g.,
hardware interrupt latencies.

The term e i ! describes the overall inter-task penalties (e.g., context switching
costs) inflicted by T; and all tasks 1, j < < ito Tl It is therefore dependent on
the current WCRT r;, which is indicated by the (re)

For each individual preemption of a task T; by another task 7j, a safe approxi-
mation e; ; can be defined which describes the maximum timing penalty inflicted
to T;. Using this eviction penalty e; j, Eq. (4.28) can be extended as follows:

Proposition 4.2 (Reformulated WCRT analysis)
.
Ti=c¢i+ b+ Z{ [T_l-‘ "G+ eg,rji)} (4.29)
j=0 )

-2 pe(EHELED ] e

n=j+1

Tightening e by using the min() term was not proposed by Staschulat et al.
but has been 1ntroduced as part of this thesis.

Proof. The basic structure of Eq. (4.29) is the same from Eq. (4.27). The WCRT r;
of task T; is calculated by summing up the WCET c; of T; itself and the WCETs c;
of all higher priority tasks Tj,j < i.

This proof shows that Eq. (4.30) gives a safe upper bound on the preemption costs
inflicted to T; by each higher-priority task 7j, including additional preemption
overheads caused by subsequent preemptions of “middle” priority tasks, i.e.,
tasks with a priority lower than j but higher than i.

In a worst-case scenario, T; will not directly preempt 7;. Instead, t; will be
preempted by T;_;, which is preempted by T;_,, ... until finally T; preempts
Tj+1. Thus, when considering the preemption penalties inflicted to T; by Tj, any
possible nested preemptions must be considered as well. This is expressed by the
sum in Eq. (4.30) which iterates over all tasks with a priority n, j < n < i, thus
including both the direct preemption of T; by T; and all nested preemptions.
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In the following, it is shown that both terms within the min () expression of
Eq. (4.30) are always safe bounds on the number of possible preemptions of T;
by 1, withj < n < i. As a result, the min () expression also always provides a
safe bound on the number of preemptions. Therefore, in conclusion, the term e7;
provides a safe upper bound on the complete preemption overhead.

Obviously, the maximum interval in which any preemptions may occur is the
WCRT of t;. Therefore, any task T,, with j < n < i cannot be preempted more
often by Tj, than 7 is actually being triggered within T;. Therefore, for any given

Tn, ﬁ—ﬂ - en,; is a valid upper bound for T,,’s preemption costs inflicted by task T;j.

This yields:
i—1 T i -
Ti =Ci+ bi —+ Z { ’VT—]-‘ . (C)‘) + _Z ’VT—J—‘ . en,j} (431)

which is equivalent to Egs. (4.29) and (4.30) for h—ﬂ < “—ﬂ . PT—?-‘

It is now shown that “—;-‘ : PT—*)‘-‘ always guarantees a safe upper bound for
the preemption penalties as well: As described above, any task t,, with n > j
may be evicted by T; a maximum of [ W times. Obviously, T; can only preempt
T, if Ty, is currently executed. Within t;’s WCRT r;, T, is executed a maximum
of {T—J times. For a safe upper bound, it is assumed that at each execution it
will be preempted the maximum amount of times by T;. Therefore, the product

ﬁ—;-‘ : P‘:-‘ is a safe bound on the number of preemptions.

As a result, both terms within the min() operation always provide sound upper
bounds on the number of evictions of T,, by T5. Thus, it is safe to choose the
smaller of both terms in order to get a tighter estimate on the WCRT r;. O

Obviously, Eq. (4.29) will never return higher WCRT bounds than Eq. (4.31).
However, in cases where middle-priority tasks are executed with very low
frequency, it is able to reduce the bound for the WCRT. As a result, this approach
only adds additional penalties if both the higher and the respective lower priority
task are executed in the given interval r; multiple times.

4.5.1.2. Dynamic-Priority Systems
This section briefly addresses the schedulability analysis of periodically triggered

tasks which are scheduled using dynamic-priority scheduling algorithms like,
e.g., EDF with implicit deadlines. This means that only systems with T; = D; are
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considered in this section. In this case, schedulability analysis can be simplified
enormously. This was originally described by Liu and Layland [LL73]. An optimal
dynamic-priority scheduling algorithm is, per definition, able to schedule any
implicit-deadline system with a maximum workload u below 100 %.

Proposition 4.3 (Schedulability of Periodic Dynamic-Priority Systems)

Given a task set T consisting of N periodic tasks ti, i € [0,...,N — 1. If each task
has a fixed activation period T; and an implicit deadline D; = T, then the system is
schedulable if and only if:

—_

N c
= = <1 4.32
YT LT, (432

1

I
o

Proof. The proof is given in [LL73]. O

This schedulability test, however, does not account for any timing penalties due
to, e.g., context switches on task preemptions. If these costs cannot be neglected,
a safe over-approximation has to be added to each task’s WCET, leading to high
pessimism in the analysis.

Despite these drawbacks, the test provides a simple necessary condition for
the schedulability of periodical systems. In this work, no more sophisticated
schedulability tests for strictly periodical systems are used, as the schedulability
test for arbitrary systems shown in the next subsection can obviously be applied
to strictly periodic systems with arbitrary deadlines as well.

4.5.2. Analysis of Arbitrarily Triggered Systems

To analyze multi-tasking systems which are triggered in an arbitrary fashion,
event functions which were introduced in Section 4.3.3 are used. Analogous to
strictly periodically triggered systems, a maximum system load u can be defined.

Definition 4.22 (Maximum Load of Arbitrarily Triggered Systems)

Given a task set T" consisting of N tasks, where the density function n; (At) models the
activation pattern of each task ti,i € [0; N — 1], the maximum load u of the system is
defined as:

N—-1

Iy ci M (At)
ws m ¥ 49

Practically spoken, the maximum system load is defined as the fraction of
an infinitely large time interval in which the system is not idle. For periodical
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systems, the definition is reduced to the formula given in Definition 4.16. For
periodically recurring activation patterns, the system’s behavior is repeated after
a finite amount of time. This time interval is called the hyper-period of the system.

Definition 4.23 (Hyper-Period)

The hyper-period of a system is the least common multiple of all fundamental periods
which occur within a task set T'. Due to the definition as least common multiple over all
fundamental periods, the system'’s worst-case behavior repeats after each hyper-period.

If the task set contains some aperiodical activations like, e.g., an initial burst,
their share in the system load will diminish for an infinitely large time interval
At. To illustrate this, imagine that a task 7; is only triggered a fixed number of Y
times. Then, obviously, u = lima¢_e 27 - €i =0

Therefore, in practice, instead of using the lim calculation, the system load can
be obtained by using the least common multiple over all periodical activation
patterns as time interval At and an adapted density function n{ (At), which only
describes the periodically recurring activation patterns.

The following sections present schedulability analysis techniques which can
be used to analyze arbitrarily triggered systems running on one computational
unit using event streams for systems scheduled under both fixed- and dynamic-
priority scheduling with arbitrary deadlines. Despite the different approaches, a
maximum system load below 100 % is always a necessary requirement for the
system to be schedulable. In case of u > 1, some task will inevitably miss its
deadline at some point. Therefore, the system is unschedulable without any
further tests being necessary.

In the following, the term busy window is used in order to describe the length of
the time interval in which the system is not idle. Formally, the busy window can
be defined as follows:

Definition 4.24 (Busy Window)
The busy window ATg is the maximum length of the interval in which only the currently

analyzed task or any task with a higher priority is executed and the processor is not idle
[Leh90].

The busy window can be used as an upper bound for the time frame in which
a system’s schedulability must be verified in order to prove the schedulability of
the system.
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4.5.2.1. Fixed-Priority Systems

The original WCRT analysis for strictly periodical systems using fixed-priority
scheduling, as shown in Eq. (4.27) was later extended by Lehoczky in order to
support arbitrary deadlines [Leh90]. The approach was then adapted by Tindell
et al. [TBW94] for tasks executed with jitter or bursts. Kollmann et al. [Kol+10]
then reformulated the analysis for event-triggered systems using event density
functions. They showed that the WCRT r; of a task T; can be calculated as:

T = max . {rix —0:i (K)} (4.34)

VKG[‘I,...,T’H(ATB

i1
Tik = min {At At =K-c;+ Z ; (At) - c]-]} (4.35)
=0

Eq. (4.35) is analogous to the previously presented WCRT analysis for fixed-
priority systems in Eq. (4.27). The differences are solely that the ceil function
which could be used to calculate the maximum number of preemptions of task T;
by a higher priority task T; is substituted by the event density function n; (At).
Additionally, the fixed-point iteration is explicitly expressed by the At|/At =...
term.

The additionally introduced factor K accounts for multiple instances of the
currently analyzed task 7; itself. It denotes the number of times that T; is executed
within the analyzed time interval. This is important in case that T;’s deadline
D; is greater than its minimal inter-arrival time 8;(2), meaning that the task is
allowed to finish its execution even after another instance of the same task has
already been triggered. Calculating the WCRT of T; solely for one instance (i.e.,
using the original equation Eq. (4.27) by Joseph et al.) may not correctly predict
the worst-case timing behavior of t; over the whole system runtime. The reason
for this is that subsequent instances of a task may suffer from additional blocking
times inflicted by earlier instances which are still running when the subsequent
instance is triggered for execution.

Eq. (4.35) is used to determine the worst-case time that passes when executing
K consecutive instances of a given task t;. E.g., for K = 2, r; x will return the
maximum time needed until two subsequent instances of t; have finished their
execution. Eq. (4.34) is then used to find the maximum WCRT of 7; over all of its
instances: 1; x gives the accumulated worst-case timing to execute K consecutive
instances of task t;. In order to determine the WCRT of the K’th instance, the
time overhead inflicted due to all K — 1 previous instances must be eliminated.
This is achieved by subtracting the minimum interval needed in order for the
K’th instance to be activated from the overall time r; x which will pass in order to
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execute all K instances (Eq. (4.35)). The result is the WCRT of the K’th instance of
task T;. The maximum over all of these WCRTs is then the WCRT of ;.

Egs. (4.34) and (4.35) do not account for eviction penalties due to context
switching costs, CRPD, ...In order to account for these costs, the accounting
of eviction penalties from Eq. (4.29) can easily be integrated into Eq. (4.35) by
substituting the periods with the respective density functions. This leads to the
final equations for the WCRT analysis of arbitrarily triggered task sets:

Proposition 4.4 (WCRT Analysis of Arbitrarily Triggered Systems Using Fixed-
Priority Scheduling)
The WCRT of an arbitrarily triggered task t; can be calculated as:

Ty = max y {Ti)]( — 61 (K)} (436)

VKe(T,...,ni(ATp

i—1

ri,K — min {At |At =K- ci + Z [T]) (At) . Cj + ei,j,m]} (437)
j=0

€ij,at = Z

n=j+1

min [nn (At) : nj (Dn) )T]j (At)] : en,j] (438)

To simplify notations, we express the maximum possible K for a specific task T;
from Eq. (4.34) as Ki:

Ri =1 (ATg) (4.39)

ATg denotes the so-called busy window.

The system is not schedulable if r; > D; for any 1; € I'. By definition, the
maximum time interval At which has to be analyzed is the busy window defined
in Definition 4.24.

The hyper-period from Definition 4.23 can also be used as a safe upper bound
on the busy window for systems with periodically recurring activation patterns.
This stems from the fact that the system’s behavior repeats after the hyper-period.
If the busy window is larger than the hyper-period, the system is definitely not
schedulable, as the system load is beyond 100 %, and thus - in the long run - a
task will have to miss its deadline. Therefore, for a system to be schedulable, the
busy window must be smaller than or equal to the hyper-period. Thus, using the
hyper-period as an upper bound is safe.

Proposition 4.5
For systems with periodically recurring activation patterns, a safe upper bound on ATg is
given by the hyper-period of the task set, as long as the system load u < 1 and r; < D;.
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For a task t; with a deadline D; lower than or equal to its respective minimal period,
ie., Mi (2) > Dy, it is sufficient to use D; as maximum At.

Proof. The proof for the first part is given in [Kol+10] but may also easily be
deduced: By definition, the system’s behavior repeats after the hyper-period. The
only way the system behavior does not exactly repeat after the hyper-period is
if the resource demand within one hyper-period exceeds the hyper-period (i.e.,
u > 1). However, the system is trivially unschedulable in this case.

For the second part of the proposition, assume that the currently analyzed
task T; is schedulable, i.e., 1y < D;. Then, by definition, the busy window must
be smaller than or equal to the task’s deadline: ATz < Dj. If r; > D;, then the
system is not schedulable, and no bigger time interval has to be investigated. [

For systems with a partially non-periodical activation pattern (e.g., if at least
one task may have an initial burst), the complete system behavior does obviously
not repeat. However, the periodical part of the system will repeat after the hyper-
period composed of all periodic parts of the activation pattern. As a result, the
maximum busy window is the least common multiple of all fundamental periods
in the system, plus the maximum time interval in which non-periodical activation
patterns may occur. For systems which do not have any periodical activation
pattern, the complete system behavior must be analyzed, as the system behavior
cannot be described in a compressed fashion.

Unfortunately, due to the fact that the hyper-period is the least common
multiple of all fundamental periods within the task set, it may easily become
very big. Approaches to reduce the maximum interval to be analyzed exist
[BMR90; Pol+09; SH98]. However, these approaches assume that the WCET
is fixed and that the actual WCRT is below the maximum allowed one. This
basically means that, in case of analyzing a schedulable system, the analysis can
be ended prior to analyzing the task set up to its hyper-period. Due to the nature
of the schedulability-oriented WCET optimizations tackled in this thesis, these
approaches cannot be applied. On the one hand, the WCETs can not be assumed to
be fixed, as it is exactly the WCETs which the framework will aim to optimize. On
the other hand, if the system is already schedulable prior to the optimization, the
optimization does not have to be applied in any way. Therefore, for the systems
which are analyzed in this thesis as part of the optimizing compiler framework, it
is always assumed that the unoptimized system is not schedulable, i.e., at least
one task’s WCRT exceeds its respective deadline. Therefore, approaches to reduce
the busy window or to determine an initial minimal interval cannot be applied.

However, if a task’s deadline is lower than or equal to its minimal period (i.e.,
D; < 6;(2)), then 121 = 1, as the task cannot be blocked by itself. In this case, the
task’s deadline D; can be used as a safe upper bound on ATg (cf. Proposition 4.5).

65



4. Real-Time Systems

As a practical solution for systems where the busy window is defined by the
hyper-period, tasks” fundamental activation periods may be tightened in order
to reduce the least common multiple, thus reducing the hyper-period. This has
been shown by Xu [Xul0] for strictly periodical systems. Of course, tightening
activation patterns will introduce more pessimism, thus decreasing the amount
of task sets which can be repaired and turned into provably schedulable systems
by the optimization model. The user has to choose a trade-off between analysis
quality and analysis time depending on the specific problem.

The remaining question to tackle when investigating Eq. (4.35) is to determine
the actual values At € [0, ATg] which have to be analyzed. Eq. (4.35) does not
explicitly limit these, such that in case of real-valued time units, an infinite number
of time intervals would have to be tested, and in case of an integer-valued time
unit (e.g., if time units are given in CPU clock cycles) still ATg time intervals would
have to be investigated which is easily computationally infeasible. However, the
event density function n; (At) from Definition 4.11 is piecewise constant. For a
periodic system, a new event is triggered at a fixed rate and even for arbitrary
systems, the density function will not increase strictly monotonically. Therefore,
Eq. (4.35) has to be evaluated only at the points of discontinuity. These points
of discontinuity can easily be retrieved by building the union over all interval
functions of the tasks 1,0 < 1 < i. Tasks with a priority lower than or equal to
T; do not need to be considered as they cannot preempt 1; and do therefore not
contribute to its WCRT ;.

4.5.2.2. Dynamic-Priority Systems

For systems scheduled under an optimal dynamic scheduler like EDF, schedu-
lability analysis can be performed using the so-called processor demand test
proposed by Baruah [Bar(03]:

Proposition 4.6 (Schedulability Analysis of Arbitrary Systems with Dynamic-Pri-
ority Scheduling)

A system is schedulable under EDF if the following condition holds for any time interval
At [Bar03]:

At> Y [ni(At—Dy)-ci (4.40)
vVt erlr
Proof. The proof is given in [Bar03]. O

Due to the nature of the dynamic priority scheduling algorithm EDF, a schedu-
lability analysis cannot easily predict which task is preempted by which other
task at runtime in a worst-case scenario. However, due to the optimality of EDF,
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if there is any way to execute the tasks such that they all meet their deadline, this
will also apply for EDF. As a result, the schedulability test in Eq. (4.40) calculates
the resource demand of the system within a given time interval At. The resource de-
mand is calculated by summing up the number of executions of each task which
have to finish its execution within At, multiplied with its respective WCET. If this
resource demand is smaller than or equal to the analyzed time interval At, the
system meets all timing constraints in this specific time interval. When repeating
this analysis for all time intervals, the system is guaranteed to be schedulable.

The maximum time interval At to analyze is bound by the maximum busy
window of the system. For periodical systems, Proposition 4.5 can be applied
directly to EDF as well. Also, the reasoning from the previous section on systems
which are not fully periodical are independent from the used scheduling algorithm
and and are thus also valid for EDF.

The question left open is which concrete values of At € [0, ATg] must be
analyzed in order to determine whether a given system is schedulable or not.
Obviously, the event density function is not dependent on whether fixed or
dynamic priorities are used. Therefore, the density function n1; (At) and the
corresponding interval function §; (k) are still piecewise constant. In order
to comply with its timing requirements, a given task t; demands to finish its
execution at the latest D; time units after it has been triggered for execution. At
any point in time prior to its deadline, the resource demand of this instance of ;
is zero, as it does not matter when the task finishes its execution, as long as it is
not after the respective deadline. Subsequently, it is sufficient to evaluate these
values for At for which the resource demand of a task increases:

At :{51 (k) +Dl},k: O,,nl (ATB) (441)

To verify schedulability of the complete system, this must be performed for
any task t; € T'.

Eq. (4.40) neglects any context switching costs e. In contrast to fixed-priority
scheduling, in dynamic-priority scheduling, each task may have the highest or
lowest priority at some point in time. Therefore, it is non-trivial to determine a
teasible worst-case pattern of evictions between each task. However, a safe over-
approximation canbe given: The preemption penalty e; is defined as the maximum
penalty which task T; may inflict by one preemption to any other task Tj in the
system. If e; j is the preemption penalty inflicted to task T; by 7; (as introduced
for fixed-priority scheduling algorithms in Eq. (4.28)), e; can be obtained by:

Vi#j:e; =max(e;) (4.42)

For EDF, each task T; cannot preempt t; more often than the number of times
that Tj is actually being executed within the analyzed time interval At. Thus, a
safe schedulability test which accounts for preemption penalties is given by:
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At > Z [Mi (At—Dy) - (ci +eq) | (4.43)
Vtierlr

4.5.3. Analysis of Context Switching Costs

In the previous sections, context switching costs inflicted by a task T; to another
task T; were included in the schedulability analyses by a dedicated term, e; ;.
This allows for the decoupling of scheduling analysis from context switching cost
analysis. I.e., the analysis of the penalty which is inflicted to a task T; by another
task T; due to a preemption is not dependent on the scheduling algorithm.

There are two sources for context switching costs: One are fixed costs which are
created due to, e.g., hardware interrupt latencies. These are platform-dependent
but do usually not vary between tasks. Timing costs to save and restore the
preempted task’s context do not have to be accounted as context switching costs.
The scheduling task has to take care of saving and restoring task contexts. Thus,
this timing overhead is already included in the WCET of the scheduler.

The other major source for context switching costs is CRPD. If the system
features caches, a preempting task may evict cache lines which were loaded by
the preempted task. If the preempted task resumes, it may suffer from additional
cache misses which were not accounted for by a single-tasking WCET analysis.

The general idea to tackle this issue is to perform a Useful Cache Block
(UCB)/Evicting Cache Blocks (ECB) analysis: First, the set of useful cache blocks
of the preempted task is created. This set comprises all blocks in memory which
would lead to a cache hit if the preempted task was executed in a stand-alone
manner. Then, a set of evicting cache blocks of the preempting task is created.
This set contains all blocks of the evicting task which may subsequently purge
the preempted task’s cache line from the cache.

The actual analysis heavily depends on the cache’s replacement policy. In an N-
way set-associative cache using LRU replacement policy (cf. Section 3.2.1), a mere
conflict between one ECB and one UCB may not yet lead to a CRPD, due to the
cache’s associativity. Previous works exist which perform sophisticated analyses
in order to tighten these results [ADM12; KFM11; Kle15]. One commonly cited
technique is the so-called “resilience analysis” by Altmeyer et al. [ADM12]. This
operates on program traces and uses the notion of “resilience” to determine a
useful block’s age and whether it may be evicted by a preempting cache block.

If a task T; is preempted by another task t; more than once, the subsequent
preemptions may have a smaller CRPD than the first one. This stems from the
fact, that the task is preempted at different points of its execution, and therefore
naturally the CRPD can be different. Sophisticated analysis techniques could be
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thought of that find the feasible worst-case preemption points for each task and
subsequently tighten the timing penalty inflicted by CRPD by using only these
teasible values. Staschulat et al. [SSE05] analyzed this behavior and found that
the improvements by such an analysis are quite small. In this work, it is therefore
assumed as a safe over-approximation that each preemption of a given task T; by
another task t; will inflict the worst-case CRPD.

For set-associative caches with an associativity larger than 1, another issue
arrises: In case of nested preemptions (e.g., To preempts T3 which has previously
preempted T,), the CRPD due to the nested preemptions may be larger than the
sum of the pair-wise CRPDs.

Introducing such nested preemptions into the schedulability analysis comes
with a major increase in complexity. Evaluations in Chapter 12 will show that
even a simple CRPD-aware optimization drastically increases an optimization’s
solution search space. Thus, in the following, these nested preemptions are not
going to be considered. Instead, as a safe over-approximation, a cache conflict
between a preempting and a preempted task is considered to always cause a
cache eviction, despite the cache associativity. Therefore, the eviction penalties
eq,; can safely be considered pair-wise only.
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Integer-Linear Programming (ILP) expresses an optimization problem as set of
linear constraints and an objective function. The constraints are equations or
inequations with real-valued constant factors and integer variables. The objective
function is a possibly weighted sum of integer variables which is to be either
minimized or maximized. As shown in Chapter 2, ILPs have been proven a
powerful tool for modeling code optimizations targeting a system’s worst-case
timing behavior. Integer-linear programming is used, because the optimization
can usually be reduced to a combinatorial problem expressed by integer or even
binary values. E.g., the decision whether a loop should be unrolled or whether a
given piece of code is to be allocated to this or that memory region is a binary
decision. Modeling timing behavior can also easily be expressed by integer
numbers if CPU clock cycles are used as a time base.

Section 5.1 gives a brief overview of linear programming and integer-linear
programming as its special case. Section 5.2 continues by showing how Boolean
expressions like a logical AND or OR, as well as conditional dependencies may be
expressed as a set of ILP constraints and variables. These formulations will be
used frequently in the upcoming chapters.

5.1. Introduction

Many optimization problems can be modeled as a set of linear equations combined
with an objective function. Modeling and solving such systems of equations is
called linear programming. When the variables may be integer only, the problem
is subsequently called integer-linear programming.

Mathematically, an ILP may be expressed as a real-valued coefficient matrix
A, a variable vector x with values in N*, 0 and a real-valued constant vector c.
These equations are accompanied by a minimization function which consists of
the variable vector x multiplied with another real-valued constant vector b. Thus,
a generic ILP is usually expressed as:

Ax =c (5.1)
min (bTx) (5.2)
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At first sight, this formulation brings some limitations: First, the notation
restricts the equation system to a strict “equal”. However, often it is to be
expressed that a certain variable should be “greater than or equal to” or “lower
than or equal to” some constant value. This can be expressed in the matrix
formulation by adding an additional slack variable. Second, the notation does
not allow for negative values for the solution vector. This can be countered by
substituting an x; which allows for negative values by two non-negative variables
x; and x{ with x; = x{” — x;{ [PLB12, p. 139f.]. Finally, the objective function is
usually a minimization only. In case of a maximization problem, this may easily
be expressed as a minimization problem by negating Eq. (5.2) and minimizing
the negated expression.

Expressing an ILP using the matrix formulation from Eq. (5.1) may be sensible
for describing solving algorithms but is usually impractical in order to discuss
applied ILP modeling in practice. Instead of using one vector x holding the ILP
variables, variable values are denoted by lower-case letters. Constant values are
denoted by upper-case letters. The ILP is not described as one huge matrix with
its full rank. Instead, stand-alone (in)equations are used in order to restrict the
ILP as needed. Variables which are not relevant for one constraint are not printed.
In the matrix formulation from above, the corresponding values of the A matrix
will be chosen as 0. For example, an ILP consisting of three (in)equations would
be written as follows:

ao-Ao+a;-Aj+---+a;-A; <Dy (5.3)
bo-Bo+by-By+---+bj-By =Dy (5.4)
co-Cotecr-Cr+---+ex-Ck=D; (5.5)

The lower-case a;, b; and ¢y denote integer-valued variables in the (in)equations.
A, Bi and C; denote real-valued constant factors which each respective integer-
variable is multiplied with. Finally, the Dy, D1, D, are also real-valued constants.
Depending on the logical expressions, the relational operators >, < and = may
be used in order to link both sides of an (in)equation. Each (in)equation may
consist of an arbitrary number of summation terms, and the ILP may consist of
an arbitrary number of (in)equations. Finally, for a minimization problem, the
objective function is denoted like:

min (0g-Og+07-07+---+01-01) (5.6)

With o, being integer-valued variables and O, being their corresponding
constant real-valued multiplication factors. In case of a maximization problem,
the objective is written as max (... ), accordingly.

A special case of integer variables are the so-called binary variables. These are
integer variables which are bound to the interval [0, 1], i.e., they may only hold the
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values 0 and 1. These variables are usually treated specially by an ILP solver as it
may apply different solving strategies when encountering such variables. Apart
from this, from a mathematical point of view, there is no difference between an
integer variable bound to [0, 1] and a binary variable which is explicitly specified
as binary for the ILP solver. Subsequently, binary variables are also notated by
lower-case roman letters in the upcoming sections. The describing text as well as
the defined valid range defines whether a variable is “integer” or “binary”.

The probably most famous algorithm used for solving ILPs is the simplex
algorithm (also called the simplex method), propsed by Dantzig et al. [DOW55].
Although primarily used for solving linear problems with real-valued variables,
the algorithm can also be applied to integer-linear problems by introducing
additional slack variables which are bound to sufficiently small values. The ILP
solver tool or the user must make sure that these slack variables” bounds are small
enough to avoid numerical issues.

The simplex algorithm guarantees to find the global optimum of the underlying
minimization or maximization problem after a finite number of optimization
steps. Although simplex usually performs quite well, the number of steps needed
grows exponentially in a worst-case scenario with the number of variables. As a
countermeasure, Karmarkar [Kar84] proposed an alternative solution approach
whose solving complexity depends only polynomially on the number of variables.

An ILP can have none, one or multiple optimal solutions. No solution exists in
case of contradicting constraints (then, the ILP is said to be infeasible) or in case
of unbounded variables (thus, the solution is infinite). In the case that exactly
one optimal solution exists, this solution is returned by an ILP solver. If multiple
optimal solutions exist leading to the same optimal value of the objective function,
the ILP solver does not differentiate between these solutions. Although some
solvers try to provide stable results, the user should expect any aribtrary solution
from the set of optimal solutions to be returned.

5.2. Expressing Logical and Mathematical Relations

When using ILP constraints to model schedulability-aware optimizations, several
logical relationships have to be modeled frequently. These range from relatively
simple Boolean logic like a logical AND of two binary ILP variables, conditional
constraints up to modulo calculations and bitwise operations.

This section gives an overview of all these formulations. In subsequent chapters,
these logical expressions are used in equations in order to ease readability of
formulations. Most of these formulations were used and (re)implemented in the
past by different authors. Mostly, however, the concrete formulation is omitted in
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publications. This work provides references to existing implementations when an
existing implementation is known or will otherwise provide a proof of correctness.
The formulations have been published in [LOF18] prior to submitting this thesis.

As a side note, modern ILP solvers like Gurobi or IBM CPLEX sometimes
offer special expressions in order to directly model some logical expressions.
However, tests showed that at least for the use case within this work, those special
implementations were either slower or at least not faster than modeling the
constraints manually within the ILP as regular inequations [LOF18]. Therefore,
and to provide a solver-independent framework, this work will not use those
so-called “general constraints”.

5.2.1. Boolean Expressions
5.2.1.1. Boolean AND
Given three binary decision variables x, a and b, the goal is to model

x=a/\b (5.7)

Proposition 5.1
The logical AND x = a /\'b of two binary ILP variables a and b can be expressed as:

x=>a+b—1 (5.8)
x<a (5.9)
x<b (5.10)
a,b,x € [0,1] (5.11)

Proof. We show that the proposition holds for all combinations of a and b.
a=0,b=0:

x>a+b—1=x> -1 (5.12)
x<a = x<0 (5.13)
x<b = x<0 (5.14)

Because x is a binary variable, it is restricted to 0, thus the proposition holds for
this case.

a=0,b=1:
x>a+b—1=x>0 (5.15)
x<a =x < 1 (5.16)
x<b =x <0 (5.17)
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x is forced to 0 by the last equation. Thus, the proposition holds for this case.
a =1, b = 0: This case can be covered identically to the previous one.
a=1,b=1:

x>a+b—I=x>1 (5.18)
x<a =x < 1 (5.19)
x<b =x < 1 (5.20)
Eq. (5.18) forces x to 1, thus the proposition holds for this last case either. O

5.2.1.2. Boolean OR

Proposition 5.2
The logical OR x = a \V' b of two binary ILP variables b and c can be expressed as:

x> a (5.21)
x>b (5.22)
x<a+b (5.23)
a,b,x € [0,1] (5.24)

Proof. For a = 1, Eq. (5.21) enforces x = 1. Respectively, for b = 1, Eq. (5.22)
enforces x = 1, as well. For a = b = 0, Eq. (5.23) forces x < 0, thus x must be 0.
In case that a = b =1, x is forced to 1 by both Egs. (5.21) and (5.22) and Eq. (5.23)
is trivially fulfilled. ]

5.2.1.3. Boolean XOR

Proposition 5.3
We define the logical XOR of two binary ILP variables a and b as follows:

x=adb (5.25)
This can be expressed as follows:
x>a—b (5.26)
x>b—a (5.27)
x<a+b (5.28)
x<2—a—> (5.29)
x,a,b € [0,1] (5.30)
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Proof. For a = 0and b = 0, Eq. (5.28) forces x < 0. Egs. (5.26), (5.27) and (5.29)
are trivially fulfilled.

Fora =1and b =0, Eq. (5.26) (x > 1) forces x to 1. Egs. (56.27) to (5.29) do
not contradict this. Thus, x = 1. For a = 0 and b = 1, Eq. (5.27) forces x = 1
accordingly.

Finally, fora = b = 1, Eq. (5.29) forces x = 0: x < 2—1—1 = 0. Egs. (5.26)
to (5.28) do not contradict this. n
5.2.2. Conditional Expressions
5.2.2.1. Either-or Constraints

Consider the following two constraints:

ZAm ~a; < By (5.31)

> Ari-ai<B; (5.32)
A],i)AZ,i)BhBZ eR (533)
Vi:ai € Z,a; € [Ay, Ay (5.34)

A1 i, Az i, By and B, are arbitrary constants. The a; are integer variables. A;
and A; are arbitrary constants which bound the upper and lower limit of a;.

The either-or constraint shall ensure that at least one of the constraints must
hold. This way, one of both constraints may be violated without rendering the
ILP infeasible. Note, that the either-or constraint is not modeling an exclusive
XOR condition. Therefore, both constraints may hold but at least one of them
must hold in order for the ILP to be feasible. This problem was described by
Bisshop [Bis17] and the solution is taken from there:

Proposition 5.4
An either-or constraint between two given constraints may be achieved by introducing a
binary decision variable y and two sufficiently large constants My and M:

D> Avyox <B4+ My (5.35)
j
ZAZJ % < B2+ Mz (1T —y) (5.36)
j

M],Mz ez (537)
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My and M, must be sufficiently large to ensure that each of the equations will always
hold if y is 1 or O, respectively.

Proof. The derivation and proof are given in [Bis17, pp. 77-78]. O

Valid bounds on M; and M, can be calculated by summing up the maximum
values of the summation terms. This implies that upper bounds must exist for all
x; variables.

5.2.2.2. Conditionally Enabled Constraints

When logical conditions are described, it is rather common that a constraint only
has to hold in certain cases. To express this, the following syntax is introduced:

b=0=ay-Ag+a1-A1+---<B (5.38)
be[0,1] (5.39)

Viiai€Z:q; € [/V\i,//ii] (5.40)

AieR (5.41)

This formulation denotes that the inequation only has to hold if the binary
variable b equals 0. If b is 1, the constraint may be violated. This can be expressed
using the following inequations:

ao'Ao+a1'A1+"'—b-M<B (542)
b e [0,1] (5.43)
Viiaq; €7Z:q; € [Ai,ﬁi] (544)

As long as M is large enough, Eq. (5.42) will always hold if b = 1. For b =0,
b - M = 0, thus the constraint is not trivially fulfilled. A safe lower bound on M
can easily be determined by reformulating Eq. (5.42):

M>B-) A A (5.45)

This idea can be reused to formulate if-then dependencies between constraints.
Consider the following two constraints:

> Ari-ai<By (5.46)

Z Azi-ai < Bz (5.47)
A1, A2, B, B2 €R (5.48)
Vi:aqi €7Z:q; € |:Ai, ﬁl] (549)
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The if-then constraint shall ensure that if Eq. (5.46) holds, then Eq. (5.47) must
hold, too. In the course of this thesis, this is depicted by:

ZALi‘ai < By =>ZA2,i'ai < B (5.50)

Proposition 5.5
An if-then condition between two given constraints may be modeled by introducing an
additional binary variable y and two sufficiently large constants My and M,:

ZAm-ai}B]—ke—M]-y (551)

ZAz)lalng—F“ —y)Mz (552)

i

€ is used to express a greater-than relationship using the greater-equal operator >. If all
values are integer only, € may be chosen as 1. My and M, are sufficiently large constants.

Proof. The derivation and proof are both given in [Bis17, pp. 79-80]. O

By reformulating both equations, safe bounds on M; and M, can easily be
retrieved:

My >—) A Ai+Bi+e (5.53)

My> D Azi-Ai—B; (5.54)

5.2.3. Minimum and Maximum

At several occasions, the minimum or maximum of two or more ILP integer
variables is to be calculated:

X = max (ap, ay) (5.55)
y = min (ao, aj) (5.56)
a; € -}V\i, Ai} ,ai €Z (5.57)
xe [XX|,xez (5.58)
yely, ﬂ yeZ (5.59)

_ (5.60)
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Proposition 5.6

The maximum x = max (ao, a;) of two ILP integer variables ao and a;, as well as
the minimum y = min (ao, a;) can be expressed using the following constraints and
variables:

a;<at+b-M (5.61)
a<a+(1-b)-M (5.62)
b=1=x=q (5.63)
b=1=y=aq (5.64)
b=0=x=aqp (5.65)
b=0=>y=q (5.66)
b e [0,1] (5.67)
ZecZ (5.68)

with M being a sufficiently large constant.

The formulations above describe that the integer variable x holds the maximum
of the integer variables ay and a; while the variable y models the minimum of
both values.

Proof. If ap < a;, the binary variable b in Eq. (5.61) is forced to 1. Subsequently,
Eq. (5.63) sets x = a; and Eq. (5.64) forces y = ao. Therefore, for ap < a;, x
models max (aop, a;) and y models min (ao, a;).

In case that ap > a;, Eq. (5.61) does not restrict the binary variable b. However,
Eq. (5.62) only holds, if (1—b) = 1. Therefore, b must equal 0. For b = 0, Eq. (5.65)
sets x = ap and Eq. (5.66) enforces y = a;, accordingly. As a result, for ap > a;
the proposed equations also model the max and min relationships correctly.

Finally, for ap = a;, the ILP solver is free to choose b to either 1 or 0. As a
result, x and y may be set to either ay or a;. However, since both a, and a; are
identical in this case, the proposition still holds. O

A safe bound on the sufficiently large constant M is calculated by taking the

maximum distance between the minimum and maximum values of both a;
variables:

M = max </a0 — A] y /3\] — /5\0) (569)
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If the maximum or minimum over multiple integer variables is to be modeled,
the max and min formulations introduced above may easily be chained:

min (ag, at,...,0,) = min (ap, min (a;, min (..., a,))) (5.70)

5.2.4. Bit-Wise Operations

Any integer number may also be interpreted as a bit vector. In some cases, it is
useful to be able to retrieve a subset of this vector. To describe these bit-wise
operations as a formula, we use a C++ like notation.

Example 5.1
Consider the 8 bit wide number n =52 = 00110100,.

The operation
1=(52 & 00011100,) > 2 (5.71)

will return the bits 2-4 (starting at the right side of the number and counting the lowest
bit as bit number 0) as new integer:

i=52& 00011100, > 2 = 101, =5 (5.72)

This sequence of operations is, e.g., handy when calculating the cache index
for a given memory address (cf. Fig. 3.5 on page 24). The solution to express this
problem using ILP was developed as part of this thesis and has previously been
published in [LKF16]:

Given a non-negative integer variable n and the maximum number of bits
N = [log, (n)] needed to express the number as binary. Then, its base number
decomposition to the base of 2 can be given as an ILP formulation by using one
single equation:

n=2°bo+2" b+ +2N T . by, (5.73)

with b; € [0,1],b; € ZVi < N — 1. To illustrate this, e.g., the dyadic base factor
decomposition of 52 may be written as:

52=0-2740-2641-2°4+1-240-22+1-2240-2'40-2°  (5.74)

It is obvious that there exists exactly one and unambiguous base factor decom-
position of a given number for a given base as long as the b; coefficients are limited
to 0 and 1. Without loosing the unambiguity of the base factor decomposition,
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subsequent summands can easily be combined into one term. Consider a shift by
2 bits and a bit-mask of 00011100, = 28 from the example above. This leads to:

52=2°.0+2%-14+2° -t (5.75)
0<0<2°—1=3 (5.76)
0<ig2>?-1=7 (5.77)
0<t<4 (5.78)

Eq. (5.75) expresses Eq. (5.71) by introducing the three integer variables o, i,
and t. o models the two lowest-order bits 0 in the given bit-mask. i models the
three bits which are selected in the bit-mask. And finally, t expresses the three
highest-order bits (which are also 0 in the bit-mask).

Providing upper bounds on o, i and t ensures that a low-order term cannot
take values leading to a number which should only be expressible by a higher-
order term in the base-number decomposition. Therefore, this inequation system
has exactly one valid solution:

52=2-0+2%-1+2° -t (5.79)
=20.0+4+22.54+2°.1 (5.80)

And the variable i = 5 equals the result of Eq. (5.71):

(52 & 00011100;,) >2=1=5 (5.81)
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6. The WCET-Aware C Compiler

The WCET-Aware C Compiler (WCC) is a C cross-compiler framework written in
C++ targeting the Infineon TriCore architecture and the ARMv4 instruction set
based ARM7TDMI [FL10]. It currently features support for TriCore TC1796 and
TC1797 microprocessors as well as the NXP LPC2880 ARM7TDMI microprocessor.
Additionally, for scientific evaluations, an ARMv4 based multi-core system is
supported which consists of a configurable amount of cores connected by a
common bus.

First of all, WCCis a regular C compiler featuring well-known ACET optimizations
like function inlining, loop unrolling, constant propagation, ... With this respect,
itis comparable to any other compiler framework like GCC or LLVM. Apart from this,
WCC features several unique features targeting at the optimization of a system’s
worst-case runtime behavior. WCC seamlessly integrates the static WCET analyzer
aiT into the compile flow. Moreover, it features an internal WCET analysis
framework for the ARM7TDMI architecture, supporting multi-core setups with
shared memories connected by a common bus [Kell5]. The analysis results are
then integrated into the internal data structures of the WCC compiler framework,
allowing for WCET-aware code optimizations which are completely transparent
to the end user.

The optimization techniques presented in this thesis were integrated into
this WCC compiler framework. As a result, WCC now allows for the automated
schedulability-aware optimization of multi-tasking hard real-time systems.

The following sections give an overview of WCC’s features as well as of its
internal structure as far as related to this thesis. A sophisticated introduction
into WCC is given in detail by, e.g., [FL10] and [LM11, p. 23ff]. An overview of
recently added features and capabilities is given in [OLF18a]. Section 6.1 gives an
overview of the internal structure of WCC. Section 6.2 continues by introducing
the timing model used by WCC for its analyses and optimizations. In Section 6.3,
WCC’s internal WCET analysis framework is briefly discussed. Building upon the
previous sections, Section 6.4 continues by presenting the integration of WCET
oriented code optimizations into the compiler framework.
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Figure 6.1: Structure of the WCC. Based on [FL10], updated. The solid lines denote
the classical control flow of an optimizing compiler from C source
code to a set of assembly files and a linker script. The dashed lines
denote WCC-specific extensions.

6.1. Internal Structure

Fig. 6.1 shows an overview of the internal structure of WCC. The solid lines in the
figure denote the control flow which is very similar to any modern optimizing
compiler: A set of C files is input into the compiler and transformed into a high-
level Intermediate Representation (IR) by a parser. WCC uses the commercial High-
Level Intermediate Representation (HIR) ICD-C provided by Informatik Centrum
Dortmund e. V. The high-level representation is then transformed into the low-
level IR. In WCC, the low-level IR is called ICD-LLIR which is also provided by the
Informatik Centrum Dortmund e. V.

Several ACET optimizations can be applied to both high-level and low-level
IRs. They are not depicted explicitly but are integrated in the intermediate
representations. Exemplary, WCC supports loop unrolling, constant propagation
and folding, redundant code elimination, function elimination and many more
traditional optimizations. These are very similar to the optimizations which
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can be found in common compilers like GCC or LLVM. The low-level IR is then
transformed into a set of assembly files and a linker script. For the Infineon
TriCore architecture, WCC features its own code selector and register allocator. For
the ARM7TDMI target, WCC uses GCC for code selection and register allocation.
For both target architectures, the final assembly files are then assembled and
linked using the GNU assembler gnu-as for the appropriate target.

Blocks connected by dashed lines in Fig. 6.1 show the unique parts of the WCC
compiler framework which distinguish it from other compilers. A loop analyzer
[Lok+09a] interfaces with ICD-C. It can be used to try to automatically bound the
maximum number of loop iterations as discussed in Section 4.2.1.

The integrations of aiT and WCC’s own internal WCET analyzer for multi-core
platforms [Kell5] are interfacing with the ICD-LLIR. They are interfacing on the
low-level IR, since WCET analysis has to be performed on machine-code-level
in order to provide safe and tight WCET estimates for each basic block of a task.
The results of the analyses are annotated to each basic block in the ICD-LLIR.
An optional backannotation (which is not explicitly depicted in the figure) can
be triggered in order to annotate the WCET timings back to the corresponding
ICD-C IR expressions.

In the course of this thesis, a set of C++ classes was developed in order to perform
schedulability analysis. These classes retrieve the WCET timing information for
all tasks from the LLIR and use these in order to calculate whether the system is
currently schedulable or not. The schedulability analysis can handle arbitrarily
event-triggered systems with arbitrary deadlines. Both fixed-priority scheduling
and EDF can be analyzed using the techniques previously presented in Section 4.5.

Finally, WCC features multiple WCET and schedulability-aware optimizations.
Depending on the optimization, these may either operate on an IR-level (like, e.g.,
loop nest splitting [FS06]) or on the LLIR (e.g., WCET-aware register allocation
[FSS11]).

6.2. Timing Model

In order for WCET-aware optimizations to be able to actually optimize towards
the worst-case timing behavior of a task, WCC’s intermediate representations
need a notion on the timing behavior of the task. One of the distinct features
of WCC therefore lies in its timing model which is integrated into the Low-Level
Intermediate Representations (LLIRs). Every basic block in the LLIR can be
annotated with arbitrary and detailed information regarding its timing properties.
The results from supported WCET analysis tools are automatically parsed and
annotated to the basic blocks. As a result, detailed information like the number of
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Listing 6.1: Exemplary annotations for a system consisting of two tasks. The
entrypoint keyword tells WCC that this function is the entry of a task.
The additional keywords can be used to specify the task’s timing
requirements. CPU cycles are usually being used as time unit.

void _Pragma( "entrypoint period=1000 \
deadline=100000 priority=0" ) task0® {

}

void _Pragma( "entrypoint period=5000 \
deadline=200000 priority=1" ) taskl {

cache hits or misses, worst-case execution timing behavior for different execution
contexts and the worst-case execution count are all annotated to each basic block.
This information may then be used by the analyses and optimizations in WCC to
specifically analyze or optimize the worst-case behavior of the complete system. In
addition to these fine-grained annotations, WCC has a detailed knowledge on cache
and memory sizes and memory access times for its supported platforms which
may either be supplied by the user or be read from predefined configuration files.

System properties with an impact on the WCET or the system’s scheduling
behavior can be annotated by the user into the C code using _Pragma directives.
For loop bounds and general flow restrictions, this has previously been discussed
in Section 4.2.1. Additionally, the _Pragma directives can be used to annotate task
deadlines, priorities, periods, and so on at source-level. An example is given in
Listing 6.1. For annotations that specify timing requirements, the underlying
time unit is basically arbitrary. If no time unit is given, the underlying time unit
is considered as one CPU cycle, i.e., the inverse of the CPU’s frequency.

Properties like, e.g., the scheduling algorithm which is to be used can be supplied
to WCC by either a configuration file or command line options. Support of DMS,
RMS, fixed-priority scheduling with user-defined priorities and EDF scheduling
was integrated into WCC in the course of this thesis. Furthermore, for fixed-priority
scheduling algorithms, WCC can automatically generate a minimal scheduler task
for a more realistic evaluation of its schedulability-aware optimizations. This
feature will be discussed in more detail in Section 11.5.
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6.3. WCET Analysis Framework

For the ARM7TDMI platform, WCC features an internal WCET analyzer which was
developed by Timon Kelter [Kel15] as part of his PhD thesis on the analysis of multi-
core systems. It is able to analyze a task for its WCET and to precisely account for
additional costs which are introduced due to accesses to a shared memory bus.

The analysis combines the bus analysis into the micro-architectural WCET
analysis to allow for tight estimates of the bus overhead. Multiple tasks on
each core are only handled rudimentary, such that each task is analyzed after
each other, considering its WCET if executed stand-alone. For inter-core conflict
analysis, additional timing penalties due to preemptions of tasks running on the
same core are not considered. Additionally, inter-task conflicts on each core like
CRPD are also not considered.

Apart from its own internal analyzer, WCC is tightly coupled to AbsInt aiT (cf.
Section 2.1). WCC automatically generates all configuration files and annotations
(like, e.g., recursion depths and loop bounds) in aiT’s configuration file format,
calls aiT, and back-annotates aiT’s results to its own intermediate representations.
This flow happens transparently for the user such that it allows for a seamless
WCET analysis during compilation. Due to the back-annotation, aiT’s analysis
results may be used for WCET and schedulability-oriented compiler based
optimizations. For evaluations of the TriCore architecture, WCC was used with
aiT version 18.10 in this thesis.

Neither the internal analyzer nor aiT are able to analyze a given multi-tasking
system for its schedulability. Instead, they both solely analyze each task separately
and return the WCET of each task if it is executed without any preemptions by
other tasks. Therefore, the schedulability analyses proposed in Section 4.5 were
integrated into WCC from scratch as part of this thesis. Additionally, a UCB/ECB
CRPD analysis as proposed in Section 4.5.3 was implemented into WCC as part of
this thesis. As a result, WCC now features a framework which can automatically
analyze each task’s stand-alone WCET, additional penalties due to preemptions,
and include them all into a holistic schedulability analysis. The compiler can
subsequently safely estimate whether all tasks in a given task set are schedulable
or not.

In case that all tasks are schedulable, no further actions have to be taken from
the real-time system designer’s perspective. Otherwise, optimizations can be
performed directly targeting at improving the worst-case timing behavior of the
system’s tasks.
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6.4. WCET Optimizations

Prior to this thesis, WCC almost completely focused on a system setup with exactly
one single task running on each processing unit. In such a scenario, optimizing
towards schedulability is equivalent to minimizing the WCET of the a task. These
optimizations have been previously discussed in Section 2.2.2.

This scenario used to be both sufficient and realistic in hard real-time setups.
However, as it has been discussed throughout the previous chapters, modern real-
time systems have shifted towards complex multi-tasking setups with preemptive
schedulers. Only few works in WCC targeted at multi-tasking sytems prior to this
work. Most notably, Plazar et al. proposed a cache partitioning optimization
[PLMO09]. In this optimization, the basic blocks of each task are allocated in such
a way that the tasks cannot evict each other’s basic blocks from the cache upon
preemption. This circumvents CRPD effects at the cost of a smaller cache and
more intra-task cache conflicts. Additionally, it does not account for the actual
system schedulability. Instead, the problem was avoided by separating all tasks
from each other, trying to mitigate any inter-task effects. This basically reduces the
the multi-tasking optimization problem to multiple single-tasking optimizations.
If no side effects exist between the tasks and the tasks do no longer compete
for one common resource, due to, e.g., a previously applied cache partitioning
scheme, then each task’s WCET can be optimized separately without any notion
of priorities, deadlines or scheduling algorithm.

While this simplifies the complexity of the problem, these approaches are
by design not able to specifically optimize towards the system’s schedulability.
To counter these shortcomings, a schedulability-aware optimization framework
was introduced into WCC as part of this thesis. This comprises an ILP-based
optimization framework which allows for an optimal solution within the respective
optimization model (cf. upcoming Chapter 8) as well as an approach based on a
genetic algorithm (cf. upcoming Chapter 10).
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Single Tasking Optimizations

Trying to minimize a program’s WCET within the compiler usually imposes a
large combinatorial problem. Exemplary, assume an instruction SPM optimization
where parts of a single-tasking program are to be assigned to a fast but small
memory region in order to minimize the WCET. If the whole program fits into
the SPM, the solution to the problem is obviously trivial. If not, the question
arises which parts should be moved to the SPM and which should stay in the
slow memory.

The complexity of the problem obviously depends on the granularity of the
optimization. Moving whole functions may lead to a relatively small problem,
however the granularity is so coarse that the limited resources of the embedded
system are not used efficiently. Additionally, for a program with large functions,
no single function might fit into the SPM completely. Thus, no improvement
might be possible at all on a function-level. As a result, optimizations tend to use
basic blocks as a minimum atomic entity [FK09]. However, this also significantly
increases the complexity of the underlying combinatorial problem. For complex
tasks, the number of basic blocks may easily get into hundreds.

A trivial idea for an optimization would be to use a greedy heuristic. The
optimization would then successively move that basic block with the greatest
timing gain to the SPM, until the SPM is full. Such optimizations have been
demonstrated successfully, e.g., for basic block reordering [FK11]. However, apart
from mitigating the complexity of the combinatorial problem, such heuristic
approaches come with several drawbacks. First of all, they do not guarantee
an optimal solution. Moving one block with the biggest improvement might
have a smaller improvement than, e.g., moving two blocks which have a smaller
improvement each, but a larger improvement in total. Additionally, these
heuristics are iterative. Due to the fact that moving one basic block might have
unforeseen side effects on the rest of the program, a full-fledged time intensive
WCET analysis has to be performed after each iteration. The reason for this is
that the WCEP may change unpredictably after performing a local modification.
Example 7.1 illustrates this phenomenon.
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Figure 7.1: Exemplary CFG of a very simplistic function annotated with execution
times for each basic block. The timings express the execution times C
for each basic block if it is either allocated to SPM or to the slow Flash
memory, as well as the size S of each basic block. The units may be
chosen arbitrarily.

Example 7.1 (Changes in WCEP)

Fig. 7.1 shows the CFG of a very minimalistic function func (). As an example, consider a
static SPM allocation as WCET optimization: Each basic block’s worst-case execution time
is denoted by CF™" if left in main memory, and C5PM, if assigned to the SPM. Timings are
given in an arbitrary time unit. For this example, consider a total SPM size of 20 units.

Consider the whole program is located in main memory. Then, the program’s WCEP is
F — H — Iand the corresponding WCET is 22.

The maximum gain for one single block being moved into SPM will be achieved by
moving block H. Thus, the execution time of path F — H — 1 is reduced to 15. Howeuver,
now the WCEP switches, as the longest path through the function is now F — G, resulting
ina WCET of 18. Thus, the WCET of the function is 18. Due to the SPM size of 20, only
block 1 could still be moved into SPM, which, however, will not improve on the WCET.

Instead, moving F and 1 into the SPM would result in a WCET of only 17 time units.

It can be seen that even for a very minimalistic function consisting of only 4 basic
blocks with one branch and no loops or function calls, finding an optimal solution
is not that obvious. Suhendra et al. decided to use Integer-Linear Programming
(ILP) to formulate the optimization problem for a data SPM allocation [Suh+05].
However, the underlying approach is much more flexible and can be applied to
many different optimization problems. The idea was picked up later by Falk et
al. and used to model a WCET-aware instruction SPM allocation [FK09] as well
as a WCET-aware register allocation [FSS11]. In the course of this thesis it has
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also been shown that the ILP formulation is able to handle modern embedded
systems featuring instruction caches [LKF16].

As a basis for the upcoming contributions presented in this work, this chapter
first gives a brief introduction into the underlying ILP model by Suhendra et
al. [Suh+05] and Falk et al. [FK09] without focusing on any concrete WCET
optimization technique. The second part of the chapter focuses on modeling
the previously mentioned static instruction SPM allocation which proves to be a
powerful example for the upcoming schedulability-aware optimization framework.
This chapter will leave out any multi-tasking and schedulability details. These
are then handled in the upcoming Chapter 8.

7.1. ILP-Based WCET Modeling of a Single Task

This section introduces an ILP formulation to optimize the WCET of one single
task. The model was initially proposed by Suhendra et al. [Suh+05] and used for
a static data SPM allocation. The model was subsequently adapted for a single-
tasking static instruction SPM allocation by Falk et al. [FK09].

The model operates at a basic block-level on the CFG of a program. In contrast
to the IPET model previously presented in Section 4.2.3, this approach formulates
the WCET calculation as a minimization problem. Therefore, it allows for an easy
integration of code optimization techniques.

This section covers the pure ILP model which constrains the WCET of a single
task. It does not yet cover any concrete optimization techniques. Adding ILP
variables and constraints to perform an actual optimization will be discussed in
the upcoming sections.

7.1.1. Sequential Code

Prior to modeling the WCET using the ILP formulation, the timing behavior of
each individual basic block has to be evaluated. To provide a consistent model for
different optimizations, the ILP integer variable c; is introduced which is defined
to model the WCET of one single execution of a distinct basic block i. In the
simplest case, a static WCET analysis can be used to retrieve the constant worst-
case execution time C; for each basic block i. Subsequently, the ILP variables can
be set as:

VieB:c;=C;4 (71)

where B denotes the set containing all basic blocks. In this case, the ILP
framework will not provide any optimization but is basically “degraded” to a
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Figure 7.2: CFG of an exemplary task. Each box represents a basic block.

WCET analysis. For optimizations, arbitrary additional constraints can be used in
order to model the c; variables. This way, the WCET of a basic block can differ
depending on whether it is optimized or not.

The general idea of the ILP framework is explained using the exemplary CFG
depicted in Fig. 7.2. The minimal program represented by this graph consists of
two functions: main() and func(). The main() function features one loop with
10 iterations.

The ILP model is built on a function-level, starting at the exit nodes of the CFG,
implicitly accumulating the WCET of the whole program starting at each basic
block. If a basic block has no successor, the accumulated execution time w of that
basic block is defined as the execution time of one single execution of that block.
E.g., for the basic blocks G and I of function func () shown in Fig. 7.2, this results in:

Wg = Cg (72)
Wi = C1 (73)

For basic blocks which have one successor, the accumulated execution time is

defined as the time for one execution of the block itself plus the accumulated
execution time of its succeeding basic block:

Wy = CH + W1 (74)

92
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If multiple successors exist, separate constraints are created for each possible
successor. For func(), this leads to:

= Cr +Wwg (75)
WE 2 CF + Wy (7.6)

Due to the greater-equal operator, wr is forced to be as large as defined by
that succeeding basic block which leads to a larger execution time. This implicit
formulation basically forms the key concept why this ILP formulation allows for
modeling the WCET of the given function.

It should be noted that, wherever an optimization which is attached to the
model modifies the execution times, any changes in the WCEP are inherently
reflected in the model. This stems from the fact that valid paths through the task’s
CFG and their respective execution times are not listed explicitly, but are implicitly
modeled by inherently accumulating the costs of each of the block’s successors.
This way, the possibly complex switches of the WCEP are automatically handled
within an optimization.

The equations presented above are sufficient to model the very simple function
func (). Solely for the sake of better readability, we add another constraint which
bounds the maximum execution time of one single execution of func():

Cfunc = WF (77)

7.1.2. Function Calls

When looking at the successor of block D in Fig. 7.2, it can be seen that it calls
function func(). Since the function’s maximum execution time has already been
modeled, the ILP variable modeling the maximum execution time of one call to
function func() can simply be added to the accumulated execution time of the
calling basic block:

WD = €D + Cfunc + WE (7.8)
(7.9)

7.1.3. Loops

Loops are handled by converting them into meta blocks. This is shown in Fig. 7.3.
All basic blocks which form the loop are included in that meta block, and the
back-edge which originally formed the loop is removed. Instead, the execution of
that loop’s meta block is annotated by the number of taken loop iterations.
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Figure 7.3: CFG for exemplary code with loop meta block.

The net execution time of one single execution of the loop is described by
CLoop- The accumulated execution time w0, models the complete execution time
over all iterations of the loop plus the accumulated execution time of the loop’s
successor. Analogously to the previous description for modeling sequential code,
CLoop NOW results in:

CLoop = €B +Wwp (710)
Wg = Cg (712)

After modeling the WCET of one single loop iteration, the accumulated
execution time w,op can subsequently be described as follows:

WeLoop = 10 - CLoop +cg +wc (713)

Due to the fact that the loop depicted in Fig. 7.2 is head-controlled (i.e., the
loop condition is checked prior to entering the loop), basic block B is executed 11
times. In the final execution of B, the loop body starting at block D is not entered
but the loop is exited through block C. This leads to the additional term +cg in
Eq. (7.13). For tail-controlled loops (e.g.,ado ... while() loop in C), the loop
is always executed at least one time and the head is evaluated at the end of the
loop iteration. Therefore, the head is executed as often as the loop body, and
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this additional accounting is not necessary. With these constraints, the overall
execution time of the main() function with the loop can now be modeled:

Cmain = WA (714)
WA =CaA + WLoop (715)
Wc = Cc (716)

In some cases, a loop header may consist of more than one basic block.
This happens, e.g., in case of multiple conditional expressions within the loop
conditions. In these cases, the loop head (B in the given example) is not only
one single basic block but forms yet another meta block. The challenge when
accounting for such complex loop heads is, that on the low-level abstraction
on which the ILP is built on, it is impossible to differentiate between a loop
head which consists of multiple possible exits (e.g., while( a & b ){ ... })
or a break statement which is executed conditionally within the loop’s body (i.e.,
while(C a ) { if(C ! b ) break ...} However, from a timing analysis point
of view, both statements must be accounted for in the final execution of the loop
head if they are in the loop head, whereas in the latter case the test whether b is
not zero does not have to be accounted for.

Due to the similarity of both constructs on the low-level CFG, these constructs
were previously not accounted for. However, due to the implementation as part of
the WCC compiler, it is possible to reliably trace back a low-level basic block to its
corresponding C statement by using WCC’s internal data structures. Subsequently
this improvement was implemented newly when creating the ILP framework for
this thesis.

Note, that commerical state of the art WCET analyzers like aiT are not able to
reliably determine these constructs. In order to provide safe upper estimates, the
too pessimistic worst-case is assumed, and both statements are always checked.
This may lead to severe over-estimation of the WCET in case of conditional break
statements within nested loops. Despite aiT’s precision, for some benchmarks
this can lead to cases where the ILP-based optimization gives a tighter yet safe
estimate on the WCET than aiT.

The previous constraints modeled so-called natural loops, which are character-
ized by having one single loop entry. For arbitrary loops with multiple entries,
the loop meta block can be split into multiple smaller meta blocks to cover the
tirst and only partly executed loop body separately. Then, the accumulated exe-
cution time for complete loop iterations for the remaining number of iterations of
the loop can be added to each of these partially executed loop bodys. However,
these so-called non-natural loops with multiple entries are very rare in the do-
main of hard real-time systems, so they will not be considered in the following
for the sake of a simpler notation.
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7. ILP-based Model for WCET-Aware Single Tasking Optimizations

Listing 7.1: Triangular nested loop with simple loopbound annotations. The
execution count of the inner loop depends on the counting variable of
the outer loop. This is not explicitly restricted by the loopbounds.

int main() {

int i;
int j;
int res = 0;

_Pragma("loopbound min 10 max 10")
for( i = 0; i != 10; ++i ) {

_Pragma("loopbound min 1 max 10")
for( j =i; j !'= 10; ++j ) {
++res;
}
}

return res;

Nested Loops

In case that loops are nested, they can be converted iteratively as described above,
starting with the innermost loop. This way, nested loops can be modeled without
any further adjustments of the model. The total number of maximum executions
of the inner loop subsequently resolves to a multiplication of the maximum
loopbound of the outer loop and the maximum loopbound of the inner loop.
This approach may drastically over-approximate the maximum execution count
of nested loops in case that the Worst-Case Execution Count (WCEC) of the inner
loop depends on the counting variable of the outer loop. Such an example is
depicted in Listing 7.1. The corresponding CFG is shown in Fig. 7.4.

It is easy to see that the innermost loop starts with 10 loop iterations during
its first execution. In the last execution of the outer loop, the inner loop is only
executed once.

Fig. 7.5 shows the control flow with the transformed loops as previously
described for non-nested loops. If this loop were modeled by the approach
shown above, the maximum loop bound must be annotated to the accumulated
execution time variables of both inner and outer loops. The ILP formulation
would subsequently be as follows:
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Figure 7.4: CFG for Listing 7.1, depicting a nested loop.
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Cmain = WA (7.17)
WA = WLoopo T CB + Wc (7.18)
We = Cc (7.19)
WLoopo = 10+ CLoopo (7.20)
CLoopO = CB + WrLoopl T WD (7.21)

Wp = Cp (7.22)
WeLoopl = 10+ CLoopl (7.23)

Cloopl = €D + W (7.24)
W = Cg (7.25)

This, however, leads to a significant over-approximation of the WCET as now,
the ILP model will account for 100 executions of the inner loop, although the
actual number of executions is obviously only 55.

The WCC compiler framework in which this optimization model is embedded,
features so-called “flow restrictions” which allow for a tighter model of complex
execution behavior (cf. Section 4.2.1). Listing 7.2 shows the nested loop from
Listing 7.1, but this time with additional flow restrictions which explicitly model
the triangular structure of the inner loop’s execution count.

The expressions inner and outer define labels which can be referenced in
the flow restrictions. The expression restricts the number of executions of the
statement in the inner loop (marked by inner) to be at most 55 times the number
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Figure 7.5: CFG for Listing 7.1, depicting a nested loop using meta blocks.

of executions of the outer statement (marked by outer). In this case, the position
marked by the outer marker is executed only once, as it is not part of a loop.
Therefore, the statement marked by the inner loop’s marker and subsequently the
inner loop must be executed at most 55 times in total.

Using flow restrictions to tighten the execution count of nested loops has not
been covered in previous approaches like [Suh+05] or [FK09] and has been newly
realized as part of this thesis. To tackle nested loops, the maximum iteration
count of the inner loop, as modeled by Eq. (7.23), is adapted to reflect the actual
upper execution count:

55
WLoopl > ﬁ * CLoopl (726)

The maximum iteration count of the inner loop for one execution of the outer
loop is modeled as the maximum iteration count of the inner loop divided by the
maximum iteration count of the outer loop. This may lead to fractional execution
counts for the inner loop. Consequently, this introduces some pessimism due
to rounding errors: As WLoopl 18 Integer, its integer value may be up to one time
unit larger than its actual real value. However, the approach still provides much
tighter WCET estimates than simply multiplying the worst-case execution counts
for both outer and inner loops.

Although nested loops and flow restrictions can become very complex, code
structures within embedded hard real-time systems are mostly relatively simple
in practice. In this work, we therefore only explicitly consider these relatively
simple versions of nested loops with dependent loop conditions. For more
complex loops which cannot be expressed in this model, the initially sketched
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Listing 7.2: Triangular nested loop with flow restrictions. The execution count
of the inner loop depends on the counting variable of the outer loop.
This is explicitly modeled by the annotated flow restrictions.

int main() {
int i;
int j;
int res = 0;
_Pragma("loopbound min 10 max 10")
for( i =0; 1 != 10; ++i ) {
for( j =1i; j '= 10; ++j ) {
_Pragma( "marker inner" );
++res;
}
}
_Pragma( "marker outer" );
_Pragma( "flowrestriction 1 * inner <= 55 * outer" );
return res;
ks

over-approximation of the WCET by transforming all loops to meta-nodes and
using their respective upper loop bound as multiplication factor is used.

7.1.4. Recursive Function Calls

Previous approaches ([Suh+05] and [FK09]) did also not support recursive
function calls. Programs containing recursions could not be optimized by these
formulations. Recursive function calls are usually classified as direct or indirect
recursions. In case of a direct recursion, a function directly calls itself repeatedly.
In case of an indirect recursion, two (or more) functions call each other in a nested
fashion.

Generally, recursions are quite uncommon in the domain of safety-critical
embedded systems. However, some commonly found benchmarks make use of
direct recursion. Therefore, support for direct recursion was added to the ILP
framework as part of this thesis.
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rec()

Figure 7.6: CFG depicting a simple directly recursive function.

Fig. 7.6 shows the CFG of a simple directly recursive function rec(). From the
CFG itself, it cannot be deduced how many times rec() may call itself in a worst-
case scenario. This information has to be provided additionally by the system
designer by the means of, e.g., flow facts. For this example, it is assumed that
rec() may call itself at most 10 times. Considering the recursion as a regular
function call will lead to an infeasible ILP as it would lead to equations

Crec = WR (727)
WR = CR + Crec + WT (7.28)

The only way that these inequations hold is that both cg and wr equal 0.
However, in this case, the recursion would not even exist in practice, since this
would imply that the whole recursive function (cg) would be executed in zero
time units. For any real existing basic blocks, however, wg can obviously not be
greater than or equal to itself plus another positive integer, thus the inequation
contradicts itself.

To tackle this issue, the recursive call to rec() is neglected when calculating the
accumulated cost wy of basic block R, and then the costs due to multiple nested
calls are accounted for when modeling c,... This leads to the following inequations:

Crec = 11 -wWg (7.29)
WR = Cr + Ws (7.30)
WR = CR + Wt (7.31)
Wg = Cg (7.32)
WT =C7 (7.33)

Eq. (7.29) accounts for all 11 executions of rec() (the direct call, plus the
maximum of 10 recursive calls as annotated by the user). As a result, the calls to
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the recursive function rec() in an arbitrary program can be modeled like a call
to any non-recursive function. Indirect recursive function calls can be modeled
accordingly, if needed.

7.2. ILP-based SPM Allocation for a Single Task

Memory-based optimizations have proven to provide significant impact when
it comes to the reduction of the WCET of a task [FK09]. Additionally, as shown
in the introduction of this chapter, SPM allocation is combinatorially complex
which comes in handy for the evaluation of practical usability of the upcoming
schedulability-aware optimization framework.

This section will describe the general idea of the single-tasking ILP-based static
instruction SPM allocation as previously proposed by Falk et al. [FK09]. The
approach was originally presented for the Infineon TriCore architecture but is
platform-independent per se. In this thesis, the optimization is applied to both
TriCore and ARM7TDMI architectures.

The optimizations and techniques described in this section purely focus on
the minimization of the WCET of one single task. It does neither account for
multiple tasks nor scheduling effects. Additionally, caches are not considered
but the approach assumes that the unoptimized program resides in non-cached
Flash memory. The optimization builds on the underlying framework presented
in Section 7.1. To focus on the optimization specifics, the underlying idea will
therefore be explained using the very simple CFG depicted in Fig. 7.2. Additional
tweaks and technical implications both covering the TriCore architecture and
systems based on ARM7TDMI, which were not covered in the original publication
by Falk et al., are covered in Section 7.3.

To be able to perform an SPM allocation optimization which specifically targets
improving the WCET, for each part of the task which can either be moved to the
SPM or not, the possible timing gain must be known. Therefore, the complete
task will be analyzed twice using an existing WCET analyzer like, e.g., aiT by
AbsInt. The first analysis is performed when the task completely resides in the
slow main memory (e.g., a Flash memory). Then, the WCET of each basic block
is retrieved from the analysis tool and stored. We denote the net execution time
of one execution of a basic block i which is located in Flash memory as Clash,

The second analysis is performed when the task completely resides in SPM.
Obviously, normally the SPM will be too small to hold the whole task. Otherwise,
the optimization can be trivially performed without any ILP model by simply
assigning all basic blocks to the SPM. However, for the initial analysis only, the
SPM memory can be virtually increased such that the whole program fits into
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Figure 7.7: CFG of an exemplary task. Each box represents a basic block. The
worst-case execution times for one single execution of each block in
case of both SPM and Flash assignment are annotated. Also, the size
of each basic block is annotated. Units are arbitrary.

it. At all later stages in the optimization and allocation, the correct sizes for the
SPM memory will be used. After this second analysis, the maximum execution
time of each individual execution of each basic block if residing in the SPM can
be retrieved. For a given basic block 1, it is denoted by C$™.

Fig. 7.7 shows the CFG from Fig. 7.3 with annotated WCETs and sizes for each
basic block. Given the execution times for execution on SPM and Flash memory,
a possible gain G; can be calculated. This represents the timing gain achieved for
one execution of one distinct basic block i, if this block is allocated to the SPM:

Gy = Cilash _ 8™ (7.34)
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The integer variable c; which constrains the net execution time of any given
basic block i is extended as follows:

Ci = CflaSh — Xy Gi (735)
X4 is a binary decision variable which is set to 1 by the ILP solver to denote that

basic block i is to be assigned to the SPM or 0 in case that the basic block should
stay in Flash memory. For the given example, this leads to:

ca=Choh _x, . GAr=6—4-xx (7.36)
Cp :ClglaSh—xB -Gg =14—-10-xp (7.37)
cc =CHsh _xo.Ge =12—-9-xc (7.38)
cp =CHsh _xp . Gp=16—12-xp (7.39)
cg =CHash _xp G =16—12-x¢ (7.40)
cp=CHoh . Gr =8—4-x¢ (7.41)
cg=CH®N _x. . Gg=10—6-x¢ (7.42)
cn=CHh G =12-7 % (7.43)
cr=CHsh 5 .G =2-1-x¢ (7.44)

Given these formulations, the ILP model from Section 7.1 now models the
possible timing gains due to the SPM allocation optimization. To finalize the ILP,
an objective function is set in order to minimize the accumulated WCET of the
main() function:

min (Cmain) (745)

Given only these constraints and the objective, the ILP solver will allocate those
basic blocks to the SPM that lead to the minimum overall WCET. However, the
solver does not yet honor the actual size of the SPM, thus more basic blocks may
be moved to SPM than actually fit into it. To tackle this issue, the constant size
of the SPM is denoted as Sspy;. This is considered to be a hardware constant
determined by the chosen target platform.

In addition, each basic block’s size is known to the optimization, as it is
embedded into a compiler framework. We denote the size of a given basic block i
by S;. For the example used throughout this section, sizes for each basic block
are given in Fig. 7.7.

Now, one single additional constraint can be used to limit the number of basic
blocks which may be allocated to the SPM in correspondence with the physical
size of the SPM Sqpu:

SSPM } Z Xy Si (746)

ieB
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When exemplary assuming an overall SPM size of Sgpy = 20 B, the example
used in this section resolves to:

202Z'XA+32XB+18'Xc+-"—|—Z-XI (747)

For basic blocks whose memory allocation will not result in a change of the
WCET, the ILP solver is free to choose whether the allocation variable x is set to 1
or 0. From a user perspective, this should be considered arbitrary. If SPM memory
should be used as much or as little as possible, many ILP solvers feature secondary
objectives which could then maximize or minimize the used SPM. However, since
this work solely focuses on optimizing schedulability of hard real-time systems and
does not consider any secondary objectives, this is not considered in the following.

These inequations already provide a basic SPM allocation, which, however, is
not yet safe. The problem is that allocating one basic block to the SPM while
its predecessor(s) and/or successor(s) stay in Flash memory, will invalidate the
control flow at the assembly-level, as a basic block’s previously implicit successor
in memory will then no longer be the implicit successor afterwards. To retain a
valid functional behavior, additional jump instructions must be inserted. These,
however, come at both timing and size costs which are not yet modeled. The
concrete modeling of these additional costs differs depending on the actual target
architecture for which the optimization is carried out. These additional costs and
further architecture-dependent tweaks are discussed in the next section.

7.3. Technical Implications

The previous section gave a basic overview of the general idea behind ILP-
based WCET optimizations and static instruction SPM allocation as one powerful
example. For the sake of simplicity, several significant side effects were neglected
when describing the basic SPM optimization in Section 7.2. This section will
discuss the necessary extensions for the SPM optimization and introduce the
modified (in)equations.

7.3.1. Jump Correction

The by far most important addition is the accounting for jump correction costs. This
is mandatory for a correct optimization and was implemented originally by Falk
et al. [FK09] for the TriCore target architecture. Later on, Oehlert et al. described
and implemented the jump correction for the ARM7TDMI architecture [OLF16].
This section will therefore only give a brief overview of the necessary techniques.

104



7.3. Technical Implications

When re-allocating a basic block to the SPM, the basic block’s memory address
obviously changes. For example, consider basic block F from function func()
depicted in the CFG in Fig. 7.7. Consider that this block F is moved to the SPM,
while its succeeding block H stays in Flash memory,

This leads to the following issue: Block F has two successors: G and H.
Let us assume that G used to be the so-called implicit successor of F, i.e., it
follows F directly in memory. Subsequently, there was no need for an explicit
assembly instruction jumping from the end of block F to the beginning of block
G. Accordingly, block H is called the explicit successor. This means that the very
last instruction of F contains an assembly instruction which, depending on some
condition, will perform an explicit jump in order to reach block H.

After moving F to Flash memory, block G will occupy the original position of
F. F may or may not have a physical successor in the SPM, but it will not be its
logical successor G. As a result, without any further modifications, the control
flow of the program will be changed and the program will be functionally broken.
Therefore, two issues must be resolved: First, an explicit jump must be added
after the last instruction of block F, correcting the control flow to the previously
implicit successor G.

Second, the address of the explicit jump target in the final instruction of F must
be updated to point to the new location of block H. In theory, at least this second
issue could be solved without adding any further assembly instructions. However,
in practice the address space of the SPM is far off the address range of the Flash
memory. As a result, the relative displacement of H compared to the new location
of Fis so large that it does not fit into the existing assembly instruction. To handle
the large displacement between different memories, the jump target’s address is
usually loaded into a register, and then a special assembly instruction is used to
jump to the target address denoted in that register. If at that position within the
control flow of the program no free registers are available, additional spill code
must be added to save the content of a currently used register on the stack and
restore it after the jump was taken.

Neglecting the overhead in execution time of these additional spilling costs may
degrade the quality of the SPM allocation. By not accounting for these additional
timing costs, the ILP model will assume a higher gain of moving a block to the
SPM than it actually provides. More importantly, neglecting the additional code
size due to the newly inserted instructions may even lead to broken solutions
where the SPM assignment suggested by the ILP solver does not fit into the actual
SPM once the control flow has been fixed.

The problem can be tackled by introducing a new binary ILP variable z; ;. This
variable is defined to be set to 1 in case that additional jump correction code must
be added at the end of block 1 in order to reach block j. z; ; can be defined by
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connecting the SPM assignment variables of blocks i and j by a logical XOR (cf.
Section 5.2.1.3), which enforces z; j to 1 if blocks 1 and j are in different memories,
or 0 otherwise:

Zij = Xi D X (7.48)

The costs of additional jump correction instructions, both respecting additional
code size and additional timing penalties, differ not only depending on the target
architecture but also on the last instruction of the original basic block. E.g., if a
basic block already has jump code in order to reach a memory location far away
in the original code, then the overhead of fixing this concrete jump may be 0 even
in a worst-case scenario.

As the target architecture is known at compile time, these costs can be calculated
prior to creating the ILP and then be added to the ILP as constants. Because basic
block i may have multiple successors, the additional jump costs are added to the
accumulated WCET w; which accounts for the execution path with successor j:

Vj € succof i:w; > C; + ngnp FZij + W (7.49)

For the updated SPM size constraint from Eq. (7.46), the additional code size of
the jump correction must only be accounted for if a jump correction is necessary,
and the block is actually assigned to the SPM. This can be modeled by another

binary ILP variable sjilfgnp:

S]:l;np = Zi,j AN Xi (750)
Accordingly, when denoting the additional code size costs of a jump correction

from block i to block j by S, Eq. (7.46) can be updated to:

L) 7

Sem = Y |xi-Sit Y (sj;jgnp-sj;fgnp) (7.51)

ieB j€succof i

In conclusion, if a basic block is moved to a memory location different from its
successor(s) or predecessor(s), additional instructions have to be added leading
to both penalties in execution time and needed space. These penalties have been
modeled in the SPM optimization which is used as an example to illustrate the
upcoming schedulability-aware WCET optimization framework. The calculation
of the concrete constant values for jump costs has been previously published and
discussed [OLF16; FK09]. Due to lack of novelty, this will not be further discussed
in this thesis.
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7.3.2. Miscellaneous Technical Implications

This section contains short overviews of further techncial implications of the
instruction SPM allocation optimization. Since they are merely technical issues,
they will not be discussed in detail.

Branch Prediction The Infineon TriCore architecture features a static branch
prediction. Depending on whether the explicit target of a conditional jump
has a negative or positive displacement (i.e., whether it is a backward or
forward jump), the TriCore will predict the branch as either taken or not-
taken. Moving basic blocks in memory and subsequently applying the
previously discussed jump correction may change a negative displacement
into a positive one or vice versa. A change in branch prediction has a
direct impact on the execution times of the implicit and explicit successors.
The original single-tasking instruction SPM optimization by [FK09] did
not account for this. In order to provide tighter WCET estimates, the SPM
optimization was extended to account for such changes in the course of
writing this thesis [LF15a]. Due to the fact that knowledge of the concrete
realization of branch prediction is not necessary for the further work, this
will not be discussed in detail.

Literal Pools ARM compilers may put data objects in the .text section which
is normally reserved for instructions. This is possible since ARM follows
the Von-Neumann Architecture with one common physical memory for
instructions and data. These data areas which are mixed in between regular
basic blocks are called “literal pools”. They are used to, e.g., store data
needed for modeling large displacements for jump instructions. When
moving a basic block to the SPM, it must be ensured that any literal pool that
a basic block relies on is also moved to the SPM. This can be achieved easily
by setting the relevant binary decision variables x equal. E.g., if a basic block
irelies on another block j which is, in fact, a literal pool, keeping both blocks
in the same physical memory region can be achieved by adding x; = x; to
the ILP. Handling those literal pools has previously been discussed in detail
in [OLF16].

7.3.3. Simplifications

Independently from any concrete optimization, the ILP framework presented in
this chapter features some simplifications in order to reduce the computational
complexity.

Contexts When the same basic block is executed multiple times, the basic block
may have different execution times for each execution. This may be due
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to different data the instruction operates on, but also due to pipelining or
caching effects. The ILP model as presented in this chapter does not model
these so-called execution contexts. Instead, for each each execution of a
basic block, its global worst-case execution time is taken. Depending on
how much execution contexts differ for a concrete architecture and on the
concrete program being optimized, the WCET estimate in the ILP model
may be significantly more pessimistic than an estimate by an analysis which
honors different contexts.

If more precise WCET estimates are needed, this issue can easily be solved as
described in Section 4.2.2.4. If, e.g., a loop with 10 iterations has 3 different
contexts, the loop is split into 3 distinct meta blocks in the ILP model. Each
block is executed sequentially after each other. Depending on how many
times each context is executed, the distinct loop meta blocks are multiplied
by these execution times. E.g., if loop Loop is split into the contexts LoopC0®
which is executed only 1 time, LoopC1 (also only 1 execution) and LoopC2 (8
executions), the resulting accumulated execution time of the loop could be
expressed as:

Wioop = 1. CLoopCo +1- CLoopC1 +8- CLoopC2 (752)

However, this obviously comes at the cost of a more complex ILP formulation.
For this thesis, contexts were not considered, as this precision was not
needed in order to achieve profound results during the evaluation.

Inter-Basic Block Effects The ILP framework considers each basic block to be
independent. For modern micro-architectures, this is not fully correct.
Instead, succeeding basic blocks may feature synergetic effects due to
memory block fetches and pipelining effects. These effects could be modeled
in the ILP by contexts and thus be considered in the ILP model. However,
as described in the previous section, this would come at the cost of a
more complex ILP, inevitably leading to higher solving times. Similarly to
“regular” contexts discussed above, modeling these effects was not needed in
order for the optimization framework to achieve profound results. Therefore,
this will not be covered any further within this thesis.
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Optimization Framework

The framework presented in Chapter 7 has been proven to provide a good basis
for single-tasking WCET optimizations. However, it does not provide any means
to optimize a hard real-time system featuring multiple tasks. A trivial solution to
this problem would be to optimize each task separately. However, in this case,
each optimization does not know of resource requirements by the other tasks in
the system.

E.g., for the SPM allocation discussed in Section 7.2, each task would then
make use of the whole SPM. As a result, at any time a task is preempted during
runtime, the SPM has to be be reloaded. This leads to a large implementation
overhead, as moving code to the SPM might not be that easy depending on the
used hardware platform. Additionally, reloading the SPM implies loading its new
contents from the slow Flash memory, resulting in large preemption penalties
and diminishing the positive effects of executing code from the SPM. The issue
can be tackled by sharing the resources which are allocated by the optimization
between all tasks. Then, however, it is non-trivial to determine which amount of
the overall resources should be reserved for which task.

As a solution, this chapter introduces a schedulability-aware optimization
framework. The framework is able to model the worst-case scheduling behavior of
all tasks in a multi-tasking hard real-time system as part of one common ILP. This
allows for an optimal solution of the optimization problem, leading to an optimized
task set in which each task will use the available resources to an extent which
will provably result in a schedulable system, if such a solution exists. If no such
solution exists (e.g., due to computing demands which simply exceed the target
hardware’s computational capabilities), the ILP model is rendered infeasible.

Section 8.1 introduces the general ideas of the optimization framework. Sec-
tion 8.2 continues by showing how simple and strictly periodical systems can
be modeled. Section 8.3 then extends these findings and shows how arbitrarily
triggered systems with arbitrary deadlines can be modeled for both fixed- and
dynamic-priority scheduling algorithms. The model of inter-task timing penal-
ties for one individual preemption is discussed in Section 8.4. Finally, the chapter
closes with a discussion of the limitations of the presented approach in Section 8.5.
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Figure 8.1: CFGs of a task set containing three tasks. Each task is depicted at
basic block-level.

8.1. General Idea

The basic prerequisite for the schedulability-aware optimization framework is
that the WCET of each task T; in the system’s task set I" is expressed in the ILP. For
the upcoming sections, it is therefore assumed that there exists an integer variable
c; for each task t; € I' which provides a safe upper bound on the WCET of ;.

The framework abstracts from any concrete optimization or WCET modeling.
It is therefore not relevant how these WCET variables are obtained. However,
compiler-based optimizations often work at a basic block-level. For such optimiza-
tions, the ILP model by Suhendra et al. [Suh+05] (cf. Chapter 7) can be used as a
means to model the WCET of each individual task, as illustrated in Example 8.1.

Example 8.1 (Simple Multi-Tasking System)

Fig. 8.1 shows the CFG structure of a task set containing three tasks. In a hard real-time
system with static task allocation, a task can be seen as a regular function. Using the ILP
model from Section 7.1, the WCETS cy, ¢q and c; of tasks To, Ty and T, can be expressed
by the following set of ILP equations:

Co = Wa (81)
Ci =Wp (82)
C2 = Wg (83)

Modeling wa, wp and wg can then be achieved as described in Section 7.1.
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Once an integer variable c; exists for each T; of the task set T, there is no longer
the WCET which can be optimized as the ILP’s objective function. A trivial new
objective function to optimize the overall system would be to minimize the sum
over all WCETs:

min Z Ci (8.4)

However, this naive approach does neither account for task activation patterns,
deadlines nor priorities which are crucial when it comes to determining whether
a system is schedulable or not (cf. Section 4.5). Additionally, the scheduling
algorithm and thus the number of possible preemptions of each task by another
task cannot be accounted for. This leads to the fact that any preemption penalties
will also not be modeled.

The approach presented in this thesis tackles these shortcomings by providing
a constraint-based framework. In the course of this chapter, several approaches
are discussed in order to extend the ILP by sets of integer-linear (in)equations
which precisely model the scheduling behavior of a task set, depending on the
scheduling algorithm being used. Any optimization formulations are inherently
integrated into the schedulability constraints.

This means that any solution returned by the ILP solver will lead to a schedulable
system. The user is no longer bound to a specific optimization goal as in the
single-tasking case. Instead, any arbitrary optimization goal may be chosen as
needed. The user may even set a dummy optimization objective like, e.g.:

min 1 (8.5)

This will lead the ILP solver to return one presumably random solution to the
ILP which leads to a schedulable system on the benefit of a much faster solving
time. In this case, also a SAT-solver like Microsoft’s z3 could be used instead
of an ILP solver (cf. Section 2.3). From the approach’s point of view, this is
simply a matter of the used solver tool and does not deeply inflict the upcoming
constraints and formulations. However, it is possible that the returned solution is
barely schedulable. Le., if for some reason which was not predicted during system
design a task is even one single CPU cycle late, the system might violate its timing
constraints. To avoid such situations, the objective from Eq. (8.4) can be used
in addition to the schedulability-enforcing constraints. As a result, the returned
solution will still only return schedulable solutions but due to the additional
objective, the solution is more likely to be robust.

It is noteworthy to add that the ILP schedulability framework provided in this
chapter is exact. This means that for given values of c;, the ILP formulations will
return a solution if the “regular” schedulability analyses discussed in Section 4.5
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Table 8.1: Properties of an exemplary strictly periodical system. This example
is used throughout Section 8.2 to illustrate the schedulability-aware
optimization framework.

Task | CunoPt | CoPt | T
To 9 7 20
T 11 3 30
T 20 8 40

predict schedulability. Also, if these schedulability analyses predict that the
system is not schedulable, the ILP-based approaches will lead to an infeasible ILP.

Section 8.2 introduces a rather simple formulation for schedulability-aware
optimizations. However, this approach has several limitations, restricting the
application to strictly periodical systems with deadlines lower than or equal to
the period. Then, based on these findings, Section 8.3 derives an approach to
cover systems with arbitrarily triggered tasks and with arbitrary task deadlines.
Section 8.4 continues with a general overview of how to model the timing overhead
inflicted by the system’s scheduler and the context switching costs.

8.2. Strictly Periodical Systems

The general idea for the schedulability-aware optimization of strictly periodical
systems using ILP was originally sketched and presented at the 8th Junior
Researcher Workshop on Real-Time Computing (JRWRTC) which is part of the
International Conference on Real-Time Networks and Systems (RTNS) [LF14].
The matured realization was then presented at the 18th International Symposium
on Real-Time Distributed Computing (ISORC) [LF15a]. A slightly extended
version was also discussed at the 18th International Workshop on Software &
Compilers for Embedded Systems (SCOPES) [LF15b]. Based on these publications,
the upcoming subsection will introduce the general ideas of the optimization
framework for simple strictly periodical task sets. The following synthetic example
will be used in this section to illustrate the approach:

Example 8.2 (Synthetic periodical task set)

Consider a task set ' consisting of 3 strictly periodically triggered tasks. To keep the
example as simple as possible, all tasks have implicit deadlines, i.e., the tasks” periods
equal their respective deadline: D; = T;
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unopt

Table 8.1 shows the timing parameters of all tasks. Each task t; has a WCET C;
in the unoptimized case and a minimal WCET C' in case that this task can be fully

optimized. The system load u of the unoptimized task set can be calculated using Eq. (4.24)
from Definition 4.16:

Cunopt

Y T =1.31 (8.6)

Tier

The unoptimized system is therefore definitely not schedulable, as the system load is
beyond 100 %. To introduce the optimization framework, the maximum timing gain for
each t; is calculated:

Gy = C{"¥ — ¢ (8.7)

1

The WCET ILP variable c; for each task is modeled by:

Ci = Ci.mopt —Xi- Gi (88)

1

x€R,0<x<1 (8.9)

c; is an integer variable describing the WCET of each task T after being optimized. In
this example, the x; are synthetic numbers between O and 1 which describe to which extent
each task is being optimized. This turns the ILP into a so-called Mixed Integer-Linear
Program (MILP), as it contains both integer and real-value variables.

To prevent the ILP solver from setting all x; variables to 1, thus fully optimizing all
tasks, we model an artificial resource limit for the exemplary system:

100 >40-x0+85-x7+10-x%x3 (810)

This way, the ILP solver must choose which tasks to optimize to which extent in order
to establish a schedulable system while still honoring the limited resources of the target
system. Due to the real-valued x; variables, this example implies that all tasks” WCETs
can be scaled seamlessly. Despite being unrealistic in reality, this allows for a relatively
simple illustrating exemplary task set.

8.2.1. Dynamic-Priority Scheduling

The undoubtedly most simple system has a given number of N tasks which are
expressed as 1i, 1 € 0,...,N — 1. Each task has a fixed period T; and implicit
deadline (i.e.,, Ty = Dj). Le., each task is executed at exactly the defined frequency,
and the deadline of each task equals this execution frequency. Additionally,
preemption penalties are considered negligible.
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If such a system is scheduled using an optimal dynamic scheduler like EDF,
the system is schedulable if and only if its load u is lower than or equal to 1. This
was previously expressed in Eq. (4.32) as part of Proposition 4.3. This equation
can be directly added as a constraint to the ILP:

Ci

<1 :
T (8.11)

T el

c; denotes the WCET of task T;, and T; is its corresponding period.

When adding Eq. (8.11) to the set of inequations proposed in Example 8.2 and
solving it with the Gurobi ILP solver [Gur19] using a dummy objective function,
the following results are retrieved:

X0 =0 (8.12)
x1 = 0.625 (8.13)
x2 = 0.5 (8.14)
leading to the optimized WCETs:
co=9 (8.15)
C1 = 6 (816)
c, =14 (8.17)

The optimized system load resolves to u°?* = 1.0. While this system is formally
schedulable, it is at the brink of being unschedulable. Additionally, the available
resources are not fully used:

40-0+85-0.6254+10-0.5 =58.125 (8.18)

In practice, it might therefore be sensible to add the minimization of the overall
system load as an objective function to the ILP:

min b (8.19)
T el Ti
Using this objective, Gurobi returns the following solution:
X0 = 0 (820)
x1 = 1.0 (8.21)
x2 = 1.0 (8.22)
co=79 (8.23)
c1 =3 (8.24)
c; =28 (825)
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This results in a load u°?* of the optimized system:

UPt = 0.75 (8.26)

And a resource usage of:

40-0+85-1+10-1=95 (8.27)

A full resource usage of 100 is not achieved, since due to the real-valued x;
variables and integer-valued WCET variables c;, higher resource usage would
not result in lower WCETs.

Although this optimization approach might look very simple and tempting
at first, it has several drawbacks: Most importantly, it can only be used for the
most simplistic real-time systems (i.e., strict periodically triggered tasks, implicit
deadlines and EDF scheduling). Additionally, any eviction penalties are neglected.
The result may not be safe in a real-world setup where eviction penalties do exist.

8.2.2. Fixed-Priority Scheduling

This section presents an initial approach for the schedulability-aware optimization
of strictly periodical systems executed under a fixed-priority schedule. The
approach was previously published in [LF15a]. This first approach assumes that
each task’s deadline is smaller than or at most equal to its respective period.

The approach presented in the following does not make any assumptions on
how priorities were assigned to each task. They may follow a common scheduling
algorithm like RMS, but may also be assigned arbitrarily by the system designer.
In Example 8.2, all tasks” deadlines are implicit. Therefore, RMS scheduling can
be used as an optimal fixed-priority scheduling algorithm for this task set.

While the maximum system load as described in Eq. (8.11) is still a necessary
requirement for fixed-priority scheduling, it is no longer sufficient. The necessary
equation to calculate the WCRT of a task t; was introduced earlier in Eq. (4.27):

i—1
Ti =Ci + Z <’V%—‘ : Cj) (427)
j=0 !

Similar to the previously presented dynamic-priority approach, this initial
approach for fixed-priority scheduling again considers preemption penalties to
be negligible. While it would be technically feasible to include a precise model of
the eviction penalties as introduced in Proposition 4.2, this would increase the
complexity of the ILP formulation significantly. Especially handling the additional
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multiplication introduced by the min () term in Eq. (4.29) would increase the
ILP solving times massively. [LF15a] shows a principle way to add a safe over-
approximation for the preemption penalties without the necessary multiplication.
However, due to the fact that this introduces additional pessimism into the model,
and the complication of the formulas being discussed in the following, this will
not be discussed any further.

Eq. (4.27) cannot be directly transcribed as set of integer-linear (in)equations.
The reason for this is that the second term, ﬁ—‘]—‘ -cj, denotes a quadratic term as both

i and c; are integer variables in the ILP. Additionally, the original formulation has
to be solved iteratively. Due to the ceil operator, it cannot be simply reformulated.
As a first step to circumvent these issues, Eq. (4.27) is rewritten:

i—1
Ti=cCi+ Z hi (8.28)
j=0

h; j is a helper variable which expresses the timing penalty added to the WCRT
of T; by a higher-priority task T;. This rewritten equation can now obviously be
added to the ILP. For Example 8.2, this leads to:

To = Co (829)
TT =C1+ h1)o (830)
T) =Cy + hz)o + hz)] (831)

h; ; may be expressed linearly as follows: In any case, T; may be evicted at least
once by 1;. However, as long as 1; < Tj, it can obviously be safely assumed that
T; is also evicted at most once by 7. If [%W > 2, then T; may be evicted twice,

)
Ti
T
repeated up to 1; = D;. Due to the fact that the actual r; after optimization is not
known at the time the ILP is created, all possible values of h; ; must be modeled.
This can be done by using a case structure:

but as long as { W < 3, it is safe that it is also evicted at most twice. This can be

1'Cj ifT‘i>O'T]‘

Z'Cj ifTi>1'Tj
LS T (8.32)

- (9]0
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For Example 8.2 and using the conditional expressions from Section 5.2.2.2,
h o is expressed as:

Co (8.33)

T1 >O'20:>h]’0>]'
>2 ¢ (8.34)

T >1'202>h])0

h, 7 and h; o are modeled accordingly. While this formulation looks still very
compact, the number of equations rises significantly if D; is much larger than T;.

Proposition 8.1
Eq. (8.32) provides a safe upper bound on the delay inflicted to task ©;'s WCRT r; by task
T; with Py < Py, if vy does not exceed the respective deadline Dj.

Proof. To prove this proposition, the following three cases are considered one at a

time:
Dy
r < ([_} _ 1) T, (8.35)
T

D;
D;
Ty > ’7_—1—] —‘ . Tj (837)

As long as Eq. (8.35) holds, the preemption penalty is given correctly by
Eq. (8.32), as it is simply a rewritten form of the term “—ﬂ from Eq. (4.27).

To prove correctness in case that Eq. (8.36) holds (i.e., we have exactly one
preemption more than expressed by Eq. (8.35)), Eq. (8.36) is rewritten as follows:

I [EW (8.38)

Removing the ceil operator leads to the following relationship:

<l 2if (8.39)

The WCRT r; may never be larger than D;. Therefore, r; must equal D; in order
for Eq. (8.36) to hold. This results in

Tq Dy
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Therefore, Eq. (8.32) also holds in this scenario.

In the final case of Eq. (8.37), Ti"s WCRT r; must be greater than D;. However, this
violates the system’s schedulability constraints, thus the case may never occur. [

If T;'s WCRT exceeds its deadline, the system is definitely not schedulable
without any further tests needed. This constraint of the maximum allowed value
on 1y is finally added to the ILP:

Ti < Dy (8.41)

As a consequence, Eq. (8.32) is a valid linear reformulation of the preemption
penalties of a higher priority task from Eq. (4.27). An ILP using these constraints
will result in a schedulable system if a valid result is obtained. In case that the
system violates a deadline, the ILP is provably infeasible. For Example 8.2 with a
dummy objective being set, the Gurobi ILP solver returns:

X0 =0 (8.42)
X1 = 1.0 (8.43)
x> = 1.0 (8.44)
Co=9 (8.45)
c1=3 (8.46)
;=38 (8.47)

which, for this simple example, accidentally equals the result for EDF scheduling
with minu as objective function. When performing a WCRT analysis using
Eq. (4.27), the following WCRTs are obtained:

TO = 9 (8.48)

1o = 9 < 20, therefore T, is schedulable.

3

=349. [ﬂ =12 (8.49)
1

P =3+49. [ﬂ =12 (8.50)

The iterative formulation terminates with r1 = 12 < 30, therefore T; is schedu-
lable.

8 8

(1 _ 2 R A

r =849 {20%3 [301 20 (8.51)
20 20

r =849 {20%3 [3()} 20 (8.52)
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The iterative formulation terminates with a r, = 20 < 40, therefore T, is also
schedulable. Thus, the system was successfully optimized and schedulability
could be established.

The previously described approaches showed how to model an ILP-based opti-
mization for strictly periodical systems. However, they have several drawbacks:
First of all, they are limited to strictly periodical systems. Systems underlying jit-
ter, or systems with arbitrary, non-periodic task activation patterns must be over-
approximated by using the tightest possibly occurring period. This approach
guarantees safe results but obviously also introduces an enormous amount of
pessimism.

The initial approach does not offer a way to account for preemption penalties
like eviction overheads or cache-related effects. For fixed-priority systems, the
possibility of adding eviction penalties was presented at the 18th International
Workshop on Software & Compilers for Embedded Systems (SCOPES) [LF15b].
However, dynamic-priority scheduling cannot be modeled that easily due to the
ILP’s very simplistic approach. Furthermore, the previously discussed approach
restricts the valid deadlines. For fixed-priority systems, deadlines may not be
larger than the respective task’s period, and for dynamic-priority systems, even
only implicit deadlines can be modeled.

8.3. Modeling Arbitrary Activation Patterns

The shortcomings of the simple approach discussed in the previous section
are overcome by modeling the schedulability of the target system using event-
based scheduling analysis as presented in Section 4.5.2. The approach was first
presented at the 20th Design, Automation and Test in Europe (DATE) conference
[LF17]. To illustrate the upcoming approach, Example 8.2 is modified. Instead
of using strictly periodically triggered tasks, each task is modeled as a periodic
task with initial burst. Additionally, a deadline greater than the minimum time
between two occuring events is chosen.

Figs. 8.2 and 8.3 show the task activation pattern of task 1, from Example 8.2:
Initially, 1o is triggered 4 times with a period of 5 time units. Then, after this
initial burst, the task is triggered at a rate of 20 time units. To model such a
system, the approaches presented in Section 8.2 would have to assume a fixed
period Ty = 5 for a safe WCRT estimation. However, this obviously introduces
significant pessimism. Example 8.3 shows how this system can be expressed
using event density and interval functions.
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Event

0 10 20 30

Time

40 50 60

Figure 8.2: Activation pattern for task t1o. The task is initially triggered 4 times
with a period of 5 time units. Then, all subsequent instances are
triggered with a period of 20 time units.
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Figure 8.3: Density function for To.

Example 8.3 (Synthetic aperiodic task set)

The WCETs and deadlines of all three tasks from Example 8.2 are left unchanged. They
are repeated in Table 8.2. For fixed-priority scheduling, DMS scheduling is assumed.

For the sake of simplicity, all three tasks” bursts consist of 4 consecutive activations with
an inter-arrival time of 5 time units each. As a result, the tasks’ density functions resolve to:

~

0

no (At) = < [4]
(3+ (%]
(0

Ny (At) = ¢ [4Y]
(3+[56]
(0

N2 (At) = < [4Y]
3+ (%]

120

if At <0
fO<At <15
if At > 15

ifAt <0
fO<At<15
if At > 15
if At <0
FfO<At <15
if At > 15

(8.53)

(8.54)

(8.55)
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Table 8.2: Properties of an exemplary system. WCETs, periods and deadlines are
taken from Example 8.2.

Task | Cunopt | CoP! | D

To 9 7 120
T 11 3 130
T2 20 8 140

60 T T T T T T
40
+—

Events

Figure 8.4: Interval function for T, from Example 8.3.

The interval functions may subsequently be expressed as:

)5 n—-1) fn<4
6o(n)—{20'(n_3)_5 i 4 (8.56)
)5 (n—1) ifn<4
5‘ (n)_{3o-(n—3)—15 ifn>4 (8.57)
)5 (n—=1) ifn<4
62(’1)_{410-(71—3)—25 ifn>4 (8.58)

Fig. 8.4 shows the interval function for t,.

8.3.1. Dynamic-Priority Scheduling

Schedulability tests for arbitrarily stimulated systems scheduled under dynam-
ic-priority scheduling were discussed in Section 4.5.2.2. Eq. (4.43) described the
condition under which a system is schedulable:

At > Z i (At—Dy) - (ci +ei) | (4.43)

vVt elr
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Figure 8.5: Density function for the union over all tasks from Example 8.3.

As discussed in Section 4.5.2.2, this inequation must be tested at each At at
which the demand of processing time increases, in order give a safe estimate on
the system’s schedulability. For a given task T;, these values obviously occur D;
time units after an instance of this task is triggered for execution. A function
NP (At) which returns the respective values of At can thus easily be derived for a
given task T; by shifting its density function n; by its respective deadline Dj:

ny (At) =n; (At —Dy) (8.59)

In order to prevent the same values At to be tested multiple times when iterating
over all tasks in the task set I', nP (At) is defined as the union over all demand
density functions of all tasks T; in the task set I':

e (At) = [ nP (At) (8.60)

vVt elr

For the task set I' of the exemplary system defined in Example 8.3, this means
that in the first 20 time units, no task must finish, then at least one task (ty) must
have finished, after 30 time units, two tasks in the task set (one instance of Ty and
one instance of ) must have finished, . . . For the task set from Example 8.3, this
union can be written as:

nr (At) =no (At — Do) + 11 (At — D) 41, (At — D3) (8.61)

In a nutshell, NP (At) describes how many instances of tasks in the system must
have finished their execution in a given time interval. Fig. 8.5 shows the plot of
the resulting density function.

The corresponding inverse, 5P (n) can now be used to retrieve all time intervals
At which must be checked by the scheduling analysis. It can be deduced by
rotating N (At) by 90° and mirroring it. In practice, also a numerical approach
like, e.g., a binary search on the density function may be applied in order to
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Events

Figure 8.6: Interval function for the union over all tasks from Example 8.3.

retrieve concrete values for the minimal interval in which n events may occur,
without having to convert arbitrarily complex density functions into an explicit
mathematical formula. Each distinct value At of 8P (n) with n > 0 must be tested,
up to the maximum busy window ATg (cf. Section 4.5.2.2).

For the given Example 8.3, the deadline of the first task which has to finish is
the first instance of T, after 20 time units. The next interval after which a task
has to be finished, is 25 time units (the second instance of 7o), ... (cf. Figs. 8.5
and 8.6). The schedulability test provided in Eq. (4.43) can now be expressed as
the following set of ILP inequations:

5P (0)+1> Y {n(sP(0)—Di+1)- (ci+ed) | (8.62)
T er

5P (1) +12 Y {m(sP (1) =Di+1) (ei+e) (8.63)
T er

ATy > Y {ni(ATs = D) - (ci+e) | (8.64)
T er

e; is an integer variable which denotes the maximum time penalty inflicted to
any other tasks in the system if they are preempted by 7; (e.g., due to CRPD).

The addition of the +1 in the interval to check stems from the fact that a new
instance of a job is triggered an infinitesimally small time instant after the point
of discontinuity. E.g., at At = 0, 1o = 0. Accordingly, at At = D;, the resource
demand of Ty is still n; (At — D;) - (ci + e;) = 0. Due to the fact that time is
expressed as integer values within the optimization framework, each time interval
must be increased by one time unit to account for this. Le., the time intervals to
be analyzed in the ILP are At = 21,26, 31, 36, ....

A safe upper bound on the maximum allowed busy window can be obtained
by calculating the least common multiple of all fundamental periods which occur
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in the periodical part of the system, plus the maximum time-interval in which
non-periodic events may occur (cf. Section 4.5.2.1):

ATg = 15 + lem (20, 30,40) = 135 (8.65)

Calculating exact values for the preemption penalty inflicted at each preemption
is a tedious task in dynamic-priority scheduling. Due to the nature of a dynamic-
priority scheduling algorithm, it cannot be safely predicted which task will have
which priority at which point in time at runtime. Therefore, if the preemption
penalties vary depending on which task evicts which other task, the maximum
has to be taken into consideration:

V1 €T,j #1i: ey = max({ei;}) (8.66)

The maximum can be modeled within the ILP as proposed in Section 5.2.3. How
the actual ILP variable e; ;, which models the overhead for one preemption of task
T; by task Tj is determined, depends on the actual system and is not relevant for
the schedulability analysis framework itself. Modeling the preemption penalties
is therefore discussed separately in Section 8.4. The schedulability constraints
above can therefore be written as:

21 >10 (21 —20) - co+m7 (21 —30) - ¢ +m2 (21 —40) - c» (8.67)
=1-c¢o

26 >2M0(26—20)-co+mM7(26—30)-¢c1 +1n2(26—40) - ¢, (8.68)
=2-¢o

136 >0 (136 —20) - co + 1M1 (136 —30) - ¢1 + M2 (136 —40) - c; (8.69)
>10-co+8-¢c1+8-¢c2

The requested processing time is greater than the available time for at least one
time interval if a modeled system cannot be repaired. As a result, the ILP will be
infeasible.

As discussed above, the upper bound on the interval function or (n) is given by
the maximum valid busy window, after which the periodical activation patterns
of the system are repeated. To ensure a safe framework, the system load u must
be restricted to be smaller than or equal to 1. To recall the rationale behind
this, consider a very simple system consisting of only one single task to with a
WCET ¢y = 5, a fixed period Ty = 4 and a deadline Dy = 10. Calculating the
system’s hyper-period is trivial: lem (4) = 4. When performing the schedulability
analysis up to the hyper-period, no deadline will be violated, since the deadline
of 19, Do = 10. However, due to the system load being beyond 100 %, one of the
subsequently triggered instances of Ty will inevitably miss its deadline.
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The reason for this is rather simple: As, by definition, the system’s worst-case
behavior will repeat after the hyper-period, there is no chance for the system
to “catch up” if the system cannot finish all tasks’ executions within the hyper-
period. Instead, this overload will inevitably accumulate over multiples of the
hyper-periods until a deadline violation occurs.

Eq. (4.33) in Definition 4.22 gives the system load for arbitrarily triggered
systems as follows:

N—-1

T ci - Mi (At)
= dim 2 T (439

As long as u < 1, the resource demand is smaller or equal to the available
computational resources, and the system is not in overload.

Eq. (4.33) cannot directly be added to an ILP as there exists no notion of infinity.
For systems with periodically recurring activation patterns, the hyper-period can
be used as At, since, by definition, the system behavior repeats itself after that
time interval.

When the activation pattern features an initial burst, only the fundamental
periods of the periodical behavior need to be considered when calculating u. As
a result, the least common multiple of the fundamental periods of the periodical

activation patterns can be used as a At and an interval function 5""*"”), which
only contains the periodically repeated activation patterns, can be used in
Eq. (4.33). The reason for this is that when building the lim for At — oo, any
events which do not repeat periodically but only occur once will diminish and
will not influence the limit calculation. With ATy p being the hyper-period of
periodically recurring activation patterns of the system, this can then be directly
written as an ILP inequation:

gperiodic) A
1< Z {(Ci +ei)- i ( THP)} (8.70)

T
el HP

It should be noted that this equation dominates Eq. (8.64). Therefore, the
constraint introduced by Eq. (8.64) is redundant and could be removed from
the ILP model. In practice, any modern ILP solver will remove such redundant
constraints in its presolve phase, thus it will not add any notable increase to the
solving time. For Example 8.3, this leads to:

135 > 10 (135) - co + 171 (120) - ¢1 +12(120) - ¢» (8.71)
>9.¢co+7-c1+6-¢
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8.3.2. Fixed-Priority Scheduling

This section presents a basic approach of a schedulability-aware ILP model for
arbitrarily triggered systems with arbitrary deadlines if a fixed-priority scheduling
algorithm is being used. The approach was originally presented in [LF17]. For
the sake of simplicity, eviction penalties and task switching costs are neglected in
this section. Extensions for such penalties and scalability improvements will be
presented in Section 8.3.3.

WCRT analysis of systems executed under a fixed-priority schedule has been
discussed in Section 4.5.2.1. The response time r; of a task T; was expressed in
Egs. (4.34) and (4.35) as:

T = max ]{Ti,K —&; (K)} (4.34)

vKell,...,ni(ATg)

i—1
Tk = min {At At =K-ci+ ) [n;(At)- cj]} (4.35)
j=0

Aslong as the WCRT of each task is below its respective deadline when applying
these iterative formulas, the system is provably schedulable. In order to express
these equations as part of the ILP, the property of the interval function &r (k)
being a piecewise constant step function can be exploited. This property can be
directly derived from Definition 4.12.

When looking at Fig. 8.6 which denotes the interval function for the union over
all tasks in the system, it can easily be observed that for certain numbers of events,
the minimal interval does not change. E.g., the minimal interval for 9 events in
the system is 15 time units. The minimal time interval for 10 and 11 events is
also 15 time units. Only for 12 events, the minimal interval is increased, i.e., a
minimal interval of 20 time units is needed.

In a worst-case scenario, the maximum densitiy of occuring events is considered,
as this triggers the maximum interference between tasks. As a result, in WCRT
analysis, it is assumed that 9 events are triggered in the interval of 15 time units,
for the given example. However, this also implies that no further events will be
triggered up to an interval of 20 time units. Therefore, it is safe to calculate the
response time only at the points of discontinuity instead of having to analyze any
arbitrary At € R™.

The WCRT r; for each task 1; € T, as well as the individual ¢ ; will be
expressed in the ILP as follows: Modeling the maximum function from Eq. (4.34)
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is straightforward. For each argument, an inequation is added modeling a lower
bound on 1;. Eq. (4.34) therefore results in the following inequation system:

T 2 Ti,] — 61 (1) (872)
T > 1k — i (K) (8.73)
TEZ TR — 0 <]21> (8.74)

di (K) is constant for any given task and K € [1, cee 121] , as it only depends on

the event function describing the task stimulation but not on any task’s WCET.
Therefore, it can be calculated prior to solving the ILP.

Due to relying on the event model, the approach is obviously not limited to
periodical systems. As long as the user can provide both interval and event
density function, Egs. (8.72) to (8.74) can be modeled by the presented set of
integer-linear (in)equations.

To ensure that the ILP solver cannot return a solution leading to an unschedu-
lable system, an additional constraint ensures that the response time has to be
lower than or equal to the task’s deadline:

T < Di (875)

The K indicator in 1k ; denotes the K’th instance of task i in its WCRT estimation.
For tasks with a deadline lower than or equal to their minimal activation distance,
the maximum value on K, K; is 1, as a task must not be triggered another time
before its previous instance has finished its execution. Otherwise, the task’s
deadline constraint would be violated. Therefore, no (in)equations for higher
numbers of K have to be modeled in the ILP in this special case.

As discussed in Section 4.5.2.1, Eq. (4.35) uses a fixed-point iteration to calculate
each r ;. For the ILP formulation, this iterative formula must be rewritten to a
set of linear inequations. This will be shown in the following.

A safe lower bound on each task t;’s WCRT is given by its respective WCET c;.
Because all execution times are positive, it is obvious that r (K, t;) is monotonically
increasing. This means that larger values of At will never result in a smaller value
of r; x. Therefore, a safe lower bound and initial value of At which has to be
considered is given by c;.
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To express 1; x by a set of linear inequations, the timing costs added to rk ; by
a higher priority task j for each K is denoted by the ILP variable tx ; ;. This leads
to the following ILP equations:

i1
Ti1 = 1. ci + Z t] ihj (876)
j=0
i1
Tk = K-ci+ Z K15 (8.77)
j=0
i1
g =KoY tpo (8.78)

For each K € [1,..., Ky, tk,i,j can be expressed as a set of conditional inequa-
tions:

]-C)‘ ifTi)K>6j(])

N - ¢ if 1k > 85 (N)
tki,j 2 : « : (8.79)

]/ii - Cj + ]21 €5 if TiK > 6)' (]21)

The underlying idea is analogous to that given in Section 8.2.2 for strictly
periodical systems: If the response time r; of task 7; is greater than the minimal
distance between N subsequent activations of a higher priority task Tj, then T;
may be preempted N times by this task ;. Due to the fact that the worst-case
number of evictions of task T; by 7; is known, eviction penalties can easily be
added to the inequation system. As explained above, in this section, however, it
is assumed that eviction penalties can be neglected.

Eq. (8.79) can be expressed in the ILP by adding a set of inequations for each
Nell,..., Ky

tK,i,)’ + bN,i,j : Mj,N > N- Cj (880)

Ti,k > 0 (N) +Lix - (1 —bni,j) (8.81)

bn.i,j is a binary decision variable. Eq. (8.81) enforces the ILP solver to set
bn,i,j to 0if Ty ; is greater than the minimal time interval in which task t; may be
triggered N times. This forces the penalty due to higher-priority tasks tx i ; in
Eq. (8.80) to be greater or equal to N - c;.

M; ~ and L;  are sufficiently large constants. M; n ensures that Eq. (8.80) will
always hold if by 1 j is chosen to be 1 by the ILP solver. In a schedulable system,
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the WCET c; must not exceed the respective deadline Dj, therefore a safe lower
bound on M; v is given by:

Li x ensures that Eq. (8.81) is always fulfilled if by ; j is 0. In analogy to M; n,
1i,x < K- Dj holds for a schedulable system. Therefore, a sufficiently large L ;
can be chosen as:

Lix =K-Dj (8.83)

As a result of this constraint-based approach, any valid solution of the ILP
is a provably schedulable system. Therefore, the ILP objective function may be
chosen arbitrarily, identically to the simple approach presented in Section 8.2.2.

The approach presented in this section allows for the schedulability-aware
optimization of arbitrarily triggered multi-tasking systems with fixed-priority
scheduling. Although keeping it very close to the original iterative WCRT
calculation makes the approach relatively easy to understand, the complexity of
the underlying ILP can grow massively. The cases structure in Eq. (8.79) has to be
modeled for each task instance K of each task T; and for each task t; with j <i
(i.e., for each task with a higher priority). The maximum value for K depends on
whether the tasks” deadlines exceed their meinimum inter-arrival time. For the
earlier defined Example 8.3, this applies. Therefore, all K up to the maximum
busy window must be checked.

By Definition 4.23, the hyper-period is the least common multiple of all
activation periods within the task set I'. When optimizing a system with recurring
activation patterns, the maximum busy window ATg to be covered is the hyper-
period plus the time window in which the aperiodic behavior may occur:

ATy = 15 + lem (20, 30,40) = 135 (8.84)

For systems with initial bursts, the same considerations apply as previously
discussed for dynamic-priority scheduling in Section 8.3.1. For the given example,
this leads to the following lzi:

Ko =m0 (135) = 10 (8.85)
Ky =n:(120)=8 (8.86)
Ky=m,(120) =7 (8.87)

This results in 10+ 8 - 2+ 7 - 3 = 47 case structures, even for this small example.
Each case structure has K; cases, thus the maximum number of events within

129



8. ILP-Based Schedulability-Aware Optimization Framework

the hyper-period quadratically increases the number of inequations. This finally
leads to 102 + 82 - 2+ 72 - 3 = 375 conditional ILP expressions and a subsequently
high number of binary helper variables just for this very small task set with an
accordingly small hyper-period. Despite this huge complexity, the formulation is
still computationally feasible for small task sets using modern commercial ILP
solvers like Gurobi.

8.3.3. Improved Model for Fixed-Priority Scheduling

This section shows an improved approach for fixed-priority scheduling. It allows
for a much leaner ILP formulation without loosing any flexibility or precision.
The size of the ILP of this approach grows only linear with the hyper-period. This
approach has been published as an article in ACM Transactions on Embedded
Systems (TECS) [LOF20].

The underlying idea of this improved approach is to adapt the event stream-
based schedulability analysis of dynamic-priority systems (cf. Section 8.3.1),
instead of using WCRT analysis. Similar to dynamic-priority scheduling, this
approach checks the resource demand for each task at each point of discontinuity
of a given task set’s I" unified event density function nr (At). However, there
are differences due to the nature of the fixed-priority schedule. In contrast to
dynamic-priority scheduling, the set of tasks which are allowed to preempt a
given task T; is predetermined. The idea of the subsequent approach is to analyze
the schedulability of each task T; separately. For this schedulability test, only
7; and tasks with higher priority need to be considered. If the schedulability
constraints hold for all these tasks, then the system is schedulable.

The ILP integer variable vi x o+ models the resource demand of the K’th instance
of task T; in the time interval At. Each instance K then has to be checked for
schedulability. If, for a given K and for at least one analyzed time interval At,
the resource demand is lower than the interval At itself, the K’th instance of t;
provably finishes within the hyper-period (i.e., the instance does not starve). This
is a necessary condition for the task to be schedulable. If this task instance also
finishes before missing its deadline, the task is schedulable. The second test has
to be added in order to be able to model arbitrary deadlines (which may not only
be longer but also smaller than the inter-arrival time).

Informally spoken, the “traditional” schedulability analysis as presented in
Section 8.3.1 can be stopped if the busy window is smaller than the time interval
At and the task is not missing its deadline. However, due to the ILP approach,
the analysis cannot be “stopped” at some point when a fixed point has been
reached. Instead, the inequations have to cover the maximum possible number of
calculations (i.e., analyze each At up to the maximum busy window, as discussed
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in Section 8.3.1). The stopping criterion is “emulated” by stating that only at least
one of the calculations must hold. This drastically reduces the ILP’s complexity
compared to the approach presented in the previous section.

In analogy to the schedulability test for dynamic priorities, K = 1,..., K denotes
the number of instances of the currently analyzed task ;. If the task’s deadline is
smaller than or equal to its minimal inter-arrival time, then K = 1 as the task’s
timing constraints are violated (and the system is thus not schedulable) prior
to another instance of t; being triggered. Otherwise, if D; > n; (2), then more
than one instance of T; may be ready for execution at the same time. In this case,
in complete analogy to the scheduling test for dynamic-priority scheduling, K
equals the hyper-period of the system, plus the maximum time-interval in which
non-periodic events may occur (cf. Section 4.5.2.1).

In contrast to the previously presented approach, using the event-based models
has the advantage of not containing any quadratic terms anymore. For each At,
all parameters except the WCET variables c; and the preemption penalty variables
eq,; are constant with regard to the ILP formulation. Therefore, the ILP only
grows linear with respect to the number of different time intervals At which have
to be analyzed. Furthermore, the ILP size depends on the number of tasks in a
linear fashion.

Vi k,at is defined as an integer variable modeling the resource demand of the
K’th instance of task T; in the time interval At. Then, Egs. (4.37) and (4.38) can
easily be transcribed as ILP constraint as follows:

i1

Vikat = K-¢i + Z{le (At) - ¢j+
j=0

S min . (At) -1 (Do) 1 (AY)] - en,j} (8.88)

n=j+1

Two additional constraints are added to perform the actual scheduling test:

Oi,k,at = 1 = Vik ar <At (8.89)
Oik,Aat = 1 = Vik,at < i (K)+Dj (8.90)
0i,k,at € [0,1] (8.91)

If Eq. (8.89) holds (with 0; kx At = 1), then the fixed-point iteration converges
for this given At. The constraint is violated if the resource demand for instance K
of task T; is greater than At within the time interval At, meaning that another
eviction may take place in the worst case prior to T; finishing its execution. The
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conditional notation (cf. Section 5.2.2.2) forces the binary variable 0; x o+ = 0 in
case that the constraint is violated. Otherwise, 0; kot may be 0 or 1.

Eq. (8.90) asserts that task T; also finishes its execution within its deadline if a
fixed-point was reached. Due to the same conditional formulation, the ILP solver
is forced to set 0; x,at+ = 0 if this constraint does not hold.

If Eq. (8.89) is violated for all time intervals At < 8; (K) + Dj, then that instance
K of T; is not schedulable. Testing time intervals beyond the task’s deadline will
obviously never lead to a valid schedule as, by definition, the task must finish
prior to its deadline being missed. Therefore, foreach K =1, ..., K, the maximum
At which has to be tested equals 8; (K) + Dj.

As described above, these two constraints have to hold at least for one At for
each instance K for the task to be schedulable. This is achieved by adding an
additional constraint given in Eq. (8.92):

Z Oi,K,At = | (8.92)

If not at least one of the o; x a¢ variables holds, the system is not schedulable
and the ILP is subsequently infeasible. Or, in other words, it must be ensured
that for at least one At for each instance K, the resource demand is lower than the
available resources. This is the analogon to the min term in the classical WCRT
analysis (cf. Eq. (4.37)).

To model Eq. (4.36) within the ILP, the (in)equations presented above are
modeled for each instance K individually. As Eq. (4.36) describes, the WCRT of the
task is the maximum response time over all instances K which have to be analyzed.
In the “normal” schedulability analysis, the WCRT can then be compared with
the task’s respective deadline. This is realized in the proposed ILP formulation
by Eq. (8.90). Here, the maximum response time of each instance K of each task
T; is compared with its respective deadline. If the deadline holds for each K, it
obviously also holds for the maximum value over each r (K, 7;). Therefore, the
approach is safe. Accordingly, due to the fact that the WCRT is calculated using
the response time of that instance K which has the maximum r (K, t;), performing
the check for all other values does not introduce any additional pessimism.

Identically to the approach for dynamic-priority scheduling (cf. Eq. (8.70)), it
must be ensured that the system load u does not exceed 1.

For the Example 8.3 from page 119, the formulations presented in this section
can be applied as follows: All tasks” deadlines are larger than their minimal inter-
arrival time. Therefore, a valid upper bound for the busy window is the hyper-
period of the recurring activation patterns plus the maximum time interval for
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the burst. By Definition 4.23, the hyper-period is the least common multiple of all
activation periods within the task set I'. This leads to:

ATg = 15 + lem (20, 30, 40) = 135 (8.93)

From the combined density and interval functions 1 and & which are depicted
in Figs. 8.5 and 8.6, it can be seen that the minimal time intervals at which an
event may occur in the system within the maximum busy window are:

At € {0,5, 10, 15, 20, 30, 40, 60, 80, 90, 100, 120} (8.94)

At = 0 may be skipped, as the resource demand of one instance of any task
with non-zero WCET will always be greater than 0.

For task 1o from Example 8.3, the formulations presented in this section will
result in:

Vo,1,5 = 1-¢Co (8.95)
00,15 = 1= Vo,1,5 <5 (896)
00,1,5 = 1= Vo,1,5 <5 + 20 (897)

Looking at Table 8.2 defining the timing properties of Ty, the valid ranges of its
WCET is 7 < ¢o < 9. Obviously, the constraints above do not hold.

For At = 10, this leads to:

Vo,1,10 = 1+ ¢Co (8.98)
00,1,10 = 1 = vo,1,10 < 10 (8.99)
00,1,10 = 1= V0,1,10 <10+ 20 (8100)

In the ILP, this would be repeated for all remaining time intervals. However, it
can be seen that the first instance of 1y already holds its deadline constraints. The
constraints for the second instance would subsequently look like:

Vo,2,5 =2 - Co (8.101)
00,25 =1=Vv025<5 (8.102)
00,25 =1 = Vvo 25 <10+ 20 (8.103)

V0,2,10 = 2 - Co (8.104)
00,2,10 = 1 = vp 2,10 < 10 (8.105)
00,2,10 = 1 = vp,2,10 < 10420 (8.106)

Similar to K = 1, this holds.
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This scheme is repeated up to At = 120 and subsequently K =n0(120) =9
events of To:

Vo,9,5 =7 - Co (8.107)
00,95 = 1 = vo 95 < 120 (8.108)
<

1
00,95 = 1= V0,9,5 115+ 20 (8109)

Similar to dynamic-priority scheduling, a final constraint which limits the
maximum busy window dominates equation Eq. (8.108):

135 = V0,9,120 (8110)

Tasks 17 and T, are processed identically. The only difference is that the nested
sum term in Eq. (8.88) is additionally used in order to include the computational
demand of higher priority tasks as well as eviction penalties. This was not needed
for Ty, as this is the task with the highest priority in the system and can thus not
be preempted by any other task.

Calculating the eviction penalties is straightforward, as the density functions in
Eq. (8.88) are only dependent on the currently modeled interval At and the tasks’
deadlines. Thus, they can simply be pre-computed outside of the ILP and added as
constant terms. To keep the example somewhat simple, eviction penalties e; j are
assumed to be 0. Modeling this ILP integer variable is described in the next section.

8.4. Accounting for Preemption Penalties

Previous sections in this chapter focused on the ILP model for schedulability-
aware optimizations. Preemption penalties inflicted to a task t; by another task
T; were simply modeled as an additional ILP variable e; ;. This chapter discusses
how these variables can be calculated.

It should be stressed that the preemption penalty e; ; is only used to model
the additional timing penalty of exactly one interruption of t; by t;. The WCETs
of the preempting tasks as well as the number of preemptions are modeled by
the schedulability constraints presented in the previous sections. First, there are
several sources for preemption delays which have to be considered separately:

e Execution time of the real-time scheduler.

o Cache-related delays due to cache line evictions by the preempting task.

Constant timing overhead inflicted by hardware interrupts which trigger
the preemption.

Possibly variable costs for saving and restoring the current context (sav-
ing/restoring registers to/from stack, pipeline flush, .. .)
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The penalty inflicted by the execution time of the scheduler itself is explicitly not
considered in the preemption overhead. Instead, the scheduler has to be modeled
as a regular task in the system. Especially in case of dynamic-priority scheduling,
the scheduler is executed even if there is (currently) no higher-priority task. The
reason for this is that the scheduler itself simply is just another task which decides
on whether the currently running “regular” task should be preempted or not. The
upcoming Section 11.5 shows how a simple scheduler may be created automatically
for a multi-task system, how it can be analyzed for its worst-case timing behavior
and then be added to a task set for optimization and schedulability analysis.

Cache-related preemption delays play a major role when it comes to preemption
penalties. They may vary significantly, depending on which task is preempted
by which other task. Therefore, they can be modeled very effectively by the
preemption delay variables. Due to the complexity of analyzing caches both for
single-task systems and multi-tasking systems as part of the ILP model, describing
cache-related preemption delays is discussed in detail in Chapter 9.

The remaining two factors inflicting on the preemption penalties are constant
interrupt-driven overheads and possibly variable context saving costs. Interrupt
delays can usually be either measured quite accurately for the given target
platform, or safe upper bounds can be retrieved from the target’s data sheet. In
any case, as interrupt penalties can be assumed to be constant, they can simply be
added as a constant to the eviction penalty variable:

€i,j = Pint (8.111)

with Pi being the constant timing delay inflicted by the system’s interrupt
handling.

Costs for saving and restoring the preempted task’s context can be variable. In
any case, a constant timing penalty can be accounted for which occurs due to the
microcontroller’s pipeline flush on executing a new task. This means that, on
resume of the previously preempted task, instructions have to be re-fetched from
memory in order to refill the previously flushed processing pipeline. This delay
is target-dependent but can be analyzed prior to creating the ILP.

Some architectures may have hardware support for task context switches,
leading to relatively small overhead. Other architectures, like, e.g., the very
simple ARM7TDMI architecture, do not have such features. In any case, the
preempting task (i.e., the scheduler) has to save the context of the running task
(i.e., any registers which might be used by the task being preempted) and restore
it before the running task is resumed. Irrespective of whether special hardware
instructions are used for this or whether the registers are saved “manually”, the
according assembly instructions have to be explicitly present in the scheduler’s
code. This means that these costs are already accounted for in the regular WCET
analysis and do not have to be accounted for separately.
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The target hardware-specific capabilities for context savings are usually re-
stricted. Care must be taken by the system developer that these capabilities are
sufficient in a worst-case scenario. E.g., the Infineon TriCore TC1796 features im-
plicit context savings. A dedicated call assembly instruction takes a function
label as an argument and handles context saving (at least for half of the avail-
able registers) implicitly. Additionally, the architecture features so-called shadow
register sets. This means that, as long as a free shadow register set exists, there
is no timing delay due to saving registers to the stack. Instead, simply one of
the free register sets is used by the newly called function. While this is very effi-
cient in the general case, nested preemptions combined with nested function calls
within each task make it hard if not impossible to predict whether the number of
available shadow registers is sufficient or not.

We subsequently assume that a worst-case scenario has to be assumed for
each preemption. Therefore, the analysis of the worst-case timing overhead
due to context saving can also be analyzed outside of the ILP and be expressed
as another constant value P.,, within the ILP model. The eviction penalty is
therefore extended to:

€ij = Pint + Pcon (8112)

8.5. Limitations

The ILP-based schedulability-aware optimization framework presented in this
chapter comes with the following limitations:

e Modeling the WCET variables c; may be imprecise. This has been discussed
in Section 7.3.3 for the single-tasking static SPM allocation. If the used
WCET model only provides a very pessimistic estimate of the WCET of each
task in the ILP, then the schedulability constraints will subsequently also
provide a pessimistic estimate for the system’s schedulability.

e As discussed in Section 4.5, a safe upper bound on the testing interval in a
schedulability analysis of an arbitrarily triggered system is the hyper-period.
As the hyper-period is the least common multiple of all periods present in
the system, it may easily become very large. As a result, periods may have
to be changed in the analysis, resulting in a smaller hyper-period but also in
an increased pessimism. However, this issue is not specific to the proposed
framework. Schedulability analyses themselves suffer from the same issue
when analyzing systems with a high computational load.

e Finally, inter-task penalties may have to be over-approximated due to
complexity reasons. This issue is very similar to having to over-approximate
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the WCET in an ILP-based analysis framework. In the long run, the trade-
off between ILP solving time and model complexity must be made by the
user, depending on the concrete usage scenario.

Generally speaking, the constraint-based approaches presented in this chapter
allow for a precise and exact modeling and inherent optimization of the schedu-
lability of a multi-tasking system. In practice, the designer of a compiler opti-
mization who wants to use the framework will have to make a choice between
additional pessimism and increased runtime of the ILP solver.
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An embedded hard real-time system may feature caches in order to close the gap
between the fast processing speed of the microcontroller and the relatively slow
access times of traditional Flash memory. Usually, a cache hit leads to access
times similar to an SPM access, whereas a cache miss may easily take 5 to 10 times
longer. The transparent load and replacement strategy aims at providing a trade-
off between fast access times and the limited size of fast memories. Due to the
fact that loads and replacements into and out of the cache are transparent to the
running system, using caches is simple from a programmer’s point of view.

However, it significantly complicates WCET analysis and subsequently also
WCET-focused optimizations. As discussed in Section 4.2.2.2, a WCET analysis
must carefully analyze which memory accesses might result in a cache miss or hit
and which accesses are safe hits or misses. An optimization which modifies the
system’s memory layout must try to model its impact on the cache hits and misses
as closely as possible, in order not to mitigate its impact due to an unwillingly
degraded caching behavior.

This chapter uses the previously presented example of an SPM allocation
at basic block-level in order to show the applicability of the ILP optimization
framework from Chapter 8 to systems using caches. The main issue which is to
be shown is that the ILP is still capable of handling the additional complexity
which is inflicted by modeling caching behavior within the ILP model.

The general ideas of modeling caches within the ILP framework are not restricted
to any specific replacement policy or cache architecture. However, as discussed in
Section 3.2.1, set associative caches with an LRU replacement policy are commonly
used in embedded systems. This is also the cache architecture and replacement
policy used by the Infineon TriCore microcontroller familiy which is used for
evaluation in this thesis. This chapter therefore focuses on such set associative
caches with LRU policy. Since the Infineon TriCore is a Harvard architecture, it is
also not necessary to model data caches in order to show the integration of caches
into the instruction SPM optimization and the ILP schedulability framework. The
chapter will also therefore solely focus on instruction caches.

Section 9.1 gives a brief motivation on the subject. Section 9.2 shows how the
actual cache parameters of a basic block (tag, index, offset) can be calculated
within an ILP. Section 9.3 subsequently introduces how intra-task cache conflicts
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can be modeled within the ILP formulation. The approach is then integrated
into the single tasking SPM optimization from Chapter 7. This has previously
been presented at the 19th International Workshop on Software & Compilers
for Embedded Systems (SCOPES) [LKF16]. The main ideas and concepts have
been derived in the course of this thesis. An approach on the implementation
was later done as part of the master thesis by the co-autor of the aforementioned
publication, Christina Kittsteiner.

The implementation was later substantially rewritten for publication and
extended towards also supporting CRPD in case of multi-tasking systems. These
extensions are presented in Section 9.4. Modeling CRPD effects within the ILP
framework has not yet been published.

9.1. Motivation

When a WCET or schedulability-aware optimization inflicts any changes on the
system’s memory layout, cache behavior is likely to be changed and may both
improve or worsen the system’s timing behavior. When looking at the instruction
SPM allocation previously discussed in Chapter 7, moving a basic block from
Flash memory to SPM will leave a “gap” in the Flash. In practice, leaving such
gaps is possible, but wastes the often very limited memory capacities of the system.
Therefore, when moving a basic block to the SPM, all subsequent basic blocks
will move up — thus, their addresses in memory change. Additionally, the jump
correction which was discussed in Section 7.3.1 can increase the size of a basic
block, thus again changing the position in memory of all subsequent basic blocks.

As discussed in Section 3.2.1, the cache position where a basic block is moved
to in a set associative cache depends on its index. The index is directly retrieved
from the basic block’s address in memory. Thus, if the basic block’s position
in memory changes, its address changes, and therefore its location in the cache
might change. This may completely change cache analysis, as the block will now
evict different blocks from memory and may subsequently also be evicted by
different blocks itself.

Apart from this, when moving a basic block to the SPM, the basic block is no
longer loaded into the cache on access. Therefore, even when neglecting any
changes in the address layout, moving a basic block to the SPM will change the
caching behavior as fewer evictions may take place.

The following sections focus on how to model a system’s caching behavior as part
of the ILP optimization framework proposed in Chapter 8. This can then be used
to evaluate the impact of this explicit cache modeling on the optimization results
in the evaluation in Chapter 12 and compare it to the cache-unaware optimization.
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9.2. Modeling Cache Properties

To be able to account for caching effects within the ILP, it is necessary to express to
which cache line(s) each basic block maps to. This section bases on the following
prerequisites:

1. Itis assumed that there exists an ILP integer variable for each basic block 1,
which precisely expresses the start address of a basic block in memory. This
variable is called m; o.

2. Itis assumed that the size of each basic block i is also modeled by another
ILP integer variable s;.

3. A safe upper bound on the maximum size of each basic block i is known.
This is denoted by S7"**.

Using the start address and the size of the basic block, a new ILP integer
variable can be introduced which models the end address m; ¢ of basic block i:

mye = Mo+ Si 9.1)

Depending on the start address and its size, a basic block might span over
multiple cache lines. The ILP variables m; ¢ and m; g can be used in order to
model which cache lines a basic block occupies. Finally, this information is used
in combination with the program’s CFG to add inequations which model possible
cache evictions.

9.2.1. Modeling the First and Last Cache Lines

To avoid ambiguities, it is assumed that a basic block will always be smaller than
the net cache size. The net cache size is determined by the overall cache size
divided by the cache’s associativity. If a basic block is too large, it may be split
into smaller parts for the optimization to comply with this requirement.

Fig. 9.1 shows how a given memory address is associated with a corresponding
cache line, as discussed in Section 3.2.1. The bits o through  — 1 determine
the range of the index which determines the cache line a memory block will be
mapped to. For any given architecture, «, 3 and y are known constants. The net
size is determined by the sum of bits which are used for the index and the offset.
As a result, the size of a basic block is therefore limited to 2f — 1 bytes. As basic
blocks are usually not aligned with the cache boundaries, all memory addresses
which belong to a given basic block will map to at most two different tags and
2P~ cache lines.

In normal programming, one can use shift instructions and Boolean or modulo
operations to calculate the index for a given memory address. However, those
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Figure 9.1: Mapping of a memory address with y bits to its cache parame-
ters [HP12, App. B] (cf. Section 3.2.1).

operations cannot be directly used in an ILP. Instead, they have to be transformed
into linear inequations.

To solve this problem, an address m; , which maps to the v’th cache line of
basic block i, is decomposed using its base number representation as shown in
Section 5.2.4.

miy =201y +2% niy +2P -t (9.2)
0< 05, <2%—1 (9.3)
0<n;, <2P7 -1 (9.4)
0< by <2V P —1 (9.5)

0i,v is an ILP variable which will hold the cache offset of basic block i’s address
my . Accordingly, n; , signifies the index and t; - the cache tag.

By applying the equations to both start and end addresses m; o and m;,
(in)equations are created which model the first and the last cache line occupied
by each basic block i of the system.

Mio=2%0i0+2% nio+2P tio (9.6)
myg, = 20 - O4,E; 4+ 2%. Ny, + 2B . ti,Ei (97)
Example 9.1 (Cache Index Modeling)

Consider a 32 bit architecture with Flash memory starting at address 0x80100000 with a
size of 1024 kB. The architecture features a 8 192 B large cache. The cache is 2-way set
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associative with 5 bits for the offset, and 8 bits for the index. As a consequence, there are
19 bit used for the tag.

Consider an arbitrary basic block A with start address ma o and a maximum size
of SR = 36 B. To avoid numerical issues in the ILP solver, basic block addresses are
modeled relatively to the start of the memory section instead of using absolute memory
addresses. As a result, the first basic block in Flash memory starts at address 0. The cache
parameters stay unchanged.

The cache parameters lead to:

x=>5 (9.8)
B=5+8=13 9.9)
v =32 (9.10)

The base number decomposition to determine the cache index na o can be written as
follows:

Mma,0 = 2°. oa,0 + 2° “Mao + 213 tao (9.11)
0<0a0<2°—1=31 (9.12)
0<nao <2 —-1=255 (9.13)
0<tao <2213 —1=262143 (9.14)

For example, consider the start of basic block A at 0x8010100a. Due to addressing
the basic blocks relative to the section start, the address will result in 0x000100a in the
ILP formulation. As a decimal number, this leads to ma o = 4 106 and the end address
ma e =4142.

This leads to a base number decomposition of:

4106 =2°-10+25-128+2".0 (9.15)
(9.16)

Therefore, the start of basic block A is located in the cache line with index 128.
Analogously, the end address ma g of basic block A is:

4142 =2°-144+2°-129+2'%.0 (9.17)

Thus, na g = 129.

9.2.2. Calculating Used Cache Lines

gmax
—1

With the maximum size S{", the basic block i1 will occupy at most L;—-‘ + 1
cache lines. The additional cache line stems from the fact that the start of a basic
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block might not be aligned with the start of a cache line. Therefore, even a tiny
basic block might reside in two different cache lines.

For Example 9.1, the basic block has a size of 36 B. Therefore, it may occupy at
most 3 cache lines, depending on its start address. E{"™ + 1 denotes the maximum
number of cache lines which may be occupied by a given basic block i. Then,
EP™ can be written as:

SI.TlaX
El® = [2;1-‘ (9.18)

The general idea of modeling all used cache lines is as follows: An upper bound
of the maximum number of cache lines occupied by a basic block is known prior
to creating the ILP. Subsequently, the ILP contains E"* + 1 integer variables
Ni+v,v = 0,...,EP*. Each of these variables will hold the index of the v’th
occupied cache lines of basic block i. In case that basic block i actually uses fewer
cache lines, the last cache line variable will hold the same value.

Anagolously to m; o modeling basic block i’s start address and m; ¢ modeling
its end address, ILP integer variables modeling the corresponding cache indices
can be defined:

Ny, describes basic block i’s first and n; ¢ its last cache line. Due to the fact
that E"™ is known prior to creating the ILP, additional ILP integer variables
can be created for each cache line which may be occupied by each basic block
it nyk, k=1,..., E" denotes the index of the k’th occupied cache line of basic
block i. Block offsets are not needed for the cache hit/miss analysis. Therefore,
they can be skipped and modeling an address in the ILP can start at index
boundaries. Subsequently, the lowest bit describing the index (2%, cf. Fig. 9.1) may
be modeled by 2° instead of 2% in the ILP model. The start of the cache’s tag field
is subsequently moved to 2P ~*. This significantly lowers the range of the resulting
ILP integer variables, reducing the risk of numerical issues in the ILP solver.

The basic block’s start index n; o and tag t; o can be calculated as shown in the
previous section. To simplify the ILP calculation, all subsequent indices k, k > 0
and tags are calculated by incrementing the preceding index by one:

2B tik—1 + Ny +1= 2B tix + ik (9.19)
kell,..., B —1] (9.20)

Toensure thatn , and t; y arenotlarger than the physical cache properties allow,
the variable bounds from Egs. (9.4) and (9.5) are applied accordingly. Due to the
fact thatabasicblock’s size and its memory address are integer variables within the
ILP, the actual number of occupied cache lines is not known when creating the ILP.
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Thus, it may be that n; gmax and t; gmax denote cache lines which are not actually used
by the basic block. This can be tackled, as the last occupied cache line parameters
ni e and t; g can be calculated as shown in the previous section. Whether the
k’th cache line is actually occupied by a basic block can therefore be expressed as:

(tie > ti) = aj =1 (9.21)
(tie =t Ay >nix) = aj =1 (9.22)
(tie <tix) = aix=0 (9.23)
(tie =ti) A(e <My = a3 =0 (9.24)

Eq. (9.21) forces the binary variable a; i to one if the k’th tag is lower than the tag
of the basic block’s end. This is the case if a wrap around occurs in the occupied
cache lines. Therefore, the current line must always be used by the basic block.

If the tags are equal (Eq. (9.22)), the line is only actually being used, if its index
is lower than the index in the last possibly occupied line. This is expressed by the
second part of the logical AND conjunction.

Finally, in case that the index values are equal, that line has already been
considered. In this case, a; x is forced to 0 (Eq. (9.24)). To cover all possible cases,
Eq. (9.23) forces a; i to 0 in case that the tag exceeds the tag basic block’s end. As
a consequence, the binary variable a; x expresses whether the cache line modeled
by the ILP variables n; x for the index and t; i for the tag is actually being used
by the basic block i.

Because the basic block’s minimum and maximum size is known, the conditional
constraints to determine whether an ILP variable models an actually used cache
line or not has not to be modeled for all k, as the maximum variance of occupied
cache lines can easily be calculated. This was considered in the implementation
of this approach. However, for the sake of simplicity, this is not reflected in
the upcoming sections. Therefore, if the ILP is built strictly following these
descriptions, it is slightly more complex than it could be, yet obviously still safe (as
the conditionals in Egs. (9.21) to (9.24) will always result in an a variable value of 1).

Example 9.2 (Cache Line Calculations)

Following up on Example 9.1, basic block A can occupy at most 3 cache lines, depending
on the value of the start address variable ma o. As a consequence, EX™ = 2. Therefore,
three ILP integer variables are defined for modeling the cache index:

Nav,Y €{0,1,2} (9.25)
(9.26)
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nao = 128 and na ¢ = 129 have already been calculated in Example 9.1. Using
Eq. (9.19), na 1 can be calculated as follows:

237 a0+ a0+ 1=2072 ta 1 +nas (9.27)
0<nag <255 (9.28)

This leads to:
28.04+128+1=28.0+129 (9.29)

Therefore, the second occupied cache line na 1 is 129. If proceeded accordingly for
v = 2, this leads tona » = 130 and ta > = 0. As it can be seen, na 1 = Na g and N
actually describes a cache line which is not occupied by the basic block.

When using Egs. (9.21) to (9.24), the binary variables a ; and a , are subsequently
both forced to 0:

(tae >ta) = aa 1 =1 (9.30)
(tae =ta 1)) Ay >ny) = aa, =1 (9.31)
(tae <tajn) = aa1 = (9.32)
(tae =ta ) A(nye <Kmyx) =>aa1 =0 (9.33)

Asta g = ta1, the first and third constraints do not match. Because na g = na 1, the
last equation matches and subsequently aa 1 = 0. For an , the same conditionals match.

Therefore, in conclusion, only the cache lines described by na o and na ¢ have to be
accounted for when modeling cache conflicts within the ILP.

9.3. Identifying Intra-Task Cache Conflicts

Determining intra-task cache conflicts is done in two stages: First, prior to building
the ILP, a control flow analysis is performed in order to identify the basic blocks
which have to be considered in the cache conflict analysis. Second, for each of
these basic blocks, ILP constraints are created to model possible cache evictions.
The result will be a Boolean ILP variable h; y which is forced to 1 if the k’th cache
line occupied by basic block i may be evicted between two consecutive executions
of basic block i. This variable may then be used by any ILP-based optimization in
order to model additional penalties in case of a cache miss.

9.3.1. Identifying Interfering Basic Blocks

Section 4.5.3 introduced the terms Useful Cache Block (UCB) and Evicting Cache
Blocks (ECB) which will be reused in the following: A UCB is a basic block, which,
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if evicted from cache, can lead to a timing penalty. An ECB is the basic block
which may evict a UCB from cache.

In a program’s control flow, a cache conflict between two blocks can only occur
if the first block is useful, i.e., it is executed more than once and the second block
might be fetched from cached memory between two consecutive executions of
the first block. If the first condition is not fulfilled, evicting the first block from
cache will not lead to any timing penalties, as the block is never needed again. If
the second block is not fetched between two consecutive executions of the first
block, it can obviously not evict it from memory. Therefore, cache conflicts are
typically created either by instructions within a (possibly nested) loop or by code
of a function which is called within a loop, therefore possibly evicting code from
the loop. Additionally, the instructions of a given function may be evicted by
instructions which are executed between two subsequent calls of this function.

A basic block i is said to be in conflict with another block j, if j may be executed
between two subsequent executions of i. In this case, mapping both blocks to
the same cache line could lead to a cache miss for i. The set of all blocks which
are in conflict with i is denoted by C;. Due to the significant computational
complexity, this approach only considers blocks in loops and nested loops within
each function separately in the ILP’s conflict analysis.

Context and infeasible path analysis on the CFG as well as global conflict
analysis across different functions may provide even better solutions. However,
they also come at the cost of further increasing the ILP’s complexity and solving
time. Therefore, this approach does not consider them so far.

9.3.2. Modeling Cache Conflicts

Once the set of conflicting basic blocks C; for each useful basic block i has been
determined, binary ILP variables are introduced comparing each cache line k
which might be occupied by basic block i with each cache line k’ of basic block
j S Gi:

(M =) A (G # tie) = qijrr =1 (9.34)

This enforces the ILP variable q; j x,x» = 1 in case that both basic blocks share
the same cache index but have different cache tags. The comparison of the tags
is necessary to avoid cache conflicts of subsequent basic blocks which actually
share the identical memory chunk. In this case, basic block i even benefits, as the
memory block needed by basic block i may be preloaded into the cache when
basic block j is accessed.

Because the approach targets caches with LRU replacement policy, a basic block
may be evicted from the cache in a worst-case scenario if the number of conflicting
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blocks reaches the cache’s associativity N. For example, a single basic block j can
never evict parts of i from a 2-way set associative cache (due to the limitation of
the basic block’s size to not exceed the size of the cache). However, if two blocks j
and k are both in conflict with i and all blocks map to the same cache lines, i may
be evicted between two consecutive executions. Therefore, all cache conflicts are
summed up for each cache line k of each basic block i and are compared with the
cache’s associativity N. The binary variable h; i is subsequently forced to 1 if the
number of conflicting blocks is equal to or bigger than the cache associativity N:

E max
)

Z Z dijkk =N | = hi=1 (9.35)

jeC k/=0

where E"* is the maximum number of cache lines which may be occupied by j.

9.3.3. Integration into a Static Instruction SPM Allocation

For an integration of the ILP formulations presented above, the following steps
have to be performed:

The maximum size of a basic block i, S7"* must be known. This can be
trivially retrieved from the underlying compiler framework.

Each basic block i’s start address m; o and its size s; must be calculated in
order to determine the occupied cache lines. This has been shown in the
previous sections.

The constant WCET C; of each basic block i must be calculated in a sensible,
cache-aware, way. As long as the target architecture does not suffer from
memory-related timing anomalies (cf. Section 4.2.2.2), it can be assumed
that C; expresses block i’s execution time in case of a cache miss. Then, if
the ILP constraints predict a safe cache hit, (i.e., hj x = 0), a timing gain GHit
is subtracted from a basic block’s net WCET variable c;.

A safe estimate on the gain GM'* achieved by one cache hit must be given.
This is platform-specific and has to be retrieved from the target platform’s
technical specification.

It must be ensured that the gain by a cache hit is only subtracted from i’s
WCET, if the basic block is actually allocated to cached memory. Especially,
this means that the basic block must not be allocated to the SPM (x; = 0).

In order to keep the complexity of the resulting ILP manageable, conflicts are
modeled at function-level only. I.e., cache hits due to repetitive calls to the same
function are not modeled. However, of course, if a function foo() may be called
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between two subsequent executions of a basic block i which belongs to function
func (), then these conflicts will be handled.

The maximum size S{"* of a basic block is known before formulating the ILP
by summing its net size and the maximum size of additional jump correction
instructions. This was earlier discussed in Section 7.3.1. When covering the jump
correction for the SPM allocation optimization, the actual size of a basic block
was also already modeled in the ILP. This was previously needed in order to
prevent the ILP from assigning more basic blocks to the SPM than would fit into
it. Therefore, s; can also be considered as given.

If a basic block i is assigned to the SPM (i.e., x; = 1), the block’s memory
addresses are not relevant for this optimization, as the block will obviously neither
cause nor suffer from a cache eviction. If x; = 1, then the memory address will
not be used for modeling the block’s actual execution time, therefore the ILP
solver may set m; o and m; g, to an arbitrary value and thus circumvent cache
conflicts. This can be achieved by conditionally enabling the constraints from
Section 9.2.1 which restrict m; o and my g,.

We define the rank of a basic block by its position in memory relative to other
basic blocks, if all blocks are assigned to Flash memory. A basic block j has a
lower rank than i if its address in memory is lower. With m; o being the start
address of a basic block 1, £; is the set of basic blocks which have a lower address
in memory if they are not moved to the SPM:

Ly = {jlmy,0 < my o} (9.36)

When a basic block is moved from Flash to SPM, the relative order of all basic
blocks which remain in the Flash memory is not changed. As a result, for each
given basic block i which resides in Flash, i’s start address is determined by all
those blocks which also stay in Flash memory and have a lower rank. With this
information, the start address m; o of each block i as well as its end address m; g,
can be modeled using integer-linear programming:

(Xi = O) = myo = Z Sj - (1 —Xj) (937)
JEL:
(xi =0) = My g, =My +si (9.38)

Eq. (9.37) is not linear, as a binary decision variable is multiplied with an integer
variable. However, this can be tackled by substituting the term by another integer
variable which is conditionally enabled by the binary variable x;. This way, both
start and end addresses of each basic block i can precisely be modeled.

Calculating safe WCETs C; for each basic block 1 is straightforward. To ensure
a safe over-estimation despite the basic blocks” changing memory addresses, for
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all basic blocks” WCET, the WCET in case of a cache miss has to be used. This can
usually be obtained by configuring the WCET analysis tool which is used for the
initial WCET analysis accordingly.

Then, the gain for a cache hit GHit has to be subtracted from each basic block
i’s WCET variable c; for each set which is a safe cache hit. Therefore, Eq. (7.35)
which bounds the WCET of a basic block 1 is extended as follows:

Vi = 1— Xi (939)

Yik =1 —hix (9.40)
E?’lax

Ci = CflaSh —xi- Gy — Z ((yi,k Avy) - GHit) (9.41)
k=0

A cache hit can only be accounted for, if basic block 1 is not allocated to the SPM
and it does definitely not conflict with another basic block. Eq. (9.39) and Eq. (9.40)
therefore negate the binary decision variable x; which is 1 if i is allocated to the
SPM, and h; x which is 1 if a conflict may occur. The logical AND in Eq. (9.41)
then ensures that the gain is only subtracted if both conditions apply.

For a coarse WCET optimization, this may already be sufficient. However, this
approach may underestimate the WCET of a basic block 1, since the initial cache
miss on the very first execution of the basic block is no longer considered. This
can be tackled by adding these costs to a safe predecessor of basic block i which
is only executed once. E.g., this can be added to the overall cost of the optimized
function cgyne given that iis part of funcQ.

It should be mentioned that — in any case — the presented approach does not
model the LRU caching behavior precisely. Modern microcontrollers like the
Infineon TriCore fetch memory blocks in larger chunks, thus a cache miss may
be transparent for the processor, as the fetch unit implicitly prefetched a certain
memory block. Additionally, the cache hit/miss analysis in the ILP is not precise.
Both all possibly conflicting basic blocks, and all occupied cache lines by each
basic block are compaired pair-wise. As a result, the number of constraints
grows quadratically both with the number of possibly conflicting basic blocks
and with the number of lines that a basic block may occupy. The complexity of
solving an ILP grows exponentially with the number of constraints. Therefore,
any additional precision is bought by immense complexity of the resulting ILP.
Therefore, in practice, a suitable ILP model may under- or over-approximate cache
miss behavior. Additionally, due to this massive complexity, the conflict analysis is
quite basic compared to the current state of the art when it comes to WCET analysis.

However, the model provides a good approximation of the caching behavior
which basically points the ILP solver into the right direction to determine which
basic blocks should be assigned to the SPM. For safe and tight WCET estimates, a
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dedicated WCET analyzing tool like AbsInt aiT [FHO04] should be used on the
optimized code to get safe WCET estimates of the optimized task.

9.4. Inter-Task Cache Optimization

Sophisticated CRPD analysis techniques as previously described in Section 4.5.3
cannot be directly applied within the ILP-based optimization. The key issue is that
for the analysis of UCBs and ECBs, the cache mapping and thus the addresses of the
basic blocks in memory must be known. However, as seen in the previous section,
memory addresses change in the course of a compiler optimization. Yet, the
effects of CRPD can be modeled in an ILP formulation as shown in the following.

9.4.1. Identifying Useful and Evicting Basic Blocks

To identify UCBs of a preempted task i, a standalone WCET analysis is performed
for each task in isolation by a regular WCET analyzer like, e.g., aiT. The results
of this analysis are used to identify which basic blocks of T; may have gains due
a cache hit if executed without any preemptions by another task j. These basic
blocks form the set of UCBs of ;.

In a worst-case scenario, the current task T; is preempted right after fetching a
new memory block. Thus, the basic block which is executed at the time of the
preemption by another task T; must always be considered as useful. Unfortunately,
that basic block is not known as it is not known at which position task T; is
preempted.

In order to restrict the number of ECBs of a preempting task T; prior to
formulating the ILP, both the addresses of all UCBs of the preempted task T; and
the addresses of the basic blocks of T; would have to be known. However, as
already mentioned above, these addresses are subject to change in the course of
the code optimization. Therefore, any basic block of a preempting task t; must be
considered to be a potential ECB. For fixed-priority scheduling, the basic blocks of
lower-priority tasks can obviously be excluded, as they will not be able to preempt
Ti. For dynamic-priority systems, all other tasks must be taken into consideration
as any task may preempt any other task at some point during the system’s runtime.

9.4.2. Modeling Cache Conflicts

In order to model whether a cache conflict occurs, Eq. (9.34) has to be applied for
each UCB and potential ECB. As a result, the variable g n,x,x» models whether a
potential ECB n of T is actually conflicting with the useful block m of task t; due
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to a mapping to the same cache line. For intra-task cache conflicts, Eq. (9.35) was
subsequently applied in order to account for a cache conflict only if the number of
ECBs between two subsequent accesses to the given UCB m may equal or exceed
the cache’s associativity.

However, for inter-task conflicts, this is not that simple. An associativity-aware
cache model would not only have to account for the intra-task age of a given
basic block in the cache, but also be aware of any possible nested preemptions.
Modeling this as part of the ILP would introduce a massive complexity, as the
memory addresses of all basic blocks are considered variable. Therefore, for
CRPD-aware optimizations it is assumed that any conflict might always result in
a cache miss. In analogy to Eq. (9.35), this leads to:

_qerpd
qm,n,k,k’ - (942)

1),k

In summary;, if the useful cache line k of task T; may be evicted from memory
if 7; is preempted by task Tj, then h{’} i = 1. Otherwise, it is 0. Using this
indicator variable, the eviction penalty e; ; can be extended accounting for CRPD

analogously to Egs. (9.39) and (9.41):

Vi = 1— Xi (943)
EIi'naX

€ij = Pint + Pcon + Z <<hific]1< /\Vi> : Pmiss> (944)
k=0

As in Eq. (9.39), vi simply negates the SPM decision variable x;. In Eq. (9.44),
the eviction penalty variable e; j is extended by the CRPD which may be inflicted
to t; by T;. This is done by iterating over all useful cache lines k of ;. If a
conflict exists for this cache line, then an additional penalty is added to e; j. Pmiss
models the timing penalty of one additional cache miss. The value of Py is a
target platform-specific constant which must be retrieved from the corresponding
technical documentation.
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Due to the exponential worst-case solving complexity of ILP, previous chapters
introduced several simplifications in order to cope with the immense complexity
of the underlying optimization problem. Therefore, despite the fact that ILP per
se is able to provide an optimal solution, this solution is only as good as the
underlying mathematical model.

Genetic algorithms cannot guarantee to return an optimal solution or even to find
a valid solution at all. However, they have proven to be suitable for many types
of large combinatorial problems in practice. This chapter therefore introduces a
genetic algorithm as an alternative to the ILP-based approach. This approach
can then be used to compare the ILP-based approach — both with regard to its
capability of finding a solution which leads to a schedulable system and with
regard to the time needed to optimize the system.

Since being introduced by Goldberg in 1989 [Gol89], genetic algorithms have
become an important tool when it comes to solving complex combinatorial
problems. The main idea behind a genetic optimization is to randomly generate
an initial population of possible solutions. Then, the best individuals of this
population are transferred on to the next so-called generation. The remaining slots
in the new generation are filled by recombining individuals from the preceding
generation. Additionally, some random permutations are performed on the
newly created individuals. This is meant to represent genetic recombination and
mutation. If the resulting individual is considered dysfunctional or invalid with
regard to some user-defined design constraints, it may either be discarded or
repaired by a custom repair function. Finally, the resulting individual is analyzed
and its quality, or “fitness” is evaluated. Inspired by Darwin’s “survival of the
tittest”, the individual is then either kept as a new parent or dropped. This is
repeated until either no improvement can be made over a pre-defined number of
generations, or a user-defined timeout is reached.

If the algorithm’s parameters for recombination and mutation probabilities are
chosen carefully, many problems tend to converge quickly towards their global
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optimum using genetic optimization approaches. To evaluate the quality of genetic
algorithms on schedulability-aware code optimizations, and to allow for putting
the evaluation results of the previously presented ILP approach into context, this
chapter is going to introduce a schedulability-aware SPM optimization based
on a genetic algorithm. The optimization was previously presented for single-
tasking multi-core optimizations for the ARM7TDMI architecture in [OLF17]. It
is adapted to cover single-core multi-tasking systems in the following sections.

Section 10.1 will elaborate on how the initial population is created. Section 10.2
proceeds by discussing the approach on recombining two individuals. Afterwards,
Section 10.3 shows how an individual is mutated. For a combinatorial optimization
problem under resource constraints like, e.g., a limited SPM size, the resulting
individuals may easily be invalid. Section 10.4 therefore tackles the issue of
repairing an invalid individual. Finally, Section 10.5 shows how the fitness of an
individual may be estimated.

10.1. Initial Population

Finding a good initial population is crucial for a fast convergence of the genetic
algorithm. As in traditional biological genetics, combining multiple very similar
individuals will not tend to give major changes to the resulting individual. In this
case, any real progress with regard to finding a close to optimal solution would
rely almost solely on the mutation process.

To generate as diverse but still reasonable initial individuals as possible, this
work uses the following approach:

o The first individual is not using any SPM at all initially, i.e., it is identical to
the unoptimized task set.

e The second individual is completely assigned to the SPM. Of course, this
individual will probably not work, as the SPM is not large enough to hold
the whole task set (if it is, finding the optimum assignment would be trivial).
As a result, the repair function which is elaborated on in the upcoming
in Section 10.4 is used to repair this individual.

e For all other individuals, each block is assigned to the SPM with a probability
of 0.5. As with the second individual, the repair function is used to make
sure that each individual is valid.

The algorithmic representation of the instruction SPM assignment on a basic
block-level is straightforward: An arbitrary but fixed list of all basic blocks of
the task set is inherently created by the compiler framework. Then, a genome of
same length as this list is created, consisting of binary variables. Each entry in
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this genome denotes whether the basic block at the corresponding position will
be assigned to the SPM or not.

10.2. Recombination

Recombination of two individuals is performed using one point-crossover [Gol89,
p- 12]. Given two individuals A and B, a crossover position in the list of basic
block assignments is selected randomly.

Then, all decision variables of individual A which are behind this randomly
selected position are swapped with the decision variables of B from these positions.
To ease descriptions, when talking about any “random” selection within this
chapter, it is referred to a uniformly distributed random selection unless explicitly
stated otherwise. The random source is considered to not have a memory.

10.3. Mutation

After the recombination, one or multiple entries in the decision vector may be
mutated randomly. To achieve this, two kinds of mutation were implemented
which can be selected by the user: one-bit and multi-bit mutation.

10.3.1. One-Bit Mutation

For one-bit mutation, one entry in the decision vector is chosen randomly. This
entry is then flipped with a probability of p which can be defined by the user.

10.3.2. Multi-Bit Mutation

Multi-bit mutation is used to mutate several entries of the solution vector of an
individual. This process is two-staged:

Given a solution vector of length N, firstly, the maximum number M, M €
[0,...,N — 1] of entries which are mutated is selected randomly.

Secondly, a random entry E, E € [0,...,N — 1] is selected M consecutive times,
and each time, this entry E is flipped with a user-specified probability of p.

As a result, this means that in a solution vector of length N, a solution may be
flipped at most N times. Additionally, it is theoretically possible that by chance
the same entry is chosen twice and also toggled twice, thus although mutations
took place, the mutated individual is unchanged afterwards.

155



10. Genetic Algorithm for Schedulability-Aware Optimizations

In order to find good settings for the mutation algorithm, both one-bit and
multi-bit mutations were evaluated for single-tasking systems. The results are
shown in Appendix B.1. Based on this evaluation, a one-bit mutation with a
mutation probability of p = 0.1 was chosen.

10.4. Repair Function

For the instruction SPM allocation, an individual is invalid if more elements are
assigned to the SPM than there is space available. However, an invalid solution
may in fact be near-optimum. As a result, a repair function is used to remove
blocks from the SPM until the basic blocks assigned to the SPM fit into the
physically available memory.

To achieve this, in a first step, the solution vector is applied to the actual tasks
and all blocks with an according value in the solution vector are assigned to SPM
without accounting for the needed space. Then, the functional correctness of the
task set is restored by applying the control flow correction techniques described
in Section 7.3. Finally, the theoretically needed size of the SPM memory region is
calculated.

If the task set fits into the physically available memory, no corrections are
performed and the repair function terminates.

Otherwise, the repair algorithm is called: Blocks in SPM are randomly selected
to be removed from SPM without re-applying control flow corrections, until at
most a pre-defined percentage of the SPM are still occupied. E.g., for 50 %, half
the SPM is emptied if an individual causes an overfull SPM. For 100 %, the SPM
is only emptied such that it is hardly not overfull anymore. In any case, the
algorithm will always remove at least one block from SPM. Obviously, this may
degrade the achieved results. However, for large benchmarks, running the control
flow correction routines is quite time-consuming and thus heavily decreasing the
genetic algorithm’s performance — especially for larger task sets with a relatively
small SPM memory.

Once the repair algorithm finishes, the control flow is corrected once again, and it
is tested whether the program adheres to memory size constraints. If not, e.g., due
to a very unfavorable SPM allocation leading to extremely high jump correction
costs, the repair algorithm is called again iteratively until the task set actually fits
into the SPM. Due to the fact that each run of the algorithm removes at least one
block from SPM, this approach is guaranteed to terminate with a valid individual.

Different removal ratios from 50 % to 100 % were evaluated. The results are
shown in Appendix B.2. The results show that a ratio of 80 % leads to notably
decreases in runtime without any notable decrease in the resulting WCETs. For
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different architectures or optimization scenarios, this parameter might have to be
tuned by the user.

Note, that a “valid” individual will not necessarily fulfill all timing constraints
of the system. Instead, the adherence to timing requirements is evaluated using
the fitness function which is discussed in the upcoming section.

10.5. Fitness Function

In a multi-tasking environment, the goal is to assert that all response times are
smaller than the tasks’ respective deadlines. From a timing analysis view, a real-
time system is either broken if at least one task might miss its deadline. Or, it is
considered working if all tasks will provably meet their timing constraints. In this
second case, the optimization can be stopped as soon as a sufficiently well solution
has been found. As a result, a naturally chosen fitness function for the genetic
algorithm is binary: 0 if the system is schedulable, or 1 if it is considered broken.

Obviously, this measure is not suitable for a genetic algorithm, as it cannot
distinguish which of two broken solutions is “better” or “worse”. As a result,
only a purely random selection between two individuals can be performed and
the genetic algorithm degrades to a purely randomized search of the valid design
space. To counter this issue, two sensitivity analyses were developed as part of
this thesis to provide a good measure on “how invalid” a given non-schedulable
system is: One task removal heuristic based on the ILP model presented in
Chapter 8 and one based on a constant scaling factor.

10.5.1. Task Removal Heuristic

The basic idea is to calculate the number of tasks which have to be removed from
the system in order to achieve schedulability. Therefore, in a system with N tasks,
the sensitivity analysis would return 0 in case that the system is schedulable and
all tasks always safely meet their respective deadlines. On the other hand, the
analysis will return N in a worst-case scenario where even one single task of the
task set cannot be scheduled without missing its deadline.

The optimal analysis is based on the ILP model provided in Chapter 8. The
schedulability constraints presented in Section 8.3 are subsequently used to
analyze arbitrarily triggered task sets. Since, however, the sensitivity measure
does not perform an actual optimization, the CFG model of each task as presented
in Chapter 7 is not needed.
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As discussed in Chapter 8, each task Ti’s runtime behavior is denoted by
one single ILP integer variable c;. In order to turn the schedulability-aware
optimization framework into a sensitivity analysis, c; is modeled as follows:

Ci = bi . Ci (101)

C; is the constant WCET of the whole task T; of the individual whose fitness is
currently being analyzed. This WCET can be obtained by any WCET analyzer tool
like, e.g., AbsInt aiT. b; is a binary decision variable. The value of b; is not further
restricted and may thus be chosen freely by the ILP solver. Therefore, by setting
b; = 0, the ILP solver can basically choose to remove a task from the task set.

Context switching penalties e; ; can be modeled accordingly, leading to a
context switching penalty of 0 if b; = 0, i.e., the preempting task T; is being
removed by the ILP solver. Again, since the fitness analysis does not perform any
actual optimization, the actual values for any context switching penalties can be
calculated outside of the ILP.

For a task set I', the ILP’s objective function is subsequently set to

max Z b; (10.2)

This way, the ILP solver will try and remove as few tasks as possible while
the schedulability constraints from Section 8.3 will ensure that the result will
be a schedulable system. This approach works for both fixed-priority and EDF
constraints which were previously described.

As an additional benefit, if needed, the system designer may check the ILP
solver’s solution in order to find out which tasks have to be removed in order to
achieve a schedulable system with the current WCETs.

The approach presented in this section allows for a non-binary fitness function:
An individual i is considered fitter than an individual j if fewer tasks have to be
removed in order to achieve schedulability. Unfortunately, this measure is still
very coarse-grained. In a system with I tasks, each task may consist of many basic
blocks. However, only I values are available for the fitness function. Therefore,
in case that the same number of tasks is to be removed from two task sets, that
task set for which the remaining system load is lower is considered to be fitter.
This allows for a fine-grained fitness function. Formally, the relative fitness of
two individuals can be given as follows:

Definition 10.1 (Relative fitness of two individuals)

Given two individuals with the task sets I'y and T, respectively, the individual with the
task set T'y is considered to be fitter than the one with T, if fewer tasks must be removed
from T'y than from T, in order to achieve schedulability.
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If the number of tasks to be removed is identical, 'y is fitter, iff
iMi(A
lim {Cn_(t)} .

At—o0

v (10.3)

i€ I"1

C; and C; are the WCETS of each task in each corresponding task set. b; and bj are 1
if the respective task may stay in the system and O if the task must be removed from the
system in order to achieve schedulability of the remaining tasks. The fraction calculates
the load that a task causes in the system, as defined in Definition 4.22 on page 61.

10.5.2. Scaling Factor Based Approach

As an alternative to the ILP measure, another sensitivity measure is based on a
simple real-valued constant scaling factor A, A € [0, 1]. All WCETs and context-
switching costs in the system are multiplied by this factor A:

VieTl:cs@ed = A .Gy (10.4)
Vijj e Tefded = A gy (10.5)

i,j
Within its range A € [0, 1], the largest value of A is determined for which
the system is still schedulable. ILe., in a system which is already schedulable
without any modifications necessary, A equals 1. In a worst-case scenario, A

equals 0, meaning that all WCETs would have to be 0 in order for the system to
be schedulable.

The maximum value of A can easily be determined by using a binary search
and iteratively running the schedulability analysis with the scaled WCETs. In
order to limit the number of steps needed to find the real-valued augmentation
factor, a user-definable parameter €, 0 < € < 1 can be used to define a minimum
step width. For the scope of this thesis, € = 0.000 1 has proven to be a good step
width which allows for both differentiating the fitness of two individuals but also
leads to practically unnoticable runtimes of the binary search. The algorithm is
shown in pseudo code in Listing 10.1.
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Listing 10.1: Algorithm used to calculate the augmentation factor of a task set
using binary search.

bool testAugmentationFac( taskSet, augFac )
{
tempTaskSet = taskSet;
for( task : tempTaskSet ) {
task.wcet = augFac * task.wcet;
}
// Return true, if tempTaskSet set is schedulable
return schedTest( tempTaskSet );
}
double getAugmentationFactor( taskSet, epsilon )
{
// Test if initial system is schedulable
if( testAugmentationFac( taskSet, 1.0 ) )
return 1.0;

// Perform binary search
double upperBound = 1.0;
double lowerBound = 0.0;

while( true ) {
// epsilon precision reached. Return result
if( lowerBound + epsilon > upperBound )
return lowerBound;
else {
double newBound = (upperBound + lowerBound ) / 2.0;
if( testAugmentationFac( taskSet, newBound ) )
// newBound leads to schedulability.
// This means it is the new lower bound
lowerBound = newBound;
else
// newBound is the new upper bound
upperBound = newBound;
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11. Evaluation Methodology and
Experimental Setup

In order to get an impression of the quality of the previously proposed optimiza-
tions, it is necessary to automatically create multi-tasking task sets in order to inves-
tigate as many different systems as possible. Additionally, multiple assumptions
and definitions with regard to the underlying hardware platforms need to be made.

Section 11.1 discusses existing benchmark suites and their limitations and
shows how multiple single-tasking benchmarks can be combined to multi-tasking
benchmarks. Then, Sections 11.2 and 11.3 proceed by showing how timing
parameters like, e.g., activation periods and deadlines can be created randomly
for the previously generated task sets. Section 11.4 briefly discusses the relevant
properties of the evaluated hardware platforms like, e.g., memory access times
and the like. To evaluate the impact of a dedicated real-time scheduler on the
optimization framework, Section 11.5 shows how such a scheduler can be created
automatically as part of the optimization process. Section 11.6 gives an overview of
the tools used for WCET analysis and ILP solvers in this thesis. Finally, Section 11.7
summarizes the concrete parameters used for the evaluations in Chapter 12.

11.1. Existing Benchmark Suites

Multiple benchmark suites exist which target the evaluation of embedded system
design methods and tools. All suites have their distinct advantages and limitations.
One of the key limitations is that, in order to be analyzable by a WCET analyzer
like aiT, all cyclic control-flow structures in the benchmarks must be carefully
annotated in order to restrict maximum loop bounds and recursion depths.
Additionally, while some benchmark suites are simply a collection of multiple
stand-alone programs, some feature their own wrappers which are meant to
simplify evaluation and configuration. Unfortunately, this makes an automated
and comparable evaluation of the benchmarks from different benchmark suites
quite hard.

Over the years, many different benchmark suites were included in the WCC
framework. The benchmarks were carefully annotated with flow facts (cf. Sec-
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tion 4.2.1) in order to provide safe bounds on loop bounds and recursions. The
rest of this section gives an overview of commonly used benchmark suites, which
have all been included into the WCC framework in order to be able to perform
consistent evaluations.

Most of these benchmark suites target single-tasking systems. A benchmark
from these suites consists of one single program with a main() routine which
is executed once before the benchmark is exited. It does not feature any notion
of multi-tasking, activation patterns, deadlines or alike. The best-known single-
tasking benchmark suites targeting the evaluation of hard real-time systems are:

DSPstone The DSPstone benchmark suite [Ziv+94] contains benchmarks which
specifically target the evaluation of the performance of DSPs. Examples are
benchmarks for convolution and matrix multiplication operations, as well
as an FIR filter and an FFT. There exist both benchmarks tailored towards
fixed point and floating point arithmetic.

MediaBench In contrast, the MediaBench suite [LPM97] targets multimedia
applications. The included benchmarks comprise image transformations,
GSM enconding and decoding as well as exemplary implementations of
h264 and mpeg?2 multimedia codecs.

MiBench The MiBench benchmarks [Gut+01] consist of implementations of differ-
ent algorithms which are commonly found in the domain of embedded sys-
tems. Most notably, implementations of the Rijndael encryption algorithm,
the SHA hash algorithm, but also a simple gsort algorithm are provided.

MRTC The Milardalen WCET Benchmarks [Gus+10] are one of the most fre-
quently used benchmark suites for the evaluation of hard real-time systems.
It consists of over 30 benchmarks, each resembling a typically found sce-
nario. The benchmarks range from a prime test over sorting algorithms
like bsort and quick sort up to ADPCM signal encoders and decoders. The
MRTC benchmark suite also features some benchmarks with constructs
which are meant to be challenging for WCET analyses and optimizations,
e.g., an implementation of Duff’s Device [Duf88].

SarBench SarBench [And98] implements the image processing of a Synthetic
Array Radar. The benchmark provides both C code and a behavioral de-
scription of a processor which can be used to simulate the image processing.
However, the C code may also be compiled for other targets without mak-
ing use of the VHDL descriptions.

Streamlt The Streamlt programming language aims at simplifying the creation
of stream oriented programs. The StreamIt community [Str19] provides a
benchmark suite for evaluation purposes. Although most of the benchmarks
are written in StreamlIt, some of them are also provided in C. Most notably,
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it provides benchmarks for audio beamforming, an implementation of the
sorting network bitonic sort and an FM radio decoder.

TACLeBench The TACLeBench [Fal+16] benchmark suite is a collection of numer-
ous openly available benchmarks. These benchmarks were aggregated from
different benchmark suites like, e.g., MRTC or DSPstone. The benchmarks
were adapted in order to provide a common coding style and external de-
pendencies were removed. Additionally, cyclic control-flow structures like
loops were annotated using flow facts (cf. Section 4.2.1).

UTDSP Similar to DSPstone, the UTDSP benchmark suite [LCS19] provides multi-
ple benchmarks targeting the evaluation of DSPs. It comprises benchmarks
for jpeg processing, filters like, e.g., FFT and FIR, compression algorithms
and G721 audio decoding and encoding

Few benchmark suites exist which specifically target multi-tasking benchmark
suites in the domain of hard real-time embedded systems. Some of the most
commonly used multi-tasking benchmark suites are:

DEBIE The DEBIE benchmark [HLS00] consists of 8 tasks. Its origins stem from
a European Space Agency project, where the DEBIE software was used as
part of a satellite to detect micro-meteroids. It can be compiled for arbitrary
platforms for real-time evaluation purposes.

JetBench The JetBench benchmark [QMM10] performs calculations of the ther-
modynamic behavior of a jet engine. It uses the OpenMP framework in
order to allow for multi-threaded execution. In this respect, it does not
model any tasks or execution patterns but rather aims at, e.g., distributing
the calculations done inside of loops on multiple processing units.

PapaBench The PapaBench benchmark [Nem+06] aims at controlling a small
unmanned aerial vehicle. It follows the same task model as DEBIE or WCC,
using distinct functions as task entries. The PapaBench benchmark consists
of two parts, an autopilot and a fly by wire system, each of them consisting of
5 tasks. It was originally created for an ATmega micro-processor. Although
it can technically be compiled for any target, it features several platform-
dependent features like writing to distinct memory mapped registers.

PolyBench The PolyBench benchmark suite [PY19] consists of multiple single-
tasking benchmarks from the domain of data mining and linear algebra.
It features a framework using so-called “kernels” which allow for the
combination of these benchmarks into multi-tasking task sets.

From the aforementioned multi-tasking benchmarks, only DEBIE and PapaBench
could be directly used as a basis for the evaluation of multi-tasking compiler
optimizations. JetBench has a different focus on intra-task parallelization, and
the PolyBench suite does not offer any timing constraints. For the sake of this
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thesis’ evaluation, it can basically be reduced to another suite containing multiple
single-tasking benchmarks.

Unfortunately, both DEBIE and PapaBench have proven to be of very limited
use in practice. Their fixed numbers of tasks makes it impossible to scale the
benchmarks. Thus, it is not possible to show the impact of the size of a benchmark
on the optimization framework. Additionally, both systems are meant to be
schedulable. The provided functionality is so small that the pre-defined deadlines
are easily kept without any optimization at all.

As a resort to the limitations of the existing benchmark suites, the evaluation
of this thesis will be performed by randomly clustering different single-tasking
benchmarks from different benchmarking suites into task sets of pre-defined sizes.

Due to their popular and wide-spread use, the upcoming evaluation chapter
uses the benchmarks from the MRTC benchmark suite for task set creation. The
duff benchmark was removed due to its use of irregular loops. Additionally, the
recursion benchmark was excluded, because it models indirect recursions.

For reference, the results using task sets created out of all available benchmarks
over all benchmark suites listed above are presented in Appendix C. Due to the
fact that the TACLeBench benchmark collection mostly comprises benchmarks
from the other benchmark suites, it was not considered explicitly.

From the set of selectable benchmarks, a user-defined number of unique
benchmarks is selected randomly using a uniform distribution. These benchmarks
are then directly passed as a task set to WCC. For evaluation purposes, WCC has
been extended in order to automatically suffix any global symbols of each task.
This prevents duplicate definitions of function names or global symbols in a task
set. Each individual benchmark’s main() function is also prefixed and marked as
an entrypoint using a _Pragma annotation.

At this point, there is scheduling code existing which actually manages the
execution of each task if the task set was run on real hardware. For a pure analysis
of the performance of an optimization framework, this may be neglected. This
corresponds to the assumption that, in a fully synthetic task set, without loss of
generality the highest priority task may simply be assumed to be the task set’s
scheduler.

As an alternative, WCC was extended within the course of this thesis to automat-
ically generate a fixed-priority scheduler specifically tailored towards a supplied
task set. This is done by adding a specialized scheduler function as part of the
regular compilation. Despite being useful for evaluation purposes, it may also be
used in regular use cases if a minimal scheduler is sufficient for the system de-
signer. Due to its complexity, the automatically generated scheduler is described
in more detail in the upcoming Section 11.5.
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11.2. Creating Scheduling Parameters

Once a synthetic task set has been created, timing parameters like deadlines and
activation periods must also be created. In case that the system to be evaluated
is already schedulable without applying a schedulability-oriented optimization,
applying the optimization is meaningless. Therefore, the evaluation framework
has to generate systems which are not schedulable. To examine the potential of
the optimization framework, the generated systems must range from “almost
schedulable” to systems with CPU loads significantly beyond 100 %.

The general idea is to first compile a given task set using standard ACET compiler
optimizations. Then, the WCETs c; of each task 7; in the task sets are analyzed
using a standard WCET analyzer like aiT or WCC’s internal WCET analyzer.

For the upcoming evaluation, a periodical task model with jitter will be
used. Due to the event-based modeling of the schedulability in Section 8.3, the
ILP optimization framework does not differ between differently activated task
models. The genetic optimization framework proposed in Chapter 10 neither
does distinguish between different activation patterns.

Therefore, a relatively simple periodic system with jitter provides a practical
way for presenting and discussing evaluation results, as each task’s execution
pattern depends on only two parameters. Using more complex or even randomly
assembled activation patterns for each task would render any evaluation results
practically incomprehensible and irreproducible.

The density function for a periodical task with jitter T; is modeled by a fixed
period T; and a maximum jitter J;. The corresponding density function n; (At)
and the interval function §; (n) can be written as follows [Ric05, p. 39-43]:

ni (At) = [At;_r ﬂ (11.1)
di (n) =max ((n—1)T; —J;,0) (11.2)

In combination with the WCETs of the unoptimized tasks, each task’s timing
properties like its deadline, period and jitter can be calculated in order to achieve
a user-defined overall system load u. If this load is beyond 100 %, the system is
clearly unschedulable. Otherwise, an initial schedulability test may be performed
in order to determine whether the generated task set is schedulable without
applying schedulability-oriented optimization.

To achieve this, partial loads u; for each task t; are generated using the UUniFast
algorithm by Bini and Butazzo [BBO5] for a user-defined target system load of u.
UUniFast creates uniformly distributed partial loads for each task such that the
sum over all partial loads u; equal u.
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Given the randomly generated load u; and a previously analyzed WCET c; of
the unoptimized task T;, the period T; can easily be calculated:

C.
T; = =
Uy

(11.3)

For the Jitter J;, a maximum derivation x from the period is defined by the user.
Then, the jitter is also determined randomly in the range [0, T; - x] with a uniform
distribution.

The same way, deadlines can be generated with a uniform random distribution
being either tighter or larger than the task’s period. For another given maximum
derivation y, the deadline D; is chosen from the interval [T; — T; -y, T; + T; - yl.
This way, systems with D; > T; can be evaluated if needed.

11.3. Adjusting Periods

The hyper-period is the least common multiple over all fundamental periods in
a task set with tasks which are triggered in a periodically recurring pattern (cf.
Definition 4.23 in Section 4.5.2).

The WCETs of tasks in a task set may easily range between only a couple of
hundred CPU cycles for a small task to multiple million CPU cycles for larger tasks.
Asaresult, CPU clock cycles are the only common time base which can be chosen to
randomly determine the period for a task as described in the previous section. The
CPU frequency for the systems analyzed in this thesis are in the order of some M Hz.
A more coarse-grained time base (like, e.g., micro-second or even milli-second)
might therefore be feasible for tasks with a WCET in the range of some million
CPU cycles, but leads to a rounded WCET and period of 0 for the small tasks.

Example 11.1 (Hyper-Period of a small task set)

The benchmarks crc, fibcall, Ims and sqrt were selected randomly from the MRTC
benchmark suite and assembled into one task set. The task set was compiled for the
Infineon TriCore TC1796 architecture using WCC and the standard optimizations provided
by -02. Each task’s WCET was then analyzed using AbsInt aiT. Based on these WCETs,
the partial loads w; were randomly generated using the UUnifast approach as discussed
in the previous section.

Following Definition 4.16, the load of a periodical system is calculated as

u=> w=y — (11.4)
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Table 11.1: Generated Periods of an exemplary task set consisting of 4 tasks. The
WCETs have been retrieved using aiT for the TriCore TC1796 target

architecture.
Task \ c | Partial Load u; | Resulting Period T;
To (crc) 196 353 0.111058 1768022
T7 (fibcall) 698 0.271647 2569
T, (1ms) 3618471 0.41023 8820590
T3 (sqrt) 39062 0.007 065 34 5528679

If the WCET c; and partial load w; are given, the resulting period T; can subsequently
be calculated by:
G

T, = (11.5)
Ui

For the exemplary system, the resulting periods are depicted in Table 11.1. They were
rounded towards the next smaller integer value. It can be seen that the resulting period
T, of 71 is quite small compared to T, of T,. For this task set, the resulting hyper-period
is approximately 2.215 86 x 10%2.

As Example 11.1 shows, even for a relatively small system consisting of only 4
tasks, the hyper-period can already become huge. Such large hyper-periods lead
to two problems: First — depending on the also randomly chosen deadlines for
each task —a schedulability test might have to be performed up to the hyper-period.
Second, the schedulability constraints encoded into the ILP-based optimization
framework presented in Chapter 8 also have to be performed up to this bound.
For the smallest task, T;, this means that approximately 8.6 x 10'8 instances of Ty
must be checked for schedulability.

To both decrease solving time and reduce the risk of numerical issues within
the used ILP solver tools due to the large integer numbers, this work uses the
approach proposed by Xu [Xul0] in order to slightly reduce the periods of each
task such that the hyper-period of the task set is reduced significantly.

This does not render the proposed approaches unsafe, but solely adds some
pessimism. Le., a task set could be repairable using the original periods, but
might fail using the reduced ones in some cases.

The basic idea of Xu is to generate a list of valid periods which were all derived
from a polynomial with given prime base factors. Then, the next tighter period is
chosen from this list for each task. Depending on the polynomial’s parameters,
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a trade-off between the maximum deviation from the original period and the
maximum hyper-period can be made.

In this thesis, the set of valid periods T is calculated as follows by using the
first 7 prime numbers:

T — {Trelered = 2°2.3% .58 .77} (11.6)
e; =0,...,E; (11.7)
e3 =0,...,E;3 (11.8)
es=0,...,Es (11.9)
e; =0,...,E; (11.10)

The e, variables denote the exponents for the respective base prime number.
The set of valid reduced periods T is generated by iterating each and every e,
from 0 to a user-defined maximum value E,.

Obviously, the maximum reduced period which can be expressed by this
approach is 2F2 - 3Fs . 585 . 787 Therefore, the maximum exponents E, are crucial
in order to reduce large periods without a large deviation from the original period.
As a trade-off between small deviations from the original periods and feasible
hyper-periods even for very large original periods, different sets of maximum
exponents are chosen in this thesis, depending on the largest original period
within a given task set.

Using exhaustive search, different exponents have been determined which are
used for task sets with certain maximum periods. Each of these guarantee a
relative error of the reduced periods of maximum 20 %, although in practice the
error is significantly lower in most cases.

For a maximum period which is lower than 1 x 107, the following maximum
exponents are used:

E,=6 (11.11)
E;=6 (11.12)
Es =3 (11.13)
E, =1 (11.14)

For this set of exponents, the largest deviation is 18.35 % for the maximum
period of T x 10”7 and the largest possible hyper-period of the task set using the
reduced periods is 40 824 000.
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If the maximum period in the task set exceeds 1 x 10”7 but is below 1 x 10'",
the following maximum exponents are used:

E,=7 (11.15)
E;=6 (11.16)
Es =3 (11.17)
E;=3 (11.18)

For these exponents, the largest relative error is 19.99 % and the largest hyper-
period using reduced periods is 4 000 752 000.

Finally, for task sets in which the largest occuring period exceeds 1 x 10" but
is below 1 x 10'3, the following exponents are applied:

E,=9 (11.19)
E;=6 (11.20)
Es =5 (11.21)
E,=3 (11.22)

For these values, the largest relative error is 20.00 % and the largest possible
hyper-period is 400 075200 000. The maximum period in a task set is not formally
limited, as both the maximum values of the maximum exponents as well as the
largest prime number used in Eq. (11.6) can be chosen aribitrarily by the system
designer. For this thesis, the task set is treated as not repairable if a larger period
is observed in the task set.

Example 11.2 (Reduced Periods)
For the task set given in Example 11.1, all original periods are below 1 x 107. Thus, the
first set of exponents is used.

The reduced period T/ for each task < is obtained by finding the largest period in the
set of reduced periods T which is still smaller than or equal to the original period T;. The
reduced periods T are depicted in Table 11.2.

It can be seen that T3 is suffering from the highest deviation from the original period
with 7.699 %. At the same time, the reduced period of Ty only differs by 1.91 % from the
original period.

The least common multiple and thus the hyper-period of the task set using the reduced
periods results in 40.824 x 10°. Le., the original hyper-period is reduced by a factor of
about 5 x 10,
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Table 11.2: Reduced Periods of an exemplary task set consisting of 4 tasks. For
comparison reasons, the table also contains the original periods and
the (rounded) deviation in percent.

Task Original Period | Reduced Period Deviation
T, Tred (1- %) -100%
To (cre) 1768022 1701000 3.791%
Ty (fibcall) 2569 2520 1.907 %
T, (1ms) 8820590 8164 800 7.435 %
T3 (sqrt) 5528679 5103000 7.699 %

11.4. Evaluated Hardware Architectures

WCC offers support for the ARM7TDMI and the Infineon TriCore architectures.
This section gives a brief overview of the key parameters of both architectures, as
they are used for the evaluation in the upcoming Chapter 12.

11.4.1. ARM7TDMI

As basis for the evaluated ARM7TDMI microcontroller architecture, the NXP
LPC2880 running at a maximum of 60 MHz is used throughout the upcoming
evaluations [LPCO08]. It follows the von Neumann architecture which was
described in Section 3.1. The microcontroller features multiple on-chip memories.
A Flash memory is provided as regular instruction memory. An access to this
memory needs 6 CPU cycles. Additionally, a fast SRAM memory is available. An
access to the SRAM can be achieved within 1 CPU cycle.

The SRAM is divided into two regions: One for data, and one for instructions.
The part reserved for data is considered to be large enough to hold all data
objects needed by the task set. The other part of the SRAM is used as instruction
SPM. Analogously to the TriCore setup, the SPM memory will be scaled in
the evaluation chapter to provide better impressions on the capabilities of the
optimization framework.

The ARM7TDMI features a very simple 3 stage pipeline consisting of instruction
fetch, instruction decode, and an execute stage. It does not feature any instruction
prefetching or block fetches.

The ARM7TDMLI is also lacking dedicated floating-point and branch prediction
units. Instead, all floating-point operations must be performed in software. When
executing a branch instruction, its implicit physically succeeding instructions are
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always fetched. If the branch is then taken, a pipeline flush is issued in order to
clear the incorrectly fetched instructions.

For the ARM7TDMI architecture, it is assumed that all caches have been
disabled. The impact of instruction caches will instead be evaluated on the
much more complex TC1796 architecture which is introduced in the next section.
Evaluating the impact of caches on the distinctly simpler ARM7TDMI architecture
is not expected to provide any additional scientific insights.

11.4.2. Infineon TriCore

As an example of one of the more complex microcontrollers which are used
in timing critical setups, the Infineon TriCore TC1796 running at 150 MHz is
evaluated within this thesis. It follows the Harvard architectural model (cf.
Section 3.1) using different memories for data and instructions.

It features an on-chip Flash memory with an access time of 6 CPU cycles which
is used as regular memory for instructions. For the evaluations in this thesis, all
data is stored in an on-chip SRAM acting as data SPM with 1 cycle access time. A
separate SRAM which acts as an instruction SPM can also be accessed within 1
CPU cycle.

To be able to see the impact of the SPM optimization according to the available
SPM, the size of the SPM is increased and decreased for evaluation purposes.
This is explained in more detail where needed in the evaluation (cf. Chapter 12).

Finally, the TC1796 features an instruction cache which may be activated or
deactivated by the user. This is used in order to evaluate the impact of caches to
the schedulability-aware optimization framework (cf. Chapter 9). Analogously
to the SPM size, the cache size will be scaled in the evaluation to evaluate the
optimization framework’s performance for different cache sizes.

On an architectural level, TriCore features 3 different pipelines: One regular 4
stage pipeline, which offers the well-known instruction fetch, decode, execute and
writeback stages. The execute stage features an Arithmetic Logical Unit (ALU)
with a dedicated floating-point unit for single precision floating point arithmetic.
Additionally, a co-processor offers basic DSP functionalities like, e.g., support for
multiply-accumulate assembly instructions.

Apart from this “main” pipeline, it offers a so-called “Load Store” pipeline
which is dedicated to handling instructions which load data from or write data
to memory, perform address arithmetic or context switching. It allows for
the execution of load instructions without stalling the execution of arithmetic
instructions, as long as these instructions do not interfere with the registers used
by the load instructions. Finally, a loop pipeline enables the usage of special
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loop assembly instructions which allows for the realization of loops with zero
runtime overhead (i.e., the loop instruction does only need computational time
in the CPU’s pipeline for the first and last iteration of the loop).

Additionally, TC1796 also supports block fetches due to a 64 bit wide bus width
of its program memory unit. This means that, depending on the alignment of
a basic block, fetches of multiple consecutive instructions may be significantly
faster than fetching each instruction separately.

11.5. Accounting for the Scheduler

Section 11.1 discussed the combination of multiple single-tasking benchmarks into
a multi-tasking task set. In such a task set, each individual task is not yet triggered,
as no scheduler exists. For a purely synthetical schedulability analysis, this usually
suffices. It can either be assumed that each task is triggered by hardware interrupts
or that a scheduler runs on a dedicated co-processing unit without interferences on
theregular tasks’ runtime behavior. Such a co-processor exists, e.g., on the Infineon
TriCore platform. Alternatively, scheduling costs can simply be considered to be
negligible. Finally, the highest priority task in the randomly generated task set can
be assumed to be the scheduler. For a general overview of the applicability and
quality of the optimization framework, these simplifications are feasible. Yet, in
the course of the evaluation of a low-level compiler based evaluation framework,
it is interesting to see the actual impact of a scheduler in a real-world scenario.

In order to investigate these issues, this section proposes the auto-generation
of a small fixed-priority scheduler which can then be used for an automated
evaluation. This task is realized as a dedicated function which performs the
dispatching of the actual tasks. It is generated automatically by the WCC compiler
framework. The general outline of the scheduler was done as part of this thesis.
The implementation of the scheduler code itself was conducted as part of a
student’s bachelor thesis [Fis18].

11.5.1. Scheduler Structure

In order to allow for a tight WCET estimation, the automatically generated
scheduler consists of one single function. Each task is depicted as a C struct
consisting of a pointer to the task’s entry function as well as its period and internal
management data (like, e.g., an integer value holding the address of each task’s
stack pointer offset).

A global 32 bit integer variable acts as a bit field where each bit of the integer
signifies if the task with the respective index is ready for execution or not. E.g.,
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if the least significant bit in this so-called ready-list is 1, then T, is ready for
execution. The restriction to a maximum of 32 tasks is sufficient for the evaluation
within this thesis.

The scheduler function is considered to be executed by an interrupt service
routine. This may happen either periodically or each time an incoming event
occurs.

On execution, the scheduler checks the ready-list and dispatches the task with
the highest priority which is ready for execution. It is therefore also assumed that
the ready-list can be updated by an interrupt service routine or any comparable
means. From a technical point of view, this can be seen as a regular call of the
respective task’s entry function.

In order to allow for clean preemptions, the scheduler saves any registers prior to
executing a task and restores the previously saved registers once the task finishes
its execution (i.e., the call to the task’s entry function returns). The scheduler also
ensures that the stack pointer is set such that tasks” stack memories do not overlap.

Despite the fact that the general structure of the scheduler is machine-indepen-
dent, the implementation of the dispatching code is highly platform dependent
due to the necessary stack management and register saving. Additionally, on
some architectures (e.g., on the Infineon TriCore TC1796), optimized assembly
instructions exist which allows for the evaluation of the ready-list in constant time.

In the course of the bachelor thesis [Fis18], the scheduler was implemented for
the TC1796 architecture. Functional correctness was shown as part of the bachelor
thesis by applying unit tests and simulating the execution of the scheduler using
the platform simulator Synopsys COMET [Com19]. The concrete implemention
of the scheduler is merely technical and is discussed in detail in [Fis18].

11.5.2. Activation Pattern

The event density function n; (At) of a task T; bounds the maximum number of
events which may happen within At. At the hardware level, an event will most
likely be signaled to the microcontroller by an interrupt which is triggered. If
only a few tasks exist, the microcontroller’s hardware interrupt capabilities may
already be used in order to manage priorities for each task in the system. In this
case, no real scheduler will be needed.

In the general case, a microcontroller’s hardware capabilities will not suffice
to manage all tasks using individual interrupt routines. In this case, the micro-
controller’s interrupt routine will trigger the dedicated scheduling task which, in
turn, determines which task should be executed. There are two fundamentally
different ways how this may be done: time-triggered or event-triggered.
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A time-triggered scheduler is executed with a given execution period T, similar
to a regular periodic task. In such a setup, no task can be executed without
the scheduling task being executed first. In a worst-case scenario, a task has to
wait up to one full period of the scheduling task T, until it can be executed —
independent from its priority. This so-called blocking time must be added as a
constant summand to the WCRT of every task. Subsequently, the WCRT of each
task in the system is highly dependent on the activation period of the scheduler.
If the activation period is chosen too low, the blocking time is so high that the
task might miss its deadline. If the activation period is chosen too small, the
scheduler preempts the actual tasks so frequently that this overhead may also
lead to deadline violations. Additionally, for arbitrarily triggered tasks, a time-
triggered scheduler is inflexible, as it cannot appropriately handle activation
bursts. Either the scheduling period must be chosen so small that activation
bursts are handled quickly, then the runtime overhead by the scheduler will
be high, or the scheduler period is chosen larger, then several instances of one
task may pile up. For the course of this thesis, finding a good period for a time-
triggered scheduler is even more difficult: As the underlying assumption of this
thesis is that the unoptimized system is not schedulable, there is no “better” or
“worse” scheduler period, as any period will lead to deadline violations.

In contrary to the time-triggered system, any event which triggers the execution
of a task (like, e.g., incoming sensor data) instantaneously triggers the execution
of the scheduler task in an event-based system. The scheduling task can thus
be seen as a regular task in the system with an event density function 1. This
event density function can simply be expressed by the sum over all event density
functions of all tasks within the system:

ns (At) =) i (At) (11.23)

In such a design, no blocking time by the scheduler has to be considered and the
system can be considered to be fully preemptive. The scheduler can be considered
as a regular task with highest priority in the schedulability analysis.

As the optimization framework in this thesis focuses on event-based system:s,
the evaluated scheduling task is also supposed to be triggered in an event-based
fashion.

11.6. Used Tools

Apart from the WCC compiler framework, external tools were used for both WCET
analysis and in order to solve the ILPs needed for the schedulability-aware
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optimizations. This section briefly introduces the concrete tools which were used
in the upcoming evaluations.

11.6.1. WCET Analyzers

AbsInt aiT [FHO04] is one of the leading tools used to analyze the WCET of a given
task. aiT contains support for a number of target architectures, including the
ARM7TDMI and Infineon TriCore architectures which are used for evaluation
in the course of this thesis. For the evaluation of the Infineon TriCore TC1796
architecture, aiT was used in version 18.10. At the time at which this thesis’
evaluation was performed, this was the latest version available.

For the ARM7TDMI architecture, WCC also features its own precise internal
WCET analyzer, as proposed by Kelter [Kell5]. This framework is able to
analyze both single-core and multi-core architectures based on ARM7TDMI
microcontrollers. While aiT 18.10 is able to analyze the ARM7TDM]I, it is not
able to account for multi-core effects. Despite the fact that this thesis focuses on
single-core architectures, both the ILP-based and the genetic approach are also
applicable to multi-core systems with shared memories. This has been realized
as an outlook to possible future use cases of the proposed framework [LOF20].

In order to provide comparability with future works on multi-core systems,
WCC’s internal WCET analyzer will be used for the ARM7TDMI target.

11.6.2. ILP Solvers

There exist multiple tools which may be used in order to solve ILPs. Some of the
most commonly found tools comprise:

CPLEX CPLEX [Cpl19]is a commercial ILP solver by IBM. It is known for its high
performance and is commonly used by both industry and research.

Gurobi Gurobi [Gurl9]is a commercial ILP solver by Gurobi Optimization, Inc.
Compared to CPLEX, it is relatively new but comes with the promise of
significant performance improvements over any other ILP solver.

1pSolve As an alternative to commercial solvers, 1pSolve [Lps19] is a non-
commercial open source tool which is publicly available under the GNU
lesser general public license. As a result of its public availability, it is
commonly used as an ILP solver in academia.

The ILP framework proposed in this thesis can lead to large inequation systems
with several thousand variables and constraints. Many of these variables are
binary, due to logical formulations (cf. Chapter 5).
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In the course of this thesis, the ILP solvers were compared with regard to
their capability of solving such large combinatorial problems with many binary
decision variables. The results of these evaluations can be found in [LOF18]. All
evaluation results show that 1pSolve is outperformed significantly by both CPLEX
and Gurobi. In fact, solving realistic problems with 1pSolve is basically infeasible
as its runtime easily reaches multiple hours or even days. For Gurobi and CPLEX,
Gurobi outperformed CPLEX in all cases. For logical operations like AND or XOR,
CPLEX is almost as fast as Gurobi. However, for ILPs containing large amounts
of conditionally enabled constraints, CPLEX easily needs several hours to find
an optimal solution while Gurobi finishes within a couple of seconds. In the
evaluation presented in [LOF18], an ILP containing 10 000 conditional operations
could not be solved by CPLEX realiably within a 2h time limit, while Gurobi
finished within 80 s on average. Furthermore, it turned out that native support of
conditionally enabled constraints in Gurobi decreases the solving performance
significantly.

As a result, the Gurobi solver in its current version 8.1 is used for all evaluations.
Additionally, Gurobi’s native implementation for logical operations like AND, OR,
min and max are used when feasible. However, due to a much faster solving
time, conditionally enabled constraints (cf. Section 5.2.2.2) are modeled explicitly
instead of using Gurobi’s native support. In order to speed up the solving times of
the ILP, Gurobi was configured to spawn up to 4 computational threads in parallel.

11.6.3. Invocation of WCC

All evaluations are performed using the WCET-Aware C Compiler (WCC) [FL10].
Anintroduction into WCC was given in Chapter 6. For the realization and evaluation
of the genetic approach proposed in Chapter 10, WCC is tightly interfacing with
PISALib [Ble+03].

Each task set is initially compiled using WCC and the -02 optimization level.
This enables several standard ACET compiler optimizations like, e.g., redundant
and dead code elimination, value propagation and constant folding, loop trans-
formations, removal of unused return values and function arguments. This is
approximately comparable to running gcc with the -02 optimization flag. The
maximum standard optimization level -03 was not used, because — similar to
gcc — this would enable function inlining and loop unrolling which may heavily
increase a task set’s code size, thus possibly even reducing the optimization po-
tential of any subsequent memory allocation based WCET-aware optimization
technique. For the Infineon TriCore TC1796 architecture, additionally the use of
floating-point assembly instructions was activated. For the ARM7TDMI architec-
ture, this does not apply as ARM7TDMI does not feature a floating-point unit.
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Compared to a fully unoptimized program (i.e., issuing the -00 optimization
level), this allows for a more realistic evaluation, as common ACET optimizations
like, e.g., constant propagation also improve on the worst-case timing behavior.
The task set is then fully assembled and linked and each task’s WCET is initially
analyzed. Based on these WCETs, timing parameters are then determined for a
user-specified target load as discussed in Section 11.2.

Then, the optimization which is to be evaluated is performed from within WCC.
If a suitable solution is found within a time limit of two hours, the optimization
returns this solution. The optimized program is then compiled, assembled and
linked, and once again each task’s WCET is analyzed. Finally, a schedulability test
is performed using these timing parameters in order to verify that the optimization
did return a correct solution.

In case that no suitable solution to the optimization problem could be found
within a user-selectable time limit, the genetic approach selects the best individual
available. The ILP-based algorithms returns the original task set without any
modifications. In both cases, the resulting task set will not yield a schedulable
system.

11.7. Evaluation Setup

This section gives an overview of the concrete parameters used for the evaluation
setup in the upcoming Chapter 12. The evaluation is performed for task sets
consisting of 2, 4, 6 and 8 tasks, respectively. For each task set size, 20 different
task sets were generated randomly (cf. Section 11.1). These task sets are then
used for all optimizations for both ARM7TDMI and Infineon TC1796.

For each task set, different unoptimized loads are randomly generated as
described in Section 11.2. All evaluations are evaluated for initial loads ranging
from 0.8 to 2.2. This allows for a good impression of the performance of most of
the evaluated optimizations. However, for the ILP-aware SPM optimization for
ARM7TDMI in Section 12.1.1, the repair rates were so good that the range was
extended to an initial load of 3.0 for this evaluation.

Each task is modeled as a periodical task with jitter. The jitter may range
between 0% and 1% of the task’s original period. The tasks” deadlines were
chosen between 80 % and 120 % of the original period. Periods are then adjusted as
described in Section 11.3 in order to obtain computationally feasible hyper-periods.

The size of the SPM memory plays a crucial role when evaluating the optimiza-
tion potential of an SPM allocation. If the SPM size is very small, only little to none
basic blocks can be allocated to the fast memory. Subsequently, the evaluation will
not show any meaningful results, because, no matter how good the optimization
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algorithm is, the hardware configuration does simply not allow for any meaning-
ful improvements. If the SPM size is chosen too big, then the optimization prob-
lem becomes trivial as all — or at least all timing-critical — basic blocks of the task
set can be assigned to the SPM. To counter this issue, the SPM size was chosen
relatively to each task set size. E.g., if a task set’s code size is 100 kB, an SPM with
20 % relative size would be 20 kB big. Thus, at most 20 % of all instructions of the
task set can be allocated to the SPM. In reality, this will be somewhat less, because
the allocation is done at basic block and not instruction level. Also, the addition-
ally needed jump correction (cf. Section 7.3.1) may add additional overhead. For
this thesis, a relative SPM size of 40 % proved to provide meaningful results for
the SPM allocation for both the ARM7TDMI and the TC1796 architectures. Ap-
pendix A shows the results for 20 %, 40 %, 60 %, 80 % and 100 % relative SPM size.

When using an instruction cache, the cache size plays an equal role than the
SPM size when it comes to evaluating an optimization’s performance: If the
cache size is too big, there won’t be any cache evictions. If the cache size is too
small, there won’t be any meaningful number of cache hits. In order to maintain
comparability, the cache size was chosen identical to the SPM size discussed in
the previous paragraph.

To avoid barely schedulable systems, the ILP objective to minimize the sum
over all WCETs was also applied to the ILP with schedulability constraints.

As a basic preemption penalty, two additional memory accesses are assumed
for both Infineon TriCore and ARM7TDMI in order to refill the processor’s
pipeline when resuming a preempted task (cf. Section 8.4). The concrete position
of a preemption in the code is not known at compilation time. Therefore, the
preemption variable e; ; has been modeled within the ILP such that the access
timings to the slow main memory are assumed if at least one basic block of the
preempted task resides in this slow main memory. If the whole task is allocated
to SPM, then the SPM timings are used.

Finally, in order to limit evaluation times, a timeout of two hours was specified
for each optimization, excluding the compiler-based overhead or WCET analyses.
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In this chapter, both the ILP-based optimization framework and the framework
based on a genetic algorithm are evaluated and the results are discussed. For all
evaluations, the methods discussed in Chapter 11 are used.

For each evaluated setup, both the repair rates and the needed compilation time
are evaluated. The compilation time always comprises the whole compilation
process, including standard optimizations, all WCET and schedulability analyses
and the optimization itself. If a process is terminated by timeout, the depicted time
may exceed the denoted timeout, as the watchdog which monitors all evaluation
processes for their runtime may not always be able to terminate the running
process at once due to techncial reasons. Evaluation times are depicted as box
plots. In these plots, the central red mark of each box denotes the median over all
results. The edges of the box depict the 25 and 75t percentiles. The maximum
whisker length is defined as 1.5 times the difference between the 75" and 251
percentile. Outliers are indicated by additional red markers.

The repair rates are given as bar plots. The x axis depicts the load of the system
prior to applying the optimization under test. The y axis depicts the percentage
of systems which is schedulable after applying the respective optimization.

Section 12.1 shows the results for systems with no caches for both ARM7TDMI
and Infineon TriCore architectures. Section 12.2 continues by evaluating systems
with instruction caches. In both sections, the scheduling task is not modeled
explicitly. Section 12.3 shows the impact of a scheduler task on the repair rates
for the Infineon TriCore architecture. The results are summarized in Section 12.4.

12.1. Systems Without Instruction Cache

In order to give an impression of the general performance of the schedulability-
aware optimization framework, this section evaluates the repair rates and neces-
sary compilation times for systems without caches and without explicit modeling
of a scheduler.
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12.1.1. ILP Optimization on ARM7TDMI

This section shows the results of the ILP-based optimization approach for the
ARM7TDMI architecture. The concrete setup was previously described in
Section 11.7.

Fig. 12.1 shows the results with regard to the repairable task sets. The X-axis
of each graph denotes the original unoptimized system load. The Y-axis gives
the percentage of task sets which are schedulable after applying the respective
compiler optimizations. The bars depict the arithmetic mean over the repair rates
for DMS and EDF for each evaluated optimization and system load.

The first two bars show the results for DMS scheduling. The first bar (green
color) shows the percentage of systems which are schedulable after applying the
schedulability-aware ILP optimization framework as proposed in Section 8.3.2.
In order to illustrate that the schedulability-aware ILP constraints are actually
needed in order to achieve good repair rates, the second, blue, bar shows the
results for the schedulability unaware SPM optimization from Chapter 7. In the
graphs’ legend, this is marked by “NoSched”. This optimization simply tries to
minimize the sum over all WCETs of all tasks without regarding context switching
costs or the impact of the scheduling algorithm. The second two bars in orange
and yellow show the analogous results for EDF scheduling in the same order.

The results show that the schedulability-aware optimization framework is able
to repair a significant amount of task sets up to an original unoptimized system
load of 300 %. For loads below 1.2, virtually all task sets were schedulable. For
improved readability, these loads are therefore skipped in Fig. 12.1. For the sake
of completeness, the numbers can be found in the Appendix in Table A.2. For the
depicted loads, it can be seen that the number of repairable task sets stays at a very
high level up to aload of 1.6 and then starts to gradually decrease. These generally
high repair rates stem from its relatively simple hardware structure. ARM7TDMI
does not feature any prefetching mechanisms. With the timings used in this
evaluation, each instruction fetch from the slow Flash memory will stall the CPU
for 6 cycles, while an access to the SPM can be performed within one cycle. As a
result, moving all instructions to the SPM would lead to a speedup of up to a factor
of 6. This allows for a good impression of the capabilities of the schedulability-
aware optimization framework, as the theoretical improvements due to a more
efficient hardware usage (i.e., an optimal SPM allocation) are very high.

The repair rates at low loads do not change significantly with the size of the task
set. The reasons for this are both the high optimization potential and the relative
SPM size used for the evaluation. However, due to the larger number of evictions,
repair rates inevitably decrease for increasing task set sizes at higher loads.
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Figure 12.1: ILP-based repair rates for the SPM optimization on the ARM7TDMI ar-
chitecture. The SPM size is 40 % of the size of each task set. The
graphs compare the repair rates for ILPs with and without schedula-
bility constraints for both EDF and DMS scheduling.
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For relatively small loads, DMS (green) and EDF (orange) perform comparably
good. For larger task sets and loads, however, differences can be seen. For the
systems with 4 tasks and an original system load of 200 %, 100 % of the evaluated
task sets could be repaired when using DMS, compared to only 90 % for EDF. At
220 % original load, still 90 % of the task sets could be repaired for DMS and 60 %
when using EDF. Despite the fact that EDF is supposed to be an optimal scheduling
algorithm, it can lead to worse results in practice. This stems from the fact that EDF
may lead to a higher number of possible preemptions. While the approach in this
section does not explicitly model a scheduling task, it does account for preemption
penalties (e.g., the flushing of the CPU’s pipeline at preemption of a task and
having to refill it once the preempted task is resumed). As a result, EDF may lead
to worse results than fixed-priority scheduling algorithms like DMS. However,
this is no general rule but depends on the actual tasks and their scheduling
parameters. This can be seen, e.g., for the system consisting of 8 tasks and an
original load of 200 % and 260 %. Here, EDF significantly outperforms DMS.

In comparison to the schedulability-unaware optimization, the results in Fig. 12.1
show that for relatively low system loads in large task sets, the schedulability-aware
framework may perform worse than an schedulability-unaware optimization.
This stems from the fact that both modeling the timing behavior of a benchmark
within the ILP-based optimization framework is not as precise as a final WCET
analysis. The reason for this lies in the simplifications made by modeling each
task’s WCET in the underlying ILP framework (cf. Section 7.3.3). Additionally,
the calculation of the gain achieved by moving a basic block into SPM can
also be conservative within the ILP model, due to the necessary accounting for
possible jump correction code. Therefore, the schedulability-aware optimization
framework may not return any solution, as it does not find a solution within the ILP
formulation which does not violate at least some constraints. For the ILP without
schedulability constraints, however, over-approximations of the WCETs are not
that critical. The optimization simply tries to optimize “into the right direction”
by reducing the sum over all WCETs. For relatively small loads, chances are good
that mostly any optimization will in fact reduce the task sets” WCETs to an amount
such that the system is schedulable. Therefore, while the schedulability-aware
optimization simply bails out, the schedulability-unaware approach may lead to a
feasible solution. For larger loads, however, it can clearly be seen that accounting
for the tasks’ timing constraints is crucial in order to achieve good repair rates.

The advantages of the schedulability-aware constraints can thus be especially
seen for the large task set consisting of 8 tasks and the highest evaluated system
load of 300%. Here, 50 % and 55 % of the systems could be repaired with
the schedulability-aware ILP optimization, while the not schedulability-aware
reference optimization is only able to repair 20 % of the evaluated task sets.
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Figure 12.2: Compilation times for ILP-based SPM allocation for the ARM7TDMI
architecture (40 % SPM size), including the whole compilation process
and all WCET analyses.

Finally, it can be seen that there are some somewhat counter-intuitive evaluation
results. E.g., for the task set consisting of 4 tasks and a load of 180 %, 85 % of the
task sets could be repaired when using EDF. On the other hand, for a load of 200 %,
the number of repairable task sets actually raises to 90 %. This stems from the fact
that the timing parameters were generated randomly. It is therefore possible that,
for the load of 180 %, deadlines and periods are generated less favorable for the
optimization framework as for the higher load. Not all tasks can be optimized to
the same extent. The WCET of a task featuring one small loop which is executed
very often may be drastically reduced even with a small SPM. On the other hand,
benchmarks with many branches and few loops are hard to optimize since moving
the code of one branch to the SPM might easily lead to another WCEP in the task’s
CFG without actually significantly reducing the WCET. If a task which cannot be
optimized a lot is assigned a high partial system load and a very tight deadline, it
may not be possible to repair it. On the other hand, in a system with a higher
overall load, the partial loads might be distributed more fairly between the tasks
or a task with a high optimization potential has the largest fraction of the overall
load. Such statistical spikes could be eliminated by increasing the number of task
sets in the analysis. However, the large time needed to compile, optimize and
analysis each individual task set limits such evaluations in practice.

Fig. 12.2 shows the corresponding compilation times as box plots. For both
schedulability-aware and schedulability-unaware optimizations, the runtime
grows exponentially with the number of tasks. This stems from the fact, that
the number of ILP variables and constraints grows linearly with the number of
tasks in the task set, and the ILP’s solving complexity grows exponentially with
the number of variables in the ILP. However, despite the exponential growth,
even for a system with 8 tasks, the median of the complete compilation process,
including all necessary WCET analyses, is still only within a couple of minutes.
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Additionally, it can be observed that the schedulability constraints obviously add
on the time needed to optimize a given task set. For all task set sizes, optimization
time is higher than for the schedulability-unaware optimization which solely tries
to minimize the sum over all WCETs of all tasks. However, the increase is still
only moderate. Most benchmarks with only 2 tasks still compile within 10 s. For
large task sets, the average overall compilation time can rise by a factor of 10.

12.1.2. ILP Optimization on TriCore

The evaluation setup for the Infineon TriCore TC1796 architecture was chosen
identical to the ARM7TDMI evaluation and has been described in Section 11.7.

Fig. 12.3 shows the results for the Infineon TriCore TC1796 as target platform.
The graphs’ axis setup and bar order is identical to ARM7TDMI in the previous
section. The general trend of the results for TriCore TC1796 looks comparable
to the ones for ARM7TDMI. As expected, the repair rates of the schedulability-
aware optimizations for both DMS and EDF decrease approximately linearly with
the unoptimized system load.

However, compared to the ARM7TDMI evaluation in the previous section,
there are two major differences: First, the overall repair rates are significantly
lower and second, the gap between the schedulability-aware optimization and
the schedulability-unaware optimization is much smaller.

The reason for the lower repair rates stems from the fact that the Infineon
TriCore TC1796 features a memory prefetching unit. This means, that —in contrast
to the ARM7TDMI — not each instruction is fetched individually from memory.
Instead, multiple instructions are fetched as a block. Only the first of these
instructions suffers from the full latency of a fetch from the slow Flash memory.
Subsequent instructions are then already buffered and can be accessed within
one cycle. Therefore, the theoretical speedup by an SPM allocation is significantly
smaller than for the ARM7TDMI.

This smaller optimization potential is also the reason for the smaller gap between
the schedulability-aware and unaware optimizations. If the optimization potential
is low, both optimizations tend to move the same basic blocks to the faster SPM.

Additionally, due to the fact that the schedulability-aware optimization is con-
straint based, any over-approximation of the WCET within the ILP framework may
easily lead to an apparently unrepairable system. Obviously, if the optimization po-
tential is large (like, e.g., for the ARM7TDMI platform), small over-approximations
of the WCET can be compensated by the optimization. Potential reasons for such
over-approximations have been discussed in Section 7.3.3. If, however, the opti-
mization potential is relatively small, any over-approximation of the WCET can
lead to an appparently unrepairable system using a constraint-based optimiza-
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Figure 12.3: ILP-based repair rates for the SPM optimization on the TC1796 archi-
tecture. The SPM size is 40 % of the size of each task set. The graphs
compare the repair rates for ILPs with and without schedulability
constraints for both EDF and DMS scheduling.
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Figure 12.4: Compilation times for ILP-based SPM allocation for the TC1796
architecture (40 % SPM size), including the whole compilation process
and all WCET analyses.

tion framework. On the other hand, the optimization without schedulability-
awareness is simply performing a best-effort optimization. If a system is just barely
unschedulable, any WCET-aware optimization might lead to a schedulable system.
Thus, in these corner-cases the schedulability un-aware optimization can be able to
repair a system even if the absolute numbers on the WCETs are over-approximated.

However, apart from few outliers (e.g., for 8 tasks with an original load of 1.0
and 1.2 with DMS scheduling), schedulability-aware optimization is either better
or at least as good as the schedulability-unaware optimization.

When comparing the scheduling algorithms, EDF is not able to outperform
DMS. For larger task sets, EDF achieves better repair rates compared to DMS.
E.g., for 8 tasks and a load of 1.6, 50 % of the systems could be repaired using
EDF, compared to 40 % when using DMS. However, for smaller task sets, this may
differ. While EDF slightly outperforms DMS for the smallest task set with only 2
tasks, DMS outperforms EDF for the 4 task systems. E.g., at an original load of 1.6,
60 % of the task sets could be repaired using DMS but only 50 % when using EDF.
The number of evaluated task sets is still too low to state that DMS outperforms
EDF, instead it rather shows that both are performing equally well on average.

Fig. 12.4 shows the corresponding compilation times as box plots. Analogous
to the ARM7TDMI architecture, this includes the whole compilation process
including all WCET analyses. For the schedulability-aware optimization, the
complexity of the ILP grows linearly with the number of tasks for which a
schedulability test has to be performed. As a result, the compilation times grow
exponentially. However, even for a system with 8 tasks, the median of the
compilation time is still within the range of a couple of minutes only.

For the schedulability unaware optimization, compilation times also grow
exponentially. However, due to the massively simpler ILP, this increase is very
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small. It can be observed that the randomly assembled task sets lead to an
anomaly in the case of task sets with 6 tasks. Here, some ILPs take a significant
amount of time to solve, such that the 75 % quartiles heavily outweight the results
for the other task set sizes. Furthermore, it can be seen that (apart from the 6
task case), the variance in execution time is very small. This stems from the fact
that without schedulability-awareness, the ILP solver will always return the same
result, no matter what activation period, deadline or jitter was assigned to a task.
Therefore, apart from solver-internal variances or load variances on the server
running the evaluations, there are no expected differences between solving one
task set for different original loads.

12.1.3. Evolutionary Algorithm on ARM7TDMI

This section evaluates the performance of the genetic algorithm proposed in
Chapter 10 for the ARM7TDMI platform. In order to be able to compare the results
with the ILP-based optimizations from Section 12.1.1, all system parameters are
adopted from the ILP optimization. This especially means that for each given
number of tasks in a task set and a given unoptimized load, the identical systems
with the identical timing parameters were used for the evaluation. As a result, the
results from Section 12.1.2 and this section can be directly compared in order to
give an impression of the optimization quality and runtime of both approaches.

Fig. 12.5 shows the repair rates when performing the genetic algorithm. The
first two bars for each target load show the results for DMS scheduling when
using either a scaling factor or the number of tasks which have to be removed as
a fitness function (cf. Section 10.5). Overall, the evaluation shows that the scaling
factor based approach leads to significantly better or at least not worse repair
rates than the task removal heuristic. Only for very few systems (2 tasks with a
load of 1.6, 4 tasks with a load of 1.6 or 6 tasks with an original load of 1.2), the
task removal heuristic performs slightly better than the scaling factor for at least
one scheduling algorithm. On the other hand, for several setups, the task removal
leads to significantly worse repair rates. This especially holds for the large task set
with 8 tasks and DMS scheduling. For an original load of just 1.0, the task removal
heuristic can only repair 45 % of the task sets with DMS scheduling, while the
scaling factor-based approach is able to repair 85 % of the evaluated systems. For
a load of 1.4, the scaling factor based approach can even repair four times more
systems than the task removal heuristic. For a load of 1.6, the scaling factor-based
approach can repair twice as many systems as the task removal heuristic.
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Figure 12.5: Evolutionary algorithm based repair rates for the SPM optimization
on the ARM7TDMI architecture. The SPM size is 40 % of the size of
each task set. The graphs compare the repair rates for two different

fitness functions for both DMS and EDF scheduling.
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Figure 12.6: Compilation times for the evolutionary algorithm based SPM alloca-
tion for the ARM7TDMI target, including all WCET analyses.

In general, it can be observed that the gap is especially high for DMS scheduling.
For EDF scheduling, the scaling factor-based approach is still slightly better but
usually only by about 5 % to 10 %.

In comparison to the ILP-based optimizations it can be seen that the genetic
algorithm performs significantly worse. The genetic algorithm performs even
worse than the reference ILP optimization without awareness of the system’s
schedulability parameters. E.g., for the largest task set with 8 tasks and a system
load of 2.0, the genetic algorithm is not able to repair any task set. In contrast, the
ILP based optimization without schedulability-awareness was able to repair 70 % of
the task sets using DMS scheduling and 80 % using EDF. The schedulability-aware
ILP could even repair 75 % of the task sets under DMS scheduling and 95 % using
EDF. Even for the smallest task sets with only two tasks, the genetic algorithm
could only optimize 10 % of the systems for DMS and 20 % for EDF scheduling at
aninitial load of 2.0. On the other hand, the schedulability-aware ILP optimization
framework could repair 95 % of the task sets for each scheduling algorithm.

Fig. 12.6 shows the results on the runtime of the genetic optimization. It can be
seen that the runtime does not heavily differ between the task removal heuristic
and the scaling factor-based approach. For both approaches, a significant amount
of evaluations hits the two hour time cap. Even for the task sets consisting of only
two tasks, both approaches have single evaluations which do not finish within
the time limit. In contrast, for the ILP-based approaches all compilation times
were clearly under 1000 s for such small systems. The few number of task sets
which can be solved within one second are systems which are already schedulable
without any optimization (i.e., the systems with an original load of 0.8). For
these systems, the initial population of the genetic algorithm already features a
schedulable system, thus the optimization terminates instantaneously.
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12.1.4. Evolutionary Algorithm on TriCore

In this section, the performance of the genetic algorithm is evaluated for the
Infineon TriCore architecture. The results correspond to Section 12.1.2 where the
same setup was evaluated using the ILP-based approach.

Fig. 12.7 shows the results on the repair rate for the genetic algorithm. For the
different task set sizes, the graphs compare the number of systems which could
be repaired with either the scaling factor based fitness function or the ILP based
task removal heuristic (cf. Section 10.5). The optimizations were performed for
both DMS and EDF scheduling.

In consistence with the ARM7TDMI results, the most obvious observation
is that the genetic algorithm performs significantly worse than the ILP-based
optimization depicted in Fig. 12.3. The genetic approach is barely able to repair
any task set with an initial load of 1.4 or higher. At a load of 1.0, the genetic
algorithm is still able to repair a significant amount of systems, but even then,
the repair rate is clearly outperformed by the ILP approach. This stems from
the fact that for each individual, a WCET analysis must be performed in order
to determine the fitness of the individual. This analysis is very time consuming,
such that the optimization runs into its 2 h timeout without being able to evaluate
a significant amount of individuals

The comparison of the ILP-based optimizations for ARM7TDMI and TriCore
already showed the lower optimization potential of the SPM optimization for
the more sophisticated TC1796 architecture. This can also be seen for the genetic
algorithm, where the repair rates are significantly lower than for the genetic
algorithm on the ARM7TDMI architecture. For those small loads for which the
genetic algorithm does show any significant repair rates, the scaling factor-based
approach slightly outperforms the task removal-based heuristic. However, this
gap is smaller than observed with the ARM7TDMI-based setup. E.g., for the
task set consisting of 8 tasks and DMS scheduling, 60 % of the systems could be
repaired using the scaling factor-based approach, compared to 45 % using the
task removal heuristic. In contrast for ARM7TDMI, in this scenario 85 % could be
repaired with the scaling-factor as fitness function, but only 45 % using the task
removal heuristic. For larger loads, the relative difference between scaling factor-
based fitness function and task removal heuristic becomes larger. E.g., three times
more systems could be repaired with the scaling factor-based approach for DMS
scheduling and an original load of 1.2 in the 8-task system with the task removal
heuristic. However, the overall repair rates of 15 % and 5 % are so low that these
relative numbers do not have much significance.
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Figure 12.7: Evolutionary algorithm based repair rates for the SPM optimization
on the TC1796 architecture. The SPM size is 40 % of the size of each
task set. The graphs compare the repair rates for two different fitness
functions for both DMS and EDF scheduling.
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Figure 12.8: Compilation times for the evolutionary algorithm based SPM alloca-
tion for TC1796, including the all WCET analyses.

Fig. 12.8 shows the execution times of the genetic algorithm. The evaluation
times do not significantly differ from the ARM7TDMI case. For the smallest
task sets, no evaluation hits the time limit, yet the repair rates of the genetic
algorithm have been shown to be bad. These cases stem from the fact that the
genetic algorithm preliminarily aborts if it cannot find any improved solution for
two generations. These early terminations suggest that the random selection and
recombination approach of the genetic algorithm is generally not ideal in order
to find good solutions for a schedulability-aware optimization. The reason for
this may reside in the general problem of WCET optimization: Optimizing any
part of the program which is not part of the WCEP will not change the result in
any way. At the same time, optimizing any part of the program which is part of
the WCEP may lead to an apparently random change of the WCEP, rendering
previous SPM allocations useless. The ILP-based optimization approaches tackle
this issue by implicitly modeling the WCEP through each task of the task set at
any time of the optimization (cf. Chapter 7). The genetic algorithm, on the other
hand, has no such means. Each individual is only evaluated based on its WCET.
Path information cannot be encoded into the fitness, making it hard to impossible
for any selection algorithm to choose between the best individuals to combine.

12.2. Systems With Instruction Cache

This section evaluates the effect of instruction caches on the optimization. The
evaluation is performed on the Infineon TriCore TC1796 architecture. The TriCore
features a two-way set-associative instruction cache with LRU replacement policy.
In order to account for effects of different benchmark sizes, the overall size of the
cache is chosen to be as large as the SPM. IL.e., in the following evaluation, both
SPM and cache will each be 40 % of the size of the evaluated task set.
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The goal of this section is twofold: First, the general applicability of the
schedulability-aware ILP framework to cached systems is to be evaluated. Second,
the impact of an explicit modeling of cache conflicts, as introduced in Chapter 9,
is shown.

The evaluated task sets are identical to the ones without caches. Due to the
fact that the unoptimized system already uses caches, the unoptimized WCETs of
all tasks differ compared to the unoptimized systems in the previous sections.
Because the deadlines and periods are generated randomly such that a given
target load is met for the unoptimized system, these parameters also differ
compared to the previous sections. However, for each optimization in this section,
timing parameters are identical such that a direct comparison of the different
optimizations is possible.

In order to show the impact of the explicit modeling of the cache, for each
DMS and EDF, four optimizations are evaluated: The schedulability-aware ILP
optimization without any explicit modeling of caches. The schedulability-unaware
ILP optimization without any explicit modeling of caches. These two optimizations
are identical to the ones performed in Section 12.1.2. Then, the schedulability-
aware ILP optimization is performed with explicit modeling of both intra-task
cache conflicts and inter-task cache conflicts (i.e., CRPD), as described in Chapter 9.
Finally, the ILP optimization is performed with only inter-task CRPD analysis.

For the cache-unaware optimizations, the ILP does not guarantee to return safe
results. By moving basic blocks to the SPM, the caching behavior may change,
thus the WCET of a task within the ILP may be under-approximated. In case that
the ILP found an apparently schedulable solution, all WCETs of all tasks of this
optimized task set were retrieved by using aiT. Then, UCB/ECB analysis was
performed on this task set and schedulability was re-analyzed with all these inter-
and intra-task cache conflicts. Only if this schedulability analysis based on the
exact WCET analysis by aiT yields a schedulable system, the system was counted
as “repairable” within the results.

Fig. 12.9 shows the results for DMS scheduling. The overall repair rates are
significantly lower than for the non-cached systems evaluated in Section 12.1.2.
This behavior is to be expected, since the cache further compensates for the slow
Flash memory access times. As a result, the theoretical improvement of the
schedulability behavior due to an SPM assignment is even further decreased. Yet,
for the task sets containing 6 tasks, still 30 % of all task sets could be repaired
with an unoptimized load of 160 %.

It can be seen that even for a load of 0.8, not all task sets can be repaired. This
stems from additional context switching costs due to CRPD. Furthermore, it can
be seen that, apart from low original system loads of 0.8 and 1.0, the schedulability
aware ILP optimization outperforms the schedulability unaware reference. E.g.,
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Figure 12.9: ILP-based repair rates for the SPM optimization on the TC1796 archi-
tecture with instruction cache using DMS scheduling. The SPM size
and the cache size are 40 % of the size of each task set. The graphs
compare the repair rates for different levels of explicit cache modeling.
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for a task set size of 4 tasks, 35 % of the task sets could be repaired with the
schedulability-aware approach for an original load of 1.4, while only 15 % could
be repaired without schedulability-awareness.

When looking at the ILP optimizations with explicit cache modeling, it can easily
be observed that the repair rate is generally very low. Only for the smallest task
set size, the schedulability-aware ILP optimization with explicit cache modeling
produce notable results. However, only for an unoptimized load of 1.6, the solely
CRPD-aware ILP optimization is able to outperform the schedulability-aware
optimization without explicit modeling of the cache. This result stems from the
high complexity which is added by explicitly modeling the caching behavior
within the ILP. As a result, most of the ILPs were terminated by timeout without
aresult after 2 h.

Fig. 12.10 shows the results for EDF scheduling. For EDF scheduling, the
overall repair rates tend to be slightly higher for larger task sets. E.g., for 4 tasks
and an original load of 1.2, the schedulability-aware ILP optimization was able
to repair 75 % of the task sets, while only 70 % could be repaired under DMS
scheduling. This gap further increases with increasing task set size. For 8 tasks
and an original load of 1.6, 20 % of the evaluated task sets could be repaired using
EDF while only 5 % were schedulable with DMS. Apart from this trend which is
consistent with the results of the evaluation of the non-cached system, the results
for EDF scheduling show the same trend as when using DMS.

It should be noted that — despite the smaller optimization potential and the
potentially unsafe WCET estimation within the ILP — the repair rates of the cache-
unaware ILPs still outperforms the repair rates of the genetic algorithm of the
uncached system by far. E.g., for the largest task set with 8 tasks and an original
load of 1.2, the genetic algorithm in Section 12.1.4 was only able to repair up to
15 % of the task sets using DMS and 20 % with EDF scheduling. On the other hand,
the proposed ILP optimization framework was able to repair 75 % of the systems
under DMS and 90 % of the evaluated task sets when using EDF scheduling.

Due to the fact that the genetic algorithm performs such bad compared to the
ILP, with almost every single evaluation hitting the 2 h time limit, no explicit
evaluation of the genetic algorithm on cached memory is given.

Fig. 12.11 shows the resulting timings. For the schedulability-aware ILP
optimization without explicit cache modeling, the evaluation times are slightly
larger than when applying the same optimization on an uncached system. This
timing increase stems from the smaller optimization potential. Even without
explicitly modeling the cache behavior in the ILP, some basic blocks are considered
a cache hit by the initial WCET analysis of the unoptimized system. Assigning
these basic blocks to the SPM will not lead to any improvement in the schedulability
of the system, as a cache hit is equally fast as an SPM access on the TriCore
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Figure 12.10: ILP-based repair rates for the SPM optimization on the TC1796 ar-
chitecture with instruction cache using EDF scheduling. The SPM
size and the cache size are 40 % of the size of each task set. The
graphs compare the repair rates for different levels of explicit cache
modeling.
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Figure 12.11: Compilation times for ILP-based SPM allocation for the TC1796
target with instruction caches. The depicted times comprises all
WCET analyses.

architecture. Therefore, less feasible solutions (if any) exist, which lead to a
schedulable system, which has a negative impact on the solver’s performance.

The ILP without cache nor schedulability-awareness (cf. Section 12.2) does not
have any noticable performance decrease compared to the execution on uncached
memory.

As previously discussed for the repair rate, it can be seen that the vast majority
of ILPs with explicit cache-awareness hit their two hour time limit. Only for
the smallest task sets with two tasks, the median of the ILP optimization with
only CRPD modeling is at about 100 s. The whiskers of the box plots indicate
that for each task set, few systems are always solved within a couple of seconds.
These stem from the systems at a low original system load of 0.8 which were
actually schedulable without any optimization at all and did therefore not need
any optimization.

In conclusion, this section showed that the schedulability-aware ILP optimiza-
tion framework proposed in this thesis can successfully be applied to cached
systems. Due to the nature of the caches which accelerate access to the slow Flash
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memory, the optimization potential of performing an SPM allocation is smaller
than when applied to a non-cached system. As a result, the overall repair rates
are smaller than without caches. Additionally, it could be shown that the ad-
ditional overhead of an explicit modeling of the cache conflict behavior is not
reasonable. While prior publications showed good results in single-tasking sys-
tems [LKF16], such modeling proved to result in a combinatorial problem which
is computationally infeasible with today’s ILP solvers and hardware.

However, even without explicit modeling of a cache, the ILP-based schedula-
bility-aware framework proved to provide good results which even outperform
the repair rates of the genetic approach on uncached memory.

12.3. Impact of Real-Time Schedulers

This section aims at illustrating the impact of a scheduling task on the system’s
overall schedulability. For this, the system setup from Section 11.7 is used as a basis.
In detail, this means that for each task set size, the same task sets were used as in
all the setups above. The Infineon TriCore TC1796 is used as a target architecture.

Then, a small DMS scheduler is created which is specifically tailored towards
the number of tasks in each given task set, as discussed in Section 11.5. When
calculating the relative SPM size, the size of the scheduler is not accounted for.

Due to the fact that this thesis covers event based systems, the scheduling task
does not need any specific activation pattern. Instead, it is assumed that each
time an event occurs, the scheduler task is executed. The scheduler then decides
whether the triggered task is executed and preempts the currently running task
(in case that it has a logically higher priority), or whether it must wait. The
scheduling overhead is thus added on top of the unoptimized system. This means
that the actual unoptimized load may be significantly higher than the depicted
load of the net task set without scheduling overhead.

These overall systems are then optimized towards their schedulability using
the ILP framework. Within the optimization framework, the scheduler is modeled
as another task with highest priority and multiple activation periods which equal
all activation periods of the regular tasks (cf. Section 11.5.2). An evaluation using
the genetic approach was not performed, due to the low repair rates of the genetic
algorithm even without the additional schedulability overhead.

Fig. 12.12 shows the result of the optimization. The repair rates are significantly
lower than the ones in Section 12.1.2 which do not feature any scheduler overhead.
Without scheduler overhead, all task sets were schedulable at a load of 0.8. Now,
with the scheduler, only 80 % of the task sets can be repaired for the smallest
task sets using the schedulability-aware ILP optimization framework, and only
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75 % of the systems are schedulable after applying the schedulability-unaware
optimization. Due to the increased number of scheduler preemptions, the repair
rate significantly decreases for larger task sets. For the largest task set with 8
tasks, only 25 % of the task sets can be repaired using the schedulability-aware
framework. For the ILP without schedulability-awareness, the repair rate is
slightly higher with 30 %.

Overall, for the evaluated task sets, it can be seen that the repair rates are
extremely lower than without the scheduler. E.g., for the task sets consisting of 6
tasks, no task set could be repaired at an initial load of 1.6 while 35 % of the task
sets were repairable in Section 12.1.2 when the scheduler overhead was neglected.

It can be observed that for these small repair rates, the schedulability-aware
ILP optimization framework cannot outperform the schedulability-unaware
approach significantly. In the uttermost cases, however, the schedulability aware
ILP optimization framework is either as good or slightly better. This stems from
the fact that in these corner cases where hardly any system is repairable, any
pessimism of the WCET estimation within the ILP can be fatal for repairing the
system in a constraint-based optimization. Still, it can be seen that for the small
task sets, the schedulability-aware approach is able to repair at least some task sets
up to the load of 2.2 whereas the the reference optimization without schedulability-
awareness fails to repair any system with an original load of 1.8 or higher.

However, the additional load itself which is inflicted by the scheduler is not
the only reason for the bad repair rates. Despite the small size of the scheduler,
the WCET of the unoptimized scheduler ranges from 1132 CPU cycles for the
smallest 2 task system to 3 684 CPU cycles for the largest task sets with 8 tasks.
For comparison, the unoptimized WCET of, e.g., the select benchmark from the
MRTC benchmark suite is 7480 CPU cycles. Due to the nature of the scheduler,
the actual task cannot be executed as long as it has not yet been dispatchted by
the scheduler. This means that the execution of each task is delayed by the WCET
of the scheduler. If such a small benchmark has a small period and tight deadline
(relative to its own WCET), the resulting response time is so large that the task set
simply cannot be repaired by any means.

Example 12.1 (Scheduler Impact on Small Tasks)

Assume the select benchmark has the highest priority among all reqular tasks in a
task set of 8 tasks. Since the scheduler has the highest priority, select can therefore be
denoted as ty. Further assume that select’s period is larger than its WCET. Then, if the
scheduler is neglected, the WCRT vy is 11 = ¢ = 7480.

In a worst-case scenario (for select), the select benchmark is triggered first for
execution. Then, all lower-priority tasks are triggered subsequently afterwards. In this
case, the scheduling task t, is executed at least 8 times within one instance of select.
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Figure 12.13: Compilation times for ILP-based SPM allocation for the TC1796
architecture with scheduler, including all WCET analyses.

When accounting for this, the WCRT increases to v1 > 7480 + 8 - 3684 = 36 952.
This means that the WCRT is increased by at least a factor of 4.94. Depending on the
activation frequencies of the other tasks, the number of preemptions by the scheduler may
be even larger, leading to a further increase of select’s WCRT.

Fig. 12.13 shows the execution times of the optimization. For the schedulability-
aware ILP optimization framework, the results do not differ significantly from the
results without accounting for the scheduler. The addition of the scheduling task
does not add much complexity, as the scheduler’s activation patern is harmonic to
the activation periods of the regular tasks. Therefore, the event density function
does not have any new points of discontinuity. As a result, the scheduling test
needs not be performed for any additional time interval lengths. For the ILP
without schedulability constraints, it can be seen that the whiskers are smaller.
This simply stems from the fact that there are less task sets which are schedulable
without any optimization necessary. Additionally, due to the fact that the ILP is
about one magnitude faster without schedulability constraints, the additional
task can add a larger relative increase of the compilation time than for the ILP
with schedulability constraints.

Overall, this section illustrated that a scheduling task can be integrated within
the schedulability-aware ILP optimization framework without any adjustments
to the framework. Additionally, it showed that especially for task sets with
some small tasks, neglecting the scheduler overhead can easily lead to a severe
misprediction of the schedulability of the overall system.
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12.4. Summary

This chapter evaluated the ILP-based schedulability-aware optimization frame-
work which was proposed in Chapter 8. In order to illustrate both benefits and
disadvantages, the approach was compared to an ILP-based WCET optimization
which has no awareness of any effects on the schedulability of the overall sys-
tem. Additionally, the framework was compared to an optimization approach
based on a genetic algorithm which was proposed in Chapter 10. For the genetic
approach, two different fitness functions were applied.

The ARM7TDMI architecture was used to provide an evaluation of the opti-
mization framework on a relatively good predictable architecture. To show the
performance on complex hardware, the Infineon TriCore TC1796 microcontroller
was also evaluated. This platform provides a much smaller potential for memory-
based optimizations as its complex architecture with memory block fetches, mul-
tiple pipelines and branch prediction can already compensate for slow memory
access times.

Sections 12.1.1 to 12.1.4 evaluate the approaches for basic system setups with
no caches and in case of negligible scheduling overhead. As a result, the ILP-
based optimization outperforms the genetic approach by far for both architectures.
For the ARM7TDMI-based architecture, the ILP-based schedulability-aware opti-
mization framework also drastically outperforms the traditional ILP optimization.
While having an inevitable increase in compilation time, the schedulability-aware
optimization framework has a major impact on the repair rate. For the largest
analyzed task sets and high system loads, the schedulability aware optimization
framework can optimize more than twice as many task sets as the schedulability-
unaware optimization for both fixed and dynamic priority scheduling. Even for
an unoptimized system load of 300 %, half of the task sets could be repaired by
the optimization framework for task sets consisting of 8 tasks.

The analysis of the TC1796 showed that the benefit of the schedulability-
aware optimization framework decreases compared to ARM7TDMI. The main
reasons for this are a significantly smaller optimization potential due to the
TC1796’s hardware features and more pessimistic WCET estimates within the
ILP optimization framework.

Nevertheless, the schedulability-aware optimization framework provides sig-
nificantly better repair rates in multiple scenarios. In a real-world scenario based
on such complex architectures a system designer might first try to optimize the
system without accounting for the schedulability constraints. If this approach
does not lead so a schedulable system, schedulability constraints can be added to
the existing ILP.
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Section 12.2 investigated the impact of caches on the optimization framework.
An extension of the ILP framework to explicitly model instruction caches was
presented in Chapter 9 and has previously been successfully applied to single-
tasking systems [LKF16]. The evaluation showed that the overhead of the explicit
modeling of cache conflicts within the ILP leads to such an increase in the
complexity of the resulting linear program that most evaluations resulted in a
timeout.

However, the evaluation of cached systems also showed that the schedulability-
aware ILP framework shows good repair rates even without explicit modeling
of caches. L.e., while an explicit modeling of caching behavior within the ILP is
computationally clearly infeasible, this is not needed in order to achieve noticeable
repair rates up to original system loads of 160 %. Despite its imprecision, the
proposed schedulability-aware ILP-based optimization framework significantly
outperforms the genetic optimization.

It is subsequently possible to use the approach for optimizations on complex
embedded target architectures. The evaluation showed that even for an unopti-
mized load of 160 %, a significant number of systems can be repaired without
having to exactly model any side effect which can be caused by the optimization.

Finally, Section 12.3 investigated the real impact of an additionally available
scheduler. In order to examine this issue, a low-overhead fixed-priority scheduler
was proposed in Section 11.5 and was implemented as part of a bachelor thesis
[Fis18]. The scheduler is assumed to be event-based. l.e., each time an event
is triggered, the scheduler is executed and subsequently assumes whether the
respective task may be executed or not. The evaluation showed two things: First,
the ILP-based optimization framework is able to optimize such systems without
any additions to the framework. The scheduler can be modeled as the highest-
priority task with respective activation patterns. From the optimization’s point of
view, accounting for the scheduler does not add more complexity as any other
additional task would add. Second, the results show that, especially for hard real-
time systems with very small tasks, the overhead of even such a small scheduler
may easily be significantly larger than the WCETs of some of the actual tasks. As
a result, when applying any schedulability-aware optimizations for hard real-
time systems, neglecting the scheduler overhead may easily lead to an unsound
prediction of the system’s schedulability. Tight deadlines which are only slightly
larger than a small task’s WCET may be impossible to hold, even in simple setups.
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13.1. Summary

This thesis presented a novel approach to integrate a multi-tasking hard real-
time system’s key property — schedulability — as a design constraint into compiler
optimizations. In the past, code-level based optimizations focused on optimizing
one single WCET of one selected task. However, this is no longer sufficient in a
multi-tasking environment where multiple tasks must all finish execution prior
to their respective deadlines. Optimizing one given task may easily influence the
timing behavior of other tasks in the system — either directly by the time the task
prevents a lower-priority task from execution — or indirectly, if the optimization
of one task prevents other tasks from being optimized due to limited hardware
capabilities. Therefore, it is of crucial importance to decide which task should be
optimized to which extent in order to generate an overall schedulable system.

As a consequence, this thesis moves the focus from minimizing one single
WCET of a specifically selected task to a holistic optimization which spans over
the whole task set of a multi-tasking system. Chapter 8 shows how this can be
achieved by proposing an ILP-based optimization framework. The framework
incorporates system-level timing analyses into a code-level optimization platform.
Timing analyses are based on the concept of event-triggered systems which are
modeled using density and interval functions. This allows for the schedulability-
aware optimization of arbitrarily triggered tasks with arbitrary deadlines. The
approach supports the optimization of systems scheduled under both fixed-
priority and dynamic-priority scheduling algorithms. The framework thereby
closes the gap between system-level analysis techniques on the one hand and
code-level based compiler optimizations on the other hand. Chapter 9 shows
how the framework can be extended to precisely include the effects of commonly
found caches using the LRU replacement policy into the schedulability-aware
optimization framework.

As an alternative to the ILP, a genetic algorithm was proposed in Chapter 10 in
order to compare the ILP-based approach both with regard to the framework’s
runtime and its optimization results.

The WCET-aware C compiler framework WCC was used to evaluate the proposed
approaches. Evaluations were subsequently performed in Chapter 12 for both the
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Infineon TriCore and the ARM7TDMI target architectures. The results show that
the ILP-based approach is able to repair a significant amount of systems which
initially did not comply with their timing constraints. It outperforms the genetic
approach both with regard to optimization quality and runtime by far.

13.2. Future Work

Based on the results of this thesis, multiple directions of future research are
promising:

Task Dependencies This thesis focused on optimizing independent tasks. A first
approach on future research could thus be to extend the schedulability-
aware ILP constraints towards explicitly modeling task dependencies.

Multi-Core Systems This thesis tackles single-core systems. It could be shown
successfully, that both of the approaches proposed in this thesis can be ap-
plied to multi-core systems which are accessing a shared memory using a
Time Division Multiple Access (TDMA)-scheduled bus [LOF20]. Despite
showing the general applicability, the results also showed that the compu-
tational complexity of such an optimization framework is very high. Ad-
ditionally, an ILP-based tight bus-analysis for single-task multi-core opti-
mizations has been proposed in [OLF17]. However, integrating this into a
multi-tasking setup is easily computationally too expensive even for trivial
systems with two cores and two tasks per core.

Future research could therefore try to find a compromise between the micro-
architectural view which is needed for code-level optimizations and the
system-level view which allows for a fast analysis of multi-core timing
behavior. A first promising approach on how this could be integrated into
WCC has been previously presented by Oehlert et al. [OSF18].

Multi-Objective Optimizations Apart from the mandatory requirement of com-
plying with all timing constraints, many embedded real-time systems are
subject to further design constraints. On battery powered systems, energy
consumption plays a major role. An energy analysis framework was included
into WCC by the author of this thesis [RLF18], and first tests on optimizing
both schedulability and average-case energy consumption using the frame-
work proposed in this thesis look promising.

Further design restrictions stem from limited memories in embedded
systems. An embedded system should therefore not only be optimized for
performance, but also for code size. A possible extension of the thesis at
hand is to remodel it into multi-criteria optimizations [RLF14] focusing WCET
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and code size. The general applicability of this idea has previously been
shown [MLF18; MLF19].

This way, an optimizing compiler could, e.g., optimize a system for the
least energy consumption while also ensuring schedulability and code
size constraints. Apart from this, future work could also comprise adding
reliability optimizations like, e.g., memory aging as additional design
constraints. This was outlined in [OLF18b].

Sytem-Level Design Integration WCC has previously been used successfully in or-
der to automatically generate code for timing-predictable hardware architec-
tures [Pag+18]. Additionally, it has also been shown that WCC’s capabilities
can already be applied in order to analyze external buses like, e.g., CAN or
FlexRay [OF18]. Combining these results with the schedulability-aware op-
timization framework proposed in this thesis could lead one step forward
towards a holistic synthesis tool which is able to propagate system-level
requirements down to fine-grained code-level optimizations. The general
idea how such a framework could interact with WCC has originally been out-
lined in [Lup+13].
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A. Evaluation of SPM Sizes

The following sections show the results for the static SPM allocation as discussed
in Section 11.7 for different relative SPM sizes. Appendix A.1 shows the results

for the ARM7TDMI architecture. Appendix A.2 continues with the results for
TriCore TC1796.
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A. Evaluation of SPM Sizes

Table A.1: Repair rates for the ARM7TDMI target for very low loads when
performing an ILP-based SPM allocation for 20 % SPM size. u denotes
the unoptimized system load.

Tasks | Initial ILP Sched. | ILP NoSched | ILP Sched. | ILP NoSched
Load u (DMS) (DMS) (EDF) (EDF)
2 0.8 100 100 100 100
2 1.0 95 90 95 90
4 0.8 100 100 100 100
4 1.0 100 100 100 100
6 0.8 100 100 100 100
6 1.0 100 100 100 100
8 0.8 100 100 100 95
8 1.0 90 95 95 95

Table A.2: Repair rates for the ARM7TDMI target for very low loads when
performing an ILP-based SPM allocation for 40 % SPM size. u denotes
the unoptimized system load.

Tasks Initial ILP Sched. | ILP NoSched | ILP Sched. | ILP NoSched
Load u (DMYS) (DMYS) (EDF) (EDF)
2 0.8 100 100 100 100
2 1.0 100 95 100 95
4 0.8 100 100 100 100
4 1.0 100 100 100 100
6 0.8 100 100 100 100
6 1.0 100 100 100 100
8 0.8 100 100 100 100
8 1.0 90 100 95 100

A.1l. ARM7TDMI

For the ARM7TDMI target, repair rates are very good when using the ILP-based
optimization framework. As a result, additional loads of 2.6 and 3.0 have been
evaluated for this scenario. In order to keep the diagrams in Chapter 12 clear,
the repair rates for the low loads of 0.8 and 1.0 are not depicted. However, they
were evaluated. The results are given in the tables below for each SPM size. The
respective unoptimized system load is abbreviated by wu.
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A.l. ARM7TDMI

Table A.3: Repair rates for the ARM7TDMI target for very low loads when
performing an ILP-based SPM allocation for 60 % SPM size. u denotes
the unoptimized system load.

Tasks | Initial ILP Sched. | ILP NoSched | ILP Sched. | ILP NoSched
Load u (DMS) (DMS) (EDF) (EDF)
2 0.8 100 100 100 100
2 1.0 100 95 100 95
4 0.8 100 100 100 100
4 1.0 100 100 100 100
6 0.8 100 100 100 100
6 1.0 100 100 100 100
8 0.8 100 100 100 100
8 1.0 90 100 90 100

Table A.4: Repair rates for the ARM7TDMI target for very low loads when
performing an ILP-based SPM allocation for 80 % SPM size. u denotes
the unoptimized system load.

Tasks | Initial ILP Sched. | ILP NoSched | ILP Sched. | ILP NoSched
Load u (DMS) (DMS) (EDF) (EDF)
2 0.8 100 100 100 100
2 1.0 100 100 100 100
4 0.8 100 100 100 100
4 1.0 100 100 100 100
6 0.8 100 100 100 100
6 1.0 95 100 100 100
8 0.8 100 100 100 100
8 1.0 90 100 95 100
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A. Evaluation of SPM Sizes

Table A.5: Repair rates for the ARM7TDMI target for very low loads when
performing an ILP-based SPM allocation for 100 % SPM size. u denotes
the unoptimized system load.

Tasks | Initial ILP Sched. | ILP NoSched | ILP Sched. | ILP NoSched
Load u (DMS) (DMS) (EDF) (EDF)
2 0.8 100 100 100 100
2 1.0 100 100 100 100
4 0.8 100 100 100 100
4 1.0 100 100 100 100
6 0.8 100 100 100 100
6 1.0 100 100 100 100
8 0.8 100 95 100 100
8 1.0 90 100 100 100
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Figure A.1: ILP-based results for the SPM optimization on the ARM7TDMI archi-
tecture. The SPM size is 20 % of the size of each task set.
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Figure A.2: ILP-based results for the SPM optimization on the ARM7TDMI archi-
tecture. The SPM size is 40 % of the size of each task set.

238



A.l. ARM7TDMI

2 Tasks
BQV)\ DQV) abv}\ DDV) DDV)\ nev} O O O \VJ 45 \V) | |
]OO [ LXANC) RXANC) REANE) Qo FREFNECEISCERN QQ%QOP%D . S ]
P A

Schedulable
Systems in %
U1
o

1.2 14 16 18 20 22 26 30
Load (Unoptimized)

4 Tasks
FPPL PPEP PR PP SRR P | SR | |

1 OO 970797 Q™ a? ]

o)
k) Q
OO AD

Schedulable
Systems in %
G
o

1.2 14 16 18 20 22 26 30
Load (Unoptimized)

6 Tasks

DPVJ RS V)G(PV) O OPVJ O V)\VJV) | | |
]OO AN REANC) FNR) Q970797 ORRD  RReP® O .5 ]
D0
e @

50 + © |

Schedulable
Systems in %

O I I I I I I
1.2 1.4 1.6 1.8 2.0 2.2 2.6 3.0

Load (Unoptimized)
8 Tasks
DPVJ N RRP R P < Q‘PVJ < \QQV) \V) |
100 | o ° o® I S S R = T o o ; o o S
© S P

Schedulable
Systems in %
a1
o

O I T I I T I
1.2 1.4 1.6 1.8 2.0 2.2 2.6 3.0

Load (Unoptimized)

ILP Sched. (DMS) " ILP NoSched (DMS)
ILP Sched. (EDF) ILP NoSched (EDF)

Figure A.3: ILP-based results for the SPM optimization on the ARM7TDMI archi-
tecture. The SPM size is 60 % of the size of each task set.
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Figure A.4: ILP-based results for the SPM optimization on the ARM7TDMI archi-
tecture. The SPM size is 80 % of the size of each task set.
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Figure A.5: ILP-based results for the SPM optimization on the ARM7TDMI archi-
tecture. The SPM size is 100 % of the size of each task set.
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Figure A.6: ILP-based results for the SPM optimization on the TC1796 architecture.
The SPM size is 20 % of the size of each task set.
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Figure A.7: ILP-based results for the SPM optimization on the TC1796 architecture.
The SPM size is 40 % of the size of each task set.
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Figure A.8: ILP-based results for the SPM optimization on the TC1796 architecture.
The SPM size is 60 % of the size of each task set.
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Figure A.9: ILP-based results for the SPM optimization on the TC1796 architecture.
The SPM size is 80 % of the size of each task set.
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Figure A.10: ILP-based results for the SPM optimization on the TC1796 architec-
ture. The SPM size is 100 % of the size of each task set.
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B. Sensitivity Analysis for
Evolutionary Algorithm

For the SPM allocation based on a genetic algorithm proposed in Chapter 10,
multiple parameters have to be determined prior to performing the optimization.
These are, e.g., the mutation probability or the heuristic which is used for repairing
broken individuals in order to provide a good trade-off between repair speed
and quality of each individual. Due to the high runtime of such an analysis, the
optimization was run on the single-task benchmarks from the MRTC benchmark

suite described in Section 11.1. All optimizations were performed using a relative
SPM size of 40 %.

Each optimization was called with a timeout of 7200 s and using WCC’s -02
optimization level (cf. Section 11.6.3). After the timeout, the genetic algorithm is
terminated and the best result is taken as final result. Alternatively, the genetic
algorithm terminates prior to the timeout if no improvement of the WCET could
be achieved over one generation. Then, compilation is finished and a final WCET
analysis is performed. Thus, the total compilation time may exceed the 7200 s.

The following subsections of this appendix provide an overview of the results
for each parameter which was tuned. Appendix B.1 evaluates the effect of different
mutation probabilities. Appendix B.2 evaluates different settings for the repair
heuristic which provides a fast way to repair a broken individual.

B.1. Mutation Probability

This section tackles the impact of different mutation probabilities on the resulting
WCET. For both single-bit and multi-bit mutation (cf. Section 10.3), mutation
probabilities of 0.1,0.2,...,0.9 were evaluated for the Infineon TriCore TC1796
architecture.

Fig. B.1 shows the WCET of each benchmark from the MRTC benchmark suite
for multi-bit mutation. It can be seen that the results are very similar. Ie.,
from a quality point-of-view, there are no significant differences between the
mutation probabilities. All mutation probabilities between 0.1 or at 0.9 will lead
to approximately the same optimized WCET.
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Figure B.1: WCETs of the MRTC benchmarks after applying the genetic SPM
allocation for different mutation probabilities using multi-bit mutation.
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Figure B.2: Execution times of WCC when applying the genetic SPM allocation
on the MRTC benchmarks using different mutation probabilities and
multi-bit mutation.

Fig. B.2 shows the corresponding execution time of WCC. Here, significant
differences can be observed. There is a clear trend that for a mutation probability
of 0.1, the compilation and optimization process finishes the fastest, i.e., the genetic
algorithm converges significantly faster than for high mutation probabilities.

For the nsichneu benchmark, some results are missing. The benchmark is
large and features many conditional if statements. This leads to an extremely
high runtime of WCC’s standard optimizations like, e.g., constant propagation and
dead code elimination. As a result, sporadic timeouts can be observed prior to
retrieving any result.

Fig. B.3 shows the WCET of each of the MRTC benchmarks for one-bit mutation.
It can be observed that, as for multi-bit mutation, there is no notable difference
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Figure B.3: WCETs of the MRTC benchmarks after applying the genetic SPM
allocation for different mutation probabilities using one-bit mutation.
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Figure B.4: Execution times of WCC when applying the genetic SPM allocation on
the MRTC benchmarks using different mutation probabilities and one-
bit mutation.

in the resulting WCETs for different mutation probabilities. Also, the resulting
WCETs for multi-bit and one-bit mutation do not differ significantly. Fig. B.4
shows the corresponding overall execution times of WCC. Again, as already
observed for multi-bit mutation, the lowest mutation probability leads to the
fastest convergence of the results. However, the results for 0.1 and 0.2 are closer,
whereas for multi-bit mutation, a mutation probability of 0.1 was always clearly
outperforming 0.2. When comparing the timing results from multi-bit and single-
bit mutation, differences are also not that big. Despite this, one-bit mutation
clearly converges faster for some benchmarks.

As a result of this evaluation for the genetic algorithm, mutation processes are
performed using one-bit mutation with a mutation probability of 0.1.
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Figure B.5: WCETs of the MRTC benchmarks when applying different repair
ratios when fixing an overfull SPM.

B.2. Repair Heuristic

In case of an overfull SPM, the repair function (cf. Section 10.4) randomly
selects basic blocks and moves them back from SPM to the slower main memory.
Afterwards, the jump correction routine has to be applied in order to restore a
correct control flow. These corrections may introduce additional instructions
to the SPM which in turn may lead to a once again overfull SPM. For small
single-tasking benchmarks, iteratively repeating this basic block removal until the
SPM is no longer overfull is usually quite fast. However, for large multi-tasking
benchmarks, this may easily lead to high computational overhead, thus slowing
down the genetic algorithm’s performance.

To counter this, the repair function can remove more basic blocks as needed.
Le., anumber of basic blocks is randomly removed from an overfull SPM such that
the SPM is only filled up to a given percentage. After that, the jump correction
is run only once afterwards. This reduces the number of jump correction runs
drastically. However, if too many basic blocks are removed from SPM, the fast
memory is no longer used as efficiently as possible, thus possibly degrading
optimization results. The repair function was discussed in detail in Section 10.4.

This section illustrates the impact of different percentages on the resulting
WCET and WCC’s execution time. For the mutation, one-bit mutation with a
mutation probability of 0.1 was used as evaluated in the previous sections.

Fig. B.5 shows the resulting WCETs. As in the previous section, some results
are missing for nsichneu due to timeouts. Apart from this, all results are very
close with regard to the optimized WCET. For few benchmarks, a repair ratio
of 0.9 sometimes performs slightly better, but sometimes also performs slightly
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Figure B.6: Execution times of WCC when applying different repair ratios in order
to fix an overfull SPM.

worse than the other repair ratios. Therefore, from a purely optimization quality
point of view, basically any repair rate may be chosen.

Fig. B.6 shows the corresponding overall runtimes of the WCC compiler. It
can be seen that even for these relatively small single-tasking benchmarks from
the MRTC benchmark suite, high repair ratios lead to small but visibly higher
runtimes. Therefore, it can clearly be seen that removing more basic blocks
than necessary within one execution of the repair function can lead to smaller
compilation runs without degrading the optimization’s quality with regard to
the final WCET. As a result, a repair ratio of 0.8 was chosen for the evaluations in
Chapter 12. This provides a compromise between less jump correction calls and
an efficient SPM usage.
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C. Evaluation Results for Task Sets
from All Available Benchmark

Suites

Chapter 12 evaluated task sets which were assembled from tasks of the MRTC
benchmark suite. This chapter complements this evaluation by showing the results
when assembling the task sets using benchmarks from multiple benchmark suites
(cf. Section 11.1). Apart from extending the range of benchmarks, the system
setup is left identical to Section 12.1. L.e., a relative SPM size of 40 % is used.

Appendix C.1 shows the results for the ILP-based optimization framework
for ARM7TDMI. Appendix C.2 shows the results for the TriCore TC1796. The
genetic algorithm was not evaluated with these extended task sets. The reason for
this is that the task sets from these extended benchmark suites are significantly
larger than the sole MRTC benchmarks. Due to the poor results for even the
small MRTC tasks (cf. Sections 12.1.3 and 12.1.4), the genetic algorithm is not able
to repair a significant amount of task sets for this more complex setup within
reasonable amount of time.

C.1. ILP Optimization on ARM7TDMI

This section shows the results of the ILP-based optimization approach for the
ARM7TDMI architecture. Apart from the different benchmarks, the evaluation is
equivalent to the one in Section 12.1.1.

Fig. C.1 shows the repair rates for the task sets. Identical to Section 12.1.1,
the X-axis of each graph denotes the original, unoptimized system load. The Y-
axis gives the percentage of task sets which are schedulable after applying the
respective compiler optimizations. The bars depict the arithmetic mean over the
repair rates for DMS and EDF for each evaluated optimization and system load.

The overall trend of the evaluation is the same as discussed in Section 12.1.1 for
the MRTC benchmarks. This section will therefore focus on a brief discussion of
the differences.
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Figure C.1: ILP-based results for the SPM optimization on the ARM7TDMI archi-
tecture. The SPM size is 40 % of the size of each task set.
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Figure C.2: Compilation times for ILP-based SPM allocation for the ARM7TDMI
architecture, including all WCET analyses.

There are two main differences: First, the overall repair rates are significantly
lower than for the MRTC benchmarks. Second, for initial loads up to 1.4, the ILP
optimization without schedulability constraints outperforms the schedulability-
aware ILP for all but the smallest task set size. The reason for both issues stems
from the huge size of several benchmarks. E.g., the di jkstrabenchmark from the
MiBench benchmark suite has an initial WCET of more than 3.4 x 10° CPU cycles.
The ARM7TDMI microcontroller used in this evaluation features a maximum
frequency of 60 MHz (cf. Section 11.4). This means, that the unoptimized WCET
of one task is well beyond 50 s. Other benchmarks like, e.g., the £ft benchmarks
from DSPstone or the Jetbench benchmarks feature similar WCETs beyond
1.0 x 10?7 CPU cycles. For multiple of these benchmarks, the ILP optimization
with schedulability constraints is not able to finish within the given two hour time
limit. As a result, at loads up to 1.6, the ILP optimization without schedulability
constraints may provide better repair rates due to its significantly lower complexity.

For the large task sets of 6 and 8 tasks, a significant amount of systems is
already not schedulable at a load of 0.8. This mainly stems from the fact that the
hyper-period of the resulting task set gets so large that it cannot be safely reduced
using the coefficients presented in Section 11.3. In some cases, the hyper-period
exceeded 1.0 x 10*° CPU cycles.

Despite these effects, the overall impact of the schedulability-aware optimization
framework persists. At higher loads, the repair rates of the schedulability-
aware ILP significantly outperform the traditional ILP optimization without
schedulability awareness. E.g., for the largest task sets and highest initial load of
3.0, 40 % of all task sets can be repaired using DMS and even 50 % are repairable
under EDF scheduling. In contrast to that, the ILP without schedulability-
constraints is only able to repair 10 % under DMS and 15 % with EDF scheduling.
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Fig. C.2 shows the corresponding compilation times. Compared to the MRTC
benchmarks, the compilation times increase for both optimizations. As already
mentioned above, for the schedulability-aware optimizations, significantly more
timeouts occur for the larger task sets of 6 and 8 tasks.

C.2. ILP Optimization on TriCore

This section shows the results of the ILP-based schedulability-aware SPM alloca-
tion for the Infineon TriCore TC1796 architecture.

Fig. C.3 shows the repair rates. At a first glance it can be seen that even at
low loads of 0.8, a significant amount of task sets cannot be repaired using any
approach. This stems from the fact, that more than 11 % of all task sets could not
be compiled at all due to an overfull .data section. For the largest task sets of 8
tasks, this applied to even 25 % of the task sets. Several benchmarks feature huge
arrays with data which are encoded or decoded by the benchmark. When these
benchmarks are combined into 8-task systems, the TriCore’s memories are not
large enough, thus the assembled task set cannot be compiled at all. Decreasing
the size of the data arrays, or excluding any data-intensive benchmarks would bias
the evaluation. Manually creating feasible task sets by cherry-picking benchmarks
such that the .data section is no longer overfull would also lead to an evaluation
which is no longer unbiased. Therefore, the results are given here unchanged.
However, it should be stressed, that especially for the larger task sets, the high
number of non-compilable task sets significantly decreases the significance of the
results.

Apart from the generally worse repair rate, the results are comparable to
the ones in Section 12.1.2 for the MRTC benchmarks. Due to the complex
TriCore architecture, the gap between the schedulability-aware and schedulability-
unaware optimizations is smaller than for the ARM7TDMI architecture. As
previously discussed in Section 12.1.2, over-approximations of the WCET can
lead to the case that a system appears to be non-repairable by the constraint-
based schedulability-aware ILP framework. However, the schedulabiltiy-unaware
optimization framework may succeed if — in fact — the system is repairable. This
can be especially seen for the task sets consisting of 4 tasks at a load of 1.0. Here,
the system is barely unschedulable, but due to over-approximations of the WCET,
for DMS only 70 % of the task sets can be repaired using the schedulability-aware
optimization framework. The ILP without schedulability-awareness succeeds at
repairing these tasks as — indeed — relatively small changes to each task’s WCET
already lead to a schedulable system. However, as soon as the load increases, the
schedulability-unaware optimization fails at identifying those tasks that are critical
for the system’s schedulability. As a result, at a load of 1.2, only 45 % of all tasks
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Figure C.3: ILP-based results for the SPM optimization on the TC1796 architecture.
The SPM size is 40 % of the size of each task set.
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Figure C.4: Compilation times for ILP-based SPM allocation for the TC1796
architecture, including all WCET analyses.

are repairable without the schedulabiltiy-aware constraints. On the other hand, the
schedulability-aware optimization framework is able to repair 70 % of the task sets.
This trend continues for larger loads and task sets. The same effect can also be seen
for EDF scheduling. For the task set size of 2 tasks, the original load of 1.8 forms an
outlier to this trend, as more systems are repairable here using the schedulability-
unaware optimizations due to over-approximations of the WCET within the ILP.

Fig. C.4 shows the respective runtimes of the WCC compiler. The runtimes are
very similar to the results for the MRTC benchmarks which were previously dis-
cussed in Section 12.1.2 with the schedulability-aware ILP optimization frame-
work needing about one magnitude more compilation time than the ILP without
schedulability-awareness.
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